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Abstract

"The linear prediction equations can be viewed as extremely simpli¬

fied cases of the general Kalman filter theory. It would appear that if
one were willing to pay a price in complexity, that some benefit should
be received. Unfortunately, at the present in any case, the value of
Kalman filter theory for the processing of real speech has not been

demonstrated." (Markel & Gray 1976)

The aim of this thesis is to address concerns raised more than twenty years ago

by Markel &; Gray as in the above quotation. We place the Linear Prediction

(LP) model of speech production in a Kalman filtering context. We show how it

copes with the shortcomings of the more conventional LP methods in attempting

to separate the glottal source and vocal tract filter. We also demonstrate how the

Kalman filter estimate quality byproduct can be used to detect regions of the glottal
closed phase.

In an age where concerns regarding computational complexity are rapidly being

eased, we believe that the time has come for more widespread use of the Kalman

filter in speech processing.

We have placed this research in the sphere of automatic speaker characterisation,

but the potential of the Kalman filter extends far, far beyond.
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Chapter 1

Introduction

The achievements of this thesis can be viewed in lights of two colours. We have

promoted the use of Kalman filtering as a valuable tool in the processing of speech.
We have done this in the context of our broader research goal - automatic speaker
characterisation.

1.1 Towards Automatic Speaker

Characterisation

The ultimate goal of our current research is cross-language voice transfer: To take

speech as spoken by a particular person and to separate the speaker's identity
from the linguistic content of the spoken message in a way that facilitates speech

synthesis in a language alien to the speaker whose voice quality we use in the

synthesis. Applications for this goal can be found in many areas such as automatic

interpreting and foreign language learning.

We would like to parametrise the movement of the vocal tract (VT) articulators
so that when the speech is inverse-filtered with these parameters, we obtain an

1
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BLACK BOX

Figure 1.1: Automatic Interpreting System

excitation function distinctive to the speaker. Of course, the excitation function

alone will not completely characterise the speaker, as the speaker's articulatory
habits (in the guise of the VT parameter values and trajectories) will also contribute
somewhat to the speaker's individuality.

However, our aim here is to achieve a division of the glottal excitation function and
the vocal tract filter in such a way as to facilitate modelling of both, which in tnrn

should aid manipulation, in pursuit of our goal of voice transfer.

1.1.1 Example: Automatic Interpreting

To make our ultimate goal clearer, let's look at a specific example and see where
our work fits in the overall schema.

Figure 1.1 illustrates the idea of automatic interpreting. Two (or more) people
communicate using speech in their own mother tongue, but each speaker's language
is different. A simple version of such a system is certainly realisable, if only in a

limited domain. The problem we are primarily interested in is producing speech

characteristic of the original speaker at the synthesis end.
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BLACK BOX

Figure 1.2: Automatic Interpreting Without Speaker Characterisation

If we look inside an automatic interpreting black box that does not have a speaker
characterisation module (Figure 1.2), we see that the synthetic speech output will
have a generic voice quality. It lacks the capability of producing speech individual
to the speaker at the opposite end.

Inclusion of a speaker characterisation module as in Figure 1.3 offers two main
benefits. Firstly, by allowing speaker-specific information to input to the synthesis

end, we will enjoy the benefit of speech which is characteristic of the source speaker.
This allows the speaker to maintain their individual identity across the translation

medium. Secondly, by removing this speaker-specific information and considering

only the linguistic-related information as input to the speech recognition module,
we might expect a higher recognition rate.

This thesis presents a foundation for such a speaker characterisation module.
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BLACK BOX

Figure 1.3: Automatic Interpreting With Speaker Characterisation

1.2 Kalman Filtering

For nearly forty years, Kalman Filtering has been used in fields as diverse as satellite

navigation, stock market prediction and computer vision. The literature contains a

number of applications to speech, but they have never made it into the main stream,

in spite of close family resemblances to popular techniques like linear prediction,
hidden Markov modelling and back-propagation in artificial neural networks. We

suggest that the time has come.

We show how the Kalman filter allows us to go beyond the limitations imposed by

conventional speech processing techniques. We take tailorings of the basic Kalman
filter and we show how it attacks two problematic areas of speech processing:

• To automatically locate the closed phase of the glottal cycle.
• To perform dynamic closed-phase linear prediction analysis utilising the non-

independence of neighbouring closed-phase spectra.
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Satisfactory solutions to these two problems offer enormous potential in achieving

division of the glottal excitation function and the vocal tract filter - the basis of our

speaker characterisation module.

1.3 The Future of Speech Technology

Carlson & Grantstrom (1997) identify multilingual, multi-speaker, and multistyle

speech synthesis as important trends in text-to-speech (TTS) applications. With
recent advances in data-driven learning, they point to the need for "at least semi¬
automatic techniques" in order to collect the necessary data for these applications.

Fant (1993) also bemoans the "lack of satisfactory methods for continuous and
automatic extraction of voice source parameters". Current automatic techniques

offer limited success in estimates of pitch, glottal events and vocal tract shape.

Improvements are found in using pitch-synchronous analysis, but while this type

of analysis generally relies on manual intervention, the potential of automation is

undeniably immense. We hope that our work here is a major step in that direction.

Future advanced TTS products will incorporate better understanding of speech

production, and will take advantage of advances in computer technology and signal

processing techniques (Carlson & Grantstrom 1997). It is hoped that our novel

approaches, while computationally expensive, will posit themselves as advanced

signal processing techniques, whose efficiency will improve by taking advantage of
the aforementioned advances in computer technology. In turn, it is hoped that the

advantages offered by our techniques will increase our understanding of the speech

production system.
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1.4 Thesis Outline

Chapter 2, by looking at speech production and characterisation, provides back¬

ground material relevant to the problem at hand. It looks at the speech signal: its

components and how these components come together, and how we need to isolate

and model these components if we are to achieve our goal of speaker characterisa¬
tion. The focus of our study is on vowel sounds and diphthongs as these sounds
contribute significantly towards speaker characterisation.

Chapter 3 gives speech production a more mathematical treatment and shows how
the speech signal can be modelled as an autoregressive process which makes it suit¬
able for linear predictive analysis. We look at the more conventional approaches to
the signal processing of the speech, addressing their inadequacies and shortcomings.

Chapter 4 introduces the Kalman Filter which is used extensively throughout this
research as a tool for isolating and modelling our speech components toward our

goal of speaker characterisation. We explain some tailorings made to the basic filter
and how we have adapted it to treat glottal open phase data as "missing data",
obtain estimate smoothing, and robustify measurements.

Chapter 5 presents the first of our novel approaches - automatic location of intervals

of the closed phase of the glottal cycle.

Chapter 6 shows how by using knowledge of the glottal closed phase obtained in

Chapter 5, we can apply a Kalman filter-based dynamic closed-phase linear predic¬

tive analysis to the speech.

Chapter 7 presents a brief overview of other possible applications of Kalman filtering
to problems in speaker characterisation. We also present other ideas for where our

research will be next directed.

Finally, Chapter 8 offers our conclusions.



Chapter 2

Speech and Speakers

In this chapter we look at the characteristics of speech and speakers. We first look at

speech production in terms of the classic source-filter model (Fant 1960). We then
look at aspects of the glottal source and supraglottal filter that help characterise

speech and speakers.

2.1 Speech Production

Speech involves variations of sound patterns. Sound can be considered as vibrations

of air molecules caused by variations in air pressure. These vibrations in a simple
form could be sinusoidal as in Fig. 2.1, which shows a single frequency sine wave

of unvarying intensity. If the frequency of this sinusoid lies in the range 20 Hz to

20,000 Hz, the average person will be able to hear it. But we would not find it very

interesting to listen to as it would be regarded as carrying little information. It
would most certainly not be considered to have been produced by means of human
articulation. In fact, these simple tones rarely, if ever, occur in nature.

7
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If, however, we in some fashion combine tones, we can develop a communication

system. Consider the not-altogether-different example of touch-tone dialling as used
on most modern telephones.

On a standard telephone's keypad there are 12 keys - 4 rows and 3 columns of keys.

With 7 pure tones of different frequencies, one each can be assigned to each row

and each column of the keypad. Let's call the tones rl, r2, r3, r4, cl, c2, c3.

We can uniquely associate a key by combining 2 of the 7 tones. For example the
1 key will be the complex tone that is the sum of rl and cl; the # key: r4 + c2.

While a single number dialled on a telephone has limited use, by combining keys in

sequence we can convey more information, namely a telephone number.

We shall see that speech, while more complex than this simple scheme, operates on

similar principles. In real human speech we use complex tones - as in touch-tone

dialling - as the basic building blocks of spoken communication.

Sequences of these complex tones are then used to produce the words and sentences

of human spoken language. There are many languages in the world, and while they

operate on similar principles, the patterns of combinations vary widely. Indeed, it

is also most likely that touch-tone frequencies and the number of keys on standard

keypads will vary from country to country - as do phonemic inventories of different

spoken languages.

Such is our complex system of spoken language, that we can convey much infor¬
mation - complex sounds that make up phonetic segments, sequences of phonetic

10000

5000

0

-5000

-10000

Figure 2.1: A single-frequency sinusoid
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Figure 2.2: A segment of real-speech waveform

segments that make up words and sentences, and also underlying information re¬

lated to the speaker.

So, real speech (as in Figure 2.2) differs from our pure sinusoid in many ways.

Noting the differences helps highlight the information carrying components of the

speech wave.

We can see elements of periodicity1 in the speech wave. There are four complete

pitch periods in the fragment of a speech wave in Figure 2.2. The time lengths
of these pitch periods are the inverse of fundamental frequency /o2. Each of these

pitch periods also include decaying oscillations. Sonorant speech can be considered
a series of decaying oscillations, and this is the approach we shall take in analysing
the speech signal.

The speech components of varying frequencies, decays and amplitudes - both in

a static and dynamic sense, serve to produce speech which carries linguistic and

speaker-related information.

2.2 The Spectral Make-Up of Speech

As we have just stated, speech is more than pure tones and comprises complex

frequency components which span the audible frequency spectrum.

■'Speech is not strictly periodic. There is usually an element of cycle-to-cycle variation which
is why speech is often described as being quasiperiodic

2Although the term pitch is more correctly used in a perceptual sense, we will use it inter¬
changeably with /0
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Ladefoged 1993)

Voiced sonorant speech, such as in vowels, has most of its spectral information be¬

low 5kHz, and voiceless speech, as in the /s/ and /k/ sounds, will contain important
spectral cues ranging up to 8kHz. The speech we have studied was digitally sam¬

pled at 16kHz, which implies a Nyquist frequency of 8kHz. This means that our

digitised speech signal contains all the spectral information we need for for voiced
and unvoiced speech.

To consider this spectral information further we need to look briefly at the speech

production mechanisms.

2.3 Speech Production: Source &; Filter

Figure 2.3 shows the vocal tract and its main features. The speech production

system is often considered to comprise of two linearly separable components: a

source and a filter. In voiced sonorant speech, the source is located in the larynx

and involves projecting quasiperiodic bursts of air pressure through the vocal tract.
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Figure 2.4: Glottis (shaded area) in open state as in inspiration (after Kent &; Read
1992)

The filter is the vocal tract and its resonant cavities. In voiceless speech, the source

excitation is aperiodic and can be modelled as white noise, while the filter involves

a narrow constriction in the vocal tract. Finally, there is what is known as mixed

speech as is found with voiced oral (as opposed to nasal) stops and fricatives. This
involves a mix of both quasiperiodic and noise-like excitation.

We will centre our discussion of the source and filter on voiced vowel sounds. This

will lead onto a discussion of resonance and formants.

2.3.1 Source

The larynx, its muscles, ligaments, tissues and cartilage form a complex system

that works in conjunction with the vocal tract and the tracheal system to produce

speech. In the larynx are two sets of layers of tissue, ligament and muscle known
as the vocal folds. The vocal folds run from the thyroid cartilage3 at the anterior

part of the larynx to the arytenoid cartilages at the posterior of the larynx. The

arytenoid cartilages and the vocal folds together form a narrow aperture known as

the glottis. A simplified diagram is shown in Fig. 2.4.
3The anterior part of the thyroid cartilage is the protrusion of the throat that is commonly

known as the Adam's apple. It is generally more pronounced in males who subsequently have
longer vocal folds.
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Figure 2.5: Typical idealised (a) glottal flow waveform (b) differentiated glottal
flow. The closed (C) and open (O) phase are indicated.

The operation of the glottis' rapid and sustained closing and opening4 projects
bursts of air pressure through the vocal tract. The mechanics of the glottal opening
and closing are beyond the scope of this thesis, but detailed accounts are given in
Titze (1994), Clark & Yallop (1990) and Hardcastle &; Laver (1997). Discussions
on different voice types and types of phonation can be found in Klatt & Klatt

(1990), Laver (1994) and Ni Chasaide & Gobi (1997). Because of the individual

physiologies of different speakers, each individual will have vocal folds of varying

length and thickness. There is also the suggestion that some speakers' usual mode of

phonation may be learned (Klatt &; Klatt 1990). These ideas suggest that everyone
will have a different /o level, f0 range, and different modes of vocal fold vibration,
and consequently different types of glottal airflow.

A typical idealised glottal waveform is illustrated in Figure 2.5. In this idealised

signal, the closed phase is clearly identified by zero airflow which is maintained for
a significant proportion of the glottal cycle. When the glottis opens, air begins to

flow, and when there is complete closure, the airflow ceases and goes to zero.

The aerodynamics involved in the rapid and sustained abduction-adduction cycle
of the vocal folds will determine the shape of the glottal flow.

4Often referred to in terms of the vocal folds' adduction (moving towards each other) and
abduction (moving apart).
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Figure 2.6: Approximate instants of glottal closure (IGCs)

The shape of the glottal flow waveform shows skewing during the open phase. This
is because when the glottis opens flow increases relatively slowly because the inertia
of the supra- and sub-glottal air columns has to be overcome.

When the glottis begins to close, the momentum of the air column means that the
flow through the glottis cannot keep up with the air column flow. This creates

suction above the glottis causing further closing of the glottis (Titze 1994). There¬

fore, the glottal closure is usually more abrupt than the opening. This gives rise to

greater bursts of energy in the differentiated glottal flow (DGF) at the instants of

glottal closure (IGC) (Figure 2.5b). The four points in the speech wave segment of

Figure 2.6 where the speech energy starts to increase the most will correspond very

closely with IGCs.

The idea of the glottal waveform being the source that drives the vocal tract filter

(Fant 1960) is shown in Figure 2.7. The lip radiation component is often approxi¬
mated as a differencer. If the model is assumed linear, then we can apply the law

of commutation and obtain an equivalent model that merges the glottal flow and

lip radiation and so has the DGF as the source to the vocal tract filter.

The linear time-invariant model of speech production (Fant 1960) is very much a

simplification. For example, there can be substantial interaction effects between

the source and the filter (Fant 1979, Klatt, k Klatt 1990, Childers k Lee 1991).
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Figure 2.7: Linear model of speech production: (a) glottal source, vocal tract filter
and lip radiation; (b) equivalent model by commutation; (c) equivalent model by
bunching glottal source with lip radiation differencer

2.3.2 Filter

We can see in Figure 2.8 the vocal tract configuration for the vowel sound /a/. It
is the physical setting of the vocal tract - the position of the tongue in relation to

the passive articulators - that dictates the configuration of the vocal tract filter. In
the case of the /a/ sound, note how the oral cavity is large in comparison to the

pharyngeal cavity. In fact, as a simplification we can approximate this configuration
as the concatenation of two tubes.

In the case of what is often called the neutral vowel /a/ (see Figure 2.3), the vocal
tract can be approximated by a single tube closed at the glottis and open at the

lips. This approximation is reasonable since the oral and pharyngeal cavities are

similar in cross-sectional area. Figure 2.9 illustrates how standing waves are formed
in such a tube. The standing waves have wavelengths given by:
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larynx

Figure 2.8: Typical vocal tract configuration production of vowel sound /a/ (after
Ladefoged 1993)

(a)

(b)

(c)

LIPS GLOTTIS

Figure 2.9: Standing waves at the first three resonant (formant) frequencies of the
vocal tract
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Xn~2n-1 n-1'" f2-1)

where n refers to the nth standing wave, and I refers to the length of the vocal
tract. The standing waves are each related to a resonant frequency:

/n = f n = 1 • • • (2.2)

where c is the speed of sound in the vocal tract. Thus

/.= <?^ n=l- (2.3)

2.3.3 Formants

A typical male vocal tract of length 17.5cm and a speed of 350m/s gives resonant

frequencies - called formant frequencies - of 500Hz, 1500Hz, 2500Hz, ... or roughly

one formant per 1kHz of speech. In Section 2.2 we mentioned that our speech was

bandlimited to below 8kHz, so we would expect to have approximately 8 formants
in our male speech signals, and perhaps less than 8 in our female speech5.

Associated with each formant is a frequency (as we have just shown), but also an

amplitude and a rate of decay. The amplitude is related to the intensity of the
bursts of pressure at the glottis. The decay comes about due to energy losses. If

5Females generally have shorter vocal tracts than males. Consequently Equation 2.3 predicts
a greater spacing between formants, and therefore fewer formants per given frequency range
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there were no losses, meaning 100 % reflection in the tube, we would see a spectral
line at the formant frequency. In reality, there are acoustic energy losses through

the mouth and glottis, to the vibrating tissue walls of the vocal tract, and energy

dissipation into the air column by friction between air particles (Titze 1994). These
losses mean that the tube is less selective in its frequency response, and rather than

having a line spectrum, the spectral response broadens, and can be seen to have a

bandwidth. The more lossy the tube is, the broader the response, the greater the

bandwidth, and hence the greater the rate of decay of the formant.

We can observe the effects of the first formant in the speech segment of Figure
2.2. The effects of the first formant (/i) can be seen in the largest oscillations that
follow the IGCs and seem to decay exponentially until re-energised at the next IGC.
We can see that there are approximately 6 such oscillations between IGCs. So if
this speech has an /o of 100Hz, we expect an fi value of about 600Hz. We could
also attempt to estimate the rate of decay by inspection, but this is slightly more

difficult because we also have /2,3,... oscillations superimposed on the f\ oscillation.
But close inspection of the second-most prominent oscillation's timing can often

give a rough indication of the f2 frequency component.

Knowing values of f\ and /2 can offer a significant hint as to the sound being

produced. To see how this is, let us compare the two vowel sounds as detailed in

Figure 2.10. As we mentioned before, for these non-neutral vowel sounds we can

model the vocal tract as the concatenation of two tubes. The length and cross-

sectional areas of these tubes, as formed primarily by the placement of the tongue,

will deviate the first two formants from the single tube (neutral vowel) model in
the following ways6 (Deller, Proakis &; Hansen 1993, Titze 1994):

Oral constriction Frequency of /) is lowered by any constriction in the front half
of the oral cavity.

6There is also the effect of lip-rounding which lowers the frequencies of all formants.
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Fl: 350Hz
F2: 2000Hz

f a ther

Fl: 650Hz
F2: 1300Hz

Figure 2.10: Typical vocal tract configurations for vowels /a/ and /i/, with associ¬
ated waveforms and values for /j and /2. /o is 100Hz (vocal tract diagrams after
Ladefoged 1993)

Pharyngeal constriction Frequency of fi is raised by any constriction of the

pharyngeal cavity.

Back tongue constriction Frequency of /2 tends to be lowered by any back

tongue constriction.
Front tongue constriction Frequency of f2 tends to be raised by any front tongue

constriction.

Lip-rounding The frequencies of all formants are lowered by lip-rounding.

Referring to Figure 2.10, and assuming that the speaker is male and would normally
have neutral formant frequencies given approximately by Equation 2.3 we can see

the above effects for the sounds /a/ and /i/. The waveforms shown are actually
of synthetic speech and are formed from the sum of two series of exponentially

decaying sinusoids at the given formant frequencies. The /o is 100Hz and the
formant frequencies can be verified from visual inspection.
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Given that individuals will have varying vocal tract physiologies - different lengths,

shapes and textures - and varying articulatory habits, it does not require a great

deal of imagination to conclude that the formants will be realised differently from

person to person.

In fact, although the first two formants go a long way to characterising the pho¬
netic segment produced, and these formants will be indicative of the speaker, the

frequencies of the first two formants are typically below 2500Hz for the average

male. The higher formants also carry information that relates primarily to the

speaker-specific information and naturalness of the speech. Therefore we want to

include this information in our analysis. Telephone speech is typically bandlim-

ited to < 3300Hz. While voiced telephone-transmitted speech is usually intelligible,

sometimes information carried by higher frequencies is lost.

In Chapter 3 we consider these higher formants and look more closely at formants
in the context of exponentially decaying sinusoids.

2.4 Other Speech Sounds

Our discussion in Section 2.3 was primarily related to vowel sounds. This was be¬
cause these sounds are significant contributors to speaker characterisation. Other

types of sounds include nasals, and "turbulent" speech sounds7 as in fricatives (see

Figure 2.11) and plosives. These sounds can too be described and modelled acous¬

tically. However, they are sometimes considered problematic as they are associated
with the presence of antiformants.

Antiformants arise when the vocal tract has two parallel cavities (as in nasal pro¬

duction), or when the excitatory source is not at the "closed" end of the vocal tract
7Turbulence is the source of acoustic energy for frication and plosives. It occurs when air is

forced through a constriction at high velocity. The turbulent flow is characterised by eddies of air
particle motion (Kent & Read 1992) as shown in Figure 2.11.
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Figure 2.11: Turbulent noise production of frication in the vocal tract (after Kent
& Read 1992)

tube. If formant and antiformant frequencies coincide they will tend to cancel each

other out8.

For further details on these sounds, the reader is referred to Kent & Read (1992).

2.5 Information Content of the Speech Signal

The speech signal is rich in information. When we hear speech we consciously and

subconsciously process this information. Usually we are primarily interested in the

linguistic content - that is, what is being said. However, an indicator of how rich

speech is in other information is highlighted by the difference between spoken and
written language.

In written language, we have access to what is being communicated. We get a rough
idea of segmental information from orthography (assuming the writing system is

alphabetic or syllabic), and some suprasegmental indicators from the punctuation.

However, a moment's thought reveals what we are denied.

In speech, we not only have linguistic information, but also paralinguistic, soci-

olinguistic and extralinguistic information9. This paralinguistic, sociolinguistic and
8If their bandwidths are equal, they will cancel each other out completely.
9Paralinguistic communication can signal the speaker's mood, emotions, and attitude at the

time of speaking. Sociolinguistic aspects of speech help identify the linguistic, regional, and social
group to which the speaker belongs. Extralinguistics captures the other longer-term factors such
as anatomy, and general and mental health - that convey information about the speaker
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extralinguistic information tells us much more than the linguistic content alone and
is primarily speaker-related. It can help us recognise the speaker and perhaps give
us an idea of what kind of mood they are in. It can give us cues as to the gender,

age, status, sexual orientation, cultural, educational and geographical background
of the speaker. It might reveal facts about the addressee even if we have not heard

any samples of their speech.

We saw in Section 2.3 how speech can be viewed in terms of a source and filter.
The static and dynamic trends of the source and filter make up the segmental and

suprasegmental information of the speech signal. We decode the source-related,

filter-related, segmental, and suprasegmental information into linguistic, paralin-

guistic, sociolinguistic and extralinguistic information, from whence we draw con¬

clusions about the speaker and the message meaning.
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Figure 2.12 illustrates the levels at which these components might be considered to

operate. It shows a one-way flow of operation which is admittedly a simplification.

Speech is far more complex with all the components and subcomponents interacting

and influencing each other in many and complex ways.

An important point to be noted from Figure 2.12 is that the source and filter
make both individual and combined contributions to the message meaning and the

speaker characteristics.

Despite the complexities of spoken language, the aim of this thesis is to build a base
from which the task of separating the speech message and speaker identity part of
the speech signal can be tackled - to automatically separate the source and filter.

2.5.1 Related Speech Technologies

In a way, the problem of speaker-message separation has already been visited by
other speech technologies. Speech and language recognition systems are only inter¬
ested in the speech message, while speaker recognition systems are interested in the

speaker identity part. For practical reasons - the complexity of the separation prob¬
lem being the primary one - the effect of the unwanted part is usually minimised:

usually by means of normalisation.

However, for the applications we have in mind (those of voice transfer), in our

analysis phase we require as clean a separation as is possible, because we need

both parts to contribute towards our synthesis phase. A technique that offers a

clean separation will consequently offer improvements in both speech and speaker

recognition systems.
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2.5.2 Conclusion

In summary, if we are to truly separate linguistic from speaker-specific information,
we need to break down speech into as many of its subcomponents as is necessary

and then place these subcomponents on the appropriate side of a single line that

divides the linguistic and speaker-specific content of speech..

The complexity of defining the problem reflects the greater complexities involved
in finding a solution. But we believe work towards our ultimate goals should start

with a source-filter separation.

Let us first briefly look at some of the subcomponents of speech and how they relate
to our aforementioned categorisations.

2.6 Factors Relating to Message Meaning

The phonetic segments of speech production, under the influence of phonology, come
to make up syllables and words. These words in turn, via morphology and syntax

ultimately form sentences which semantically and pragmatically convey meaning

and concepts.

Phonetic segments, as we have claimed earlier in this chapter, are primarily deter¬
mined by the configuration of the supraglottal articulators that form the vocal tract
filter. However, in many of the world's languages, the source has a part to play in

phonetic distinction. Klatt &; Klatt (1990) and Ni Chasaide &; Gobi (1997) give a

brief reviews of the work carried out in this area. For example, in Gujarati there is a

phonemic distinction between breathy versus normal vowels (Pandit 1957, Fischer-

Jprgensen 1967, Bickley 1982).

Suprasegmentals can contribute to message meaning - primarily through /0 and
duration. For example, f0 - a suprasegmental phenomenon - is used mark stress
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and utterance type (through intonation) in English. The Chinese dialects are fa¬
mous for using tone for lexical distinctions. In other languages, vowel duration
can be phonemically contrastive (Ladefoged 1993). Source phonation type is also
often associated with f0 contrasts: for example laryngealisation, or creaky voice

often accompanies the fall-rise tone of Chinese (Shili 1988) and the drop tone of
Vietnamese (Han & Kim 1974).

A point should be made which relates the glottal excitation to both supraseg-

mental and paralinguistic information. There will often be considerable variation

in the timing (and other glottal parameters) of glottal events and many stud¬
ies have shown how they vary for a single speaker under different circumstances

(Fant 1980, Holmberg, Hillman & Perkell 1988, Cummings &; Clements 1990, Strik
&; Boves 1992, Fant 1997). This will be important for natural and appropriate

speech synthesis.

Despite these associations, of immediate concern to us is that having performed a

source-filter separation, the source's and filter's contributions to linguistic content,

via the segmental and suprasegmentals, can then be looked at further.

2.7 Factors Contributing to Speaker

Characteristics

Both segmental and suprasegmental information contribute to characterising speak¬

ers. For example: Articulatory settings of phonetic segments are associated with
accents and individualswhich help characterise speakers. Here we shall review their

contributions.

Voice individuality has parallels with the individuality of human appearance. One

dichotomy of factors contributing to individuality is physiological/anatomical versus

socio/behavioural/psychological.
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We are genetically programmed to develop certain physiological attributes which
will identify us throughout our lives. These attributes are difficult to change, but
alterations are possible through physical training, surgery, wear and tear, and of

course, time. This is most obvious in the context of physical appearance, but it

is also true of voice. For example: professional singers may train their voices in

an effort to strengthen some physiological aspect of voice production in a manner

not dissimilar to the training of athletes who attempt to strengthen their physiques;

smoking can affect our speech production as dietary habits can affect our physiques.

We also "acquire" a certain amount of individuality. This is primarily related to

sociological/psychological factors. Our posture, manner of walking and general

physical habits may be due to how we are raised i.e. the influence of family, school,
friends. They can also depend on our gender, sexual orientation, age, social status,
and the subcultural communities to which we belong. Again, the same is true of

speech: all the factors influencing our physical mannerisms plus our language and

dialect, will affect our acquisition of speaking style and accent.

The emotion factor comes into play as a short-to-medium term one. Related to

emotion are other short-to-medium term factors like illness, physical injury and

energy/consciousness levels. Most of us have had colds, sprained muscles, felt ex¬

hausted, or staggered when under the influence of alcohol. These situations will
affect voice production too: blocked nasal cavities, hoarseness from excess shouting

at a football game, our speech when drunk or just after being woken from sleep.

These are generally temporary conditions which can affect both what Kuwabara &;

Sagisaka (1995) describe as hardware and software performances.

In Kuwabara &; Sagisaka's analogy, they call the physiological dimension the hard¬

ware; the sociological is the control software. The former is more associated with
the static nature of our anatomies, while the latter is closer to the dynamics. When

we mimic another person, we usually try to mimic the software. This applies not

only to voice, but to mimicking physically as well. We will, of course, first preset
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our hardware to a configuration as close as possible to that of the mimicry target.

Most of us familiar with comic mimicry and mime will be familiar with these sit¬

uations. When we physically mimic some one smaller than ourself, we first try to

make ourself "small" by perhaps crouching slightly. When we mimic a voice of a

higher fundamental frequency, we usually tense our vocal cords accordingly. Vocal
tract length and shape, affecting location and prominence of lower and/or higher

frequencies, can also be modified by a speaker to create various voice quality effects

(Titze, Wong, Story & Long 1997).

The voice output from our software programming is realised acoustically in supraseg-

mental (prosodic) features such as timing, rhythm, pause, intensity, fundamental

frequency (/o) contour. That from hardware is /0 range, glottal shape/spectrum
and in the spectral shape of the vocal tract filter.

In this research we have focussed on estimating and parametrising the hardware
factors. However, it is the dynamic behaviour of much of the hardware that is

controlled by much of the software.

It is our belief that if we can isolate the contribution of each of the hardware compo¬

nents, we can then begin to study the software and perhaps "learn" its behaviour.

The primary hardware components as listed by Kuwabara & Sagisaka (1995) are

listed below. Note that not all are "static".

• Glottal Source:

1. the average pitch frequency
2. the pitch contour

3. the pitch frequency fluctuation

4. the glottal wave shape

• Vocal Tract Resonance:

1. the shape of the spectral envelope and spectral tilt
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2. the absolute values of formant frequencies

3. the formant trajectories

4. the long term average speech spectrum

5. the formant bandwidths

Hanson (1995) gives a description with more of an articulatory phonetics flavour.
She lists five dimensions of speech production that that can lead to quality individ¬

uality. In this case the first four are "static" while the fifth captures the dynamics.

1. Sound sources The glottal source and turbulence sources along the vocal
tract.

2. Supraglottal filters The vocal and nasal cavities.
3. Subglottal coupling Occurs in all speakers once the glottis is open.

4. Source-filter interaction Not taken into account in the source-filter theory

of speech production

5. Kinematics The movement of the articulators.

2.7.1 Related Technologies

In parallel to Section 2.5.1 which briefly discussed speech recognition as being pri¬

marily interested in the message meaning, it is also necessary to mention speaker

recognition technology.

Speaker recognition has two main strands:

• Speaker Identification
• Speaker Verification

In both cases, the idea is to emphasise information in the speech signal characteristic
of the speaker. In an effort to avoid the difficulty of separating message meaning
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from speaker-related information, it is usual to use fixed words or phrases in both
the training and recognition phases.

Where it is possible to characterise the speaker regardless of the utterance, the

scope of speaker recognition immediately widens.

2.8 Conclusion

We have seen how complex speech is, and that currently there are many ques¬

tions regarding the influence of the many aspects of speech production on message

meaning and speaker characteristics.

It should be clear that both source and filter make distinct and combined con¬

tributions to both message meaning and speaker characteristics. We believe that

attempts to separate meaning-related from speaker-related information begins with

separating source from filter. While this is not a trivial problem, particularly due to
the fact that they interact, if we could characterise the effects of one, say the filter,
then at least we would have made the problem into a possibly more manageable

one, where the next step would be to characterise and model the interaction effects
on the source.

Towards solving the more immediate problem, the next chapter focuses on the

discussion of the separation of source and filter.



Chapter 3

Sinusoids, Noise and Linear Pre¬

diction

This chapter expands on the source-filter ideas introduced in Chapter 2 showing how

speech can be modelled as an autoregressive (AR) series. This is the model that fits

nicely into a Kalman filtering context, discussion of which takes place in Chapter
4. We begin by discussing deterministic exponentially decaying sinusoids leading to

their place in the theory and modelling of speech. We then discuss the handling of

uncertainty in the form of noisy systems. We then introduce the two most common

forms of Linear Prediction (LP) which attempt to estimate AR parameters while

minimising the effects of uncertain systems and noisy measurements. We shall also
view LP from a frequency perspective and discuss the occasions when conventional
methods are not suited to providing reliable estimation. We will then be ready to
see how the Kalman Filter steps in to the rescue.

29
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Figure 3.1: A single exponentially decaying sinusoid

3.1 Exponentially Decaying Sinusoids

A pure exponentially decaying sinusoid Aer0n sin(an + 9) can be modelled as a

deterministic autoregressive series. This means that any value that we choose to

call the current value is a linearly weighted combination of just two previous values
and we can use the same pair of weights regardless of our choice of sinusoid samples.
The system is said to regress on itself - hence, the term autoregressive. In the case

of a single exponentially decaying sinusoid as in Figure 3.1, we need two AR, weights
- called coefficients - and two initial values to completely characterise the decaying

sinusoid. Because we need two AR coefficients, the system is said to be second order.

Although the simplest AR, system is a first-order one, it exhibits decay, or growth,
but cannot model oscillatory behaviour. Therefore we shall begin our exposition

with a discussion of the second order model, then consider higher-order models as

a simple extension, and finally, introduce speech in the context of a higher-order

system plus noise.

3.1.1 The second-order model

The second-order model as illustrated in Figure 3.1 is a second-order AR signal,
Ae~Pn sin(em + 9). We can consider the signal in isolation - an AR series - or

consider it as the output of a second-order AR system.
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We shall show how the rate of decay (3 and the angular frequency of oscillation a are

related to the AR coefficients. The amplitude component A and phase component,1
6 can be found quite easily by solving for actual values on a determined time scale.

We shall show this later using an example.

As we have said, an autoregressive series is one where any value that we choose
to call the current value is a linearly weighted combination of previous values. A

second-order series is one where any value is a linearly weighted combination of its
two preceding values. This can be formulated as:

Sn — ^1*^71—1 T 0'l2^n—2 (^*-0

where sn is the value of the sinusoid at time n, and a,;, with i = 1,2, are the AR

coefficients, and where the start-up values - known as the initial conditions - sq, s_t

are given. We can express this in vector/matrix form as:

sn. — Sn-1 Sn-2

Sn — bf.,X

<Zl

«2

(3.2)

H„ can be considered the horizontal history vector, or series of previous sample

points, and x„ is the vector of AR coefficients.

Knowing the initial conditions at times n = 0, —1, using (3.1) or (3.2) we can find
the values at any time n > 0. In actual fact, if we know any two consecutive values

'Phase can be considered as the time delay between two waves of the same frequency and is
expressed is usually expressed as a proportion of the length of a complete cycle. See Ladefoged
(1996) for a brief discussion.
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at given times, we can calculate the values at any other time given that the same

AR series model is valid for that time.

For example, if the values are Si and s2 at times n = 1 and n = 2 respectively and
1 t

the series has AR, coefficients

3.1:

&l 0,2 , then from a rearrangement of Equation

S2 — OiSi . .

So = (3.3)
a2

s i — ais0 . .

s-1 = (3.4)
a,2

If we had a second-order series with values s2 = a\ and S\ = 1, we would find the

initial conditions2:

«o =
S2 — Cll^i

a-2
= 0

s~ 1 =
Si — QISQ

d2

_1_
a.2

In reality, such series must originate from somewhere. If we consider a time n — I

when our series appears, and at all times n < 1 the series has zero values, then by

simply applying Equation 3.1 we will get zero values at all times n > 1.

On the other hand, if we view the exponentially decaying sinusoid of Figure 3.1

as the output of a second-order linear time invariant system (Proakis & Manolakis
2These values for s2 and si were chosen since they are those obtained from the output of the

second-order system of (3.1.1) on Page 35. Note, however, we are now simply considering them
as part of a second-order series.
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Figure 3.2: Structure of a second-order autoregressive system

1996) as shown in Figure 3.2s, we can apply inputs en. With such a system, Equa¬
tion 3.2 is only valid when the input en is zero. For non-zero inputs we adjust

Equations 3.1 and 3.2 to:

~F ^2^71—2 ~f~ (^*^)

and

Sn — HnX T &n (^"^)

respectively, and we can say that the AR coefficients x characterise the system

that produces an exponentially decaying sinusoid when the input is zero. This is

3z~l represents a time delay of one unit.
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referred to in the literature as the zero-input response, the natural response, or free

response.

An example: input and output analysis

Let's compute the response to the above system by applying the input:

0, n < 1

en = 1, n — 1

0 n > 1

Repeatedly applying Equation 3.5 we obtain the unit impulse response:
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Si — + 02S-1 + el

0 +0+1

1

S2 = alsl + ®250 + e2

= a\ +0+0

= ai

S3 — CL\S2 + 0-2S\ + e3

a\ + (22 + 0
= a\ + (22

S4 — &1S3 + (22 S2 + (34

= Qi((2j + (22) + d2al + 0
= a\ + 2a\CL2

S5 = a* + 3a^a2 + oi

«6 = af + 4afa2 + 3aia2

... and so on.

3.1.2 Inverse Filtering

Now, imagine we had obtained the signal of (3.1.1) from a system the AR coefficients
of which we did not know. All we know is that the system is second order, and we
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know an interval of length N, [n, n+N — 1], during which the system was in natural
oscillation (zero input). We also have available the N points immediately preceding
this interval. For example let's make N = 2 and from our example we can choose

the interval [3,4]. Let's call the unknown AR coefficients c and d respectively.

By taking the values at sample times n = 2,3,4, and using Equation 3.1 we can

form the equation:

This is a single equation in two unknowns, and therefore does not have a unique
solution.

However, by looking at sample times n = 1,2, 3, we form a second equation:

It is now evident why we chose N = 2 as now we have two equations in two

unknowns, known as the normal equations, which we shall solve. It should also
be noted that in choosing N zero-input samples, we also need N initial condition

samples, i.e. we need 2N to be available.

s4

af + 2aia2

s3c + s2d

(a\ + a2)c + aid
(3.7)

S3 — S2C -j- S\d

a\ + (I2 = d\C + d
(3.8)

We can subtract a\ times 3.8 from 3.7 to get:
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a ia,2 —

=> c =

Substituting 3.9 into 3.8 gives:

flj + a2 =

=> d =

which is exactly what we expect. It should be noted that even though values for
coefficients c and d were obtained by considering data at times n = 3,4 and their

preceding values (data at n = 1, 2), we could have chosen any two zero-input points
and would have obtained the same result. It should also be noted that this can only

be said about an idealised case as in our example. In reality, we must cope with

noisy signals and from Section 3.3 we discuss how this is dealt with. For now, our
discussion will be centred on the idealised case.

Our calculations can also be condensed and solved in matrix form:

3.8 and 3.7 become in general:

s„ = 0„x (3.11)

a2c

di

a? + d

a2

(3.9)

(3.10)

where:
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&n

Sn—1

= (Hra+i)'

H
0n =

Hn_!

Sn—1 Sn—2

Sn—2 Sn—3

with [n — 1, n] an interval of zero-input data samples, and Hn and x are as in 3.2.

For any n > 0, where en = 0 for all the sample values in sn, the solution becomes:

X = (3.12)

which, in our simple second-order case is:

x =

c Sn— 1 Sn—2

-1

Sn

d, Sn-2 Sn—3 Sn—1

^n—2 ^n—l^n—3

^n—l^n—2 ^n^n—3

Sn^ri—2 ^n—1

(3.13)

(3.14)

For our example, let's take n = 3, the solution is
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X =
c S2 S\

-1

«3

d S\ So S2

- l -

a,i 1 a\ + a2

1 0 a\

0 1 a, + a2

1 — «i

ax

as before.

Having found the AR coefficients x for the system by considering behaviour at times

for which the input was known (in this case times for which the input was assumed
to be zero), we can then obtain the whole input to the system. This can be seen

by rearranging Equation 3.5:

6n — Sn i 2 (3.15)

or

Gn — sn H„x

HyjOyj S„ (3.16)
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This is equivalent to assuming the system has zero-input for all time n and where
there is a discrepancy or "error" between measurement sn and value based on zero-

input assumption H^G"^ we adjudge it to be the actual input to the system.

So in our example we can apply Equation 3.15 to 3.16 for sample time n = 3:

e3 S3

s3

= a\ + a2

= af + a2 -

H3

S2 Si

<2] 1

(a? + a2)

x

a\

0,2

0\

0-2

0

as we expect, whereas at sample time 1:

<2l = Si

= Si

= 1

= 1

Hi

So S_1

0 0

X

«1

02

0\

a2

which was in fact onr original input at time 1 (see Page 34)!

This process where we try to find the input to a system given the output and the

system characteristics is known as inverse filtering and is shown in Figure 3.3.
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Figure 3.3: Structure for inverse-filtering the second-order autoregressive system

3.1.3 The Spectral View

Since the AR coefficients xn completely characterise the exponentially decaying
sinusoid e_/3t sin at, as do a and (3, we can ask how they are related.

Taking the z-transform4 of Equation 3.5:

S(z) = a,\S(z)z~l + a,2S(z)z~2 + E(z) (3-17)

which leads to the system transfer function:
4 The z-transform maps a signal sn from the time domain to a complex-plane representation of

the signal S(z). The inverse z-transform reverses the mapping. While the z-transform has many
properties that make it useful in digital signal processing (DSP), the property used in obtaining
Equation 3.17 is that of time shifting:
If

sn S{z)

then

sn-k S{z)z~k
See Proakis & Manolakis (1996) for more details of the transform.
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S(z) 1
E(z) 1 — a,\z~l — a,2Z~2

This is an all-pole5 system. By making the denominator of the right-hand side of

Equation 3.18 equal to zero, we form what is known as the characteristic equa¬

tion whose roots are the poles of the system. We can reformulate the quadratic
characteristic equation as:

(3.18)

z2 — a\Z — = 0 (3.19)

the roots of which are:

Pi,2 =
a\ ±

(3.20)

For a decaying sinusoid, these roots lie within the unit circle on the complex plane
and form a complex conjugate pair.

The angle the complex roots form with the real axis is equal to the angular frequency
a of the sinusoid, and is proportional to the frequency of oscillation / of the sinusoid:

5Poles in the z-plane are a polar (as opposed to Cartesian) representation of formants. An all-
pole system has only a constant term in the numerator of the transfer function. If the numerator
contains more terms than simply a constant, the system will have one or more zeros. As poles
correspond to resonances, zeros correspond to antiresonances.
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fpi = a = —/ (3.21)
F S

where Fs is the frequency at which the data was sampled (known as the sampling

frequency). So,

/ = Pi (3-22)

The magnitude of the roots is inversely related to the rate of decay /?:

\Pi\ = a~0/Fs (3.23)

It is often more convenient and conventional to use the bandwidth as a measure of

decay and is given as:

BW = —— loge (|pj|) (3.24)
7T

and is illustrated in Figure 3.4.

In summary, we can calculate the frequency and bandwidth of an exponentially

decaying sinusoid from the AR coefficients. Once we find the AR coefficients, we

can subsequently find the frequency and bandwidth.
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Figure 3.4: An illustration of the concept of bandwidth (BW). It is the the width
of the frequency band which delimits a power level half that at the centre frequency.
Such a power difference is 6dB on the standard deciBel scale.

Our example revisited

We can see the relationship just discussed by considering the exponentially decaying
sinusoid in Figure 3.5 whose frequency of oscillation is a quarter the sampling rate6
and was generated by the example system discussed in Section 3.1.1. The system

is characterised as follows.

Recall that the system input was e\ = 1 and system AR coefficients x were

ax a? ■ We can see from Figure 3.5 that sn — 0 for n even, and since
from Equation 3.1.1 S2 = aq we deduce that cq = 0. We subsequently find that

(—)
sn = &2 2 f°r n °dd-

So using Equation 3.20 the poles of the system are:

6

This implies 4 sample points per single period of oscillation of the signal.
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Figure 3.5: Output of second-order autoregressive system, whose natural frequency
of oscillation is four times the sample rate

Pi,2 = (3.25)

From Figure 3.5, we can see that because the system is oscillating, s3 = 0,2 is

negative, and so the poles are:

Pi,2 = ±]y/\a^\ (3.26)

and because of the decaying nature of the signal we can see that |a21 < 1.

This supports our earlier claim that exponentially decaying sinusoids have poles
that occur in complex conjugate pairs and lie within the unit circle.

From Equation 3.21, we find that the angular frequency of oscillation is
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(3.27)

so the frequency is

(3.28)

which is exactly as specified.

We can also see verify that e~3/Fs = \pi\ We can see that the decay between values
at two consecutive odd time instants is <22• Since this is equal to e~2/}Ts we can see

that e_/3/Fs = a| which is indeed the magnitude of the poles.

We can now briefly return to the issues of amplitude and phase - the parameters A

and 9 respectively - in the context of our original exponentially decaying sinusoid
Ae~Pn sin(em + 9).

In this last example, we can see that the phase component is zero (or an integer

multiple of 7r) since we know that sq = 0 and that unless 9 is zero or an integer

multiple of n, Ae~dn sin(em + 9) will be non-zero. We can see the sinusoidal outline
from Figure 3.5 and can see that because it is positive going at n = 0, the phase is
in fact zero or an integer multiple of 27r. We shall therefore assume zero phase lag.

In calculating A, since we know that = 1

= Ae 3 sin(a) (3.29)
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Figure 3.6: Signal made up of the sum of two exponentially decaying sinusoids

and substituting 3.27 and for (3

A\y/c^\ sin(f) = 1
A =

i

Iv^al

(3.30)

(3.31)

3.2 Higher order exponentially decaying

sinusoids

Now consider a complex waveform which is the sum of two exponentially decaying

sinusoids as in Figure 3.6. In the same way that a single sinusoid requires two AR
coefficients and two points of initial conditions to characterise it, this time we need

four AR coefficients and four points of initial conditions to characterise the signal7.

This can be formulated as:

7In general, given a signal which is made up of the sum of m exponentially decaying sinusoids,
we require 2m AR. coefficients and 2m initial conditions to characterise it.
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Sn — Sn—1 Sn—2 Sn—3 Sn—4

Oi

^2

CI4

+

— HnXre T 6n

(3.32)

(3.33)

Again as in Equation 3.12, we can find the coefficients by solving for x using zero-

input values in sn:

X = Q^Sn (3.34)

where sn is a vector of 4 zero-input points and we can inverse filter to obtain inputs

using Equation 3.16

Bn — sn H„x

= sn ~ H„©n1s„ (3.35)

The transfer function will be

S(z) 1
E(z) 1 — aiz-1 — a,2Z~2 — a3z~3 — a±z~A
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Again the roots of the denominator polynomial will be the system poles. This time
we expect them to form two complex-conjugate pairs.

The frequencies and bandwidths are found as in Equations 3.22 and 3.24.

Given a signal which is made up of the sum of m exponentially decaying sinusoids,
we require 2m AR coefficients to characterise it.

3.3 Modelling Real Speech

Now, with real speech as in Figure 2.2, we have previously maintained that speech
that is bandlimited to 8kHz8 will have approximately 8 formants - and since each
formant is an exponentially decaying sinusoid, we can characterise the speech with

approximately 16 AR coefficients. Of course, due to noise that may be present in

the speech signal and inadequacies of the AR model, we allow for this by including
an error (or noise) term:

sn — fllSn-1 + ®25n-2 + • ■ • + apsn-p + vni p ~ 16 (3.37)
ax

Sn—1 Sn—2

Sn HnXn + Vn

Dn—p

0.2
+ vn (3.38)

(3.39)

We shall see Equation 3.39 in the next chapter, as it is the state-space equation for
the Kalman filter.

8Recall that our data is sampled at 16kHz and that the Sampling Theorem states that half
the sampling frequency - known as the Nyquist frequency - is the upper limit on the frequency
content of the sampled signal.
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CLOSED OPEN

Figure 3.7: Subsection of a typical idealised glottal flow excitation waveform show¬
ing closed phase analysis points where we expect excitation to be at a minimum.
Top: glottal flow. Bottom differentiated glottal flow

We should also note that Equation 3.39 looks suspiciously similar to Equations 3.6

and 3.35. We shall now look at how they are related.

In real speech we have a signal which is well modelled as the output of an AR system.

We have seen in the cases of our simple deterministic second- and fourth-order AR

systems that it is possible to characterise such systems by sets of AR coefficients,
and by inverse filtering, we can obtain the input to the system. However, when

calculating our AR coefficients, we did so for zero-input analysis points.

Let us remind ourselves of the format of the input to the speech system - the glottal

excitation of the vocal tract filter. We shall focus on a subsection of the glottal

excitation we illustrated in Figure 2.5. This subsection is blown up in Figure 3.7.

With this idealised version of the glottal flow, the points marked during the closed

phase represent zero-input points. If our analysis order is 16, we should take 16

zero-input closed-phase points in the speech signal and perform our AR analysis as
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before (Equations 3.34 and 3.35). There are 3 important conditions that will have
to hold before this kind of analysis will succeed:

1. There must be zero-input points.

2. There must be p zero-input points when the system is of order p.

3. The system must be linear and time invariant.

We will now discuss the first of these issues and then proceed by introducing linear

prediction analysis. The linear prediction discussion covers the two most commonly

known techniques for AR system identification, which in turn will encompass points

2 and 3 above.

3.3.1 Zero-input points

If the speech is preprocessed using deemphasis9 to invert the radiation effect of the

lips, then we are effectively seeking to estimate the glottal flow (Figure 3.7 top).
If there is a DC10 flow in the glottal flow, we could take the approach of Berouti

(1976), Berouti & Paige (1977) and Childers (1977) as discussed in Deller (1981).
They include a single extra unknown variable in vector x to capture the DC offset
and consequently need to include an extra zero-input signal value in sn of Equation
3.12 while enlarging 0ra accordingly so that there is a unique solution.

9The effect of the lip-radiation differencer L(z) (see Section 2.3.1) can be inverted by applying
a, real pole filter L~1(z)to the speech S(z) yielding:

X(z) = L_1(z)S(z), where L~1(z) = — 7 « 11 — 72 1

10DC technically stands for Direct Current. However, it has come to stand for a signal's offset
from zero-mean. In the context of glottal flow, there may be DC flow during the closed phase if
the glottis does not fully close.
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However, Deller (1981) points to the futility of this if the recording introduces DC
shifts. He suggests preemphasis11 rather than deemphasis, which dismisses the need
to consider DC offsets or shifts, and if a true closed phase exists, the system should
be zero input during it. This should allow us to recover the differentiated glottal

flow, and subsequently the glottal flow (but with any DC component removed).

In reality, things rarely match the ideal case, and we must cater for this in any

model that will need to cope with real situations. There are a number of factors

that collude so that instead of zero-input points, we must consider non-zero-input

points, and aim to minimise their effect on our system identification estimates.

Some of these factors have been touched on before. They include:

• Noise sources in the speech signal, for example turbulence sources in the vocal
tract.

• Model inaccuracies/inadequacies.
• Model mismatch, or incorrect model order

• Measurement noise, quantisation noise, phase distortion. Any or all of these

can be introduced by the recording system - microphone, pre-amplifier, digital

sampler (or tape recorder).

As we have already explained, the noise component is due to a number of sources,

which sum together. By virtue of the Central Limit Theorem 12 (Papoulis 1991), it
is reasonable to model the noise as zero-mean Gaussian (Anderson & Moore 1979).

Estimation, which must cope with minimising the effects of this noise, can be

thought of as comprising three main parts (Candy 1986):
11 Preemphasis is the inverse of deemphasis. It is the application of a differencing filter

P{z) = 1 — 72_1 7 Ri 1

and is discussed in more detail in Chapter 5.
12The Central Limit Theorem states that the sum of a number of random variables has a

probability distribution that approaches a normal distribution.
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1. The specification of a criterion function

2. The selection of a model from a priori knowledge

3. The development and implementation of an algorithm

Criterion functions can be

• deterministic - e.g. Least Squared error (LS)
• probabilistic - e.g. Maximum Likelihood (ML), Maximum A Posteriori (MAP)

(see Mitchell (1997))

The choice of criterion function will depend on the nature of the signal, a priori

information, and ease of implementation. In our ensuing discussion on Linear Pre¬

diction, we shall see that we have little or no a priori information on the signal
- except perhaps the approximate model order and closed-phase location - so the

least squared criterion is used13.

With regard to model selection, we have spoken at considerable length in the earlier

part of this chapter about the AR model, which we claim is appropriate for vowels.

However there are other speech sounds for which the AR, model is inadequate. For

these types of sounds - e.g. nasals, liquids, fricatives, the Autoregressive Moving-

Average (ARMA) model is more suited. The ARMA model is an extension of the
AR model and will be discussed briefly in Chapter 7. For now we shall remain

focussed on the AR model and its estimation. For signals that comprise both
a deterministic and a stochastic component, the models must also consider the

handling of the stochastic or "noise" component.

Development of algorithms attracts considerable research attention. Our next step

will be to look at two widely used approaches to AR signal/system estimation. In
13 The least squared criterion produces a maximum likelihood estimator in the absence of a

priori information, and when the error is modelled as a zero-mean Gaussian.
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the engineering literature, they both fall under the umbrella tag of Linear Predic¬

tion, which we shall now briefly look at in the context of speech analysis.

3.4 Linear Prediction

The concept of Linear Prediction (LP) was first applied to speech over thirty years

ago. There has been considerable research on the topic since. The works of Atal &
Remde (1982), Markel & Gray (1976) and Makhoul (1975) are amongst the most

cited of the earlier research.

Linear prediction analysis is the process of predicting a future value of a process,

given a set of past sample values of the process. These past values are combined

linearly to form the prediction. This sounds like the AR, process we have been

discussing and it should as LP and AR processes are very similar and are quite

often equivalent14. We are now only going to consider when they are equivalent.

There are two commonly used methods. The first, the covariance method, requires

knowledge of data both within and prior to the analysis area. The second, the
autocorrelation method, uses only data samples within the area of analysis. We

shall now give an overview of both methods, during which we shall be paying

particular attention to their shortcomings.

3-4-1 The Covariance Method

Let's reconsider the closed phase section of Figure 3.7. Because of the noise present

we adjusted our signal model to that of Equation 3.39:

&n — HnXn + Vn

14When the LP model is all-pole, i.e. no zeros, the LP model is AR.
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The idea is to reduce the effect of the noise using classical least squares regression

theory. If, for example, in the second-order case we use two noisy sample points

and two noisy initial conditions to form two simultaneous equations (see Equation

3.40):

x =
&n—1 &n—1 Sn—2 &n—2

Sn-2 — Zn-2 Sn~ 3 — e„_3

1

^n—1 &n—1

^71—1^71—3 Sn~\Bn—3 Sn—^Bn—\ + 6n—iBn—3

Sn-2 T 2sn-2en-2 6n_2

SnSn—3 Sn^nS ®tx—3^-71 T ^n^n—3

Sn— l^n—2 T ^n—l^n—2 T Sn—2&n—\ ^71—1677—2

sn—i + Bn_^

SnSn—2 T Sn€,n—2 T 2^77 ^n^n—2

(3.40)

(3.41)

Compare this solution with that of the noise-free case given in Equation 3.13 re¬

peated here for convenience:

^71^71—3 ^n—l^n—2

^n—1 SnSn—2

The degree of discrepancy in the estimate will be affected by both the magnitude
of the noise and that of the signal so specific realisations may grossly effect the
solution as the equations are bound to accommodate the noise realisations in the

interval [n,n + p — 1] (p being the model order) (Deller 1981). It is much more

prudent to minimise the squared prediction error over an interval [n, n + N — 1]
where N p.

x =

Sn—l®7i—3 $71—2
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With N > p, we have an overdetermined set of N linear equations

56

0x = s (3.42)

Here 0 is an (N x p) matrix, x is a (p x 1) vector of unknowns, and s is (N x 1).

As the system is overdetermined, no solution will satisfy all the equations. Therefore
we aim to find the optimum solution. Varying criteria can be used to define optimum

(see 53). The most commonly used is the least squares criterion, whereby we try to

minimise the sum of the squared errors ere where

e = 0x — s (3.43)

is the (N x 1) vector of errors.

So minimising eTe means minimising (0x — s)r(0x — s) and we are attempting
to find the x that minimises this quantity. We can do this by differentiating and

setting equal to zero:

T
e e =

A.
dx

dx

(0x — s)r(0x — s) =

[xT0r0x — sT0x — xr0rs + srsl =
ax L J

20r0x - (sr0)T - 0Ts = 0 (3.44)
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So

0r0x = 0r£ (3.45)

and

x = [(0r0)"10'r] s (3.46)

This gives the covariance predictor coefficients:

XCM = {Qn&n) ' ©£sn (3.47)

where, in the second-order case,

©n =

Hra+jv_i

tw_2

H„

Sn+N—2 Sn-\-N—3

Sn+N—3 Sn+N—4

Sn—l Sn—2
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This approach is called the covariance method because Dn = 0^0n is the short-term
covariance matrix (Deller et al. 1993) with elements:

nO+N—p+1

^"n^ ^ Sn—iSn—j (3.48)
n=nO

It is also worth noting that when the system of equations is not overdetermined,
i.e. the dimensions of 0ra are p x p, then Equation 3.47 reduces to Equation 3.12.

However, in the overdetermined case we cannot obtain 0"1 - we instead use the

pseudoinverse (0^0„)-10^.

Using a larger N allows the effects of the noise to be smoothed over a larger interval
and it can be shown that xcm converges to x as N becomes large (Mann k Wald

1943). Deller (1981) bears this out using real data. Female speech is problematic
in this sense as it is generally of higher pitch and higher open quotient15 (Klatt k
Klatt 1990). Both factors will reduce the number of closed phase points available for
Covariance Method analysis. For example, for an analysis order of 16 this method
will require at least 16 closed-phase points - which at a sample rate of 16kHz implies

a closed phase of 1 ms duration. If the open quotient is 60%, then the maximum f0

will be 400Hz. These figures allow analysis of most female voices, but do not allow
a larger interval over which to smooth the effects of the noise.

Steiglitz k Dickinson (1977) consider the case of the inclusion of a single non-closed-

phase point or a noisy closed-phase point in an otherwise noise-free analysis
interval. This produces a difference in x given by:

15Open Quotient (OQ) is the ratio of the glottal open phase duration to that of the complete
glottal period and is usually expressed as a percentage.
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(e^e.1)-1^Axcm = i eni (3.49)
1 + Hnl (0^0nl)_1

where en\ is the non-closed-phase "noise" at n = nl. This shows that if the initial

conditions Hnl preceding time n — nl are zero, then no error in xcm is introduced.

If these initial conditions are non-zero, then the error is proportional to the size of

signal in the interval [nl — p, nl — 1]. They conclude that the effect on Xqm is likely
to be greater in lightly damped cases and when the pitch period is small. So, again,
we see the perils associated with the analysis of higher- f0 speech, as the effects of
noise and inclusion of non-closed-phase points are expected to be more pronounced.

3-4-2 The Autocorrelation Method

In contrast to the Covariance Method where the error is minimised over a short

interval which is usually coincident with all or part of the glottal closed phase, the
Autocorrelation Method (AM) seeks to minimise the error over an infinite duration
—00 < n < 00. This gives us

^00

Sn+l Sn—l Sn—2

S77, —
= Sn—1 S-n—2 ^n—3

Sn—l Sn—2 Sn—3 Sn—4

^—00

^n—p+1

Sn—p—l

a 1

a2

A3

which is in the format of 3.42:
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s = 0x (3.50)

which, in least squares estimation, gives the autocorrelation predictor coefficients:

X-AM — ®AMSn (3.51)

The literature prefers the condensed notation

±am = R-s r5 (3.52)

where Rs = {®tam®am) and r, = 0^Ms„

If we use

OO

Ri — ^ ^ snsn+i (3.53)
71=— DO

we get:
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Rq Ri to
• Rp-1

Ri Ro Rx ■
• Rp- 2

Rs = R.2 Ri Ro • Rp-3

Rp-i Rp-2 Rp-3 • Rq

(3.54)

and

rs = i?2 Rs Rr (3.55)

3.52 is equivalent to solving a set of p equations:

p

*^2,akRi-k = Ri, 1 < i < p (3.56)
k=1

Note that Ri is the autocorrelation function of the signal sn, and hence the name

given to the method.

It is impossible to consider analysis over the interval —oo < n < oo and it would be

impractical and imprudent to even consider a very large interval. It is impractical
as we would have to store a very large record of data values; it would be impru¬
dent as the autocorrelation would contain information from many different phonetic

segments of the speech16.
16Realisations of different phonetic segments are known as phones.
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In practice, and on the basis that speech has a slowly varying spectrum, the analysis
interval is shortened to an interval of typically 20-40ms - during which the spectrum
is assumed to be short-term stationary. Outside this interval the data is set to be
zero and what is produced is the short-time autocorrelation. In the covariance

method, p samples before the analysis interval are supplied in order to predict the
first p samples of the analysis interval. In the autocorrelation method samples
outside the analysis interval are ignored so we find ourselves attempting to predict
the first p from zero-valued samples outside the interval. As a result, we may find

large errors. Therefore, in an effort to reduce this error, it is usual to multiplicatively

apply a time-domain window to the analysis interval. This window smoothly tapers

the signal towards zero at the ends of the analysis interval. Windowing also serves

to reduce the bias of the estimators which can be severe in some instances (Erkelens
& Broersen 1997).

In the frequency domain, the time-domain multiplication is equivalent to a cir¬

cular convolution of the spectrum of the window and the spectrum of the signal.

Consequently, spectral distortion will occur, and parameters such as formant band-
widths may not be estimated accurately (Schafer k Rabiner 1975). Windowing
also corresponds to a decrease in the effective number of observations, resulting in

an increased variance of the estimators, since the theoretical variances of the LP

coefficients are inversely proportional to the number of observations (Erkelens k
Broersen 1997).

There are other weaknesses to this approach. During voiced speech the input to

the AR system is assumed to be a series of pulses (see Section 3.5 and Figure 3.9).
However, as we have seen the the glottal excitation is somewhat more complex than
a series of pulses. To compensate for this fact, the analysis order is usually increased

by two or three. The idea is to allow the impulse response of a low-pass filter with

two real poles to approximate the glottal flow input to the vocal tract filter.

The transfer function of a 2-real-pole filter will be:
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Figure 3.8: Typical glottal pulse formed from the impulse response of a filter with
two real poles

G(z) = 7i TTTi (3.57)w (1 - e-a2->) (1 - e-Pz-1) v '

Such a pulse will have an appearance similar to that of Figure 3.8.

The assumption that such modelling is appropriate results in an over-simplification
of the glottal flow waveform.

In order to make this more evident, and to demonstrate some other relevant points,

it is useful to view linear prediction from a frequency-domain viewpoint.

3.5 Linear Prediction and Spectral Flattening

The linear predictive model is considered very appropriate for speech modelling.
We saw in Chapter 2 how there were two basic types of excitation in the source-

filter model of speech production: a quasi-periodic series of differentiated glottal

pulses, and turbulence noise. Figure 3.9 shows two types of excitation to a linear



CHAPTER, 3. SINUSOIDS, NOISE AND LINEAR PREDICTION 64

P

V/Uv G LP coefficients

-|P|~

Figure 3.9: The linear predictive model of speech production with two types of
input: (a) a pulse train of period P for voiced (V) speech; (b) white noise for
unvoiced (Uv) speech. G is a gain factor.

predictive model: a unit impulse pulse train, and white noise with unity variance.

We mentioned in Section 3.4.2 how, by increasing the number of LP coefficients,
the glottal pulse could be approximated as the impulse response of a ~ 2-real-pole
filter. But how does the LP model handle noise as an input? This question can be

answered by taking a spectral viewpoint.

White noise has a flat spectrum, meaning its energy content is spread evenly across

all frequencies (up to the Nyquist frequency). An impulse spike also has a flat

spectrum, which in frequency terms means that random noise and an impulse spike
are equivalent inputs. With both we excite the filter at "all frequencies", and the

output of the filter will characterise the frequency response of the filter. We can see

this in Figure 3.10.

In the analysis stage, when we estimate the LP coefficients from the speech, we are

actually attempting to minimise the integral (Deller et al. 1993):
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+

o__

-20 __

-40 __

Frequency (kHz)

Figure 3.10: The frequency response of the vocal tract filter is multiplied by the
source spectrum - equivalent to adding the log power spectra.
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Figure 3.11: Spectral flattening where the LP spectrum attempts to cancel the true
speech spectrum by minimising the area between the spectra.

/7I■1 Slp(^)
jdcj (3.58)

where to represents angular frequency, SLP(u;) is the spectrum of the LP estimate

impulse response, and rs(w) is the power density spectrum of the speech signal.
This is equivalent to minimising the area of the difference between log(F.s(w))17 and

log(|SPP(a;)|2), as shown in Figure 3.11. This can be described as the LP spectrum

trying to fit the real speech spectrum, and when one one is used to cancel out the
other the process is referred to as spectral flattening.

r„(^) = £ Rv

where

DO

Rf) — ^ ^ SnSn+rj
71=— DO

(see 3.53) is the long-term autocorrelation function. In reality, the data over which the calculations
are made is windowed.
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Although in Figure 3.11, the "true" spectrum is represented as continuous, it is,
in fact, made up of a series of impulses at harmonics of fo- Nevertheless the LP

estimation still attempts a best fit using the integral in (3.58). This works best for
male speech which, with lower fo, has less harmonic spacing, and the LP estimate

will capture the spectral envelope better. On the other hand female speech, with

higher fo has greater harmonic spacing, and the LP estimate is modelling a sparser

picture of the vocal tract filter's spectral response. El-Jaroudi & Makhoul (1991)

proposed an alternative approach to overcome the problems associated with high-

pitch voices, whereby they fitted an all-pole spectrum using a discrete form of the
Itakuro-Saito distortion measure as the error criterion. However, their claim is not

that their approach is the best approach, but simply an improvement over standard

(autocorrelation) LP analysis.

3.6 Other LP Issues

3.6.1 When the LP Model is Inappropriate

We have seen how the LP model can be viewed from an analysis or a synthesis

perspective. The error in the analysis is equivalent to the input in the synthesis.

We have said that a series of pulses provides the input for voiced speech, yet in the

analysis we attempt to minimise an error which will include these impulses, when in

fact what we should aim to do is minimise the error over intervals where we expect

the error to actually be minimal.

To illustrate this, consider a scalar example. We have 100 samples of data, which

is the sum of Gaussian noise vn ~ Af(0,1) and 5 regularly spaced impulses 6k ~

7V(20, 5). Figure 3.12 shows the results of a least squares fit to the data.

What we have actually created are samples from a Gaussian mixture which is rep¬

resentative of the excitation input to the LP model of speech production. In a
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Figure 3.12: Top: 100 normally distributed data samples vn (0,1), n =

0,1,... ,99 with 5 added impulses 5k ~ (20,5), k = 9,29,49,69,89 showing the
impulse-inclusive mean(vn + 5k) = 1.014, and the impulse-exclusive mean(yn) =
—0.109. Bottom: The impulse-inclusive and impulse-exclusive errors x — x.
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simplified-excitation model of speech, a large proportion of the samples is from a

zero-mean normal distribution with a small variance while a smaller proportion is

from an unknown distribution (often assumed Gaussian) but with a non-zero-mean

and a much larger variance. This is described in the literature as a heavy-tailed
non-Gaussian distribution. By minimising the error over an interval which includes

impulses and has therefore a non-zero mean, will result in amplified error in the
estimate error x — x. This is shown in the bottom plot of Figure 3.12.

When processing real speech simply excluding the impulse-like points of primary
excitation - which usually occur at the instants of glottal closure - will still include
excessive error. We need to consider a more accurate description of the glottal
waveform and the speech production system. The LP model is an all-pole model
and is therefore only valid for a tube closed at one end. During the glottal open

cycle, two things of significance occur:

• The vocal tract tube is no longer open at one end - invalidating the LP
model. So when the glottis is open, our original tube model of the vocal
tract is no longer valid. Coupling takes place with the subglottal cavity
and subglottal resonances and antiresonances are introduced to the spectrum

(Hanson & Stevens 1995). These are superimposed on the supraglottal spec¬
trum of the formants. Their typical effects are to reduce formant frequencies
while increasing formant bandwidths (Cranen & Boves 1983, Yegnanarayana
& Veldhuis 1998).

• The excitation is non-zero. This makes the least squares error minimisation

inappropriate due to the considerable biasing of the estimates.

Hence it is only appropriate to apply the LP model during the glottal closed phase.

Because of the reliance of the autocorrelation method on larger windows, it is in¬

appropriate for the the short intervals which the closed phase usually occupies.

Therefore the covariance method is usually employed for closed phase analysis.
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This method relies on knowing the location of the closed phase which imposes a

considerable constraint on its usage, since the closed phase is difficult to locate

automatically (see Chapter 5).

3.6.2 Stationarity and the Non-independence of

Neighbouring Analysis Intervals

During the analysis intervals of the autocorrelation and covariance methods, the

signal is assumed to be stationary, i.e. the LP coefficients do not change. This is a

reasonable assumption during the steady-state portion of a phone. However, during
transitions from one phone to the next, the stationarity assumption becomes less

valid. The typical autocorrelation frame size is 20-40ms. During this time consider¬

able changes in the filter spectrum may occur, for which the autocorrelation method

(AM) will simply present an "average" spectrum. Synthesis using LP coefficients
derived from the autocorrelation method are known to sometimes have "pops" and

"clicks" at transitions due to spectral mismatches between the excitatory source

and the LP filter coefficients. Kuwabara (1984) suggests that the "buzziness" of

LP-synthesised speech is due to LP parameters fluctuating excessively at segment

boundaries. This can also be due to a poor excitation or where bandwidths are

excessively high (Talkin 2001).

Applying the covariance method pitch-synchronously during the glottal closed phase

(CP) should produce more accurate estimates during non-stationary parts of the

speech signal. However because the estimates have a larger error variance it is

possible for the estimated parameters to vary widely from CP to CP18.

Efforts have been made to address this issue. Yegnanarayana & Veldhuis (1998)
use a "multicycle covariance method" which averages covariance estimates over

a number of consecutive periods. Lee &; Silverman (1986) and Nathan, Lee &
18We shall see illustrations of this in Chapter 6
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Silverman (1991) apply linear modelling to the dynamics of the formants. Niranjan,
Cox k, Hingorani (1994), while using extended Kalman filtering to track formants,

expand their state transition matrix to model the first order differences of the
formants and thus track the formants' dynamics.

3.6.3 Interpolation

Towards smoothing transitions between frames where the LP coefficients are es¬

timated independently, interpolating the parameters can offer significant improve¬
ments. However, their are pitfalls unless care is taken.

For example, the LP coefficients themselves have poor interpolation characteristics,

in that interpolated values can become unstable (Paliwal 1995). Therefore, to avoid
the computational overhead in stabilising unstable sets of coefficients, interpolation
is performed in another domain - e.g. log-area ratio (LAR) or line spectral frequency

(LSF)19.

3.6.4 Stability

The covariance can produce unstable estimates where one or more poles lie outside
the unit circle, but this is not an unsolvable problem. Two solutions are generally

used:

• Drag the unstable pole just inside the unit circle.
• Reflect the pole inside the unit circle.

The latter preserves the magnitude of the pole. We shall return to this issue in

Chapter 6.
19 For details on these representations see Deller et al. (1993)
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3.7 Why are the Conventional Methods so

Popular?

There are a number of reasons why the conventional methods are popular. First

and foremost, they have been researched extensively, and so much is known about
their properties.

Very efficient solution algorithms have been developed, which make them fast and
suitable for real-time applications. The Autocorrelation Method has the property

of always producing stable coefficients.

3.8 Conclusion

In summary, the LP model works well for can be applied to both voiced and unvoiced

speech and the resynthesis model of Figure 3.9 is a convenient one for synthesisers
and vocoders, but we should also note that it is a crude model.

The covariance method while useful in giving less crude results, relies on the avail¬

ability of the location of the glottal closed phase and is also prone to yielding
unstable synthesis filter coefficients.

Conventional fixed frame pitch-asynchronous LPC (Markel k Gray 1976) also builds

upon the assumption that the VT articulators are slowly and smoothly varying.

However, when the glottis opens, there tends to be sub-glottal interference, which
affects the formants and their bandwidths (Yegnanarayana & Veldhuis 1998). Thus,
if the period of analysis is over both closed and open glottal phases, there will
be a smearing or averaging of the parameters, and consequent loss of speaker-
characteristic information when we inverse filter with these parameters.

In an effort to circumvent this problem, it is argued that if the analysis is performed

only during the closed phase, when the speech is theoretically an excitation-free
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decaying oscillation, we can more accurately parametrise the VT resonances (Wong,
Markel & Gray 1970).

Comparative studies (Krishnamurthy & Childers 1886, Larar, Alsaka &; Childers

1985) of such analyses highlight their relative merits and demerits. Closed-phase

analysis relies on a limited number of sample points, assumes constant parameters

during the closed phase, and fails to exploit the non-independence of neighbouring

spectra. As previously stated, pitch-asynchronous analysis, while exploiting this

non-independence, introduces spectral averaging distortions.

The new approach to LP we introduce in Chapter 6 attempts to address the short¬

comings of these methods. But first we need to present the theoretical foundations
of Kalman filtering, upon which our method is based.



Chapter 4

Kalman Filtering

In this chapter, we explain the methods applied in subsequent chapters. We begin

by going through Kalman filtering and variations of it. Examples of the techniques

that we later apply to speech are first explained and demonstrated using simple

examples. We then make the connection between Kalman filtering and speech,

again using more simple examples which are heavily speech-related.

4.1 What is Filtering?

Filtering usually involves a separation of two or more entities that are mixed. In

its most traditional form, a filter is a strainer.

We can therefore imagine an entity which is measurable, but which contains another
"hidden" entity which we would like to measure. The former we can refer to as the

observation; the latter as the state. Should we be also interested in what remains

after extracting the state from the observation, we can inverse filter and thus obtain

the residual (or residue .

74
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We wish to filter the speech signal so as to obtain the acoustic contribution of
the supraglottal articulators in some parametrised form, e.g. formants. Given the
source-filter model of speech production (see Chapter 2), when we inverse filter, we

expect the glottal contribution to be related to the residual. We have tapped the

power of Kalman filtering to do this task. In this chapter we shall briefly go through
what a Kalman filter is and how it works. We shall explain four main features of

our tailoring of the Kalman filter: smoothing, parameter re-estimation for adapting

to process dynamics, handling of missing data, and robustification.

These four features have advantages over the conventional Linear Prediction (LP)
methods discussed in Chapter 3. As we shall see, other methods have attempted

to address the shortcomings of the conventional methods, however, as far as we are

aware, none have combined the four aforementioned features, to achieve a source-

filter separation of speech.

These features will form the basis of the speech analysis systems presented in Chap¬

ters 5 and 6.

4.2 What is Kalman Filtering?

Orr (1992) offers a nice take on what Kalman filtering is about:

When people tell you something about a thing you want to know about,
and you already know a little bit about that thing, but you're not sure

about what you know, and they're not too sure about what they're

telling you, then that's what you need ... a Kalman filter.

This may sound confusing but it is, in fact, representative of many problems we

which to find solutions to. Put in other words, you are being given unreliable
information on the observation, and you know roughly how this information relates
to the state - which is what you are primarily interested in.
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Uncertainty
w

(fx-)
X

PROCESS

Figure 4.1: Model-based signal processing with incorporation of process and obser¬
vation noise (after Candy (1986)).

4-2.1 Process Modelling

This can be represented in terms of a process model as in Figure 4.1, where

• x = <f>(x, w) is the process model;
• w N(0, CD is the process uncertainty model;
• z = H(x, v) is the measurement model;
• v ~ 1V(0, R„) is the measurement uncertainty model;

We have an underlying process which has been corrupted by additive noise (or

uncertainty). We take measurements of the system's noisy observations, and use

the Kalman filter to apply reverse engineering to estimate the original process.

This can be formulated as :

zn = H„x„ + v„ n = 1,2,... ,1V (4.1)

1The notation in use here and throughout this thesis is based on that used by Brown & Hwang
(1997). The exception to this will be our preference in later chapters for the use of s for speech
observations (as is usual in the speech-processing literature) rather than z.
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which is known as the process measurement equation2, and

77

xn+i = $xn + w„ n = 1,2,... , N (4.2)

which is known as the process state equation, and where

z„ = (m x 1) vector: the observation based on a measurement at time n

x„ = (p x 1) vector: the state at time n

H„ = (m x p) matrix: gives an idealised relationship between the observation and
the state at time n

= (pxp) matrix: directs the current a posteriori state estimate x„ to the a priori
estimate x~+1 of the state at the next time step n + 1. It is also known as the state
transition matrix.

vn = (m x 1) vector: the noise, or error, in the observation at time n. It is assumed
Gaussian with probability density p(v) ~ N(0,Rn).

w„ = (p x 1) vector: the process noise, with probability density p(w) ~ IV(0, Q„).

From the above, the covariance matrices for the vn and wn vectors are:

2The reader may have noted that H„ has already been used in Chapter 3 to denote the vector
of past samples in linear prediction. This 'overloading' of notation is intentional, as we shall see in
Chapter 5 when we show how linear prediction can be placed in the context of Kalman filtering.

(4.3)
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E [w3-w[
Qki j — k

0 j # k
(4.4)

E [wj-Vj] = 0 for all j and k (4.5)

Equations 4.3 to 4.2.1 above simply state that all the error vectors are uncorrelated.

The Kalman filtering process begins with an initial estimate of the state Xo and
an associated initial estimate of the error covariance Po which can be considered

a gauge of how sure we are about our initial estimate: the "smaller" the error

covariance estimate, the more confident we can be about our state estimate. We

shall see in Chapter 5 how this is put to practical use in detecting the closed phase
of the glottal cycle.

Having made our initial estimate of the state, we proceed through our observation

data, refining our estimates of both the state and its error covariance in a recursive

fashion.

4-2.2 Example: Estimating a Constant

The recursive aspect can be explained with a simple example.

Imagine we have a set of numbers, the mean of which we want to calculate. As we

consider each each number (observation), we can calculate the mean as follows.

Given z\: estimate mean X\ as:

x\ = Zi
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Given Zi,z2: estimate mean x2 as:

x2 =

Given z\, z2, 23: estimate mean X3 as:

-*T _ Z1+Z2+Z3
x3 - 3

...and so on.

Alternatively, we can avoid storing past observations by calculating a weighted com¬

bination of current observation and past observations, where the past observations
are "condensed" into the previous state estimate:

Given z\: estimate mean X\ as:

Xi = Zi

Given 21,22: estimate mean x2 as:

X2 = \xx + \z2

Given 21, z2, 23: estimate mean x$ as:

£3 = §£2 + |23

...and so on, where

®n ~ + (^) Zn

or alternatively in recursive format (Candy 1986):
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1
(4.6)

New Old Error
Weight

In other words, we can make an a priori estimate of the mean xn at any time n by

choosing xn-\. We then take a new data measurement zn, and adjust our a priori

estimate by an amount proportional to the error between our a priori estimate and
the actual measurement.

In this simple example, we are simply looking for the mean of a series of numbers,
which can also be viewed as regression to a constant. In fact, Kalman filtering
is discussed in the context of regression analysis by Duncan &; Horn (1972). In a

fixed-/? regression model, we have y = X/? + e which is equivalent to equation 4.1.

However, in fixed-/? regression equation 4.2 becomes the trivial identity transfor¬
mation: <I> = I and w„ = 0 <—> Qre = 0, and our state xn (or /?) is fixed and
unknown. We show how this works with the example on page 83.

In the Kalman filter, (4.2) expresses its linear dynamic aspect. It allows us to track
a trajectory, and is therefore appropriate for our desire to track the trajectories of
the vocal tract parameters which are not stationary, but, rather, evolve smoothly

over time. The Kalman filter, unlike the Wiener filter (Wiener 1949, Haykin 1986),
makes no assumptions about the stationarity of the observations, but does assume

that the noise components vn and wn are normally distributed.

A thorough discussion of the Kalman filter and its properties is beyond the scope of
this thesis. The interested reader should consult the expositions of Brown & Hwang

(1997), Duncan & Horn (1972), Sorenson (1970), Meinhold & Singpurwalla (1983)
and Welch & Bishop (1995). However, a little should be said about the estimation

process.
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-— estimate = E(x )

p(*)
E (estimate error)

x

Figure 4.2: 1-dimensional probability distribution p(x) of coefficient set x

As was previously stated, the Kalman filtering process begins with an initial es¬

timate of the state /to = x0 and an associated initial (co)variance £ = P0 of the
initial estimate error. We subsequently want to track the state estimate x„ and

(co)variance Pre of the estimate error. In the case of the state being a scalar, we

can view the estimate density as similar to Fig. 4.2.

At each time n, xra and P„ are projected forward using <f>. Uncertainty Q is added
to produce a density for prediction (a priori estimate) x~. So we have what are

called the time update equations:

xn = ^„-lXn_1 (4.7)

— ^n-lPn-l^n-l "f" Qn-1 (4.8)

We then consider the observation zn and perform the measurement update equa¬

tions:
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K„ = p-xj
n nt(h:
P"Hl

P— TLT I
R n n + R-ra)

HnP"H£ + Rn
(4.9)

x„ = x. T Hnxre) (4.10)

PB = (I - KnH„)P, (4.11)

Equation 4.9 calculates blending factor (or Kalman gain) Kn. In 4.10 we have the
difference between the predicted measurement H„,x~ and the actual measurement

zn. This difference, zn —H„x~, is called the measurement innovation or the residue.

The smaller Rra, the more the gain K„ weighs the residue:

lim K„
Rn—>0

= H"1

=> lim x„
Rn—>0

= H~]z

=£■ lim P„
Rn->0

= 0

In other words, in the limiting case where the observation has zero error, we base
our a posteriori estimate on it completely (x„ = H^1z„) and we are certain about
this estimate (Pn = 0).
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On the other hand, the smaller the a priori estimate error covariance Pra, the less
the gain K„ weighs the residual:

lim K„
P7->o

= 0

lim xn
P7->o

= K

lim P„
p;r->o

II
s1

In other words, in the limiting case where onr a priori estimate has zero error, we

completely base onr a posteriori estimate on the priori estimate (x„ = x~) and we

are no more certain about the a posteriori estimate than we were about the a priori

estimate (Pn = P^).

In summary, the Kalman filter recursively bases the current prediction on all past
measurements. In updating the state estimate, xn, the smaller the measurement er¬

ror variance Rra, the more trust is placed in the actual measurement z„. Conversely,

as the measurement error variance Rra outweighs the a priori estimate error variance

HnPnH£, more trust is placed in the a priori predicted measurement Hnx„ than
in the actual measurement.

Having gone through the Kalman equations, we can now illustrate them in action

by returning to the problem of estimating a constant.

4-2.3 Estimating a Constant

If we imagine a constant process, of which we take noisy measurements. The mean

is a least squares estimate of a constant value in the presence of noise.

On Page 78, we briefly discussed the estimation of the mean of a series of numbers.
Let's consider a set of 100 numbers Y normally distributed with
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Y ~ 1V(3,1) (4.12)

We shall apply Kalman filtering to the estimation of the constant value the "noisy"
data represents and show that in this simple case, The Kalman filter solution reduces
to (4.6).

First we decide the Kalman parameters.

Our process model is: the state plus noise make up our observations, so H — 1. As
stated on Page 80, we have3 <f> = 1 and Q — 0. We will start at time n = 1, and since
we have no a priori knowledge of the data (except that it represents a constant), we
choose hq — 0 (an initial estimate of 0) and X = oo (we are completely uncertain
about our initial estimate) which give P{~ = oo and = 0. We shall assign the
value a2 to R without assigning a specific numeric value for the moment. With

Pf = oo, it is easier to use an alternative form for (4.11) (Brown & Hwang 1997):

P^1 = (P;)"1 + (4.13)

So, in our example

Pn1 = (Pn)'1 + ft"' (4.14)

3Because we are dealing with scalar quantities, we have switched from boldface to normal type.
This also means that $ = I <—> 'I' = 1. We also drop the n subscript for quantities that are
time-invariant.
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and

PC1 = (prr' + R-
i i

— 1
2OO (Tz

Px = a2

Equation 4.9 can be manipulated to

TV" -p TtT-p -1Is-n — Jr nLLn n

giving, in our example,

Kn = PnR-1

So

and from Equation 4.10 we have
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Xf] xr Kn (zn xn) (4.20)

X\ = x 1 + Ki (zi — xx )
= 0 + (zi — 0)
= Zi (4.21)

By continuing the time and measurement update equations, we find that

Pn = ~
n

(4.22)

and

Kn = - (4.23)
n

giving

xn = xn + - (zn
n v K) (4.24)

(4.25)
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which is equivalent to Equation 4.6, as we expect.

We can see from (4.15) that the estimate error variance becomes smaller as we take
on board more data, and it asymptotically approaches zero.

4.3 Smoothing

By simply performing a unidirectional forward pass through the data, our estimates
- especially earlier along our time index - may have a considerably high error vari¬
ance (see Figure 4.3) since they are based solely on preceding estimates. When

possible4, it is more prudent to base estimates on all the data available i.e. both

preceding and subsequent data. This is known as smoothing and there have been a

number of approaches to it since the work of Rauch (1963). For example, Fraser k
Potter (1969) combined estimates from two filters: one forward-directional starting
at the beginning of the data; the other starting at the end of the data and progress¬

ing backwards. Anderson k Moore (1979) give an account of various approaches to

smoothing.

We have chosen to smooth our estimates using the Bayesian maximum likelihood ap¬

proach of Rauch, Tung k Streibel (1965). The equations are are given in Shumway
k Stoffer (1982) as:

(4.26)

(4.27)

(4.28)
4A smoothed estimate always involves a delay because we must wait for "future" measurements

to become available before producing our final estimate. This may make it unsuitable for some
real-time applications.
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where the superscript N denotes backward pass values from having taken all N
values in the estimation process5.

It can be seen that the format of Equations 4.26-4.28 is similar to that of Equations

4.9-4.11. Jn_i is a smoothing gain term which is used to weight the amount of the
residual x£ — that will be used to adjust the forward estimate xra_i in

obtaining the smoothed backward estimate x^r_1. It is similarly used in adjusting
the error covariance P^L,.

Figure 4.3 shows our 100 data samples, with the forward and backward pass esti¬

mates.

We can see from Equations 4.20 and 4.23 that the estimates are independent of the

measurement noise R, but given that we know the noise in our observations has a

variance a2 of 1, then we can obtain values for P. This gives a forward estimate

£io° = 3.0300 and P™ = 0.01.

It would seem from Figure 4.3 that the smoothed estimates £*00 and P^00 are

constant. In fact they are:

£joo = 3.0300 (4.29)

P™ = 0.01 (4.30)

We can see this from the smoothing equations 4.26 to 4.28. In our example we had

Qn = 0 and d> = 1, and from (4.8)
5To avoid confusion, the reader should be reminded that, the superscript T denotes a matrix'

transpose, and is in no way related to a time index.

pOO

plOO
n
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Figure 4.3: Top: 100 normally distributed data samples ~ (3,1), showing forward
pass estimates of its mean, and smoothed estimates from a backward pass. Bottom:
Estimate error variance P, based on E = 1
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(4.31)

So the smoothing equations simplified for our example are:

(4.32)

(4.33)

(4.34)

This verifies that for this simple case the smoothed estimates x™° and P^00 are

indeed constant. We can also say that our maximum likelihood estimate for a

constant in the presence of noise yields a value identical to that obtained from least

squares regression.

We can also claim from (4.22) and (4.34) that

which is the variance of the least squares estimator of a sample mean (Clarke &
Cooke 1992), thus reinforcing an equivalence of Kalman filtering and least squares
estimation.

.2

(4.35)
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4.4 Process Modelling and Process Noise

In reference to our ongoing example of estimating a constant, we should concede
that in practise and in nature, very few things remain constant. Brown & Hwang

(1997) describe as ;'risky" any model that assumes a process or any aspect of it
to remain constant forever. They recommend that some process noise be always

introduced, even at the risk of suboptimality.

For processes that we know are dynamic in nature, we can allow for the dynamics

by using a non-zero value for Qn and perhaps a non-identity matrix for We
shall see examples of this in Sections 4.5.1 and 4.5.2 below.

However, this raises a question: how much process noise should we introduce? If
we know the process noise density, then our question is answered. When we are

not sure about the process noise density, we may have to guess, but we would like
to be able to reassess the quality of our initial guess, and perhaps improve upon it

based on the results from using that initial guess. A similar question arises with

choosing a non-identity value for 4>„, which in the absence of a priori knowledge
of the process is usually chosen to be the identity function. This brings us to the
method we use to do just this: Expectation Maximisation (EM).

4.5 Kalman Parameter Reestimation

In the absence of a priori information about the process, the problem of obtaining
values for the Kalman parameters 4>re, H„, R„ , and Q„ is not a simple one. Since
Kalman's original derivations in the 1960s, much attention has been payed to the

problem of getting filters to adapt to the problem at hand. Rauch (1995) gives a

review of a number of approaches. Brown & Hwang (1997) cites Magill's (1965)
idea of running many filters in parallel and choosing the optimum estimates amongst

them.
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The method we choose to get our filter to adapt is again based on maximum
likelihood via the Expectation Maximisation (EM) algorithm (Dempster, Laird &
Rubin 1977). We use the algorithm of Shumway & Stoffer (1982) who also give a

brief account of other maximum likelihood techniques for reestimating the Kalman

parameters. They argue that the iterations in their EM technique always increase
the likelihood and convergence to a stationary point is guaranteed. This is not al¬

ways the case with the other methods. They do admit however that the EM-based

algorithm may converge slowly in the later iterations. In our work we do not strive
for convergence, but merely moderate improvements on "good" initial guesses which
are "close enough" to the converged results.

Here we shall simply list the equations necessary for implementation of Shumway k
Stoffer's (1982) algorithm; derivations can be found in Shumway & Stoffer (1981).

In performing our backward smoothing (Equations 4.26 to 4.28) we also calculate
the lag-1 estimate error covariance,

pN _
71,77— 1 P^ + Jn (Pn+1,„ " $»+lP") JLi (4.36)

for n = N — 1, N — 2,... , 1.

For n = N we use:

(i - knhn) (4.37)

Then we calculate
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N

A = J2[K-i + ^n-i)K-i)T] (4-38)
72= 1

B = t[Ci + (x»)(x-i)1 (4-39)
72=1

C = ±[PZ +K)KV] (4.40)
72=1

After the rth iteration we reestimate our Kalman parameters for the next iteration:

$(r + l) = BA- (4.41)

Q(r + 1) = ~(C~BA-lBT) (4.42)
1 N

R(r+1) = ^E[(z"-H-x-)(z«-H-x")r+H-p«H-] (4-43)
72=1

fi0(r + l) = Xgr (4.44)

and we fix E at a reasonable baseline level.

We can also calculate the value of the log likelihood function of the parameter set

given the data at the end of each iteration's forward pass using the innovations

form (Gupta & Mehra 1974):

1 "
log L = - -^ log |HnPr1+ R„ |

72=1

„ (4-45)
- - H^r1)7, (HnPr1^+Rn)_1 (Zn - HX"1)2n=1
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Again we shall demonstrate the effectiveness of this approach with couple of simple

examples.

4-5.1 Example: Tracking a Straight Line Process

In this example we have a straight line specified as:

xn = 0.003n + 3, n = 1,2,... , 1000 (4.46)

to which we add Gaussian noise N(0,1).

The true process model is of the form

xn = + 0.003 (4-47)

Looking at Equations 4.2 and 4.47 above, we see that we have wn = 0.003, a

constant, whereas with our Kalman filter process model, on Page 77 we assumed

wn ~ N(Q,Qn).

We shall try "cheating" and choose a initial value for Q of 10~5 « (0.003)2

With Hn = 1 for all n as in our previous example, we shall choose start-up Kalman

parameters: hq = 3, E = 1, $ = 1, R = 3.0, Q = 10-5.

Figure 4.4 shows the smoothed estimates for selected iterations, while Table 4.1

show how the Kalman parameters evolve with each iteration r.
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Figure 4.4: Top: 1000 samples of a line model xn = 0.003n + 3 with added normally
distributed noise R ~ (0,1), showing true process model, backward pass estimates
for initial- and advanced-iterations. Bottom: As top, but without data. Also shown
is a 4-piecewise least squares (LS) line fit which, to some degree, give a picture of
the LS dynamics of the data.
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r Mr) <f>(r) Q{r) R(r) —2 logL
1 3 1 10-5 3.0 1642.7
2 4.7578 1.0001 9.06 x 10"6 1.4766 1296.4
3 3.8211 1.0003 9.17 x 10~6 1.2136 1149.4

5 3.3881 1.0005 9.25 x 10"6 1.0467 1043.4
10 3.1295 1.0007 9.24 x 10~6 1.0161 1022.9
20 3.1035 1.0007 9.16 x 10"6 1.0158 1022.7
50 3.1034 1.0007 8.94 x 10"6 1.0158 1022.7

Table 4.1: Summary of successive EM iterations r for the KF parameters and log
likelihood in the straight line example.

We can see how the EM algorithm "learns" about the data in a ML sense. For

example, the actual sample variance was Rsampie = 1-0192; the ML estimate was

Rml — 1.0158. We obtained an indicator of the sample dynamics by fitting 4 LS

lines piecewise along the data which the ML estimates follow quite closely. 4> and

Q both give the estimates a dynamic flavour.

4-5.2 Example: Tracking a Process with More Severe

Dynamics

In this example we show how a more severe dynamic can be followed. Because of
the nature of the process the ML estimates will rely more on Q and less on <f>.

Our process resembles an inverted "V" and is described as:

xn = 0.003n + 3, n = 1,2,... , 500

xn = —0.003n + 6, n = 501,502,... ,1000 (4.48)

We add exactly the same noise as in our straight line example, and perform analysis
with the same Kalman parameters, except for R which we shall initialise at 1.0.
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Sample time

Figure 4.5: 1000 samples of an inverted "V" process model with added normally
distributed noise R ~ (0,1), showing true process model, backward pass estimates
for initial, intermediate, and advanced iterations. Also shown is a 4-piecewise least
squares (LS) line fit which, to some degree, give a picture of the LS dynamics of
the data.

r Mr) <t>(r) Q{r) R(r) —21ogL
1 3 1 10"5 1.0 1138.3

100 3.2854 1.0000 1.35 x 10"4 1.0270 1061.6
200 3.1880 1.0000 4.03 x 10"4 1.0205 1047.5

300 3.1652 1.0000 5.45 x 10"4 1.0199 1046.5
400 3.1578 1.0000 6.01 x 10"4 1.0198 1046.4

500 3.1552 1.0000 6.21 x 10"4 1.0197 1046.4

Table 4.2: Summary of successive EM iterations r for the KF parameters and log
likelihood in the inverted "V" example.
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The results are shown in Figure 4.5 and Table 4.2.

We can see that $ holds at a value of approximately 1, as we would expect since the
model on average has no increasing or decreasing characteristic6. It is left to Q to

model the dynamics and consequently convergence is much slower. In the straight
line example, Q did not deviate a great deal from its initial estimate, but without
the help of a non-identity <f>, the process required Q to increase considerably. The

greater Q - needed to accommodate the dynamics also leads to less local smoothness

as evidenced by the movement within the converged estimate trajectory.

When we nse a greater initial value for Q, we should ideally approach the same ML

estimate as obtained with a small initial value. This is the case when we reanalyse

our process with Q( 1) = 0.01. The results are summarised in Figure 4.6 and Table
4.3. However, it should be noted that this ML parameter estimation technique

only guarantees convergence to a stationary point which may or may not be the

global maximum. It is therefore better, in terms of faster convergence and optimum

estimation, to choose initial parameters in the vicinity of those of the global ML

estimates.

4-5.3 Conclusions from Examples

We can see how the Kalman filter can track processes even if we have not modelled

them exactly. Inaccurate modelling leads to suboptimal estimates, but for prac¬

tical purposes, using ML Kalman parameter reestimation, these process estimates

6When $ is the identity function leaving Q to model the dynamics, we call this the random-
walk state model. In the ML re-estimation of the Kalman parameters, it is possible to constrain <I>
to a value and allow Q to absorb the model dynamics (Shumway & Stoffer 1982) e.g. for = I,
the identity matrix, we adjust Q to:

Qc = Q + (* - i) A (l» - i) r
where the subscript c indicates the constrained random-walk estimator, and the (r+1) argument

is dropped for convenience.
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Sample time

Figure 4.6: 1000 samples of an inverted "V" process model with added normally
distributed noise R. ~ (0,1), showing true process model, backward pass estimates
for initial and advanced iterations using a large initial value for Q. Also shown is
the 4-piecewise least squares (LS) line fit.

r Mr) <t>(r) Q(r) R(r) —2 logL
1 3 1 io-2 1.0 1081.2

50 2.9793 0.99994 3.68 x 10"3 1.0146 1060.5
100 3.0536 0.99999 1.95 x 10-3 1.0174 1052.4
200 3.1188 1.0000 9.79 x 10-4 1.0190 1047.4

300 3.1415 1.0000 7.41 x 10~4 1.0195 1046.6
400 3.1496 1.0000 6.88 x 10-4 1.0196 1046.4

500 3.1524 1.0000 6.44 x 10~4 1.0197 1046.4

Table 4.3: Summary of successive EM iterations r for the KF parameters and log
likelihood in the inverted "V" example.
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can often be made "good enough". When we have a non-stationary environment,
as in the above examples, the random-walk model offers a simple but often ade¬

quate description of the process, especially when the environment is slowly varying

(Haykin 1986).

In our examples, we have explained two main features of our estimation technique:

• The ability to cope with non-stationary processes

• The ability to improve on initial estimates

While the latter is advantageous for any process estimation, the former is a definite
merit when analysing speech, which, as explained in Chapter 3, is usually not

catered for in the conventional methods of speech analysis.

This brings us to two more features:

• The ability to cope with missing data
• The ability to robustify against spurious data

These features are best explained in the context of real speech, although we shall
continue to illustrate with examples in a scalar context.

4.6 Kalman Filtering of Speech

Having introduced the Kalman filter, we now begin to relate it to speaker charac¬
terisation. How does Kalman filtering apply to speaker characterisation? We first
look back briefly at speech production as discussed in Chapter 2. There we saw that

speech could be described as a source and a filter. The source is a quasiperiodic train

of excitations, each one being derived from the differentiated glottal flow caused by
a closing-opening cycle at the glottis. The filter was a resonator, whose resonant

frequencies and bandwidths were called formants. We saw that these formants could
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lie expressed in the form of an autoregressive process. If we can estimate the AR

coefficients, we can calculate estimates of the formants. In addition if we inverse

filter the speech signal using our AR coefficients, we will obtain an estimate of the
excitation function - which should represent the glottal excitation.

However, we should be reminded that the AR model is only good for a tube closed
at one end. So when the glottis is open, our original tube model of the vocal tract is
no longer valid. Coupling takes place with the subglottal cavity and subglottal reso¬
nances and antiresonances are introduced to the spectrum. These are superimposed

on the supraglottal spectrum of the formants. Their typical effects are to reduce

formant frequencies while increasing formant bandwidths. Also, during the open

phase the excitation to the vocal tract is non-zero, and we saw in Chapter 3 how

periods of analysis where the input is non-zero leads to biased, and consequently,

inaccurate estimates.

Therefore, we would like to ignore certain sections of the data - those not part of
the glottal closed phase: the glottal open phase and the instants of excitation.

The data we choose to ignore can be considered "missing", and so we base our

estimates solely on data considered appropriate to the model - closed phase data.

We return to our straight line example of Section 4.5.1 to show how our Kalman
filter copes with sections of missing data.

4.7 Missing Data

Reconsider the straight line example of Section 4.5.1, except in this instance, we

will ignore a section of data in the centre of the analysis interval, say [351,650].

In our analysis, we proceed as before through the data, until we reach the "missing
data" section. We then proceed by using the time update equations (4.7) and (4.8)
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to make predictions for each "empty" sample point. Since there are no measure¬

ments available, we ignore the measurement update equations. So we simply have
two update equations:

Therefore the state estimate xn is determined by the estimate at the last time a

measurement was available £350 and <f>ra, while the estimate error variance will be

determined by P350, d>n and Qn. At any time n = m + k where m is the time index

of the last available measurement prior to the missing data, and k is the number of

samples into the missing data, and assuming time-invariant <f> and Q we have:

^n — ^n—1^-n—1 (4.49)

Pn — — $n-lPn-l^I-l + Qra-1 (4.50)

%m+k &m+k (^) (4.51)

k-1

Pm+k = P~+k = {$>)kPm{®T)k + YJ^)k~lQ^T)k'1 (4"52)

This is illustrated in Figure 4.7

In smoothing the estimates and reestimating the Kalman parameters, Hn is set to

zero and Equations (4.26) to (4.28) and (4.36) to (4.44) remain valid, except for
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Figure 4.7: Missing data distributions for successive cycles; the estimate is the
prediction with "uncertainty" added at each sample time.

the re-estimation of R in (4.43). For the sample times when data is missing, the
contribution to R(r + 1) is A^_1R(r) (Shumway & Stoffer 1982), so (4.43) becomes:

Figure 4.8 shows forward and smoothed backward estimates using the following
initial values R = 1.0, Q = 10~4, and $ = 1, while Figure 4.9 shows plots of the
estimate error variances P.

We see in the first forward pass that when the data becomes missing, the estimates

Xmissingdata maintain a horizontal trajectory because $ = 1, the identity transforma¬
tion, in (4.51). Simultaneously, Pmissingdata increases because process uncertainty is
added at each sample time - see (4.52). The first backward pass smoothed estimates

' available

(4.53)
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Figure 4.8: Top: 1000 samples of a line model xn = 0.003n + 3 with added normally
distributed noise R ~ (0,1). 300 samples of the process have been ignored in the
estimation. Shown are the converged ML estimates using all the data, and estimates
from earlier passes using an initial value Q = 10~4. Bottom: As top, but without
data, for increased clarity.
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Figure 4.9: Error variances of estimates shown in Figure 4.8 from first, second and
advanced passes.

more closely follow the converged ML estimate from using all the data. This is be¬
cause on moving backwards through the data the forward pass estimates at the end
of the missing-data section are lightly weighted due to the high error variance asso¬

ciated with them. On the second forward pass a reestimated value of <f> = 1.0005 is

used. The non-identity value for <f> projects the estimates on a path nearer the op¬

timal trajectory. Given time to iterate forwards and backwards through the data,
the ML re-estimation of the Kalman parameters allow forward, but particularly

backward, passes to more and more closely track the optimal estimate trajectory.

In the meantime we can see from Figure 4.9, how P varies with the forward and back¬
ward passes. The backward passes produce more "assured" estimates, although, as
we might expect, there is more uncertainty when there is missing data, and this

uncertainty "creeps" into neighbouring sections where data is available.
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Figure 4.10: Inverted "V" process with missing data.

If we now consider missing data in the case of our example of Section 4.5.2. Figure
4.10 shows how even when the ML estimate has converged, it has been unable
to track the estimate obtained from considering the complete data set. Because
of the nature of the process, the optimal remains extremely close to unity -

in both the complete and missing data cases. In the missing data case we have
an ML optimal <1> zt 1.0000115. This value is not large enough to keep estimates

increasing; in fact with 300 missing data points xn will increase by a factor of only
1.0000115300 « 1.0034 from start to end of the missing data section which implies
an almost horizontal trajectory.

In conclusion, reasonable estimates can be made through sections of missing data
as long as there are no significant changes of direction in the underlying process

during the the interval where the data is missing.
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Figure 4.11:

4.8 Robustification

We have spoken before in Chapter 3 about the bias introduced to estimates when

impulse-like excitations form part of the analysis interval. The Kalman filter will
also produce biased estimates unless steps are taken to exclude sections of non-zero-

input from the analysis.

Consider, for example, 1000 data points randomly generated from a Gaussian den¬

sity vn ~ N(0,1). Added to this data at 50-point intervals starting at n = 25 are

impulses generated from a second non-zero-mean Gaussian density with a relatively

large variance un ~ 77(20, 5).

Figure 4.11 shows the data. In Section 3.6.1, we showed how a least squares regres¬

sion to a constant produced different values by including and excluding the impulses
from the analysis. The impulses introduced bias since the density generating the
data was no longer zero-mean. In fact, the density has a heavy-tailed appearance
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Figure 4.12:

and is no longer Gaussian. We would like to restrict our analysis to the zero-mean,

smaller-variance, Gaussian data. By doing so we should expect our estimates to be

unbiased, as we no longer have the bias-inducing impulses, which are often called
outliers. We call this process robustification, as our estimates become robust in the
face of bias-inducing elements.

Figure 4.12 shows a non-robustified estimate of the process when the impulses are

included. Although these converged ML estimates (with Q ~ 5 x 10~6) are not

quite constant over the analysis interval, they are approximately centred about the
biased LS estimate, rather than the unbiased LS estimate of the data before the

impulses were added.

By using a larger non-optimal value of Q as in Figure 4.13 the estimates are al¬
lowed to approach the unbiased estimates between impulses, but in a trade-off, the

impulses causes a considerable amount of "jaggedness" to appear on the estimate

trajectory.

LS fit of data without impulses (unbiased)
LS fit of data with impulses (biased)

forward estimate with ML Kalman parameters
backward estimate with ML Kalman parameters
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Figure 4.13:

There have been a number of approaches to the problem of robustification against

outliers. Box, Jenkins & Reinsel (1994) give an account of outlier analysis and

handling in general systems. In speech processing, there also has been a number of

techniques applied to both the conventional and other KF-like recursive techniques.

We have seen that normal least squares (LS) analysis weights all residuals equally.
Most attempts at robustification are based on maximum-likelihood-type estimates

known in the literature as M-estimates1. M-estimates tackle the robustification

problem by using procedures that minimise the sum of non-uniformly weighted
residuals.

For example in our scalar example where we have a sequence of observations

{z\, z2,... , zjv}, and zn = x + en, and we wish to estimate p. The idea is to choose
a loss function p(z) and the M-estimate of x is the solution of the optimisation

problem:

7For details of robustness theory including other types of robust estimators, see Huber (1981)
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N

minE p{zn-x) (4.54)
71=1

With derivative p'(z) = ip(z) - called the influence function (Hampel 1974) - (4.54)
can be solved by differentiating (4.54):

N

(zn - x) = 0 (4.55)
71=1

If we know the density f(x) of the errors en, then the loss function can be chosen
as

p{x) =-\n[f(x)} (4.56)

and so

*(*) = -y^y (4.57)

and the solution to (4.55) is the maximum likelihood estimate (MLE) for x. When
the error density is unknown, it is often assumed Gaussian, in which case the loss

function is chosen to be quadratic
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x2
PM = y (4.58)

and the psi-function is

il>(x) = 1 (4.59)

This is equivalent to least squares estimation and from (4.55) our estimate for x is
the estimated mean8:

When dealing with the heavy-tailed non-Gaussian excitations associated with speech,
most robustness techniques minimise the sum of the weighted residuals.

Lee (1988) and Veinovic, Kovacevic &; Milosavljevic (1994) apply robustness in the
context of conventional LP9 (CLP) and report more accurate LP estimates than
the non-robust counterparts, and that the conventional LP methods give erroneous

estimates when the windowed data includes sample times at which excitatory spikes

occur.

8We can see from this that the ML estimate of the mean when the errors are Gaussian is
identical to the LS estimate.

9See Chapter 3 for a review of conventional linear prediction techniques.

(4.60)
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Lee (1988) uses Huber's (1981) minimax psi-function (also called Huber's influence

function) and compares results with those from the conventional autocorrelation
method. Huber's psi-function10 is given as:

where Ch is a threshold, often set at 1.5 Ci where o\ is the standard deviation of
the non-impulsive Gaussian density error.

Veinovic et al. (1994) compare the covariance method, robustification using Huber's

psi-function and their use of a two-pass approach using two different robustness
schemes on each pass. They report greater accuracy in the two-step approach than
the other methods.

Kovacevic, Milosavljevic &; Veinovic (1995) add robustness to their KF-like recursive
LS (RLS) LP procedure. They compare results from non-robust RLS, with three
robust RLS (RJR.LS) procedures each with a different robustness function. These
functions included Huber's psi-function, the Hampel influence function (see Hoog

1979) and a hard rejection11 function. The hard rejection psi-function is:

10Details of other robustness functions are given in Hoog (1979).
11 It is interesting to note that Mizoguchi, Yanagida & Kakusho (1982) used a hard rejection

function in a covariance method LP context, but they give no details on the section criterion for
the rejection threshold.

iPh(%) = min [ Ch, max(.x, —Ch) ] (4.61)

or in a perhaps more transparent form:

\x\ > cH

x\ < cH
(4.62)



CHAPTER: 4. KALMAN FILTERING 113

^hr{X) = <
M , IN > cHR

0, \x\ < cHR
(4.63)

where cRr is often set at 3 cq (known in the literature as the three-sigma hard-

rejection rule) thus omitting 0.26% of the residuals from non-impulsive Gaussian

density and any outliers with magnitude greater than 3 standard deviations.

Investigating the effectiveness of the four techniques on synthetic data, Kovacevic
et al. (1995) report less bias in all the RRLS analyses than in the non-robust RLS
case. The least bias was found using the hard rejection psi-function, although they

expressed concern with stability of estimates during non-stationary parts of the

signal when using this function. On analysing real speech they claim best results
from the Hampel function. However, it is not clear how they reached this conclusion

since the true LP parameters were unknown, and they do not say how they measured

accuracy levels.

When Huber's psi-function is used, solving for the LP coefficients requires nonlinear
and iterative methods. Consequently, Yang, Lee, Lee &, Sung (1997) used an ap¬

proximation which was easily introduced to the Kalman filter gain equation (4.9).

They first calculate a weight w:

wn = 1, en =< Cy
cy sign(e~) _ (4.64)

Wn = — 1 , e„ >= Cy

where they use cy — 1.5(7!, and en is the a priori residual zn — Hnx„
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They assign to the Kalman measurement error variance the variance of the noisy

zero-mean error without the spiky impulses, i.e. R = of. Then the contribution of
R in calculating the blending factor K becomes R/w and (4.9) becomes:

Intuitively we can see from (4.64) that once the a priori residual exceeds the thresh¬

old, the greater the a priori residual is, the smaller the weight w. From (4.65), the
smaller the weight w, the greater the measurement variance is considered to be,
and consequently less "trust" is given to the measurement at that sample time.

The results from robustifying the analysis of the data of Figure 4.11 using Yang
et al.'s method (Y-method), and the hard rejection approach, using a 3-sigma and

2.5-sigma functions, where any rejected data are considered missing (see Section
4.7 on the treatment of missing data), are shown in Figure 4.14

Referring to Figure 4.14, we can see that the 3-sigma hard-rejection function offers
the best compromise in terms of estimate accuracy and confidence. While the 2.5-

sigma function appears more confident in its estimates, it should be noted that more
of the extreme data has been ignored which will give a false impression of greater
confidence. We can see that the 2.5-sigma estimates deviate more from both the
true process and that as derived from the ML estimation of all the outlier-free data.

Kn (4.65)

4.9 Conclusion and Summary

We have outlined Kalman filtering and four tailorings we have made to the basic

algorithm. These embellishments have been chosen carefully to suit the nature of
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the entity we are analysing - voiced speech.

We are now ready to apply theory to practice. We shall see application of our
tailored Kalman filtering to the analysis of speech in the next two chapters.



Chapter 5

Automatic Glottal

Closed Phase Detection

5.1 Introduction

^From Section 2.1 that looked at speech production and the discussion of Chapters

3 and 4 we noted that we expect the formant frequencies and bandwidths to vary,

apart from time evolution variation, between the glottal closed and open phases.

Therefore, in characterising the the formants of the supraglottal filter, we should

perform LP analysis during the closed phase. This requires, in the first instance,

locating the closed phase. The has proven to be no straightforward task.

In this chapter we first discuss the problems associated with closed-phase location

and the approaches that have been taken. We then proceed to outline our alternative

approach.

Our approach is designed with the intention of excluding intervals that are not

within the closed phase rather than accurately locating the instants of glottal closure

117



CHAPTER, 5. AUTOMATIC GLOTTAL CLOSED PHASE DETECTION 118

and opening. It is based on finding data points which Kalman filtering through all
data - both from open and closed phase - indicates as the "best" points for LP

analysis.

5.2 Difficulty in glottal closed phase detection

Firstly, there is the difficulty of defining the closed phase. For example, female
voices tend to be more breathy, because the vocal folds may not close fully (Klatt
k Klatt 1990). In high pitch voices the vocal folds often start to open as soon as

they close. Titze et al. (1997) claimed that experience had shown that "a reliable
closed phase exists in only a small percentage of voicing types (both male and

female)". Consequently, they decided to use pitch asynchronous LPC to separate

source and filter components. Although they admitted that "modest gains" would
be made by performing closed-phase analysis, they did not think these gains were

worth the effort of locating the closed phase as there was a "lack of consistency" in

defining the closed phase across all voice types.

When a glottal closed phase of the glottal cycle is assumed to exist, attempts have
been made to locate the closed phase in order to perform covariance LP analysis.

These approaches can be classed as:

• Single channel analysis; or
• Dual channel analysis

5.3 Single Channel Analysis

Single channel analysis uses only the speech signal to locate the closed phase. How¬

ever, because of the difficulty in locating the glottal opening, many of these tech¬

niques (Ananthapadmanabha k Yegnanarayana 1979, Deterding 1986, Wood k
Pearce 1989, Childers k Wu 1990, Childers k Lee 1991, Childers 1992, Murthy k
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Yegnanarayana 1999, Tuan k d'Allessandro 1999) rely on simply estimating the
instant of glottal closure (IGC) and assuming that an ad-hoc choice of post-IGC
interval length will lie within the closed phase. These lengths are generally chosen
to be one of:

• a fixed constant length e.g. 2ms
• a percentage of the pitch period e.g. 30%

Other methods, like that of Wong et al. (1970), rely on appropriate thresholds

being applied.

5.4 Dual Channel Analysis

The methods that rely on using the speech signal alone have proved unreliable in

locating the closed phase. Consequently, it has been fairly common for studies and

analyses to use a dual-channel approach (Veeneman k BeMent 1985, Krishnamurthy
k Childers 1886, Childers 1992). A laryngograph1 (Fourcin k Abberton 1971) is
used to locate the closed phase. However, this will not be appropriate for speech

analysis outside laboratory conditions.

Lee k Childers (1996) point out that where automatic techniques have been used
for source-filter separation, they have been only found to work well with modal
male voices and they suggest that more reliable algorithms should be developed for
female and pathological voices.

It is clear that an approach that has the following characteristics will be an impor¬

tant advance on the current state of affairs:

• automatic

JThe laryngograph is is quite similar to an electroglottograph (EGG) in that it measures the
electrical impedance of the larynx which will vary with vocal fold opening and closing.
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• uses only the speech signal
• defines an appropriate beginning and end to the closed phase
• is flexible enough to cope with difficult-to-define closed phases

We believe that our technique has these qualities.

We shall now outline the methodology used for our closed-phase location. We begin
with the preprocessing of the speech signal, and proceed to show how Kalman

filtering can be applied to this problem.

5.5 Preprocessing

5.5.1 Segment-type classification

The data we looked at primarily comprised single words or phrases, and therefore
were relatively short. In general, a 3-way segment-type classification was sufficient:

silence/noise-like/quasiperiodic. The noise-like class comprised stop aspiration and
fricatives - both voiced and unvoiced, while the quasiperiodic class would include

vowels, glides, liquids and nasals.

4- (Krishnamurthy & Chihlers 1886, Childers, Hahn & Larar 1989) and 5-way (Lee

1991) classifications have been attempted, but their implementation was considered
an unnecessary distraction in this research.

We will explain our segmentation method by use of an example segment of speech.
The segment is from real speech:

• the diphthong /ai/, taken from the word /taip/ which was in the utterance

"This is a type of...". The speech was uttered by a Scottish adult female.
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We shall use "snapshots" of this segment throughout this and the next chapter to

highlight our techniques and how they work.

5.5.2 High-pass filtering

Firstly, the speech signal is high-pass filtered using a double-real-pole IIR filter with
a cutoff frequency of 25Hz. This serves to remove any low-frequency drift in the

speech signal2.

5.5.3 Amplitude normalisation

Normalisation was performed in order for us to later create hybrid speech from

speech whose amplitudes are of a similar scale. The speech is normalised so that
its point of maximum absolute amplitude has a value of +25000. Each sample
value is represented by an integer of type short which in onr implementation is
16 bits. This permits values within the range [-32768, 32767]. ±25000 seemed
a reasonable arbitrary value to work with, without much risk of clipping during

subsequent processing and synthesis.

5.5.4 Preemphasis

The speech is then preemphasised3 The reasons for doing so follow.

We saw from Section 2.3.1 that the lip radiation effect was equivalent to a differ-

encer. So, in terms of z-transforms4, we can express this as

2It should be noted that where low-, high-, or band-pass filtering is carried out in this research
it has been our policy to aim to preserve phase characteristics by reversing in time the filtered
signal and repeating the filtering. The output of this reverse pass is then itself reversed to obtain
a doubly filtered signal without phase distortion. Where a cutoff frequency is given this is the
cutoff after both forward and reverse passes.

3See Footnote 11 on Page 52.
4See Footnote 4 on Page 41.
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S(z) = G(z)V{z)L(z) (5.1)

where S represents the speech signal; G the glottal waveform; V the vocal tract
transfer function; and L the lip radiation.

Since L(z) is a differencer, (5.1) can be re-expressed as

where the ' and " superscript represents the first and second differences respectively.

Linear prediction offers us an estimate for V(z) which when used to inverse filter

S(z) gives G'(z). We shall seek to estimate G'(z) in Chapter 6.

We choose to work with S'(z) because in this chapter we shall be performing LP

analysis - first fixed-frame autocorrelation method LP and then Kalman-filter LP -
over both open and closed phases of each glottal cycle. Analysing S'(z) is favourable
since the spectrum will be more "level". This is explained as follows.

S(z) = G'(z)V(z) (5.2)

and

S'(z) = G"(z)V(z) (5.3)

Because G(z) is considered to have a -12dB/octave spectral tilt and a differencer has
the effect of tilting the spectrum at +6dB/octave, G"(z) will have approximately a
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OdB/octave spectral tilt, i.e. a level spectrum.

5.5.5 Fixed-frame Linear Prediction

Fixed-frame linear prediction analysis using the autocorrelation method and an

analysis order of 16 is performed on this preemphasised speech signal, which will
henceforth be simply referred to as the "signal". Fixed-frame linear prediction

analysis is discussed briefly in Section 3.4.2. The frame size used was 320 points

(20ms) with a 160-point (10ms) overlap. The signal is then inverse filtered to obtain
a fixed-frame residual.

5.5.6 Median-filtering the Fixed-frame Residual

This residual obtained, G"(z), is then rectified3 and moving-median filtered using
a 161-point, window. The effect of the median filter is to suppress the spikes which

occur at points of excitation. The exact size of the median filter is not crucial,

although the larger the window, the more the excitatory spike is suppressed. We
tried a range of sizes, and found that 161 points were satisfactory, given the sampling
rate of 16kHz which implies a window of 10ms.

We then, on a 320-point (20ms) window, 160-point (10ms) overlap, basis, calculate
the log-power of the median-filtered signal. This log-power value will be used as co¬

ordinate along one of three dimensions in a vector space where clustering of frames
will be performed (see Page 124).

5.5.7 Zero-crossing

Again, on a 320-point (20ms) window, 160-point (10ms) overlap, basis, calculate

zero-crossing rate of the original, unpreemphasised speech. Zero-crossing rate is the
5Rectification is when all values of a signal are made to have the same sign. We achieve this

by taking the absolute values of the signal.
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second of our dimensions.

5.5.8 Measure of Voicing

The third of our dimensions is what we call the measure of voicing and comes from

two values output from a pitch-tracker (Talkin 1995):

probability of voicing either 1 or 0 assigned to voiced and unvoiced frames re¬

spectively

ac_peak the peak normalised cross-correlation value that was found to determine
the output FO; a value between 0 and 1

It was found that some frames were classified as voiced by the probability of

voicing when in fact they were segments of silence following voiced segments.

However, for these frames the ac_peak value would be considerably less than its

typical value for a voiced frame. Therefore the product of the two values was used

as a measure of voicing.

5.5.9 Clustering

Method

These 3 measures - log-power of the median filtered residual, zero-crossing rate,

and measure of voicing - from all frames were normalised to have zero mean and

unity variance. Our aim is to form three clusters of points in our 3-dimensional
vector space where the axes are those of the three measures.

We initialise the cluster centres with the following values:
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centrel = (3.0,-3.0,3.0)

centre2 — (3.0,3.0,-3.0)

centre3 = (—3.0, —3.0, —1.0)

where point and centre n are of the form (normalised log-power, normalised zero-

crossing, normalised measure of voicing).

A value of ±3.0 is expected to lie at an extreme in zero-mean, unity-variance data,

hence its use above in the assignment of the initial cluster centres, centrel aims to
attract all quasiperiodic frames where we expect high log-power, low zero-crossing

rate, and high measure of voicing. centre2 aims to attract all noise-like frames
where we expect high log-power, high zero-crossing rate, and low measure of voicing.
centre3 aims to attract all frames of silence, which we expect to have low log-power
and zero-crossing rates and a relatively low measure of voicing.

We use the EM (Expectation Maximisation) algorithm (Dempster et al. 1977) to
achieve the clustering. Details of the algorithm in this clustering context can be
found in Appendix A.

Results

Table 5.1 shows the cluster centre values after each iteration of the clustering al¬

gorithm. Table 5.2 shows the centres after convergence (on 3 iterations) which are

also displayed in Figure 5.1.

We can see in Table 5.2 and Figure 5.1 that values have moved from the initial cen¬

tres, but have retained the sign of the initial centres. For example, the quasiperiodic
frames have in general:
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Cluster Centres

Iteration Space Dimensions Segment Type
nlpa nzc6 nmvc

1 0.72 -0.39 1.36

Quasiperiodic2 0.65 -0.38 1.3
3 0.65 -0.38 1.3

1 0.97 1.71 -0.75

Noise-like2 0.97 1.71 -0.75

3 0.97 1.71 -0.75

1 -0.97 -0.50 -0.64
Silence2 -1.02 -0.52 -0.72

3 -1.02 -0.52 -0.72

anlp = Normalised log-power of the median-filtered residual
''nzc = Normalised zero-crossings
cnmv = Normalised measure of voicing

Table 5.1: Cluster centres for the three segment types as they evolve for each
iteration of the EM algorithm

Final Cluster Centre Configuration
Space Dimensions Segment type
nip nzc nmv

0.65 -0.38 1.3 Quasiperiodic
0.97 1.71 -0.75 Noise-like

-1.02 -0.52 -0.72 Silence

Table 5.2: Final (the clustering converges after 3 iterations) cluster centre configu¬
ration
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Figure 5.1: Clustering of normalised values of: (i) log-power of the median-filtered
fixed-frame residual; (ii) zero-crossings (iii) measure of voicing. The Euclidean dis¬
tance in 3-dimensional space between each point and the cluster centres determines
the segment-type assignment for each frame.
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Final Cluster Centre Configuration
Space Dimensions Segment typenip nzc nmv

1 0 1 Quasiperiodic
1 1 0 Noise-like

0 0 0 Silence

Table 5.3: Cluster centre configuration using binary values

• a high (1.3 standard deviations above the mean) nmv (normalized measure

of voicing),
• a moderately low (0.38 standard deviations below the mean) nzc (normalized
zero crossings number)

• a moderately high (0.65 standard deviations above the mean) nip (normalized

log power value)

For clarity of explanation, let's take the values of Table 5.2 and convert positive

values to binary 1 and negatives to binary 0. The result is Table 5.3. It should
be noted from the table that the dimensions chosen for the vector space include

a redundant dimension which adds robustness to the clustering. Two dimensions

(from nmv, nzc, or nip) are the minimum necessary to form 3 distinct clusters
where clusters are formed at the extremes of the dimensions6 (Is and 0s in the

binary case). Should any of the dimensions submit unreliable (noisy) values, the
other dimension should be able to cope with the clustering. To see this, note that
each row of binary values in Table 5.3 differs from the other two rows by not just

on value, but two.
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Figure 5.2: Fine tuning of segmentation

5.5.10 Fine-Tuning the Segmentation

In a frame-based scheme it is possible for a frame that straddles silence followed by

a noise-like segment to be mistaken for a quasiperiodic frame. We thought of ways
to fine tune the time alignment so that the silence part of the mistaken frame would

be marked as silence and the noise-like part would also be marked correctly. To this

end, at any transition between frame types, we create a set of two new consecutive
frames that slide one sample at a time. At each slide, we calculate the distance in

our 3-dimensional vector space between the two frames. The distance will reach a

maximum when the frames are either side of the real transition. This scheme is

illustrated in Figure 5.2 with the results exemplified in Figure 5.3
6This situation is parallel to information encoding where 2 bits are required to transmit 3

available codes.



CHAPTER, 5. AUTOMATIC GLOTTAL CLOSED PHASE DETECTION 130

Figure 5.3: Result of automatic segmentation of phrase "this is a type of" uttered
by female HL. Inset: Fine tuning of segmentation
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However, it can be seen from Figures 5.1 and 5.3 that the segmentation is not quite

perfect: it has failed to distinguish the frication of the jdj sound (near sample 3000)
and the burst and brief aspiration of the /p/ (near sample 15000). It is obvious that
for a more complete analysis - of all segment types - that the segmentation will
need improvements. As part of our expected future studies we aim to introduce

extra dimensions to the segmentation process - especially those that would help

distinguish sounds with higher frequency energy from those that occupy the lower
end of the spectrum. A single cepstral7 parameter is a potential candidate for such
a task, as we found the zero-crossing rate unreliable in the case of short bursts.

5.6 Initial Kalman Parameters

For each stretch of frames that share a common frame type as discussed in the

previous section, we mark it as a segment, and calculate its power from the rectified
and median-filtered signal. This power value will serve as an initial estimate for
the Kalman parameter Rn - the variance of the observation, or measurement, noise.

In other words, we have initially guessed the noise, or error, element of our AR
modelled speech to be that of the fixed frame residual with the excitatory spikes
filtered out (as a result of the median filtering).

We also need to find a value for Q„. We expect the supraglottal articulators to move

relatively slowly and to have upper limits on their speed of articulation (Ostry k
Munhall 1985, Perkell 1997). In fact, their movement is reported to be bandlim-
ited to 15Hz (Hogden, Lofqvist, Gracco, Zlokarnik, Rubin k Saltzman 1996). Even

though the AR coefficients have no theoretical limit, we have found that they are

generally in the interval [—2,2]. Consider the unlikely scenario where the articula¬
tors are moving independently and rapidly so that the corresponding AR coefficients
are evolving in a sinusoidal fashion. If we set the frequency of the sinusoid as 25Hz

7Cepstral analysis of speech is similar in its aims to LP analysis - it parameterises speech,by
fitting the log-spectrum. For details see Owens (1993).
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and the maximum and minimum values are 1 and -1 respectively, then we can es¬

timate the average difference between an AR coefficient at time n and its value at

time n + 1 as:

Em / \ 2ICn-H - Cn)
^ 5 x 1q_5

m — 1

where there are m values c& in a single cycle of the 25Hz sinusoid sampled at 16

kHz. We realise that the bandlimit of the articulators will not be linearly related to

the bandlimit of the LP coefficients, to check the validity of this figure we measured
actual values from autocorrelation method LP analysis of a number of real speech

segments and found the average difference form sample to sample to be of the order
10~5 to 10~6, so with added flexibility, 5 x 10~5 seems a reasonable initial value.

Our initial value for Qn is then a diagonal matrix with values of q on the diagonal:

Q 0 0 •• • 0

0 1 0 •• • 0

Qn =

••o ••o q ■
■ 0

o 0 0 •• • Q

We still need initial estimates for &n, xo, Po, and because of the autoregressive

nature of the model, we need to have values before time n = 1 to get H0. We
assume we know nothing about the AR coefficient trajectories and therefore choose

<f>„ = I, the identity matrix. This simply means that we make each a priori estimate

for xre equal to the previous a posteriori estimate xn_i.
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For xo, we choose the autocorrelation method LP coefficients from the first frame

of the speech segment. The initial values are not very important, because, as we

saw in Chapter 4, the Kalman filter quickly "locks on" to good estimates. We make

H0 = 0, a horizontal 1 x p zero matrix. This is reasonable, since all of our speech

files are assumed to begin with a silence segment. We choose P0 = 0, a square pxp

zero vector. Enough "uncertainty" should be built into the estimates at time n = 1

by the addition of Q, = Q„.

Note that the sample time index n = 0 in the preceding discussion refers to that

"time" before our first sample of data at time n = 1. Even though each segment is

processed separately, for non-initial segments initial values are taken to be those of
the last sample time of the preceding segment.

For the duration of a segment, Q„, Rn are kept constant. This is reasonable for a
short segment of speech - like a monophthong or diphthong. However, time-varying

values of the Kalman parameters should ideally be used over longer segments of
continuous voiced speech. While, admittedly, the these 3 parameters, <f>„, Qra, Rn

will actually vary significantly within a pitch period, it is advantageous to keep
them constant. The first reason is that this eases computation - particularly the

Kalman parameter reestimation as discussed in Section 4.5. Secondly by keeping

these parameters constant, as the effective VT filter varies between open and closed

phases of the glottal cycle, the LP coefficients and/or the estimate error (co)variance
are forced to vary. We will see later, in Section 5.8, that it is the changes in the
latter that allow us to estimate intervals of glottal closure.

5.7 Kalman Filtering the Data

Having found initial values for our Kalman parameters we simply take the modelling
of speech as presented in 3.3:
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+ vn (5.4)

dp

+ vn (5.5)

where sn is our speech data measurement, sample at time n and xn are the linear

prediction coefficients we wish to estimate. These fit perfectly into the Kalman
filter estimation equations (4.1) and (4.2) from section 4.2.1:

Following the procedure outlined in Chapter 4 for each speech data segment a

number of forward and backward analysis passes are performed.

5.7.1 Forward Pass

On each forward pass we implement Equations 4.7 - 4.11, using the Kalman pa¬

rameters obtained as discussed in Section 5.6. There are two issues that arise:

robustification of estimates; the benefits of a backward pass. The former we shall
now outline while discussion of the latter fits better in the context of results.

sn — Hnxn T vn Ti 1,2,..., TV (5.6)

xn+1 = $xn + w„ n = l,2, ...,7V (5.7)
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Figure 5.4: Results from ordinary Kalman filtering: (a) section of male speech wave¬
form from segment /aji/; (b) residual waveform; (c) 2nd and 6th linear predictor
coefficients

Robustification

We would like the analysis to be robust against the excitatory spikes that tend
to throw the estimation process out of step. This was a weakness in previous ap¬

proaches (Rigoll 1986, Niranjan, Cox &; Hingorani 1994) which produced staggered

parameter trajectories (see Figure 5.4). (Yang et al. 1997) introduces some ro¬

bustness to the algorithm to counteract the influence of the glottal closure on the

parameter extraction (see Figure 5.5).

These figures also illustrate the tradeoff between smooth coefficient trajectories

and prediction error as was seen in Section 4.8. Examination of the magnitude-axes
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Figure 5.5: Results from robust Kalman filtering: (a) residual waveform; (b) 2nd
and 6th linear predictor coefficients

shows that the smoother coefficients are obtained at the cost of greater prediction
error.

The reason we prefer smooth trajectories is simple: If the LP coefficients represent

the VT filter, then the LP coefficient trajectories represent temporal changes in the

VT. Since the VT moves relatively slowly - due to physiological constraints - we

expect the LP coeffients to change relatively slowly, i.e. they should have smooth

trajectories. In fact, this assumption is used in deciding frame rates in fixed frame
autocorrelation method LP analysis8.

We choose to use a 3-sigma hard rejection robustness criterion, as discussed in

Chapter 4. The outline of such a Kalman filter scheme is illustrated in Figure 5.6
with a typical result shown in Figure 5.7.

8In fixed-frame analysis, the frame step size is usually 10 - 20ms, i.e. a frame rate of 50 - 100Hz.
By virtue of Nyquist's Theorem, we see the assumption that the LP coefficients are bandlimited
to 25 - 50 Hz.
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Figure 5.6: Kalman filtering with robustification scheme for handling excitatory
spikes (outliers), that would otherwise bias estimates, in the residual
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Sample time

Figure 5.7: Robustification: outliers removed from residual, g

5.8 Results and Discussion

At this point, having performed a number of iterations forward and backward

through the data and having obtained relatively smooth estimates of the LP param¬

eters, we should remind ourselves of the goal of this chapter: to locate the closed

phase of the glottal cycle.

Although we initially expected to find variation - in the formants obtained from

root-solving the predictor polynomial - consistent with the glottal open and closed

phases due to the ability of the Kalman filter to track dynamics, we found that the

variation, while existent, was inconsistent across the formants.

We then looked to the covariance of the estimate error, where again we found vari¬

ation. In an attempt to gauge the magnitude to the error covariance, we calculated
the determinant of the a posteriori error covariance matrix at each sample time.
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Figure 5.8: Low frequency drift, in logdetP from forward pass.

While we found significant variations synchronous with the open and closed phases,
because of the dimensionality of the covariance error matrix, the magnitude of
the variations required a log operation. We took measures for both forward and
backward passes as illustrated in Figures 5.8 and 5.9.

As also can be seen from these figures we found that there tended to be considerable

low-frequency drift on the log-determinant function. To eliminate this and preserve

the local variations, we took a moving average of the function as an estimate of the

drift, and subtracted this from the log-determinant function. This has a low-pass

filtering effect on the signal.

5.8.1 Interpreting the Log-Determinant Function

The use of the log-determinant of the covariance matrix, as used in the LP covari¬
ance method, was used by Strube (1974) to locate the instant of glottal closure.
Strube (1974) cites the work of Sobakin (1972) who concluded that "the value
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Figure 5.9: Low frequency drift in logdetP from backward pass.

of the determinant as a function of the temporal position of the segment...should

qualitatively correspond to the glottal pulses". In other words it was expected that
the determinant be large when the glottal excitation was large, and small when
the excitation was small. Strube found that there were some problems with these

conclusions:

• The temporal relationship between the reference point of the covariance ma¬

trix and the data. Sobakin chose the centre point of the period of covariance

analysis.
• The linear prediction will perform well for as long as the data fits the all-pole
model. But as Wong et al. (1970) commented - good linear prediction may

occur during the open phase, implying that the formants as calculated from
the predictor polynomial become, as Strube puts it, "more or less incorrect".

We shall address each of these points in turn. Firstly, in our Kalman filter case,

the reference point will simply be the point whose estimate error covariance matrix
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is used in the log-determinant operation. Therefore there is no ambiguity in time

referencing. In the covariance method of linear prediction, we saw in Chapter 3 that
a interval of analysis at least the order of the analysis is required (not including the
initial conditions). Strube used the beginning of this interval , which is equivalent
to our method, except in Kalman filtering, the length of the analysis data period is

just one sample.

Secondly, in the forward pass, referring to Figure 5.10, it certainly seems to be
the case that the peaks in the log-determinant plot coincide with the closing of
the glottis (falling of the laryngograph signal). However, the magnitude of the log-
determinant does not appear to rise and fall exactly in tandem with the glottal

opening and closing. If we use portions of the log-determinant where values are

low9, then we find Sobakin's conclusion questionable.

In fact, in agreement with Strube's method for locating the instant of glottal closure
in that peaks in the log-determinant plot coincide with the closing of the glottis.
In addition, in many instances the log-determinant function starts to increase on

glottal opening, suggesting perhaps that if the first difference of the log-determinant
was found, negative values could be used to indicate the closed phase. However, for
this speech sample, the log-determinant, may have had more than one local minimum
within a pitch period, suggesting that such a method would be unreliable. This also
tends to support Strube's second concern that analysis during the open phase may

yield "more assured" estimates in that they have low or falling log-determinants10.
However, we found this be the case only towards the beginning and end of the

segment.
9 We use a p. — a (mu - sigma) threshold criterion, where p, is a local mean and a is a local

standard deviation from a window which is a function of the local pitch period.
10A possible explanation could be that there is often significant excitation to the vocal tract on

glottal opening (often called a secondary excitation - that due to glottal closing being primary).
This should cause a rise in the log-determinant, with possible falling during the subsequent open
phase as the filter becomes more stable.
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Figure 5.10: Closed-phase detection from forward pass. Note that in the plot of the
laryngograph signal, rising edges correspond to glottal opening; falling to glottal
closing.



CHAPTER 5. AUTOMATIC GLOTTAL CLOSED PHASE DETECTION 143

5.9 Our Method and Results

5.9.1 Backward Pass

Instead of relying on the forward pass analysis which only bases estimates on past

values, we look to the backward pass, since it uses both past and future values. In

this case we see (Figure 5.11) there is more consistency between the log-determinant
and the laryngograph, and we can see that using a < y — a thresholding criterion11

yields indicators that are reasonably within the closed phase. In previous studies

(Veeneman &; BeMent, 1985, and citations therein) a <50% threshold is used on

the laryngograph signal in deciding the boundaries of the closed phase. We opt

here for a more conservative < y — a which, if the log-determinant function were

sinusoidal, would cover the lower 15% of the amplitude range, but about 25% of
the full cycle. Although the log-determinant, function is virtually never purely

sinusoidal, our criterion seems a practical-yet-safe one (see Figure 5.12).

It is worth noting too that while Strube was able to use the log-determinant of the
covariance matrix as an indicator of the instant of glottal closure, he found that
this was inadequate at locating the end of the closed phase.

5.9.2 Synthetic Test Suite

In order to evaluate our novel technique for glottal closed phase estimation, we

created a test suite of synthetic speech. The suite is similar to that used by Yegna-

narayana, d'Allesandro & Darsinos (1998). We generated sets of glottal excitations
and formant filters that produced sets of synthetic male and female speech for three
vowels.

The excitation had 2 components: an LF-modelled (Fant, Liljencrants & Lin 1985)
glottal pulse train (see Figure 5.13) and added noise bursts. The noise bursts were

11 See Footnote 9.
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Figure 5.12: mu-sigma cutoff in logdetP from backward pass t,o detect closed-phase.

Figure 5.13: The LF model parameters
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LF parameters Male Female

T0 10.0 5.0

Tp 4.1 2.3
T-1 e 5.5 3.3
Tx a 0.1 0.15
T1 c 5.8 3.85

Table 5.4: LF timing parameters used in the glottal excitation of the synthetic
speech. Values are in ms.

Gaussian white noise modulated by a rectangular window, centred on the instant

of glottal closure. The FO was set to 100Hz and 200Hz for the male and female
sets respectively. The male excitation had LF parameter values that correspond to

modal speech as suggested by Childers (1999); the female speech was given breathy

parameters. The duration of the noise burst was varied in 3 steps: 0% (no added

noise), 60% and 100% of the pitch period. The intensity of the noise was varied in
4 steps: the power ratio, or harmonics-to-noise ratio (HNR), between the glottal

pulses and the noise bursts was set to oodB (no added noise), 20dB, 10 dB and
5dB.

One synthetic excitation was generated for each condition and applied to sets of
12 LP coefficients (that represented 6 formants) for each of 3 vowels: /i/, /a/ and
/u/. Details of the test suite are given in Tables 5.4, 5.5 and 5.6. There were 7
versions of each vowel for both male and female, giving a total of 42 synthesised
vowel segments.

The sampling rate was 16kHz and even though the synthetic speech filters had

only 12 LP coefhents, analysis was performed at an order of 16. This was done to

simulate the real-life situation where the analysis order that should be applied to

real speech is generally unknown. The duration of each synthetic segment was 2000

samples.
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Duration Power Ratio (HNR)
oo 0

60 20
60 10

60 5

100 20

100 10

100 5

Table 5.5: Details of the power ratio of the LF glottal excitation to the added noise
and the duration of the noise modulation window.

Vowel N /a/ N
F1 270 730 300

BW1 60 60 60

F2 2290 1090 870
BW2 90 90 90

F3 3010 2440 2240

BW3 150 150 150

F4 3500 3500 3500

BW4 200 200 200

F5 5000 5000 5000

BW5 300 300 300

F6 6500 6500 6500

BW6 500 500 500

Table 5.6: Formant F) and bandwidth (BW) values used in the synthetic data set.
These values are for the male synthetic speech; the above formant centre frequency
values were multiplied by 1.3 for the female speech to simulate the generally shorter
vocal tract of females
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I should be noted that the female closed quotient12 is 23%13. At an Fq value of

200Hz and a sampling frequency of 16kHz, this implies that the closed phase interval
contains only 18 samples. This is just two samples greater than the analysis order.
The male speech, however, with a closed quotient of 42%, has a closed phase interval

of 68 samples.

5.9.3 Results

Using our method, intervals estimated to belong to closed phase intervals were

marked. We use four measures to gauge our success: Precision, Recall, False Alarm
Rate and Missed Sample Rate. These terms have been borrowed from the domain

of information retrieval. They are defined for our context as follows:

Precision The ratio of the number of correctly marked closed phase samples to

the total number of estimated closed phase samples, i.e. the percentage of
our estimated CP samples that were correct.

Recall The ratio of the number of correctly marked closed phase samples to the

total number of actual CP samples, i.e. the percentage of actual CP samples
that were marked as CP samples.

False Alarm Rate The ratio of the number of incorrectly marked closed phase

samples to the total number of non-CP samples, i.e. the percentage of open

phase samples that were estimated as CP samples.

Missed Sample Rate The ratio of the number of CP samples that were not

marked as such to the total number of actual CP samples, i.e. the per¬

centage of actual CP samples that were missed by our estimation. This is the

complement of Recall.

12We define closed quotient to be the complement of open quotient: the ratio of closed phase
to pitch period expressed as a percentage x 100.

13we actually defined closed phase intervals as intervals of the LF excitation where the samples
had zero values (excluding any zero crossing points during the open phase that might have zero
values).
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Segment Attributes Closed Phase Detection
Gender Vowel Dur. HNR Precision Recall FAR MSR

Male N oo 0 98.97 45 0.34 55

Male N 60 20 98.36 49 0.61 51

Male N 60 10 98.33 55 0.70 45

Male N 60 5 96.38 53 1.48 47

Male N 100 20 99.00 46 0.35 54

Male N 100 10 88.28 40 3.92 60

Male N 100 5 84.65 35 4.70 65

Male /a/ oo 0 100.00 50 0.00 50

Male /a/ 60 20 100.00 50 0.00 50

Male /a/ 60 10 100.00 52 0.00 48

Male /a/ 60 5 100.00 46 0.00 54

Male /a/ 100 20 100.00 52 0.00 48

Male /a/ 100 10 100.00 45 0.00 55

Male /a/ 100 5 100.00 44 0.00 56

Male N oo 0 100.00 57 0.00 43

Male N 60 20 100.00 56 0.00 44

Male N 60 10 100.00 55 0.00 45

Male N 60 5 100.00 55 0.00 45

Male N 100 20 100.00 55 0.00 45

Male N 100 10 100.00 53 0.00 47

Male H 100 5 100.00 41 0.00 59

Table 5.7: Accuracy scores for closed-phase detection in synthetic male speech.
Precision, recall, false alarm rate (FAR), and missed sample rate (MSR) are given
as percentages. Harmonics-to noise ratio (HNR) is given in dBs. Duration (Dur.)
of noise modulation window is given as a percentage of the pitch period.

As we have previously stated, we are more concerned at safely excluding open phase

samples, rather than estimating as many CP samples as possible. In other words,
we place greater emphasis on a high precision and low false alarm rate, than we do
on a high recall and low missed sample rate.

The results are displayed in Tables 5.7 and 5.8
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Segment Attributes Closed Phase Detection
Gender Vowel Dur. HNR Precision Recall FAR MSR

Female N oo 0 85.00 94 4.84 6

Female N 60 20 82.83 91 5.48 9

Female N 60 10 66.24 70 10.32 30

Female N 60 5 55.51 55 12.77 45

Female N 100 20 80.84 85 5.87 15

Female N 100 10 41.40 29 11.87 71

Female N 100 5 36.09 27 13.94 73
Female /a/ oo 0 78.95 83 6.45 17

Female /a/ 60 20 87.10 92 3.94 8
Female /a/ 60 10 80.93 86 5.87 14

Female /a/ 60 5 68.13 65 8.84 35

Female /a/ 100 20 87.61 93 3.81 7
Female /a/ 100 10 75.34 74 7.03 26
Female /a/ 100 5 68.69 60 8.00 40

Female N oo 0 94.44 94 1.61 6

Female N 60 20 94.59 93 1.55 7

Female N 60 10 94.71 92 1.48 8

Female H 60 5 82.46 84 5.16 16

Female N 100 20 94.44 94 1.61 6

Female H 100 10 72.94 75 8.06 25

Female N 100 5 81.26 86 5.74 14

Table 5.8: Accuracy scores for closed-phase detection in synthetic female speech.
Precision, recall, false alarm rate (FAR), and missed sample rate (MSR) are given
as percentages. Harmonics-to noise ratio (HNR) is given in dBs. Duration (Dur.)
of noise modulation window is given as a percentage of the pitch period.
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Precision Recall FAR MSR

87.46 63 3.48 37

Table 5.9: Average scores for closed-phase detection (given as percentages) across
all synthetic speech signals

5.9.4 Discussion

The average results for closed phase detection of the synthetic speech test suite

is shown in Table 5.9. While we can see from Table 5.7 that precision is 100%

(implying a false alarm rate of 0%) for all the male synthetic /a/ and /u/ vowels, the
detection is not perfect and performance degrades as the 'quality' of the synthetic

speech degrades. By quality, we do not mean naturalness or intelligibility, which
are normal indicators of synthetic speech quality; we mean the degree of additive
noise and the size of the closed phase intervals.

Overall, an average precision of more than 87 % and a false alarm rate (FAR) of
less than 4 % is promising. While the recall rate of 63% does not look as impressive,
we remind the reader that we emphasise detection of closed phase points that are

within the closed phase (precision rate). While we 'miss' 37% of closed-phase points,
we compensate for this loss in our closed-phase analysis scheme of Chapter 6.

In the following sections we look more closely at how the accuracy scores are affected

by gender, vowel, and the level and duration (within a pitch period) of the noise.

Gender

The scores across gender are shown in Table 5.10. We can conclude from looking
at the precision and FAR scores that closed-phase detection of the male synthetic

speech is easier than that of the female speech. We might expect this, since the
closed phase of the female speech was only 18 samples long, whereas that of the
male speech was 68 samples. This was because
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Gender Precision Recall FAR MSR

Male 98.28 49 0.58 51

Female 76.64 77 6.39 23

Table 5.10: Average scores for closed-phase detection (given as percentages) across
gender

• the closed phase of females was shorter due to higher F0;
• the open quotient was higher for females as we tried to simulate a breathy

phonation through our LF parameter settings.

Nevertheless, a precision rate of more than 76% was attained for the female speech,

which is usually quite difficult to analyse. The recall rate of 77% implies that,

on average, less than 14 actual closed-phase points have been detected. However

approximately another 4 non-closed-phase points are being detected as closed phase.
We envisage that these figures might be open to improvement if some heuristics were

introduced, such as imposing some continuity constraints on the sections of closed

phase detected.

The male speech, shows much better results. Although more than half the closed-

phase samples are ignored, more than 98% of those detected are actual closed-phase

samples.

Vowels

The scores across vowels are shown in Table 5.11. The /i/ vowel seems to be

subject to the poorest detection rates. We cannot offer any reasonable explanation

as to why this might be so. It may simply be that the spectral configuration of
the synthetic /i/ (F1 and F2 widely spaced, while F2 and F3 are closely spaced)
is less suited to our method. It may simply be the case that the noise added to

the excitations used in the /i/ synthesis was more problematic. We would need to

conduct tests on a much larger test suite to see if this phenomenon is significant.
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Vowel Precision Recall FAR MSR

N 79.42 55 5.51 45

/a/ 89.05 64 3.12 36

N 93.92 71 1.80 29

Table 5.11: Average scores for closed-phase detection (given as percentages) across
vowels

Duration Precision Recall FAR MSR

0 92.89 71 2.21 29

60 89.20 67 3.23 33

100 83.92 57 4.16 43

Table 5.12: Average scores for closed-phase detection (given as percentages) across
noise modulation window duration

HNR Precision Recall FAR MSR,

DO 92.89 71 2.21 29

20 93.73 71 1.94 29

10 84.85 61 4.10 39

5 81.10 54 5.05 46

Table 5.13: Average scores for closed-phase detection (given as percentages) across
HNR, level

Noise

The scores across degree of noise are shown in Tables 5.12 and 5.13. There is little

surprising about these results: the greater the degree of noise the poorer the closed-

phase detection performance. The exception to this generalisation is the slightly
better performance when there is a HNR, of 20dB then when there is no noise at

all. This is due to the relatively poor detection of the female /a/ vowel when non

noise has been added to the excitation. We can offer no explanation for this.

General

On looking more closely at the detection along the duration of the synthetic seg¬

ment, we see there is some misalignment towards the beginning and end of the
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segment, and ideally this should he remedied. Recall that we use a single set of
Kalman parameters for the whole segment. In future work, we hope to investigate

the use of smaller analysis sections for which Kalman parameters are constant, or

alternatively use time-varying Kalman parameters which should allow for better

modelling at transitions between phonetic segments. However, given the otherwise
accurate estimations of the closed-phase location, particularly because of its moder¬
ate success with female speech, we feel our technique may offer both an improvement

over previous techniques and potential for improvement.

5.10 Real Speech

Our technique was initially developed on real speech - both male and female and
showed promising performance levels. Evaluation was performed by comparing
our closed phase detection with those indicated by a laryngograph signal14. Since

speech recordings with accompanying laryngograph signals was available in limited
amounts from a limited number of speakers, we used the synthetic data for a formal

evaluation.

5.11 Conclusion

Earlier in this chapter, we claimed that an approach to closed phase location that

had the following characteristics would be an important advance:

• automatic

• uses only the speech signal
14Time correction for the acoustic delay was carried out by correlating the differentiated laryn¬

gograph signal with a residual signal (G") obtained by inverse filtering from fixed frame auto¬
correlation method LP analysis. With the male speech, this typically resulted in advancing the
laryngograph signal by 11 samples which, at 16 kHz sampling rate and speed of sound assumed
to be 350m,s-1, implies a distance of 24cm from glottis to microphone. This a realistic figure,
although we did not have access to data on the recording conditions of the speech used.
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• defines an appropriate beginning and end to the closed phase
• is flexible enough to cope with difficult-to-define closed phases

We have shown how our technique has these basic qualities. This includes the final

attribute, because we take the "best" estimate as indicated by the confidence of

the Kalman estimates without stipulating that a specific start-of-closed-phase - or

end-of-closed-phase - condition be met. This may result in fewer closed-phase data

samples being made available for analysis - and these are usually at a premium

when applying conventional LP - but we shall see in the next chapter, when we

look at our closed-phase analysis technique that we can afford this luxury.



Chapter 6

Dynamic Closed-Phase LP

Analysis

6.1 Introduction

In this chapter we detail the second of onr novel methods1. This technique pro¬

vides smoothed vocal tract parameters from analysis during the closed phase of the

glottal cycle. The method is based upon Expectation Maximisation (EM) and uses

Kalman-Rauch forward-backward iterations through a voiced segment, in which the

speech data during excitation and open phases are excluded by treating them as

'missing data'. The theory and reasoning upon upon which our method is based
has been discussed in Chapter 4.

In brief, the approach exploits the non-independence of neighbouring spectra and

compensates for small numbers of available points, while preserving speaker char¬
acteristic information and tracking variations in it.

'The preliminaries of this work have been reported in McKenna & Isard (1999).

156
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The vocal tract filter parameters are then used for inverse filtering the speech, thus

obtaining estimates of the source excitation. The extracted excitation signal can
be used to excite other sets of parameters to produce natural sounding speech.

We shall first inform, and where appropriate remind, the reader of the background of

this work. We shall then proceed to outline the method, illustrate some results from

analysis of synthetic speech and finally using a hybrid-synthesis-analysis experiment

briefly demonstrate the effectiveness of the method and highlight its potential.

6.2 Background

Following the discussions of Chapter 3, we expect that LP analysis performed on

data limited to the closed glottis interval to be more accurate than the techniques
that analyse over a complete pitch period (e.g. pitch-synchronous covariance or

pitch-synchronous autocorrelation methods) and techniques that analyse over a

number of pitch periods (e.g. fixed-frame autocorrelation method). This expecta¬

tion has been supported by much experimental research (e.g. Deterding 1986, Wood
& Pearce 1989)

Conventional fixed frame pitch-asynchronous LP (Markel & Gray 1976) also builds

upon the assumption that the VT articulators are slowly and smoothly varying.

However, when the glottis opens, there tends to be sub-glottal interference, which

affects the formants and their bandwidths (Yegnanarayana & Veldhuis 1998). Thus,
if the period of analysis is over both closed and open glottal phases, there will
be a smearing or averaging of the parameters, and consequent loss of speaker-
characteristic information when we inverse filter with these parameters. This was

discussed at length in Chapter 3.

In an effort to circumvent this problem, it is argued that if the analysis is performed

only during the closed phase, when the speech is theoretically an excitation-free
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decaying oscillation, we can more accurately parametrise the VT resonances (Wong
et al. 1970, Deterding 1986, Wood k, Pearce 1989).

Comparative studies (Krishnamurthy & Childers 1886, Larar et al. 1985) of such
analyses highlight their relative merits and demerits. Closed-phase analysis relies on

a limited number of sample points, assumes constant parameters during the closed

phase, and fails to exploit the non-independence of neighbouring spectra. As previ¬

ously stated, pitch-asynchronous analysis, while exploiting this non-independence,
introduces spectral averaging distortions.

Our work exploits recent variants of, and alternatives to, standard LP, as in Niran-

jan et al. (1994), Yang et al. (1997) and Kovacevic et al. (1995). It exploits the

non-independence of neighbouring spectra and compensates for small numbers of
available points: Kalman Filtering (KF) tailored to simultaneously produce accu¬

rate and smooth trajectories of the predictor coefficients.

Kalman filtering has been applied to speech analysis in the past but its value has
often been underestimated due to its computational overhead (Markel & Gray 1976).
This argument has weakened considerably in recent years.

Kalman filtering has been applied to speech enhancement in the presence of back¬

ground or channel noise (Paliwal k Basu 1987, Gannot, Burshtein k Weinstein

1998, Nelson k Wan 1998).

Rigoll (1986) used an extended Kalman filter (EKF) to track formant frequen¬
cies and their bandwidths. The EKF was necessary because of the non-linear

relationship between the measurable speech samples and the formants and their
bandwidths. Rigoll's work formed the basis of the work done by Niranjan et al.

(1994) who used an extended Kalman filter (EKF) to track the formants and their

dynamics.



CHAPTER, 6. DYNAMIC CLOSED-PHASE LP ANALYSIS 159

DETECT GLOTTAL

CLOSED PHASE

Speech
Signal KALMAN FILTER FORWARD

THRU CLOSED PHASE DATA;
FORECAST (EXTRAPOLATE)

THRU OPEN PHASEREESTIMATE KALMAN

PARAMETERS USING
MAXIMUM LIKELIHOOD

Forward Pass

Kalman
Parameters

ForwardPass

LP Coefficients

BackwardPass

Kalman

Parameters

RECURSE BACKWARD THRU
DATA (SMOOTHING)

Smoothed

LP Coefficients

Figure 6.1: Architecture of closed-phase Kalman filter linear prediction system

In all these cases the tracking is allowed to vary during the closed and open phases,
and also during the brief period of maximal excitation (usually just prior to the
instant of glottal closure). Yang et al. (1997) introduced a degree of robustness in
his tracking of LP coefficients, but not enough to completely eliminate the effects
of the sudden glottal closure.

6.3 Architecture

The architecture of our closed-phase Kalman filter linear prediction system is sketched

in Figure 6.1. The scheme has the following properties which have all been discussed
in Chapter 4:

1. We add robustness to our KF by only considering data from the closed phase
of the glottal cycle, thus eliminating the adverse effects of estimates during

glottal excitation and the glottal open phase. We obtain our estimate of
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INITIALISE

PREDICT

-

ADJUST

Figure 6.2: Kalman filtering with robustification scheme for only using closed-phase
data

the closed phase from the closed-phase detection technique outlined in Chap¬
ter 5. The approach is shown in Figure 6.2. Note the similarity with the
robustification-from-outliers scheme in Figure 5.6

2. We predict movement of the predictor coefficients from point to point using

a non-identity matrix for <f>. In other words, rather than attributing any

change in the coefficients solely to noise or error, we are able to reduce the
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uncertainty by capturing a certain amount of predictable movement in a non-

identity matrix.

3. We use an EM iterative technique (Shumway & Stoffer 1982) which having
made a forward-backward pass through the all the data, presents appropriate

initial filter parameter values for <f>, Q and R for use in the next pass. The

technique is based on the Kalman forward equations (Kalman 1960) and the
Rauch backward equations (Rauch et al. 1965). The speech data points we

believe to occur during the open phase and glottal closure are omitted from
the analysis in the guise of 'missing data'.

Our initial Kalman parameters are those resulting from the closed-phase detection
forward and backward passes, except for the value of Q which is derived from the
coefficients low-pass filtered at 25Hz.

Having obtained smooth estimates of the LP coefficients, we can solve the predictor

polynomial and calculate the formants from the roots. We can also inverse filter to

obtain the estimate of the differentiated glottal flow (see Figure 6.3).

We analysed the segment of real female voice as discussed in Chapter 5. Figure 6.4
shows the time-varying formant plots2 resulting from the preprocessing pass through
all the data - both open- and closed-phase - from which the log-determinant is used
for closed-phase detection.

Plotted in Figures 6.5 and 6.6 are results of analyses after:

• the first forward pass

• the backward pass of the third iteration

2Note that in this type of spectral plot, the thicker lines represent formant frequency tracks,
while the thinner lines are the formant bandwidth delimiters. Formants corresponding to real
poles - those at 0Hz and 8000Hz have been omitted for clarity.
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Tracks
Differentiated
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Figure 6.3: Formants and DGF which we shall use to characterise the speaker

The plots show the time varying formant tracks and the trace of the error covari-
ance matrix . Note how in the first pass adjustments are made to the formant
estimates only during the closed phase. Estimates during the open phase remain
constant and equal to the last estimate of the closed phase - the reason being an

initial value of = I. Similarly, the error covariance decreases during the closed

phase as data becomes available for consideration, while it increases during the open

phase when the data is ignored.

Figure 6.7 shows results from the third backward-pass: formants and differentiated

glottal flow (DGF) as obtained from inverse filtering. Note the smoothness of the
tracks, and the smooth evolution of the DGF3.

3The reader may notice that the DGF signal does not resemble an idealised glottal pulse train.
This is most likely due to phase distortion of the speech signal at the time of recording. For this
reason, we chose to formally evaluate our technique using synthetic data (see Section 6.5).
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Figure 6.4: Formants from smoothed preliminary KF analysis of female speech using
all data - i.e. from both open and closed phases.
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Figure 6.5: Comparison of formants from KF analysis of female speech using au¬
tomatically detected closed-phase data. Blue: smooth backward pass on third
iteration. Red: forward pass on first iteration.
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Figure 6.6: Values of trace(P^) from KF analysis of female speech using automat¬
ically detected closed-phase data. Blue: smooth backward pass on third iteration.
Red: forward pass on first iteration.

6.4 Comparison with Conventional Linear

Prediction

The covariance method requires an analysis window at least the size of the analysis

order, whereas our approach has no such limitations. This suits our technique to the

analysis of higher-pitched female speech where the smaller number of closed-phase

data points available in a single pitch period is compensated by shorter accompa¬

nying open phases and a greater number of closed phases per unit time. This is
because the rate of movement of the articulators is assumed to be independent of

the fundamental frequency of excitation. Yegnanarayana &; Veldhuis (1998) also
make use of the fact that the higher the fundamental frequency, the less variation
in parameters from pitch period to pitch period.
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Figure 6.7: Formants and DGF from KF analysis of female speech using automati¬
cally detected closed-phase data.
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Figure 6.8: (a) LP error G" (from analysis of female speech using covariance method
and only data exclusively from the closed phase (determined from the laryngograph
signal); (b) LP error from analysis of female speech using covariance method and
data from the closed phase (determined from the laryngograph signal) but extended
into the open phase if the closed phase spanned less than 32 sample points. In both
cases the LP coefficients are kept constant throughout a pitch period.

The estimate error variance - the confidence measure of the estimates - will be

much lower because all the closed phase estimates are based on data from all closed

phases rather than estimates during each closed phase being solely based on one

particular closed phase as in the covariance method.

We analysed the segment of female voice as discussed in Chapter 5 using the covari¬
ance method. The closed phase was detected using the laryngograph signal. The
order of the analysis was 16 and, as it happened, most of the closed phases were

either 16 or 17 samples in length. In the cases where only 16 samples were avail¬

able, the system for solving for the coefficients had a single solution, resulting in the
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predictor coefficients being heavily influenced by closed-phase noise. The effects of
this can be seen in Figure 6.8(a) where we can see brief sections in the residual that
have zero error - these are the closed phases with only 16 sample points4

Because of the brevity of the closed phase, we performed a second instance of the

covariance method, but this time making the minimum frame length 32 samples.
This meant that some data from the open phase were used in the analysis. The LP

residual can be seen in Figure 6.8(b) and has a closer resemblance to an idealised
LP residual than that of Figure 6.8(a).

The LP residuals are shown in Figure 6.8, while the formants and DGFs are plotted
in Figures 6.9 and 6.10 after interpolation of the LAR parameters5. Note that in
this type of spectral plot, the thicker lines represent formant frequency tracks, while

the thinner lines are the formant bandwidth delimiters.

In both instances of the formant track plots, there is considerable "jumping" of the

estimates. In the first covariance analysis there is a particularly irregular evolution

of the DGF. These phenomena can be attributed to the independence of estimates,

each with a considerably high estimate error covariance due to the brevity of the

analysis intervals.

Figure 6.11 shows the results of fixed-frame autocorrelation LP analysis - that

performed in the preprocessing stage as discussed in Chapter 5. Note how the
formants are smoother, but since the analysis is performed over both open and
closed phases, we expect there to have been a spectral averaging over the two filters

(associated with the open and closed phases of the glottal cycle).

The predictor coefficient trajectories produced by our method are far smoother than
those derived using covariance method LP analyses while simultaneously keeping

4Covariance analysis of 16 sample points using an order of 16 will result in 16 equations in 16
unknowns - i.e. the system has a unique solution, but one which has 'absorbed' all the noise into
it.

5See page 71
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Figure 6.9: Formants, LP residual, and DGF from covariance analysis of female
speech. Coefficients were derived from data from the closed phase (determined
from the laryngograph signal) and linear interpolations of the corresponding LAR
parameters were performed.
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Figure 6.10: Formants, LP residual, and DGF from covariance analysis of female
speech. Coefficients were derived from data from the closed phase (determined
from the laryngograph signal but extended into the open phase if the closed phase
spanned less than 32 sample points) and linear interpolations of the corresponding
LAR parameters were performed.
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Figure 6.11: Formants, LP residual, and DGF from autocorrelation analysis of
female speech. Coefficients were derived from linear interpolations of the LAR
parameters.
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the estimate error covariance low by exploiting the non-independence of consecutive

closed-phase filters.

6.5 Analysis of Synthetic Speech

We choose to formally evaluate our technique using synthetic speech. The test

suite used is the same as that used in the closed phase detection. Details of the

synthetic speech can be found in Section 5.9.2. The closed phase analysis intervals
were determined by out closed phase detection scheme detailed in Chapter 5.

For comparative purposes we also carried out covariance method LP analysis on

the speech. However, in this case we gave the covariance method a slight advantage
in that the actual known closed phases were used in the analysis.

Our performance was based on the distance between the set of cepstral coefficients

derived from LP coefficients6 obtained from analysis and the actual LP coefficients
used in the synthesis. This allowed us to handle the different LP order used in the

analysis and the synthesis. 22 cepstral coefficients were used. The Oth coefficient
was ignored as it is simply a scaling factor and doesn't influence the 'shape' of the

spectrum and we only wish to compare the spectral shapes.

The distance measure used was a truncated cepstral distance which is defined by:
6LP cepstral coefficients cm are derived recursively as follows:

1 < m < p

m > p

where a2 is the gain term in the LP model (which we do not use as we ignore the first cepstral
coefficient); a; is the zth LP coefficient; p is the analysis order.
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L

dl{L) = YJ{cm-dm)2 (6.1)
m—1

where L is the number of cepstral coefficients - which in our case is 22; cm and

c'm are the mth cepstral coefficients of each set - which in our case are the sets of
estimated and actual spectral parameters.

We choose this spectral distortion measure as it is "a very efficient method for

estimating the RMS log spectral distance, particularly when the spectrum is repre¬

sented by an all pole model" (Rabiner & Juang 1993).

6.5.1 Results

As previously stated, for each segment of our synthetic speech we applied our KF-
based analysis technique, and also performed covariance method analysis. For each

analysis, we averaged the truncated cepstral distance over the segment. The results
are shown in Tables 6.1 and 6.2.

In both tables there is an N/A entry in the KFLP column. In both of these cases the
Kalman filter became unstable. This happens on occasion, and may be as a result

of machine precision and rounding. We have also found that, generally, the KFLP
is more likely to become unstable as the number of forward-backward iterations

increases. Since the KF parameters are reestimated at the end of each iteration,
we feel that these parameters must be associated with the cause of the instabilities
as they are the only parameters that change with each iteration. These parameters

are derived from equations of Section 4.5 and since they are dependent on finding
the inverses of a number of matrices, ill-conditioning may lead to inaccuracies in

the parameter reestimation which are sufficient to throw the estimation procedure
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Segment Attributes Truncated Cepstral Distance
Gender Vowel Dur. HNR KFLP Mean KFLP SD CMLP Mean CMLP SD

Male / / oc 0 0.169232 0.00903842 3.69798 0

Male / / 60 20 0.113683 0.0109365 1.76718 0.34321

Male / / 60 10 0.321675 0.01854 1.93125 0.296102
Male / / 60 5 0.598528 0.030322 1.86757 0.400302

Male / / 100 20 0.191546 0.0901212 1.27873 0.432995

Male / / 100 10 0.38372 0.0133583 1.34955 0.282505

Male / / 100 5 N/A N/A 1.33769 0.494992

Male /a/ oo 0 3.30672 0.237641 2.89681 0

Male /a/ 60 20 1.91639 0.188869 2.07266 0.528541

Male /a/ 60 10 0.589103 0.034253 2.69785 0.360374

Male /a/ 60 5 2.17571 0.209933 2.64738 0.654033

Male /a/ 100 20 0.332268 0.0440797 1.56007 0.472829

Male /a/ 100 10 3.7073 1.51595 1.73828 0.360262

Male /a/ 100 5 2.82292 1.46407 2.04376 0.491138
Male N oo 0 1.62773 0.0169728 3.46077 0

Male N 60 20 1.40534 0.00825625 2.76866 0.797934

Male N 60 10 1.52303 0.0536666 3.52802 0.326948

Male /u/ 60 5 1.19196 0.0277239 2.80666 0.602915

Male N 100 20 1.54514 0.0286112 2.3567 0.602788

Male N 100 10 1.27486 0.0392247 1.74127 0.351758

Male H 100 5 0.994542 0.02952 1.74544 1.06241

Table 6.1: Mean and standard deviations for cepstral distance between estimated
parameters and actual values for the male synthetic test suite. The analysis meth¬
ods were our Kalman filter-based linear prediction (KFLP) and covariance method
linear prediction (CMLP).

into an unstable state. In subsequent discussion and averaged values, these N/A
results and the corresponding ones for CMLP have been discarded.

6.5.2 Discussion

In a fashion similar to that of Section 5.9.3, for ease of discussion we present sum¬

maries of the results broken down by the attributes of the synthetic speech.

In Table 6.3, we can see, without considering the absolute by comparing values for
both methods, that our Kalman filter linear prediction (KFLP) method outperforms
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Segment Attributes Truncated Cepstral Distance
Gender Vowel Dur. HNR KFLP Mean KFLP SD CMLP Mean CMLP SD

Female / / oo 0 0.0937742 0.00274251 0.76823 0.00304988
Female / / 60 20 1.02815 0.228964 0.914616 0.602673

Female / / 60 10 0.485583 0.0578233 0.746065 0.827665
Female / / 60 5 0.323012 0.00239631 0.379294 0.382829

Female / / 100 20 0.178538 0.0133829 0.959147 0.504586
Female / / 100 10 0.244416 0.0155929 1.15132 0.436019

Female / / 100 5 0.445473 0.00479043 1.35049 0.506239
Female /a/ oo 0 0.251402 0.0197818 2.48045 0

Female /a/ 60 20 0.113361 0.00495711 1.93073 0.622312
Female /a/ 60 10 0.395488 0.0253301 1.33691 0.521223
Female /a/ 60 5 0.432717 0.0210254 0.86415 0.569791
Female /a/ 100 20 0.34504 0.0457642 0.576714 0.300343
Female /a/ 100 10 1.21877 0.59524 1.05617 0.28387
Female /a/ 100 5 0.58858 0.0167452 1.35592 0.550488
Female N oo 0 0.591334 0.042873 0.249626 0
Female N 60 20 0.672404 0.0327321 0.117215 0.0610401
Female H 60 10 1.2049 0.0857433 0.150608 0.132597

Female H 60 5 0.996341 0.0518137 0.148456 0.152362
Female N 100 20 1.22249 0.0157573 0.813168 0.269701
Female N 100 10 N/A N/A 1.35557 0.40294

Female N 100 5 0.477538 0.00530746 1.44701 0.475751

Table 6.2: Mean and standard deviations for cepstral distance between estimated
parameters and actual values for the female synthetic test suite. The analysis
methods were our Kalman filter-based linear prediction (KFLP) and covariance
method linear prediction (CMLP).
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KFLP Mean KFLP SD CMLP Mean CMLP SD

0.9375 0.1340 1.6188 0.3892

Table 6.3: Average scores for closed-phase analysis across all synthetic speech sig¬
nals. The figures represent the means and standard deviations averaged over all
synthetic speech test tokens.

the covariance method. First of all, we should remind the reader that the covariance

method used the "true" closed phase sample points as the analysis intervals, whereas

our method generally used fewer points - as were estimated from our closed-phase

detection system of Chapter 5. Secondly the KFLP method yields LP coefficient
estimates whose spectra are, on average, closer to the original synthetic speech (in
a cepstral distance sense). Thirdly, the average standard deviation of the cepstral
distance of the KFLP estimates from the original synthetic vowels is much lower
than that of the covariance method - implying that the coefficient trajectories of
the KFLP estimates are much more stable than those of the covariance method.

When we break down the results by gender, vowel, noise duration and HNR, some

points of note arise:

• Results are better for analysis of the female synthetic speech. This is not what
we would expect since typically there are more closed phase points available
for analysis of female speech. This was true of the analysis points available
to both the KFLP method7 and the CMLP analysis. The fact that there are

twice as many closed-phase intervals is beneficial to KFLP, but not to CMLP.
The answer most likely relates to the different spectra across gender, with the
female speech having slightly higher formant values (see Table 5.6).

• Both methods returned more accurate estimates for the /i/ set of vowels.
One contributing factor will be that we have excluded the noisiest example of

/[/ from the averaging calculation (see Section 6.5.1). We can offer no other
7This takes into account the fact that closed-phase detection recall for KFLP was higher for

the female speech.
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Gender KFLP Mean KFLP SD CMLP Mean CMLP SD

Male 1.3096 0.2036 2.2978 0.4184

Female 0.5655 0.0644 0.9398 0.3601

Table 6.4: Average scores for closed-phase detection (given as percentages) across
gender

Vowel KFLP Mean KFLP SD CMLP Mean CMLP SD

N 0.3521 0.0383 1.3970 0.3860

/a/ 1.2997 0.3160 1.8041 0.4082

N 1.1329 0.0337 1.6410 0.3720

Table 6.5: Average scores for closed-phase detection (given as percentages) across
vowels

Duration KFLP Mean KFLP SD CMLP Mean CMLP SD

0 1.0067 0.0548 2.2590 0.0005

60 0.8287 0.0815 1.4506 0.4235

100 0.9983 0.2461 1.4077 0.4615

Table 6.6: Average scores for closed-phase detection (given as percentages) across
noise modulation window duration

explanation, except that consistent with the note on gender, it is possible
that some spectral configurations are more conducive to good estimation than
others.

• The cepstral distances for the speech where no noise has been added to the

glottal excitation are greater than when there is noise. From visually exam¬

ining a number of spectra for the no-noise case, it would seem that the extra

poles available8 in estimation align themselves at the high frequency end of
the spectrum and deviate considerably from the original spectra - particu¬

larly with estimates from CMLP. When there is noise added to the glottal

excitation, the extra poles allow themselves to partially model the noise.

8Remember that the synthetic speech was made with 6 formants (12 poles), while the estimation
was performed with order 16.
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HNR KFLP Mean KFLP SD CMLP Mean CMLP SD

oo 1.0067 0.0548 2.2590 0.0005

20 0.7554 0.0594 1.4263 0.4616

10 1.0317 0.2232 1.5843 0.3799

5 1.0043 0.1694 1.5142 0.5317

Table 6.7: Average scores for closed-phase detection (given as percentages) across
HNR level

6.6 Hybrid Speech Experiment

Smooth coefficient, trajectories can be modelled using a polynomial. We fitted fifth-
and tenth-order polynomials to each of the LP parameters from analysis of male
British speech, giving data reduction (for the filter parameters) in the order of
hundreds.

We inverse-filtered the original unpreemphasised speech to obtain an estimate of
the differentiated glottal flow (DGF) waveform. We found that resynthesis by

exciting the polynomial-fitted coefficients with this estimated DGF produced speech

perceptually indistinguishable from the original. A parametrisation of this kind of
this kind is also easily manipulated in the time domain, either by stretching or

time-warping.

In order to test our separation, we performed a 'voice swapping' experiment. We

took the utterance as spoken by the British speaker and analysed it. The polynomial-
fitted coefficients were time-stretched to match the length of a north American

speaker's speech and re-excited using his excitation as obtained from our method
of analysis.

As evidence to support the idea that both source and filter contribute to speaker

characterisation, the resulting hybrid speech was not clearly identifiable as having
been uttered by either speaker, but was very natural sounding.
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Figure 6.12: Speaker #l's Fl, F2 &, F3 (top) and Speaker #2's DGF excitation
(bottom) used in hybrid synthesis (blue); results from our analysis of the hybrid
speech (red)
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Figure 6.13: Speaker #l's Fl, F2 & F3 (top) and Speaker #2's DGF excitation
(bottom) used in hybrid synthesis (blue); results from covariance method analysis
of the hybrid speech (red)
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Furthermore, the hybrid speech - like the synthetic speech analysed in Section 6.5 -

provides us with a case where we have a 'right answer' for the source-filter separation
to aim at. Figures 6.1'2 and 6.13 show results from analysis using our method, and
that from the covariance method9 respectively.

Note the accuracy of both at the lower formants, and inaccuracy at broader band¬
width sections. However, note that there is more variation in the estimates of the

covariance method, the performance of the covariance method degrades significantly
at the higher formants.

6.7 Conclusion

We have seen how conventional methods of LP analysis have fundamental weak¬
nesses:

• Fixed Frame (Autocorrelation method)
- Averages over several successive glottal cycles
- Does not handle transitions well

- Averages over closed and open phases of glottal cycle
• Closed Phase (Covariance method)

- Independent estimates
- Requires a certain number of data samples
- Unsuitable for female analysis

Our KFLP method overcomes these and offers obstacles. By analysing synthetic

data, we have shown that it offers a cleaner, more accurate separation of source and
filter. We have shown through our hybrid speech speech example, that considerable
data reduction and ease of modelling is possible. We also believe that our method
offers a more solid foundation for tackling the problem of Speaker Characterisation.

9Interpolation of the coefficients was not carried out as is often the practice based on the
assumption that the articulators do not move significantly in the duration on one pitch period.



Chapter 7

The Potential of Kalman Filtering

The possibilities of where the future work of this research can go are numerous and

potentially endless. We shall give brief outlines of the most immediate.

7.1 Open Phase Analysis

In a fashion similar to that described in Chapter 6, where we carried out analysis

during the closed phase of the glottis, we could also carry out analysis using data

only from the open phase. Fant (1993) claims that a more complete functional model
of speech production should include "finite specifications of the subglottal system

and/or the time-varying glottal impedance in which the main control variables are

the time-varying glottal area function and the lung pressure". We know that the
introduction of the subglottal system will introduce further poles (resonances) and
zeros (antiresonances) into the overall transfer function. The ability of the Kalman
filter to track dynamics, such as those associated with the influence of the subglottal

system, suggests potential in obtaining a more complete functional model of speech

production as attempted by Yegnanarayana &; Veldhuis (1998).

182
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It, is quite straightforward to extend our estimation procedure to cope with such a

pole-zero system1. Equations 3.37 - 3.39 are expanded to include weighted samples
of present and past inputs un^k

Sn — &pSn—p ~t~ ^0^71 "(-••• "t" bqUn—q "F Vn (7.1)
dl

1 * * * Sn—p V"n ' ' ' Un—q

Sn — HnXn + Vn

+ Vn (7.2)

(7.3)

A similar process for modelling nasal and fricative sounds will also be investigated.

7.2 Modelling the Source

Many models have been proposed for modelling the source (Rosenberg, Carlson,
Granstrom & Ganfin 1975, Fant et al. 1985, Fujisaki & Ljungqvist 1986, Milenkovic

1993, Qi L Bi 1994, Childers 1995, Childers & Ahn 1995, Veldhuis 1998) and ex¬

periments have been conducted (Rosenberg 1971, Fant 1979, Carlson, Grantstrom
&; Karlsson 1991) using and monitoring the effects of source variation in speech

synthesis.

We feel that since we expect each glottal cycle not to differ dramatically2 (except
1Modelling a system with poles and zeros is often referred to as an AR.MA (AutoRegressive

Moving Average) modelling
2For example, while glottal periods and amplitudes exhibit cycle-to-cycle variation, and are

given the names jitter and shimmer respectively, these phenomena generally do not manifest as
extreme measurements.
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perhaps for some pathological voices), it maybe possible to apply Kalman filtering
to the modelling of the source, where estimates of glottal parameters may be used as

a priori estimates of the next glottal cycle. It should be possible to obtain estimates
of the variation and general trends of the glottal parameters, as well as estimates
of model noise, from the estimated Kalman parameters. The Kalman parameters

may then be useful in a generative model.

7.3 Source-tract Interaction

We have mentioned before in Chapter 2 that the configuration of the vocal tract
can influence the shape of the source excitation wave. The predominant feature is

described by Childers k Wu (1990) as a "hump" in the rising portion of the glottal
flow waveform. This effect of interaction is thought to be primarily due to the first
formant (Fant 1979, Klatt k Klatt 1990, Childers k Lee 1991). It is also thought to
be important in the synthesis of high quality, natural-sounding speech. For certain
voice qualities, adjusting the lower vocal tract forms not only a unique filter but
also affects the modes of vibrations of the vocal fold tissues (Titze 1988, Titze k

Story 1997). Other types of interaction and details of studies of the phenomenon
are discussed in Fant (1986), Fant (1987), Klatt k Klatt (1990) and Childers k Lee

(1991).

We would like to apply further Kalman filter analysis to the LP residual, or to the

glottal flow or its derivative, to track any patterns in the evolution of this interaction

phenomenon.

7.4 Modelling Dynamics

The dynamics of the vocal tract parameters may be modelled as second-order sys¬

tems (Titze et al. 1997). In our current scheme as detailed in Chapter 6 we "learn"
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something of the dynamics through our estimate of <E>. However, $ and our sys¬

tem dynamics were only implemented in single-order form. To include second-order

modelling we could again track the coefficient dynamics using a second separate

second-order analysis. However, because of our current use of the single-order <E>

this would be similar to second-order-modelling a single order system. Instead,

we could directly incorporate second-order modelling of our parameter trajectories

by simultaneously estimating two sets of consecutive parameters, and using a O of
twice the dimension which would carry the second-order modelling information for

every parameter.

This offers possibilities of coarticulatory settings in synthetic segments of varying

length automatically adjusting themselves.

7.5 Computational Complexity

There is a relatively high computational price to pay for our schemes for locating
the glottal closed phase and performing linear prediction through it. Computational

complexity was not a consideration while carrying out this research, but we would
like to investigate ways of reducing it. For example, in Kalman filtering all the data
and monitoring the variation of the log-determinant of the estimate error covariance,
it may not be necessary to consider every data sample. If spectral analysis of the

log-determinant function showed that the function could be approximated by a

bandlimited version, then by virtue of the sampling theorem, data measurements

would only need to be considered at a frequency half that of the bandlimit.
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7.6 Segmentation and Time-Varying Kalman

Parameters

As mentioned in Chapter 5, we would like to improve the segmentation in our

preprocessing. This could be achieved by the inclusion of more parameters in the

process of clustering. A crude speaker-independent segment-type recogniser could
also be investigated.

At present our techniques of Chapters 5 and 6 maintain constant Kalman param¬

eters for the duration of our segments. Alternatively, and perhaps more desirably,
we would like our analysis to not rely on segmentation, since in reality segments are

not totally discrete and considerable inter-segment coarticulation is to be expected.
The use of time-varying Kalman parameters may be appropriate. In a fashion simi¬
lar to that of fixed-frame autocorrelation linear prediction, overlapping fixed-length
frames of speech data could be processed using our Kalman filter, with the purpose

of estimating Kalman parameters, which could then perhaps be interpolated. This

may improve estimation at segment extremities - particularly that of closed-phase
detection.

7.7 Quantitative Evaluation

Despite our schemes showing obvious improvements on other methods - both the¬

oretically and in practice, we would like to perform a more formal quantitative

evaluation, whereby multi-speaker, multi-utterance speech is analysed and the ac¬

curacy of the analysis can be assessed. An example of such an assessment would be

spectral distortion measures of the vocal tract parameters.
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7.8 Other Work

We have seen that many variables and their dynamics are co-dependent. These co-

dependency relationships are not clear and require much work. While some research
on this topic has been carried out it has been predominantly into the existence or

quality of the relationships; very little has been quantitative.

For example, Childers, Wu, Hicks & Yegnanarayana (1989) say that when voice
conversion involves a transformation of the formants, the transformation can affect

the pitch contour and the cause 'sound volume' distortion. Perhaps if we knew more

about this relationship in a quantitative sense, we could compensate appropriately
for these effects.



Chapter 8

Conclusion

"The linear prediction equations can be viewed as extremely simplified
cases of the general Kalman filter theory. It would appear that if one
were willing to pay a price in complexity, that some benefit should be
received. Unfortunately, at the present in any case, the value of Kalman
filter theory for the processing of real speech has not been demonstrated.
There are at least two serious problems. First, the computational effort
is not merely slightly greater, it is actually enormous for general cases.

Second, the use of a priori estimates implies a considerable knowledge
of the speech signal. Kalman filter theory has been successfully used
in rocket trajectory estimation and correction, for example, because the

mathematics of the motion (while not the random disturbances) from
start to finish are known. Direct applications to speech modelling im¬

plies, loosely speaking, that one knows a priori what the person is about
to say! In spite of these problems, Kalman filter theory and sequen¬

tial estimation techniques have potential for improving upon the linear

prediction methods presented. Before such improvements are realized,
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however, it will be necessary to understand more fully the inherent prop¬

erties of the speech waveforms and how they relate to the mathematics

of Kalman filter theory." (Markel &; Gray 1976)

This is the full paragraph from which the quotation in the abstract was taken. In

the course of this thesis, we believe we have addressed the concerns of Markel &

Gray.

At the outset, we set out with a goal to achieve: to provide a solid basis for speaker
characterisation. We have shown that the problem is not a simple one, but that

the solution should start with a separation of the glottal source and the vocal tract

filter.

In turn, source-filter separation is hampered by the difficulty in automatically de¬

tecting the location of the glottal closed phase, which we have shown, in agreement

with other research, is when linear predictive analysis should be carried out. We

have developed a Kalman-filter-based technique which solves this problem.

We have looked at properties of the speech waveforms and how they relate to the

mathematics of Kalman filter theory, and shown that it is both appropriate and
effective to employ Kalman filtering in speech analysis.

Conventional methods of linear prediction are still widely used in source filter sep¬

aration, despite their inadequacies. We overcome these by combining data from
successive glottal closed phases, and placing the linear predictive model of speech

production in a Kalman Filtering context. The technique automatically learns the
behaviour of the speech parameters, which further improves the parametrisation.

Consequently, better characterisation of the supraglottal filter and its excitation
can be obtained.
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While we do not claim to have achieved speaker characterisation, we believe we

have made a significant step towards that goal - and by further use of the Kalman

filter, we feel ready to take further steps in the right direction.



Appendix A

Segment Clustering Algorithm

frame_type = empty;

while not(converged) && iterations < 100 {

clusterl = cluster2 = cluster3 = empty;

old_frame_assignments = frame_type;

converged = true;

for each frame i {

distancel = euclidean_distance_between(point(i), centrel) ;

distance2 = euclidean_distance_between(point(i), centre2);
distance3 = euclidean_distance_between(point(i), centre3) ;

if distancel < distance2 && distancel < distance3 {

assign_to (point(i), clusterl);

frame_type(i) = quasiperiodic;
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} elseif distance2 < distancel && distance2 < distance3 {
assign_to(point (i), cluster2);

frame_type(i) = noise-like;

} elseif distance3 < distancel && distance3 < distance2 {
assign_to (point(i), cluster3);

frame_type(i) = silence;

}

if old_frame_assignments ^ frame_type {

converge = false;

}

}

if not(is_empty(clusterl)) {
centrel = mean(clusterl);

}

if not(is_empty(cluster2)) {
centre2 = mean(clnster2);

}

if not(is_empty(cluster3)) {
centre3 = mean(cluster3);

}

++iterations;

}
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