
CHAPTERS

Model Building in Hidden
Markov Models for Speech
Recognition

This chapter considers the allocation of components to a multi-class Gaussian

mixture model in the context of speech recognition using a hidden Markov model

(HMM) [l, 21, 481. A hidden Markov model provides a model of a system where
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Figure 5.1: A hidden Markov model for spoken word recognition
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data is generated according to a number of underlying processes. Which par-

ticular underlying process is active at a given time is not known, so the process

responsible for generating a particular observation is not known. Processes are

represented by states of the hidden Markov model, and states are linked by

transition probabilities reflecting the transitions the system can make between

activity of the different underlying processes. This system is shown in figure

(5.1). In this example, for the word ‘said’, there would be high transition proba-

bilities within states, reflecting the duration of the different sounds; there would

be quite high probabilities of transition from s to e and from e to d, but low

probability of a transition from s to d or in the reverse order of pronunciation.

The start and end states are often introduced for convenience in an implemen-

tation. The within-state model is a probability density function of the vector of

filter bank coefficients, calculated using all speech samples pertinent to the state.

In speech recognition, a separate hidden Markov model is used to represent each

word, phoneme, or whatever high-level feature of speech is being studied; within

each model, a separate state represents each possible instance of the lowest level

of speech considered, such as a sub-phoneme or phoneme. In the experiments

described in this chapter, the high-level feature is the phone, typically represented

in HMMs  as a three-state model. The lowest level feature considered here is the

sound modelled in a single state of the three-state model, and will be referred

to as a sub-phone or segment. Phone HMMs can be linked in a word-recognising

HMM by means of a finite state grammar for the vocabulary under consideration,

leading to maximum likelihood speech recognition at word level or higher. The

word spoken is determined from the most probable path of state activations in

the model as time proceeds. Alternatively, separate HMMs  can be made for each

word in a language or vocabulary, often leading to higher recognition rates, but

with a greater number of complex models.

5.1 Issues of model building for hidden
Markov models

In speech recognition we need to model a very diverse range of sounds. We use

the SAM Phonetic Alphabet for the English language (SAMPA) [24] throughout
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these experiments. It defines 44 individual phones, leading to 132 individual

segments, and these occur with wildly different frequencies. Phones range from

the glottal stop, which may occur only once or twice in a hundred sentences,

to a sound such as the ‘l’ phoneme, which is one of the most common. When

designing a suitable model, it is important to consider the amount of training

data that will be available to determine its parameters. Most models assume the

data on which they train have simple distributions in terms of the filter-bank

parameters describing the sound. This is true for some sounds, while others

can have complex distributions. In cases where the data has a complex form,

a large amount of data is required if a model is to be adapted to this form

successfully. This is possible with constructive algorithms such as the splitting

technique described in chapter 4, but the use of complex models is undesirable

in cases where the data has a simple form, or where insufficient samples exist for

such a model to be trained.

In constructive algorithms in general, it is important to avoid the phenomenon

of over-fitting the training data. This occurs when large, complex models are

applied to small amounts of data, and the entire training data set can sometimes

be learned. This is fine in modelling problems where the training data represents

the problem completely, but in most cases, including speech recognition, a model

that is over-specialised to model a training data set usually performs badly on

previously unseen test data. Cross validation can be applied to find a suitable

point at which to halt model construction, just as it is used to halt training at a

suitable time in standard models.

In order to model completely the sounds for which a complex model is required,

preferably only doing so if there is enough training data, it is desirable to find

a technique for allocating modelling power to the sounds where it is required

and there is data to support it. These requirements are met by the construction

mechanism described in this chapter.
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5.1 .l Gaussian mixtures in HMMs for speech
recognition

A Gaussian mixture model is embedded in each state of the hidden Markov

model, to represent the probability distribution of the data generated or recog-

nised by that state. The Gaussian mixture model characterises the sound rep-

resented by the state, in terms of a set of coefficients from filter banks used to

pre-process the speech.

In most speech recognition applications, mixtures of Gaussian functions with

diagonal covariance matrices are used. This is primarily because for the large

number of segments in SAMPA, the amount of data needed to estimate accurately

the parameters for a set of full-covariance models would be very great, especially

in the high dimensional parameter spaces of filter-bank coefficients. Secondly, the

time needed to train the models is greatly reduced by use of diagonal covariance

matrices, as inversion of the covariance matrix now requires just the reciprocation

of the diagonal elements.

The same diagonal covariance matrix is frequently used for all mixture compo-

nents in all monophones in a model set [88], and the covariance matrix reflects

mainly the variances of the different channels of the pre-processing filter banks.

Since the distributions of data for different sounds are likely to have very different

shapes, this assumption could be a major limiting factor on the performance of

conventional HMM recognisers. With the models built by component-splitting,

however, it is hoped that fixed-covariance mixture components can be added

to a model as required, overcoming the limitations of fixed-shape distributions.

Other less restrictive constraints have been successfully applied to Gaussian mix-

ture models [115],  although they have not yet been tested in HMM Gaussian

mixtures. The first of these is to use proportional covariance matrices (PCM),

where the covariance matrix of each mixture component is a scalar multiple of

a common covariance matrix shared by all models. PCM is likely to provide

considerable improvement in HMMs for speech recognition over a fixed shared

covariance matrix, as it would allow sharper edges and more detailed boundaries

for class distributions, while retaining the feature of reflecting the variances of

the filter bank channels. The second is the less strong constraint of common
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principal components (CPC), where all covariance matrices of mixture compo-

nents are scaled rotations of a common shared covariance matrix, and PCM is

a special case of this constraint. Since the main influence on covariance matrix

shape is the filter bank output variances, it is expected that PCM would embody

most of the benefits to be gained from using this class of constraints rather than

the over-restrictive constraint of fixed covariance matrices.

5.2 Experiment: Mixture component
allocation in a maximum likelihood
context-independent segment classifier

This experiment considers the use of Gaussian mixture models for maximum like-

lihood classification of context-independent segments (sub-phones). No Hidden

Markov model is used in this experiment, although the segment class labels were

generated by a HMM when the training and test data were prepared. Excluding

silence and the glottal stop, there are 44 phones in the SAM Phonetic Alphabet,

and for each phone we make separate models for the beginning segment and the

middle and end segments. This leads to 132 individual segment models, each

implemented using a Gaussian mixture, and each segment is considered indepen-

dently of the counterparts with which it is usually associated in a conventional

three-state HMM. Once trained, these models can be used to perform maximum

likelihood classification for a previously unseen context-independent speech seg-

ments. Alternatively they may be built into a full hidden Markov model, as

described in section (5.3).

In this experiment we consider the allocation of a fixed total number of mixture

components to mixtures in the 132-class maximum-likelihood segment classifier.

We expect that if we allocate the components non-uniformly by node-splitting,

giving more components to the models where they are most needed, we should

achieve a greater correct-classification rate than using a uniform allocation of

mixture components. The experiment builds mixtures in the classifier by split-

ting, and compares the classifier with one based on fixed-size mixtures, with the

same total size. Splitting is carried out according to the procedure described in

section (4.1.2), with a fixed number of components split at any one time. This
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number is equal to the total number of mixture components present at the start

of the experiment (one per HMM state), and the components to be split are

taken from the top of a list of all components in the model in decreasing order

of the ratio of first principal component variance to total variance. Results are

presented in this chapter for split divergences of 1.0 and 0.1 standard deviation.

The data set used in this experiment for training the models is a subset of the

male SCRIBE speech recognition data set. This subset comprises one example

of each sentence-set in the vocabulary, maintaining the linguistic balance of the

data. A similar data set is used for testing the classifiers, using a different

example of each sentence set.

The experiment was initially performed with isotropic-variance and diagonal-

variance mixtures, although analysis of the isotropic-variance results lead to

further developments before the diagonal-variance simulations were complete.

Later, the experiment was repeated with a fixed diagonal covariance matrix,

shared between all components of all mixtures of all models, and this implemen-

tation provided the results presented here. The covariance matrix was calculated

externally, in a full sentence-level HMM.

5.2.1 Fixed models

Initialization

The models were initialised with one component per mixture, with its mean set

to the mean of the data for its class. In the early isotropic-variance experiment

the component variance was set to an isotropic approximation of the within-

class covariance matrix; in the later experiment it was set to a full covariance

matrix determined elsewhere. For the mixtures with more than one component,

this initial centre was duplicated the appropriate number of times, and the new

centres were jittered by 0.1 standard deviation of the centre in random directions.

The variances were all equal to that of the initial centre.
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Training and Testing

The fixed size models were trained until no further improvement was obtained

on the test set. Over-specialisation to the training data with continued training

would result in decreasing test performance, but this effect was not observed

during the experiment. The training curves for the fixed size models are shown

in figure (5.2). The horizontal axis measures the sum total of training time times

model size, to account for the phenomenon whereby a model of twice the size

takes twice as long to train.
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Figure 5.2: Classification performance of the fixed-size uniform-allocation classi-
fiers

These classifiers quickly reached plateaux in correct-classification rate. The

plateau levels are approximated by calculating the mean of all but the first point

in the graphs in figure (5.2), and these values are shown in table (5.1).

The highest performance achieved reaches a maximum with five components per

mixture, after which it remains approximately constant. There is some evidence

that over-fitting of the training data may be occurring in the large models, as

models with six and seven components per mixture do not have the same level

of maximum classification rate. This phenomenon is disguised in the table of

plateau levels, calculated considering all but the first point on each curve - in

table (5.1) it does not appear to occur until seven components are present in

each mixture.
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Components per mixture Classification Rate

1 25.323

2 26.295

3 27.598

4 27.828

5 28.414

6 28.401

7 28.349

Table 5.1: Plateau levels in classification rate for the fixed-size uniform allocation
monophone classifiers

5.2.2 Splitter models

Initialization

The splitter models were initialised with one component per mixture, with its

mean set to the mean of the data for its class. In the early isotropic-variance

experiment the component variance was set to an isotropic approximation of the

within-class covariance matrix; in the later experiment it was set to a full covari-

ante matrix determined elsewhere. Further centres were added during training

by splitting.

Training and Testing

The splitter networks were trained for nine iterations between each split. A test

was made against the test data every three iterations, and after each split. The

performance of splitter networks with 0.1 standard deviation and 1.0 standard

deviation splits is shown in figure (5.3), and the plateau levels for the fixed size

networks of table (5.1) are shown for comparison.

5.2.3 Discussion

These results indicate an enhanced performance over uniform allocation, in the

splitter networks of two, three and four components per mixture on average, but

no clear increase or decrease in performance is observable in general. It may be
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Figure 5.3: Classification performance of the splitter models, compared with the
plateaux for the uniform allocation models

that for this problem, allocation of components to mixtures is an important issue

only for smaller models. There may be certain frequently occurring sounds for

which the different-shaped distributions offered by node splitting are a greater

advantage, resulting in improvements as a result of node splitting while these

sounds are modelled early in training (and hence with the smaller networks of

two, three and four components per mixture), and little benefit from splitting in

the larger models.

5.3 Experiment: Building the monophone
mixture models into a word recogniser

In the previous section, splitting was found to offer no clear improvement in the

recognition rate of phonemes, on a per-phoneme, context-free basis. There are

several possible reasons for this; principally the classifier was trained on standard

phoneme-level HMM initialization data, where a speech set labelled at word level

is divided uniformly into the number of segments known (from the dictionary) to
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comprise the word. It is likely that a significant portion of the data is incorrectly

labelled, owing to these very rough phoneme boundaries.

In order to determine whether splitting offers a real benefit in Gaussian mixtures

in hidden Markov models for speech recognition, we now take the allocations of

Gaussian components to mixtures determined in the previous experiment, and

apply these to mixtures in a real word-level speech recogniser. A dictionary

provides a transcription of words to phonemes, and three-state phoneme models

with unconstrained means, variances, weights, and transition probabilities are

trained on a large set of speech data. It is hoped that for a fixed set of mod-

elling resources (Gaussian mixture components), the allocation of components to

mixtures found in the earlier experiment will provide a model with a higher recog-

nition rate on a speaker-independent recognition problem, than models where the

mixture components are allocated uniformly to the models.

5.3.1 Initialization and training

The models were trained on the full male SCRIBE data set, and were tested on

a subset of the male speakers. With continued training and model building, we

expect to achieve ever-increasing performance, as the test data is a subset of the

training data. The uniform-allocation models were initialised from the speech

data’, while the splitter models were initialised using the trained models of each

size from the previous experiment.

5.3.2 Testing and discussion of results

The models were tested first on a subset of the male SCRIBE data , which is

also a subset of the training data. For this data set, we would expect continually

increasing performance in terms of the percentage of words appearing both in

the model transcription and the target transcription in the right order, as the

networks over-specialise to details of the training data. They were then tested on

the ARM speech data set [105, 1041, which is a more standard test in the Speech

‘HTK version 1.4 was used for initialising the uniform-allocation models and training and
testing all the models. This software is produced by Cambridge University Engineering
Department.
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Research Unit. In this case, we expect the performance to reach a maximum, and

then gradually decrease as the networks over-specialise on details of the training

set.

Figure (5.4) shows the performance on SCRIBE as training proceeds. Each graph

depicts a different average number of components per mixture, from 1 in (a) to

7 in (g). Figure (5.5) shows equivalent results for the models tested on the ARM

data set.

The ARM tests were carried out with an externally-optimised penalty on word

transitions [94], which penalises word transitions and hence the insertion of spu-

rious words into the transcription. Without this disincentive to allow word tran-

sitions, the larger and over-trained models usually exhibit a large number of in-

sertions, and this was confirmed in the transcriptions produced for the SCRIBE

test set.

In all cases, the splitter models appear to out-perform the fixed models of equiv-

alent size. There is little difference between the performances of the splitters

built using 0.1 and 1.0 standard deviation splits.
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Figure 5.4: Word classification rate (percent correct) for different network sizes
on the SCRIBE dataset;  1.. .7 components per mixture for uniform allocation
models (bottom), and average 1. . . 7 components per mixture for splitter 0.1 and
1.0 models (top).



Experiment: Building the models into a word recogniser

i

“1

Percent words correct 1 per mixture

0
0 I 2 3

l&n tixLe  ( sEe x” up&te$

(4

wi Percent words correct 5 per mixture

WI
Percent words correct 2 per mixture

Percent words correct 4 per mixture
50.

(4
Percent words correct 6 per mixture

50.

Percent words correct 7 per mixture
M-
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5.4 Conclusions

Speech recognition models built and initialised by the node-splitting mechanism

have better performance than standard models with the same number of com-

ponents in each Gaussian mixture.

With components allocated to mixtures by component splitting during the initial-

ization process, better performance has been demonstrated both on the training

data set and an independent test set than can be achieved with fixed models of

the same equivalent total size.

High performance appears to be achieved very soon after training is initiated,

although this may be mainly a result of the extra training time hidden in the

initialisation, which is not shown on the graphs. This indicates that the allo-

cation of components to mixtures is more dependent on the sounds comprising

a language, than on the training data for a particular vocabulary drawn from

that language. The same set of initialised models might, therefore, be used as

the basis of a recognisers for a number of different applications, reaching their

optimal parameter sets soon after training begins.

Component allocation by splitting can be implemented entirely as part of the

initialization process, making its implementation alongside standard tools a sim-

ple matter; it could also be implemented alongside the training of full hidden

Markov models, with possible further improvements.



CHAPTERS

Discussion

The aim of this chapter is to put the work described elsewhere in the thesis in

context, considering developments that have taken place within its three year

duration, both in academic circles and industrial requirements. We review the

summary made in chapter 1 of the state of the field of neural networks in April

1990, when this thesis was begun, and identify the gap that existed, regarding

automatic architecture for neural networks. We review briefly the solution pre-

sented in this thesis, although detailed conclusions of individual chapters are

not repeated in full. We also review some aspects of the progress that has been

made in the field independently of the material reviewed or proposed elsewhere

in this thesis, which, of course, has changed the background against which the

thesis must be considered. The chapter closes with some comments on the state

of the field now, September 1993, and suggestions regarding the aspects of the

technology and its applications that are important for development now, in order

for the field to continue to prosper.

In April 1990, at the beginning of the research programme described in this thesis,

the network architectures used in industrial applications and academic discus-

sions had, more or less, stabilised. The most commonly occurring architecture

was the Multi-layer Perceptron (MLP) (typified by [13,37,61, 73, 119]),  although

networks of Radial Basis Functions (RBF) were widely used by those who ap-

preciated their numerous advantages for certain applications 116,  65, 841. Proven

technology such as the Nearest Class Mean (NCM) and K-Nearest Neighbour

(KNN) classifiers continued to be used for benchmarking: NCM was expected

not to be particularly good, but quick, while KNN was expected to be very slow,

101
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but gave near-optimal performance. This situation has not changed a great deal,

although minor changes have occurred to accommodate schemes such as auto-

matic architectures, typified by some moves towards tree-structured networks

such as the Upstart Algorithm [29] and Cascade Correlation [27].

Learning algorithms for these architectures were also reasonably stable by 1990:

gradient descent optimization was used almost universally, implemented in any

of several different ways. These included simple gradient descent, conjugate gra-

dients [44, 501, and second order methods [26, 1171. This situation is unchanged,

although regularization techniques [8, 9, 45, 59, 85, 93, 921  have been applied

widely to constrain the parameter sets given an architecture, with benefits in

generalization performance of the networks. The use of stochastic methods has

also remained stable: simulated annealing remains specialised to use in certain

applications such as NP-complete problems [60], and applications in language

understanding [106] and image processing applications [20]; it may still be im-

portant for applications where one-off learning is sufficient, but the learning pro-

cess cannot be linearised and a global minimum is a strong requirement. Genetic

algorithms [51, 96, 981 are of academic interest, although the industry remains

unconvinced apart from a few specialised unpublished applications.

The problem identified in chapter 1, and developed in the thesis is one of build-

ing architectures as training proceeds. It was argued that industrial take-up

would be slow until the intuitive element was removed from the selection of a

suitable network complexity. Between 1990 and the present, funding for specu-

lative research has been extremely scarce, owing to the economic recession that

has taken place in the United Kingdom and worldwide. The profile of industrial

users has changed little. Many current practitioners have been in the business for

two, three, and four years, and now have the intuitive skills needed for effective

network design.

The recovery that seems imminent is likely to reawaken industrial interest in

neural networks and pattern recognition, from the points of view of both major

sectors of the neural network user profile. These are, firstly, the developers of neu-

ral networks for applications in the primary industries such as oil, power, energy

and manufacturing, with applications mainly in the areas of control, classifica-

tion and prediction. The users in secondary and service industries appear to be
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interested mainly in making increased profits from their customers by customer

profiling, and making money from the prediction of time series associated with

financial markets. Automatic architectures will be important in commercial neu-

ral network software packages as the recovery continues, and new practitioners

enter the field.

Academic investigation of neural networks has matured considerably during the

period of study of this thesis. As an example in 1988 and 1989, the proceedings

of the IEEE’s International Joint Conferences on Neural Networks contained

many papers in which the network size was considered to be important, but

was investigated by comparing by eye the performances of networks of different

sizes. Methods have appeared during the last two years for comparing network

performances systematically, based on the use of Bayes’ rule [68, 70, 691.

The aim of this thesis was to develop methods for changing the network archi-

tecture as training proceeds. The evaluation of architectures, and comparison

of their relative merits, was considered to be of secondary importance. The

comparison of architectures, and determination of the controlling parameters of

adaptive-architecture algorithms, are now recognised as fundamentally impor-

tant, but are more than adequately addressed in the Bayes’ rule literature.

This thesis studies mechanisms for adjusting network architecture. Methods for

pruning a trained network have matured, centred on the use of weight decay,

which reduces low priority weights to zero, when they can be eliminated from

the network. Constructive algorithms have enjoyed academic popularity with

schemes such as the Upstart Algorithm [29]  for single-layered or tree-structured

perceptron networks. Construction in the popular multi-layer perceptron net-

works were popularised with Cascade Correlation [27], and although it has some

important limitations, there has been little further academic interest.

This thesis identifies three important intuitive criteria for the effective construc-

tion of larger networks from smaller ones. These are that the new network should

be immediately at least as good as the old one, that the seed network should be a

general model of the entire problem, rather than a specific model of a small part

of it, and that construction and pruning should be combined, with construction

early in training and pruning later. This is because a larger network is usually
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needed to learn a task than to implement a known solution. An algorithm has

been developed in chapter 3 which builds networks as training proceeds, fulfilling

these criteria. It was found to be inapplicable, however, for networks where one

modelling element (node) performs important functions in different parts of the

problem space, as is often the case with multi-layer perceptron networks. In net-

works of receptive fields, such as Gaussian mixture models for density estimation,

and networks of radial basis functions, its simplicity and effectiveness have been

demonstrated.

The applicability of this mechanism of splitting model elements in two has been

discussed in the context of other neural network models (Kohonen networks, and

elastic networks), and in finite element analysis. It has demonstrable advantages

for the building and initialization of Gaussian mixture density estimators used

in hidden Markov models for speech recognition.

By coincidence, at the same time as this work on model construction has moved

from the field of multi-layer perceptrons  to centre-based networks such as ra-

dial basis functions, the academic and industrial communities have increasingly

recognised the importance and advantages of these models over multi-layer per-

ceptrons. Advantages include, in addition to the suitability of centre-based archi-

tectures for automatic model-building, the one-shot training algorithms available

for networks with linear output layers, and their increased suitability for inter-

pretation of the network’s internal representation for analysis of the rules and

correlations present in a pattern recognition problem. If the most notable recent

successful published applications of neural networks, radial basis functions have

featured prominently.

We now have a sufficiently large and reliable toolkit for the successful devel-

opment of engineering and commercial applications employing neural network

technology. This thesis has contributed to the scientific underpinning of this

toolkit. Artificial neural networks offer significant advantages over conventional

methods where knowledge is embedded explicitly in computer programs. If neu-

ral networks are to become an important feature of Information Technology, the

primary requirement now is for the competent and rational identification of in-

dustrial application areas where it offers significant advantages over conventional

approaches.
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