
CHAPTERS 

An Adaptive Architecture for 
Multi-Layer Perceptrons 

An ideal adaptive architecture algorithm would be based on a standard neural 

network paradigm, trained by standard techniques. Changes in the architecture 

would take place from time to time, when the network was unable to make further 

use of the training data in its current architecture, and in a way determined 

by the response of the current network to different training patterns. At the 

beginning of this work the industry standard neural network had been the multi- 

layer perceptron for five years, and seemed likely to continue in this position, so 

this network paradigm was chosen as the starting point for the development of 

an algorithm for building the network architecture as training proceeds. 

A study of constructive and pruning algorithms has been carried out in chapter 

2, and has led to a number of axioms to guide the development of architecture- 

modifying algorithms. 

1. A constructive algorithm is preferable to an approach of building a large 

network and then pruning out any useless bits, since the latter method 

requires that the large network should be trained in the first place. 

2. In constructing a network, new nodes should be added in a way that does 

not degrade the performance of the old system. New weights should be 

initialised to values that allow the new nodes to learn detail not present in 

the previous model. 
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3. For such a system to work, the smaller network should make an approxi- 

mate model of all the data, rather than a complete model of only some of it. 

While systems can be imagined where this is not strictly necessary, the cri- 

terion must be fulfilled if measurements are to be made on the model itself 

to determine where more detail is required. If the model has no knowledge 

of a certain part of the input space, it cannot reveal where this part of the 

input space is to be found. 

4. The model required to learn a solution is generally more powerful than 

the equivalent model required to implement a solution known in advance. 

The optimal network-building strategy may be to begin with a constructive 

algorithm, with part of the network becoming redundant late in training. 

If the redundancy could be localised, pruning techniques could then be 

applied to remove the redundant parts of the model. 

In keeping with axiom (l), the strategy developed in this chapter is to design a 

constructive algorithm suitable for multi-layer perceptrons, while bearing in mind 

that an ideal scheme will be integrable in a system for pruning the networks at 

a later stage, in accordance with axiom (4). It aims to disturb the network only 

minimally when new nodes are added, and analyses the changes which individual 

patterns attempt to make to the network weights in order to determine how and 

with what weights new nodes should be added in order to learn more detail of 

the training data (axiom 2). Clearly if the model cannot see certain training 

data, it will be unable to indicate what changes need to be made to learn the 

missing data (axiom 3). 

Three questions need to be answered in designing a constructive neural network 

algorithm. 

1. When should we halt training and carry out measurements on the network 

to initiate the growing of new nodes? 

2. How can we identify which nodes in the current network are suitable can- 

didates either as a template for node construction, or for pruning? 

3. What mechanism should be used for adding new nodes? How should the 

weights of the new nodes be determined? In pruning, how should compen- 
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sation be made in the network, if any is required, for the fact that some 

nodes have been removed? 

These three questions are answered, for constructive algorithms, in the remainder 

of this chapter. The first is simple: new nodes are added when the current 

network is unable to learn more detail of the current training data. A system 

for implementing this is described in section 3.6. The second and third questions 

together form the crux of this chapter. They require an analysis of current 

network performance to determine what the weights of the new nodes should 

be. The technique centres on analysing the non-isotropic nature of the updates 

proposed by the training patterns, for the weight vectors into nodes in the hidden 

layer. Once this non-isotropic, or oscillatory characteristic has been measured in 

size and direction, the nodes with the largest oscillations are split in two, and 

the weight vectors of the new nodes are placed a little way either side of the 

old node position. Some tests are described to evaluate the splitter mechanism 

itself, before the questions of which nodes to split and when are answered in 

detail. A criterion for determining which nodes to split is developed, and is 

shown to be equivalent to the pruning criteria reviewed in chapter 2, with large 

values indicating a need for splitting and small values indicating the possibility 

of pruning. It also offers a useful indication of which nodes in the hidden or input 

layers carry the most useful information for a classification task. 

3.1 Split mechanism 

3.1.1 The relationship between classification 
boundaries and weights 

The discussion in this chapter refers to the weights into a hidden node, and to 

lines or (more generally) hyperplanes in the input space. These terms are used 

with a degree of interchangeability, as they are equivalent. The weight vector 

simply gives the direction normal to its equivalent plane, and the bias into a 

node gives the distance of the plane from the origin. The bias term is usually 

treated as an extra component of the weight vector. 
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3.1.2 Splitting a node in two 

Figure (3.1) shows some data representing a classification problem with two 

interlocking class distributions. 

1 
-4 

1 

Figure 3.1: Training data for the two class ‘three-blob’ problem. Crosses form 
one class, while circles form the other. 

(4 (b) 
Figure 3.2: Three-blob data showing (a) the two planes which would separate 
the classes completely, and (b) the best solution found by a single hidden node 
network. 

Figure (3.2) shows some possible classification hyperplane solutions; the data 

could easily be separated using a combination of the two lines shown in fig- 
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ure (3.2a), which would be hyperplanes in an input space of higher dimension- 

ality. Figure (3.2b) shows the classification results from a small network with a 

single hidden node, trained to the best solution it can find. Clearly the separat- 

ing hyperplane here is horizontal, with the corresponding weight vector parallel 

to the vertical axis. 

The aim in network construction is to analyse the network that produced the plot 

of figure (3.2b), and make a two-node network which, with only a little further 

training, will reach the solution shown in figure (3.2a). 

The single node best solution of figure (3.2b) is represented by the plane and 

weight vector UI in figure (3.3a), while figure (3.3b) shows the two planes and 

corresponding weight vectors which would give the separation of figure (3.2a). 

Figure (3.3~) shows that the 2-node splits ‘w, and 20~ can be derived from u) 

by addition and subtraction of a perturbation vector Aw. The question we 

must ask is how we can use measurements made on the single node network to 

determine the size and direction of Aw. 

Since the small network we are using to make the larger network has previously 

been trained until the error did not decrease any further, we can be sure that 

the error is at a local minimum with respect to each of the weights. This is true, 

in particular, for the set of weights into any one hidden node, represented by 

vector w in figure (3.3). Since the error is at a local minimum with respect to 

w, it increases in response to any changes in any or all components of w. As 

training continues, each group of patterns comprising a training epoch leaves w 

in about the same place, while each pattern considered separately would pull w 

away from the local minimum in a different directions, averaging to the overall 

equilibrium position. 

3.1.3 Calculating the perturbation vectors 

In this section, we analyse the pulls in different directions on w for each individual 

pattern in the training set. When summed over a multi-pattern epoch, these 

effects sum to zero, as the weight vector is in equilibrium. We freeze the weights 

during this evaluation phase, so that the pulls in different directions, calculated 
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Figure 3.3: A single weight vector w (a) gives w, and w, (b) by addition and 
subtraction of Aw (c) 

by back-propagation, are all calculated using the same equilibrium weight set. 

The simplest scenario in which a hidden node requires splitting, is one in which 

the node attempts to model a region of the input space that needs the additional 

degrees of freedom of two nodes for an effective model to be formed. This is 

the scenario depicted in the three-blob problem of figure (3.2). The pulls from 

the misclassified points on the weight set w led to the perturbation vector in 

figure (3.3c), and since the samples classified erroneously are distributed over 

various parts of the input space, the pulls are all different. Figure (3.4) shows 

this kind of situation, and there is a noticeable clustering in the distribution of 

points. The direction in which this distribution has most variance (the principal 

component direction) is taken as the direction of the perturbation vector Aw 

for the split, and the standard deviation of the cluster in this direction can be 

taken as the length of Aw. 

We have identified the principal component vector of the cluster of weight updates 
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Weight vector of old nod 

Figure 3.4: A cluster of weight updates around the equilibrium weight vector, as 
proposed by individual patterns in the training set. 

required by individual training patterns, as the perturbation vector Aw for the 

split. A question remains, namely how this principal component is to be found, 

and how its calculation fits in with the standard back-propagation algorithm for 

calculating the weight updates during training. With the learning rate set to 

1.0, momentum set to 0.0, and with the weights frozen in position, we back- 

propagate the error derivatives through the network for each individual training 

pattern, and calculate an error derivative with respect to each weight, leading to 

a value of the proposed update vector for each hidden node. No update is made, 

as the weights are frozen, but the proposed weight update vectors are passed 

to a principal component estimator for each node. The principal component 

estimates are used at the end of this measurement phase, to calculate the Aw 

vector for the split, and the larger network is then created for further training. 

3.1.4 Calculating the principal component of a stream 
of weight update vectors 

Two techniques are discussed for calculating the principal components of the 

scatter plot of weight updates depicted in figure (3.4). The first involves form- 

ing a covariance matrix of weight update vectors in the measurement phase, and 

then decomposing it into eigenvalues and eigenvectors. The second is an iterative 
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estimator for principal components, which is more appealing as it learns on-line 

rather than in the batch-processing mode of the covariance matrix method. The 

iterative method has an additional advantage that it only stores the principal 

components that are required; in this application we only require the first prin- 

cipal component and its variance to determine the direction and size of the split. 

The exact method, on the other hand, stores the full covariance matrix (which 

can be very large), and gives (unnecessarily) a full set of principal components. 

The iterative method can also keep an estimate of the sum of variances in all 

principal component directions (the trace of the covariance matrix), which is 

useful in forming a criterion for which node to split, as discussed in section 3.5. 

Covariance matrix decomposition to find the eigenvalues and 
eigenvectors 

During the measurement phase, an update is calculated for each network weight, 

for each pattern in the training data set, by the standard method of back- 

propagation of error derivatives, with the learning rate set to 1.0 and the mo- 

mentum to 0. The vector of weight updates calculated for the weights into each 

node are summed in an accumulator vector associated with the node, as in nor- 

mal training. Hence for the weight vector into node j we have & 6wj,, summed 

over all P patterns in the data set. In addition, we also store a matrix for each 

node which accumulates the products of proposed weight updates into the node 

in pairs, referred to hence forward as the coproduct matrix for the node. This 

comprises terms, in row h and column i, of C, 6w+, 6whPT. From these quanti- 

ties we can calculate a covariance matrix Cj for the scatter plot of figure (3.4) 

for each node j, using: 

Cj = +j C (bWjp 6WjpT) - 6wj szuj’ 

P 
(34 

where 6w.j = 5 C, 6wjp, the mean value of 6wjp over all patterns. If training was 

still proceeding, 6wj would be non-zero, pointing in the direction of the gradient 

of the error surface, but we only apply splitting when training has reached a local 

minimum, where 6wj M 0. 
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Once the covariance matrix is known, standard methods [95] can be used to find 

its eigenvalues and eigenvectors, which are the principal component variances 

and directions of the scatter of points characterised by the covariance matrix. 

This inversion is reasonably quick to perform for nodes with few inputs. It is not 

expected to scale well to networks with large numbers of inputs. 

Since the eigenvectors are all of unit length, the vector Awj is given by the square 

root of the first eigenvalue (hence the standard deviation in the principal direction 

of oscillation), times the first eigenvector. Awj has an arbitrary scale, dependent 

on the magnitudes of the weights. Multiplying factors equal to fractions and 

multiples of one standard deviation of the scatter plot have been used occasionally 

during this work to calculate the magnitude of the split divergence, although 

sensitivity of the split mechanism to the value of this parameter is not high. 

An on-line method to estimate the eigenvalues and eigenvectors 

Since training in neural networks is usually an on-line process, in which the 

network parameters are updated every few training patterns, it is attractive 

to consider an on-line method to calculate the principal components of weight 

updates in node splitting. A method has been implemented that estimates as 

many principal component variances and directions as required, offering also the 

possibility of estimating the sum of the principal component variances, equivalent 

to the trace of the covariance matrix of weight update vectors. This method of 

approximation by stochastic gradient ascent is introduced by Oja in [86], and the 

algorithm for a full set of eigenvalues and eigenvectors is shown in table (3.1). 

For node-splitting, only the first eigenvalue-eigenvector pair and the trace are 

needed, so the orthogonalization step is not required. Matrix u, needs to have 

only one column. 

Although the algorithm is reported to be stable in convergence and insensitive 

to initial conditions, tests have shown that in the form presented in [86], it is 

not very accurate in reproducing a known set of principal components for the 

‘birds’ data set used to demonstrate principal component analysis by Manly [71]. 

While the first principal component converges quickly and accurately, this is not 

the case for the others. This situation has been improved by decreasing the 
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1. Pick initial guesses ui . . . uz for the columns of matrix uO, which is the initial 
estimate of the eigenvectors. They must be linearly independent; the identity 
matrix is a reasonable initial estimate. 

Define the eigenvalue estimates ai . . . ai and the initial trace estimate TO. 

2. Set iteration counter k = 0 to start the iteration loop. 

3. For each eigenvalue - eigenvector pair i: 

(a) Compute the matching coeficient A!$+, between sample ok+1 and the 
eigenvalue estimates: ML+r = vk+lTui. 

(b) Update the eigenvector estimates: uk+, = uk + +&lM~+l~k+l. 

(c) Update the eigenvalue estimates: ai+i = 1 - ri+r oi + $+iM~+r”. ( > 

(d) Update the trace estimate: r]c+l = 1 - $+r 71~ +$+rtrace ( > ( v~+~Q+~~). 

4. Perform the Gram-Schmidt orthogonalisation of vectors u;+, . . . u;+~. Nor- 
malise them to unit length, and order the eigenvalue-eigenvector pairs in de- 
scending eigenvalue order. 

5. Increment k by one, and go to step 3. Repeat for several passes through the 
data set until convergence is reached. 

Note: The gain terms rlir, r{+r and +$+r decay with time, so that all patterns have 
equal influence on the final estimates. In practise, small-eigenvalue estimates converge 
less quickly, and hence require larger gain than large-eigenvalue eigenvectors. The 
convergence can be accelerated by causing the eigenvector gains to decay more slowly 
than linearly with time. 

Table 3.1: Oja’s stochastic gradient ascent algorithm for eigenvalue and eigen- 
vector estimation 

rate of decay for the attention paid to updates calculated for the lower-variance 

eigenvectors. This change is documented in the note at the foot of table (3.1). 

Despite problems of convergence with Oja’s algorithm, it offers a fast on-line way 

of estimating the first principal component of a data set (which is all we require 

for splitting), the variance in this direction, and the total variance, or trace of 

the data set. Strict numerical accuracy in the direction and magnitude of the 

principal component is not needed for node-splitting; it is sufficient to find a 

direction and sensible magnitude for a ‘push in the right direction’ for the new 

nodes after splitting. 
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3.1.5 Completing the split 

With the weights into the new hidden nodes determined as described, it is also 

necessary to initialise the weights out of the new nodes. If the split vector in 

the input layer is small, the network mapping is virtually unchanged provided 

the weights out of the newly created nodes add up to the weight out of the 

template node. For an initial input weight vector w and a split vector Aw, the 

contribution of the template node to a node in the next layer is 

Cold = wOf(w.z> (3.2) 

where we is the weight out of the template node. With weights w1 and w2 leading 

out of the two new nodes, the contribution of these nodes to the next layer is 

Cnew = wlf ((w + Aw) .z> + w2.f ((w - A4 a~> (3.3) 

= wl f(w.z) + (Aw.z)f’(w.z) + ;(Aw.~)~,f”(w.e) + . . .] + 

w2 f(w.z) - (Aw.z)f’(w.z) + ;(Aw.~)~f”(w.z) - . . .] (34 

= (WI + w&f(w.z). P-5) 

If the neuron activation function f is continuous and differentiable, the condition 

that wi and w2 are equal leads to the cancellation of the first derivatives, so 

the combined contribution of the two new nodes (equation 3.5) is equal to the 

contribution of the old node in equation (3.2). Throughout this work, equal 

values are used for the output weights of the newly added nodes, each equal to 

half the output weight of the template. 

3.2 Results for the three-blob problem 

The split mechanism was tested using the ‘three-blob’ problem introduced in 

figure (3.2). The training data is shown in figure (3.5a), and was used to train 

a network with a single hidden node. This network formed the best solution it 

could (figure 3.5b), and was used to create a network with two hidden nodes 
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by splitting the existing hidden node in two. The split caused little damage 

to the network (figure 3.5~)) which quickly learned the rest of the data with 

continued training (figure 3.5d). A learning rate of 0.1 and momentum of 0.5 

were used in training throughout this experiment. The networks were, however, 

largely insensitive to these parameters over a number of different realistic pairs 

of values. 

Figure (3.6) shows the percentage classification error of the network trained in 

figure (3.5)) as training and splitting proceed. The network is compared with a 

two-hidden-node network, trained from random starting weights, and is seen to 

reach better error rates, more quickly. 

(4 (4 
Figure 3.5: Three-blob data showing (a) the original data, and (b) the best solu- 
tion found by a single hidden node network. (c) shows the network’s classification 
after a split, and (d) is the final classification after continued training. 

The results shown are the mean performances of five networks trained from 

different initial random starting weight sets with initial weights in the range fl. 
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Figure 3.6: Performance of the splitter network on the ‘three-blob’ problem. 

The abscissa is a measure of training time, reflecting the computational effort 

required to re-estimate the network parameters. It is calculated as the product 

of the number of passes through the data and the number of hidden nodes, 

accumulated as training and construction proceed. One time unit is added for 

the splitting process. This measure of training time is used throughout this 

thesis, unless noted otherwise. 

Both networks quickly reached the single node best fit solution, and the two-node 

network then improved only very slowly. The splitter network reached the full 

solution much more quickly, as the action of splitting gave each hidden node a 

push in the right direction. 

3.3 Results for a vowel recognition problem 

Figure (3.7) shows the training and test data sets for a ten class vowel recognition 

problem first used by Peterson and Barney [89]. The classification problem has 

two input dimensions, and ten classes of vowel in overlapping class distributions. 
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The subset of the data traditionally used for training is shown in figure (3.7a), 

while the test data is in figure (3.7b). The training data class distributions 

overlap to a greater extent than those of the test data set, so it is expected that a 

classifier with good generalization ability (not over-trained) will perform slightly 

better on the test data set than on the training data. Previous experiments 

by many different workers have given error rates of about 22% for classifiers 

trained using cross-validation with the test set. In the experiments reported 

here, five different sets of random initial weight configurations were used, with 

initial weights in the range fl, and all the results are the averages over the five 

networks at each stage. The learning rate was 0.1, and the momentum used was 

0.5. The training time incorporates both the number of weight updates and the 

number of hidden nodes, multiplied together at each weight update, and summed 

as training proceeds. 

Networks with four, eight, and twelve hidden nodes were trained from random 

on the training data, using simple gradient descent with a learning rate of 0.1 

and momentum of 0.5. These were evaluated on the training and test data, and 

the results are shown by the solid lines in figure (3.8). As expected, the test set 

performances were slightly higher than those of the training set. 

The four-node networks were able to classify the data as well as the larger net- 

works, and they trained more quickly owing to their smaller size. We might 

expect to be able to achieve a reasonable internal representation with two hid- 

den units, and this was confirmed when the seed for the splitter networks had 

only two hidden nodes. 

The results of the splitter networks are shown by the dotted lines in figure (3.8). 

The starting network had two hidden nodes, and was split twice, with every 

hidden node split each time. The middle training regime is for four hidden 

nodes, and the final regime is for eight. These results indicate that the splitter 

networks trained to the best error rates expected for this application, and did so 

faster than the networks trained from random weight starts. 
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Figure 3.7: Training data (a) and test data (b) for the two-input, ten-class 
Peterson & Barney speech problem 

3.4 Discussion of initial results for splitter 
networks 

A method has been developed for splitting in two the hidden nodes of a multi- 

layer perceptron network trained by gradient descent, with the weights of the 

new nodes determined by the splitting mechanism. It has been demonstrated 

in two applications, that networks built in this way reach solutions that are as 

good as those found by networks of similar size, trained from random, and that 

these solutions are found more quickly. These results were taken as a vindication 
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Figure 3.8: Classification rates on training data (a) and test data (b) for networks 
of different sizes trained from random (solid line) and for splitter networks (dotted 
line) on the Peterson and Barney training data 

of the usefulness of node splitting for building feed-forward layered perceptron 

networks, and subsequent work concentrated on determining which nodes to split. 

The evaluation of the mechanism on the Peterson & Barney problem is revisited 

in section 3.8.3. 

In networks with higher dimensional input space, node splitting has been found 
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to fail frequently in the three-blob problem. This was because the number of 

patterns classified correctly is far greater than the number of misclassifications, 

and the bi-modal distribution of weight up-dates due to classification errors is 

completely swamped by a large number of zero weight updates resulting from 

correctly classified patterns. One possible solution to this problem would be to 

consider only the updates proposed by patterns near the decision boundary in 

question, where the sigmoid gradient, and hence the weight updates, are rela- 

tively high. An approximation to this scheme was used where this problem oc- 

curred in this work, where only the updates calculated for misclassified patterns 

were considered. A better approximation might be to consider only patterns for 

which the magnitude of the error derivative with respect to the weighted sum 

x~j for hidden node j is greater than a small threshold value. A similar problem 

is addressed by the Thermal Perceptron [30], because the standard perceptron 

behaves in the same way for all errors, whether close to or far from the deci- 

sion boundary. The effect of the thermal perceptron is the same as the effect of 

multiplication by the sigmoid gradient in learning in networks of sigmoid units, 

namely that patterns far from the decision boundary are ignored. The effect of 

cooling in the thermal perceptron as training proceeds is the same as the use of 

regularization to discourage high weights and hence sharp decision boundaries 

early in training, while allowing boundaries to become sharper, and the response 

of movement of hyperplanes to patterns more localised, as training proceeds. 

The results presented so far have been for networks in which all the hidden nodes 

were split at every stage. This is by no means optimal; it is quite likely that it will 

lead to redundancy amongst nodes in the hidden layer. A method is developed 

in section 3.5 where hidden nodes are graded according to how strongly they 

require splitting. The most sensitive nodes in this ordering are split, and the 

least sensitive can be pruned under certain circumstances. 

3.5 Node-sensitivity measurements for 
splitting and pruning 

In this section we consider criteria for selecting which nodes in the hidden layer 

of a network are likely candidates for splitting or pruning. We begin by consid- 
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ering the sensitivity of weights into nodes, with the hope of finding a sensitivity 

measure for which high values indicate a need for splitting, while nodes with 

low sensitivity might be suitable for deletion. When considering weights into 

nodes, we neglect the constraint that splitting or pruning of nodes always affect 

weights in groups rather than individually. Many of the measures discussed can 

be applied equally well to nodes, once a suitable parameter has been identified, 

in terms of which sensitivity can be defined. This is addressed in section (3.5.3). 

Having found a suitable sensitivity measure for nodes, we can either split all 

nodes for which its value is greater than a certain threshold (requiring a noise 

model), or we can split a certain proportion of the network for which the measure 

is highest. The second approach is easier to implement as it does not require 

a noise model, but it has two drawbacks. The first is that it has no inherent 

stopping criterion, equivalent to a situation using the first scheme in which no 

node’s need to split is less than the threshold value; the second is the need for a 

global monitoring system to detect which nodes have the greatest need to split, 

and the implications this has for the biological plausibility of the architecture- 

building model. Both these schemes have been used for node splitting, and the 

choice of which is used has little effect on the results presented in this thesis. 

Of greater importance are the splitting mechanism, and the numerical measure 

used to quantify the need of nodes in a network to be split. 

In defining a measure of sensitivity, we divide the problem into two parts. The 

first is to find a suitable measurable quantity which can be applied to whatever 

parameter of nodes or weights we wish to use, and the second is to ensure the 

measure is independent of the absolute values of the node or weight parameters 

considered. The question of defining a suitable measure is answered first, and is 

cast into a form where it is independent of node activations later. 

3.5.1 Sensitivity measures for weights and nodes 

Having trained to a local minimum in network error by adjusting the weights, 
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The derivatives in equation (3.6) lead to the weight update expression calculated 

as the sum of gradients over patterns, so that 

c awp = 0. (3.7) 
P 

The error surface is approximately quadratic in the region surrounding a local 

minimum, as the surface can be characterised by a Taylor series: 

w4 -%4 = JGO) + 7&- (Q, - ao) + f a2E(a) 
2 aa2 a=ao (a - aoJ2 (3.8) a=ao 

for an arbitrary parameter a, in the region around the value a = ao. Several 

criteria have been studied in an attempt to define a suitable sensitivity measure, 

based on the premise that a little way away from the minimum the errors are 

non-zero. This is shown intuitively by figure (3.4), where directions of oscillation 

of the parameter vector in training have higher-magnitude errors a little way 

from the minimum than other directions. 

The first criterion considered is a high value for the sum of squares of the updates 

for a given weight: 

c AwGCP’ >> 0 for stressed weights. 
P 

and the second is a high value for the sum of moduli: 

c IAw$‘)/ > 0 
P 

(3.9) 

(3.10) 

Both of these measures are high for weights which have a large number of high- 

magnitude updates, and small for weights with mostly low-magnitude updates. 

Extending this principle to nodes, large positive or negative error signals EC’) 

after training to equilibrium are likely to indicate a node that would benefit from 

having its strain relieved by splitting in two. 

All of these criteria involve the calculation of first derivatives in the proximity of 

the local minimum where the quantities are numerically very small (figure 3.9a). 
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These small numbers offer sufficient robustness for a split direction to be calcu- 

lated, but other methods are considered for determining the sensitivity as follows. 

(4 (b) (4 
Figure 3.9: A local minimum of network error, measured against the weight 

Around the local minimum, gradients are close to zero in all directions 
~$ceAn app roximation could be made to the gradients by averaging along the 
training path (b). In (c) the quadratic error function is replaced by a modulus 
function, which remains non zero near the minimum value. 

Three suggestions have been considered to find a suitable measurement of steep- 

ness in the region of a minimum: 

1. Approximate the gradients around the local minimum by averaging along 

the training path, as shown in figure (3.9b). This approach, used in [52] is 

entirely dependent, however, on the random initial starting position, and 

is unlikely to give useful results. 

2. Mozer and Smolensky [80, 81, 821 propose an alternative sum modulus 

error function instead of the traditional sum square error of MLP weight 

optimization, since this does not go to zero near the minimum (figure 3.9c). 

This requires the back-propagation of sum-modulus error derivatives in 

addition to the sum-square error derivatives used in training. 

3. Characterise the local minima using second derivative information. Second 

derivatives do not tend to zero near the minimum; instead they charac- 

terise the breadth or narrowness of the minimum in different directions. 

Directions with steeper gradients near the minimum would exhibit a high 

second derivative value at the minimum, while low second derivative direc- 

tions correspond to directions of low gradients in the surrounding area. 

The first suggestion is unlikely to give a useful measure of which nodes to split 
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(4 (b) 
Figure 3.10: Local minima with high curvature (a) and low curvature (b) have 
high and low second derivatives of error with respect to the parameters. They 
also have relatively high and relatively low gradients in the regions surrounding 
the local minima. 

or prune, and is not considered any further. The second involves a new pass 

through the training data, calculating and back-propagating a different error 

function. While Mozer and Smolensky demonstrated some success with this 

scheme, it is neglected in this work in favour of the third scheme, where second 

derivatives of the error function are back-propagated with respect to all the 

network parameters. Le Cun et al [62] and Hassibi et al [41] have successfully 

used the second derivatives to identify nodes for pruning. A number of tests on 

simple networks trained on the three-blob problem, from random initial starting 

weights, the first two measures did not give consistent results from one trial to 

another. 

In the narrow minimum of figure (3. lOa), the curvature of the minimum is high. 

This parameter is defined by the second derivative criterion to have high saliency, 

indicating that it is important for the network to perform its mapping. Gradients 

become large more quickly in directions of high curvature near the minimum, 

identifying correctly the directions of high updates in figure (3.4). In contrast, 

a cross section of a local minimum similar to figure (3.10b) would have lower 

gradients at some distance from the minimum, corresponding to the direction 

perpendicular to the split in figure (3.4). The curvature is low, leading to a low 

saliency, which indicates a suitable node for pruning. 

Two main schemes are available for calculating the second derivatives of network 
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error with respect to parameters in a network. One is back-propagation, as used 

in [lo, 62,41,42], which is described in section 3.5.4, and the second is to calculate 

the second derivatives using measurements on the gradients around the minimum. 

This method, described in [95], was considered before the publication of [62], but 

suffers from the same problem that ruled out the use of first derivatives for 

defining sensitivity, namely that the gradients are too low around the minimum 

for reliable computation to take place. The method uses the covariance matrix of 

first derivatives to approximate the Hessian matrix, and its derivation hardens 

the link between the second derivative sensitivity measure and the use of the 

covariance matrix of weight updates for calculating the perturbation direction 

and size for the split mechanism. 

Equivalence between the Hessian matrix and the covariance matrix 
of gradients 

Consider a function y (2; a) of vectors Z, dependent on a set of parameters a. 

Given a set of example mappings (zP, tp), p = 1. . . P, we define an error function 

at the output for each pattern: 

Egp = t, - Y @pi a> . (3.11) 

We also define a sum square error function for the mapping: 

E= fcEip. (3.12) 
P 

The sum square error can be differentiated twice with respect to each parameter 

uk, giving 

and 

(3.13) 

(3.14) 
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The matrix of second derivatives is thus 

(3.15) 

where 0: is the vector of derivatives of function s with respect to parameter t and 

Hi is the matrix of second derivatives of s with respect to t. When the network 

is trained to a local minimum in the space of the parameters a, the output error 

function E,, is a random variable with zero mean, uncorrelated with the model, 

and the first term in equation (3.15) is approximately zero. Hence: 

H,” = c [VF2] < 
P 

(3.16) 

We now compare this expression with the covariance matrix of weight updates 

to a certain hidden node in a network. This covariance matrix is equal to that 

of the first derivatives of network error for different training patterns subject to 

a constant of proportionality: 

c,” = c [v?“] ) 
P 

which is 

(3.17) 

(3.18) 

using equation (3.13). 

The only difference between these two expressions, other than the constant of 

proportionality, is the Eip multiplier in equation (3.18). This term is always 

positive, and small, so the term inside the sum accumulates, and the Hessian 

and the covariance matrix increase together. 

The equivalence between high values in the covariance matrix, and high values 

in the Hessian matrix is thus shown. Indeed, high salience equates to high 

eigenvalues, which generally indicate the need for splitting, while low salience, 
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the cue for pruning of the parameter set in Le Cun and Hassibi’s work [62, 411 

equates to low eigenvalues and no splitting. The salience parameter can be seen, 

therefore, as an ideal measure for a parameter set which implies splitting at high 

values and pruning at low values. 

3.5.2 Salience matrix provides a criterion for splitting 
and pruning 

Consider now the case where some parameters in the set a have high salience, 

while others have low salience. If we consider weights, then splitting is not 

possible and high saliences are not relevant. If we consider individual weights, 

then those with low values in the diagonal elements of the salience matrix are 

suitable for pruning. Considering a parameter set a comprising the weights into a 

hidden node, however, a case may arise in which some weights have high salience 

and others do not. This corresponds to a steep-sided valley in a geometrical 

interpretation of error-weight space, and is an indication of the need for splitting 

a node in two. The direction of the split found by calculating the principal 

eigenvalue of the weight update covariance matrix is the same as the direction 

in which the valley sides are steepest. 

3.5.3 Making the sensitivity measure independent of 
node activation 

In determining which nodes in a network to split, we have a number of options. 

The first is to calculate the ratio of principal component to trace for the weight- 

update scatter plots of all nodes, and this would be very time consuming. The 

second is to find the hidden nodes with the highest-salience weight set, giving a 

kind of composite salience for the node. A third possibility is to find the salience 

of nodes directly, by means of the second derivative of network error with respect 

to some parameter Q of the hidden nodes, Ha. E We have already considered using 

the node-internal parameter Z, the weighted sum of inputs, as a parameter in 

terms of which to define salience. A problem exists here, as the derivatives with 

respect to x are correlated with the value of x itself, and consequently do not 

provide a comparative measure of salience between nodes. Mozer and Smolensky 
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Back-propagation: g = E 9~3 &j dxj ayi 

= 
aE d& 
ayj dzj wij 

Derivatives w.r.t. CQ: e 

Since Xj = xi CQYiWij 

Yi 

Figure 3.11: A multiplicative gating coejj%ient, Q is applied to the output of each 
node in the hidden laver. Its value is fixed at 1, so the network is unaffected in 
normal operation. Co”mparative salience of nodes can be measured with respect 
to o’, since o is the same for all nodes. 

introduced a multiplicative gating parameter, Q, at the output of each hidden 

node to solve this problem, and the same approach is adopted here. The value 

of the gating parameter is fixed at 1 for all nodes, which means that when the 

salience of nodes is calculated with respect to CX, it is normalised between nodes 

and provides the necessary comparison between the saliences of different nodes. 

3.5.4 Calculating second derivatives of network error 
by back-propagation 

We now derive the first and second derivatives of network error with respect to 

the weights of the network, the activations yj, and the node internal functions 

xj, and the gating parameters oj whose second derivatives give the saliences of 

nodes. This derivation does not consider off-diagonal elements of the Hessian 

matrix of second derivatives, but these terms would only be important if weights 

and / or nodes were considered in pairs for splitting or deletion. 

Beginning with the sum square error, 
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E = ; c Ivp - a2 (3.19) 
P 

and at the output layer, for node j: 

g = C (Yjp - tjp) 
P 

and 

d2E 
- = P, the total number of patterns. 
ayjZ 

(3.20) 

(3.21) 

These substitutions are used at the output layer of the network to initialise the 

back-propagation of error derivatives. They are not substituted in the following 

derivation, to avoid losing generality in back-propagating from layer j to layer i. 

Applying the chain rule: 

and 

For the weights: 

since 

dE 
c 

dE dYjp -= -- 
dXj p dYjp dxCjp 

d2E 
q= 

(3.22) 

(3.23) 

(3.24) 

(3.25) 

(3.26) 
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Xj = C WijYi (3.27) 
i 

and similarly 

t12E a aE 
- = aWij dwij awfj ( ) 

(3.28) 

= c, (q (2)’ (g$‘+ g$f (gg)‘+ zg-i$f-) (3.29) 

(3.30) 

For back-propagation to node outputs in the previous layer: 

dE -= 
dyi 

(3.31) 

(3.32) 

and 

d2E a aE -=- 
i-J 

(3.33) 
82 aYi aYi 

= CpCj (8 (2)’ ($$f)2 + E$ (2)’ + e$$%) (3*34) 

= 
(3.35) 

and finally to find the first and second derivatives with respect to the gating 

constants at the previous layer: 

(3.36) 

(3.37) 
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and 

d2E a aE 
dCy,2=-- 

( ) acvi aai 
(3.38) 

= CpCj (3 ($)' (%)'+ E% ($$)'+ $$$%) (3.39) 

(3.40) 

The use of these expressions for back-propagation of first and second derivatives 

of the error with respect to the gating coefficients in addition to the weights, 

allows us to determine a sensitivity measure for splitting and pruning, using the 

Taylor series of equation (3.8), based on the gating coefficients for nodes and the 

actual values for weights. 

3.6 When to apply node-splitting 

Ash [2, 31 proposes that new nodes should be added to a network when the 

current network fails to learn more detail of the training data, and consequently 

ceases to show lower total error with continued training. This is detected by 

comparing the error decrease across a time window of several iterations, with 

the error immediately after the last construction of new nodes. Construction is 

initiated if this ratio is less than a threshold. 

A more rigourous criterion was used in this work, comparing the gradient across a 

time window of several iterations with the gradient of the line joining the starting 

value immediately after the last construction, and the current value. The local 

gradient is calculated by linear regression, and is more robust than the earlier 

scheme to local variations in the error value. Splitting is initiated when the ratio 

of the sizes of these two quantities is below a threshold. This approach is more 

suitable for object-oriented computer programming, as it is applicable either to 

error (decreasing with training) or to performance (increasing with training). 

The precise value of the threshold was found to be of little importance. 

In later experiments on speech recognition models, splitting was initiated every 

so-many training epochs, as performance had usually flattened by this stage. An 
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example of a performance curve for a successful node-splitting network using the 

linear regression gradient criterion, is shown in figure (4.2). 

3.7 Empirical evaluation of the node salience 
measurement 

In this section, we consider the application of the node salience measure to the 

nodes of two networks. The first is the one-node network solution to the three- 

blob problem introduced in section 3.1.2. Here the salience measure correctly 

identifies which component of the weight vector experiences the largest oscillation 

under the influence of the training patterns. In the second example, following 

Mozer and Smolensky’s artificial example [80, 81, 821, it is propagated back to 

the input layer of a network trained on a large commercial pattern recognition 

problem, where the most salient inputs correspond well to those known to experts 

in the application area as the most useful. 
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update #l 
t update #2 

weight vector 

decision boundary 

Figure 3.12: The decision boundary, weight vector and split vectors for the sin- 
gle-node solution to the three-blob problem. 

Table 3.2: Weights and salience values for the horizontal and vertical components 
of the weight vector into the hidden node of a one-hidden-node solution to the 
three-blob problem. 

3.7.1 Salience of weights in the three-blob problem 

Figure (3.12) shows the decision boundary and weight vector for the single hidden 

node network trained on the three-blob classification problem of section 3.1.2. 

The influences of training patterns on the plane attempt mainly to rotate it 

either clockwise or anti-clockwise, and the resulting update vectors are also shown 

in figure (3.12). The horizontal components of these vectors are much greater 

than the vertical components, indicating that the required split vector is in the 

horizontal direction. In contrast, the horizontal component of the weight vector 

itself is small compared with the vertical component. We expect the saliences of 

the horizontal and vertical-direction weights into the hidden node to reflect this 

situation, with the horizontal salience larger than the vertical. Table (3.2) shows 

this to be the case for a real network. 
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3.7.2 Salience of input nodes in a commercial 
classification problem 

In this section we consider a commercial pattern recognition problem in which a 

multi layer perceptron network was applied to a data set with 78 inputs and 4 

classes’. There were 8000 training patterns and 2000 test patterns, with uneven 

proportions of patterns in the four classes. Of the 78 inputs, it was known that 

many were irrelevant to the classification task, although it was not known how 

many were relevant and how many irrelevant. 

A number of MLPs were trained on the classification problem, for each of a 

number of different hidden layer sizes. Cross validation with the test set was used 

to pick a suitable network size, and salience analysis was applied to this network. 

Salience values were calculated for the hidden layer nodes using Sj = 3, and 

were also calculated for the input nodes. Since input values are determmed by 

the data, not optimised in training, it is unlikely that the error would be at a 

local minimum with respect to the input node values. First derivatives would 

not be approximately zero, so a different salience measure was used, derived 

from the Taylor expansion given in equation (3.41). In practice, the factor of 0.5 

was omitted; it was expected and confirmed that the second term dominates by 

several orders of magnitude for hidden nodes, while the first term dominates for 

input nodes. 

s,=dE ; 1a2E 

3 
daj 2 aa; + * * ’ 

(3.41) 

The salience values were found to vary greatly for the input nodes, over several 

orders of magnitude. This indicates some very important inputs and some very 

unimportant ones. The logarithms of the salience values for the inputs were 

calculated, and are shown in figure (3.13). The input relevances determined using 

salience were confirmed using knowledge of what the inputs actually represented, 

and were also similar to relevance values calculated using the mutual information 

between inputs and class values. 

‘This work carried out at THORN EMI Central Research Laboratories, Dawley Road, Hayes, 
Middlesex, UB3 1HH. It is reproduced, with permission from an internal technical report, 
#X2345/1, [123]. 
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Figure 3.13: Logarithms of the input salience values for the 78 input classification 
problem. 

3.8 Further evaluation of the node-splitting 
algorithm in MLPs 

In this section we consider briefly the application of node splitting to multi- 

layer perceptron networks, integrating the split mechanism with the salience 

measure for selecting nodes for splitting, and with pruning implemented as well. 

The system is used in two new classification tasks - the first is to discriminate 

between two Markov sources generating streams of bits with different transition 

probabilities, and the second is to learn a fractal boundary. Following a lack 

of success in these applications, the Peterson & Barney problem is re-evaluated, 

and node splitting is found to work less well than the interpretation of the earlier 

results in section 3.3 suggested. 
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3.8.1 Markov source recognition problem 

I-PA 

1 

PA 

: 

PA 

0 

I-PA 

model ‘A’ model ‘B’ 

0~0~1[1~1~0~‘~1~0~0~1~0~1~0~1~0~1~0~0~1 

20-bit sample 

Figure 3.14: Two Markov sources ‘A’ and ‘B’, with transition probabilities PA 
and pg. The output is divided into segments of 20 bits. 

Figure 3.14 shows a pair of Markov sources generating streams of binary digits. 

Source ‘A’ has a transition probability PA of 0.3, while source ‘B’ has a transition 

probability pB of 0.7. The bit streams are divided into twenty-bit vectors, and 

the classification task is to predict which of the two sources generated a given 

twenty-bit vector. 

This classification task has been studied before [5], as a vehicle for a systematic 

study of the dependence of MLP performance on factors such as the number of 

hidden nodes and the amount of training data used. It was chosen here to test 

the splitter technique on a problem for which a network solution was not already 

known, but which is known not to be solvable by trivially small networks. 

The highest number of hidden nodes considered for this experiment was thirty. 

An experiment was carried out to determine the classification rate of a thirty- 

node network with different numbers of training patterns, and their performance 

was constant on average with more than about 3200 patterns. Two data sets of 

3200 patterns were generated and used as training data and test data for the rest 

of the experiment. This result was obtained by taking the mean of the results 

for 30 different initial network configurations, and the same initialization and 
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training parameters were used as in [S]. 

An experiment was carried out to determine the performance of networks of 

different numbers of hidden nodes from 5 to 30 in steps of 5. Table (3.3) shows 

the mean performance plateaux for these networks over 30 samples. It also shows 

the performance of splitter networks with sizes up to 30 hidden nodes. 

From random 5 85.5% 

10 92.0% 

20 93.0% 

30 94.5% 

Splitter 2 & 4 start; 30 finish 85.0% 

Table 3.3: Mean classification performance of different sizes of network trained 
from random, and the mean classification performance obtained with splitter 
networks 

The networks trained from random performed better with more hidden nodes, 

from 85.5% with five, to 94.5% with thirty. The splitter networks built from 

seeds of two or four hidden nodes did not quite reach the mean performance 

level of five hidden nodes trained from random weights. 

This result was not expected. The results of the experiment were carefully ver- 

ified, and no errors were found. Instead of confirming the splitter worked in a 

complex classification task, the results seem to indicate that the performance 

of splitter networks never increases above that of the seed networks from which 

larger networks are grown. This failure is not simple to analyse in the Markov 

source recognition problem, as the geometry of the twenty-dimensional space is 

difficult to analyse. Since this experiment did not give the expected confirmation 

that the splitter technique worked, a second non-trivial classification experiment 

was set up with known geometry, described in section 3.8.2. 

3.8.2 F’ractal boundary recognition problem 

A classification problem was synthesised with known geometry, which was de- 

signed to be well suited to the expected behaviour of node-splitting in multi-layer 

perceptrons. This is a two-class problem in two dimensions, where the classifi- 

cation boundary has unlimited detail at finer resolutions, namely a fractal. The 
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Figure 3.15: Data for the fractal boundary recognition problem. Samples were 
drawn at random from the unit square, and labelled according to whether they 
were inside or outside the fractal boundary. There are approximately the same 
number of points in each class. 

data chosen is the leaf shape shown in figure (3.15), where it would appear that 

adding hinges to locally linear sections of the boundary model should give greater 

classification performance. 

All the networks trained from random with 2, 5, 10, 20 and 30 hidden nodes, and 

various initialization ranges, learning rates and momentum parameters, quickly 

reached a classification rate of about 70%, picking out the general shape of the 

data set. With extended training, they moved towards 85% as finer detail was 

learned, although in the larger networks, this only occurred after prolonged train- 

ing. It was hoped that the networks built and trained with node-splitting would 

quickly reach the lower classification rate, and would improve further as node- 

splitting allowed them to learn the detail of the boundary. This turned out not 

to be the case, with the split network performance never exceeding the highest 

performance of the two-node seed networks. Splitting was implemented in this 

experiment using only the misclassified patterns, to avoid swamping the prin- 

cipal component estimators with small weight update vectors, as described in 



Further evaluation of node-splitting 61 

section 3.4. 

It is an indictment of multi-layer perceptrons, that the larger networks trained 

from random were unable to do better than the smaller ones. This observation 

makes it less likely that splitter networks would perform well on the problem, 

although splits might still have been expected to help. The failure of splitting to 

give any increase in performance over networks trained from random supports 

evidence from the Markov source experiment that such an improvement may not 

be obtainable. Its failure ever to achieve performance above the level of the seed 

networks suggests that a fundamental problem may exist with node-splitting in 

multi layer perceptrons in general. This problem was identified during the leaf 

experiment, and is discussed in section 3.9. 

3.8.3 The Peterson & Barney vowel recognition 
problem, revisited 

Following the failure of node-splitting to work in the Markov and Leaf classifi- 

cation problems, and the identification of the fundamental problem with node 

splitting in multi layer perceptrons (see section 3.9)) the vowel recognition prob- 

lem described in section 3.3 was revisited and re-evaluated to find out whether 

node splitting really worked there, as appeared to be the case at the time. The 

experiment was repeated, with the networks trained from random for a longer 

period. In the earlier experiment training appeared to have reached a plateau in 

performance, but this observation is now shown to be premature. The extended 

training curves for the vowel problem are shown in figure (3.16). 

It is now clear that with prolonged training, the 8 and 12 hidden node networks 

trained from random were able to out-perform the splitter network, supporting 

the results of the Markov and Leaf classification experiments. It is worthy of 

note that the splitter networks in this experiment did not suffer from the problem 

observed in the Markov and Leaf experiments, where the splitter networks never 

achieved better classification performance than the seed networks from which 

they were grown. It appears by comparing figures (3.16a and b) that in this 

particular problem, the splitter may have been good at learning detail of the 

training data, at the expense of generalization ability. This effect is not explored 
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Figure 3.16: Performance of fixed size and splitter networks on the vowel data 
with extended training, shown for the training data (a) and the test data (b) 

any further. 
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3.9 Discussion of node splitting in MLPs 

Despite promising results from initial evaluations, further tests have shown that 

the splitter technique is often unable to improve on the performance of the net- 

work used as a seed for the first split. These tests were carried out using a 

classification problem where a large number of nodes was already known to be 

required, and in a hand-crafted problem where the splitter was strongly expected 

to succeed. They were carried out with a number of different criteria for deter- 

mining which nodes to split, and implemented with splits of differing proportions 

of the standard deviation of the scatter of weight updates, and with different ra- 

tios of output weights on the newly introduced nodes. 

The complete failure of splitter networks to out-perform networks trained from 

random, and their frequent failure to improve on their seed networks, suggest a 

fundamental flaw in node-splitting in multi-layer perceptrons, and this flaw was 

identified while running the leaf experiment. 

The solution to the problem appears to be that multi-layer perceptron networks 

are unsuitable for a constructive algorithm such as node-splitting. Owing to the 

long range effects of decision boundaries in the weighted sum and bias followed by 

sigmoid non-linearities used in multi-layer perceptrons, a split is made to correct 

some misclassified patterns in one region of the input space, but the changed 

positions of the planes some distance from the location of the split causes a 

far greater number of misclassifications to occur elsewhere. This would tend 

to cause the newly created nodes to slip back to the position of the old node 

from which they were created, with no overall benefit. This can be verified by 

considering the five-blob extension of the three-blob problem discussed in section 

3.1.2. Figure (3.17a) shows a representation of the so-called five-blob problem, 

with the initial decision boundary parallel to the horizontal axis. The heavily 

shaded regions are areas of misclassification, which lead to the same kind of 

split as in the three-blob problem. Figure (3.17b) shows the situation after an 

accentuated split, with misclassifications again shown by heavy shading. The 

total area of error is much greater than before the split, since long-range effects 

of the decision boundaries have lead to it causing more damage in distant areas 

than was corrected locally. In further training, a network of this kind will quickly 
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Figure 3.17: A network applied to the five-blob problem, before (a) and after 
(b) splitting. There are clearly more errors in (b) than in (a), so further training 
returns the network configuration to (a). 

slip back to the initial configuration in figure (3.17a). 

The failure of the splitter mechanism has been attributed to the type of model 

in which it has been implemented so far. The mechanism itself, and the schemes 

for determining when to split and which nodes to split, have not been called 

into question. Chapter 4 considers networks of processors where the activation 

depends on the distance from an input vector to a prototype or weight vector, and 

finds that splitting works well in networks of this kind. The Gaussian mixture 

model is studied as a specific example, in which a network of Gaussian receptive 

fields is used to form a maximum-likelihood model of the distribution of a data 

set. 



CHAPTERS 

Node Splitting in Receptive 
Field Networks 

It is apparent from the results described in chapter 3, that node splitting cannot 

be applied in networks where long range eflects perform a major role in network 

performance. The reasons for using node-splitting, however, derive from three 

axioms that were inferred from the literature review of chapter 2, and enunciated 

at the beginning of chapter 3. These axioms have not been challenged, so the 

use of node splitting is still thought to be a good idea provided a suitable model 

can be found in which to apply it. 

In this chapter, node splitting is applied to an input-space probability density 

function model, namely Gaussian mixtures. This model comprises a collection 

of Gaussian functions centred on points in the input space, each of which defines 

a localised receptive field. A number of Gaussian mixture models can be linked 

together simply into a maximuim likelihood classifier, although since no class- 

discriminative information is used in training, they are more commonly used as 

the first layer of a radial basis function network [17, 78, 791. In these networks, 

class probabilities can subsequently be learned in a single pass through the data. 

It is apparent that the generalization performance of radial basis function classi- 

fiers can be enhanced if a good set of within-class density estimates are used to 

initialise its first layer [84], and this initialisation is addressed in terms of model 

construction in this chapter. Subsequent incorporation of the Gaussian mixtures 

into a radial basis function classifier is widely reported, and is not considered 

further in this thesis. 

65 
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We first demonstrate the application of node splitting to model building in a 

Gaussian mixture model for density estimation. We then consider centre-based 

networks with limited range basis functions, and centre-based networks with 

non-limited range basis functions, with the aim of deriving a criterion to de- 

scribe the class of models in which node splitting can be expected to work as 

a model-building technique. We compare construction by node splitting with 

other schemes for construction in networks of receptive fields and radial ba- 

sis functions, and discuss the possibility and need for node splitting in other 

unsupervised learning models including Kohonen networks [57] and the elastic 

network [23]. We consider its suitability for structured networks where short or 

long range modelling functions are applied within range-limiting kernels (bump 

trees), and we discuss the possibility of its application for adaptive meshing in 

finite element analysis. 

4.1 The Gaussian mixture model: a receptive 
field network 

The Gaussian mixture model is a maximum-likelihood estimator that can model 

the distribution of points in a data set. It consists of a number of multivariate 

Gaussian distributions in different positions in the input space, and with differ- 

ent variances in different directions. These Gaussian functions define localised 

receptive fields in the input space, and this property renders the model suitable 

for construction by component splitting, described in section (4.1.2). The Gaus- 

sian functions are weighted and summed together; the weights are calculated to 

satisfy the probability density function constraint that the responses should sum 

to one over the data set. For the experiments on mixture component splitting 

in toy problems described in section 4.2, the variance was constrained to be the 

same in all directions (isotropic) for each receptive field, leading to a model that 

is a sum of weighted isotropic Gaussian distributions of different sizes and in 

different positions. This greatly speeds the training of the model for isotropic 

distributions, but may be too strong a constraint for non-isotropic distributions 

and models where the number of components is not determined automatically. 

The probability density function p(z) of a measurement space x is modelled by a 
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model q(x) comprising a set of Gaussian functions with centres pi and covariance 

matrices pi, combined using a set of mixing weights wi: 

(44 

The model components gi(x) are Gaussian distributions in the measurement 

space whose dimensionality is d: 

C&(X) = (2T)-;” lOil-’ exp (44 

and the log likelihood of this model given a set of N samples, z, . . . x, drawn 

from the distribution p(x) is: 

10&q(X)) = C 1Og (C ‘1.,91(5)) * 
n i 

(4.3) 

4.1.1 Mixture model training - re-estimating the 
model parameters 

Training the model is achieved by maximising its log likelihood over a number 

of iterations, and this leads to a set of learning rules for re-estimating first the 

mixing weights, then the centre positions of the receptive fields, then their vari- 

ances. The response of a receptive field i to a pattern xcp; p = 1. . . P, can be 

normalised by dividing by the sum of the responses of all the receptive fields, 

giving the probability of the pattern having been generated by that Gaussian 

function in the first place: 

Si Cxp> 
wxrJ = -&. g&J P-4 

Averaging this quantity over the whole data set gives the total contribution of 

mixture component i to the model, as a proportion of the total contributions for 

all components over all the data. This quantity forms an estimate of the mixing 

weight wi for that mixture component. 
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WI = $ C Ri(Xp) (4.5) 
P 

After presentation of the whole data set, the means of the receptive fields pi can 

be re-estimated, by moving each one to the mean of the patterns to which it 

responds, weighted by the extent of its response and normalised by the sum of 

all responses. 

cp XPK hp> 

14’ = c, &(x,) 
(4.6) 

Similarly new covariance matrices can be calculated for the soft tesselations of 

the input space defined by the new means: 

c’a = x,;(x,) n 

U 
XP - l.4) (%I - &)‘R.i(x,). (4-V 

This equation in its current form requires the pre-calculation of the means &, and 

consequently would require a second pass through the data. Some rearrangement 

of equation (4.7) yields an expression that can be evaluated in a single pass 

through the data: 

c, XPXPTWP) 
G = cp&(xp) - P:P:T. (4.8) 

The derivation of these re-estimation formulae is not given here; a full derivation 

may be found in [21, 1201. 

4.1.2 Gaussian mixture construction by component 
splitting 

Small mixture models (models with few Gaussian components in the mixture) 

are set up and trained until no further improvement is obtained. If over-training 

is observed, then it is likely that the initial models are too large. Having reached 

a maximum log likelihood, the model parameters are frozen, and the training 

data is run through the classifier. An update is calculated for each mixture 
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component mean for each pattern, and the principal component direction and 

variance are estimated, along with the trace (sum of variances) for the updates 

for each individual mixture component. This calculation is achieved using Oja’s 

stochastic gradient ascent algorithm [86], shown in table (3.1). The components 

with the highest ratios of first-principal-component variance to trace, or those 

for which this ratio is above an arbitrary threshold, are split in two. The mixing 

weights for the new components are each equal to half that of the old component, 

and the variances are unchanged, or, in some experiments, halved. Empirically 

this does not make much difference; over-large variances are quickly reduced 

by continued training. The means are placed a little way either side of the 

mean position of the old centre, in the direction of the first principal component. 

The distance either side is an arbitrary parameter, and the results presented in 

this chapter and the next are for 0.1 and/or 1.0 standard deviation of the first 

principal component. 

4.2 Demonstration of node splitting in 
Gaussian mixtures on small problems 

4.2.1 Application to an artificial data set 

The splitter technique was tested on a two dimensional data set, comprising the 

two classes shown in figure (4.1) [124, 1251. A separate mixture model was used 

for each class, these being the inner and outer portions of a uniformly sampled 

circular distribution. The mixture distributions each initially contained three 

components; figure (4.1) shows the data set and the models generated. Each 

component is shown as a circle centred on its mean, with a radius of one standard 

deviation. Isotropic variances were used in this demonstration. 

For splitting, the small initial models were trained until for one model or the 

other, no further improvement in log likelihood was observed with continued 

training. This situation was detected using the criterion described in section 3.6. 

The parameters of the converged model were then frozen, and the training data 

run through the model. For each pattern, the proposed update for the location 

of each centre was calculated, and the first principal component and trace were 
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Figure 4.1: Data for the Gaussian mixture splitter test problem. The data 
comprises two classes, these being the inner and outer portions of a disk of data, 
sampled uniformly. Three components are sufficient to model the inner portion 
(a), while three splits to four (b), and then to many more for the outer portion 
(c). Each circle shows the one-standard-deviation contour of a Gaussian mixture 
model component with isotropic variance. 

t Log likelihood 

Train time 
- 

Figure 4.2: The log likelihood for the Gaussian mixture model of the outer 
portion of the test problem. Splitting is applied each time the log likelihood 
stops improving with further training, and training and construction are stopped 
completely when the log likelihood ceases to increase from split to split. 

calculated on line for the scatter plot of update vectors for each centre in the 

model. The criterion used to select a component for splitting was that the ratio 

of the first eigenvalue to the trace should exceed 0.8. With thresholds below 0.6, 

every centre was split every time; with thresholds of 0.9 or more, splitting did 

not occur. In real applications, some monitoring would be required to ensure 

that centres were not generated at unrealistic rates; the ideal threshold may 

be problem dependent. In the first class, figure (4.la), a mixture model with 
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three components was sufficient, and no principal direction of oscillation could 

be found. For the class of data comprising the outer ring, however, the initial 

three components quickly split into four (figure 4.lb), and then later into a larger 

number of components (figure 4.1~). 

Figure (4.2) shows the log likelihood of the model in figures (4.lb) and (4.1~) as 

training proceeds. When the log likelihood flattens out between splits, training 

is complete and can be halted. This stopping criterion is again based on the 

criterion in section 3.6. 

4.2.2 Application to the Peterson & Barney data 

A Gaussian mixture model was applied to the task of forming a density estimate 

for the Peterson & Barney speech formant data, ignoring the class information. 

This allows the comparison of fixed-size models and splitter models, using an 

evaluation data set different from the training data. Figure (4.3) shows the data 

set and three models, with different numbers of centres, during a training run 

with splitting. 

(4 O-4 (4 
Figure 4.3: Gaussian mixture density model of the Peterson & Barney data, with 
component splitting 

Unlike the annulus example, the data is not uniformly sampled across the input 

space. A model with two components (figure 4.3a) quickly splits such that the 

region of greater sample density and non-spherical contours on its distribution is 

populated by a greater number of mixture components (figure 4.3b). As training 

continues, this phenomenon persists, until figure (4.3c), where the sparse regions 
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can only support one component with a large variance and (probably) a low 

mixing weight. The denser regions, on the other hand, have attracted many 

components and spherical model-parts are quite adequate, each modelling only 

a few data points. 

Comparison of fixed size and splitter networks 

Fixed size models with 2, 4, 8, 16, 32, and 64 centres were applied to the train- 

ing data, and the log likelihood of these models during training is shown in 

figure (4.4a). The log likelihood for the test (evaluation) data is shown in fig- 

ure (4.4b), where it is evident that some over-training has taken place. This is 

indicated by the peak value of likelihood occurring quite early in training for all 

models with four or more centres. 

Splitter models were trained from a seed model of 2 centres, with splits of 1.0 

standard deviation occurring in the most needy half of the total number of cen- 

tres, every 15 training updates. The training set log likelihood is shown in fig- 

ure (4.5a), and the plateau training set log likelihood levels reached by the fixed 

size models are marked for comparison. This graph shows that a similar degree 

of fit to the training set was achieved by the splitter model and the fixed size 

models, when compared at different network sizes. Splitter performance is a little 

lower owing to the introduction of new centres after only 15 training updates. 

When evaluated on the test set, the splitter models also exhibit over-training 

with large networks and extended training, as shown in figure (4.5b). A peak in 

the log likelihood is observed for 19 centres, at a level slightly higher than was 

achieved with 32 or 64 centres in the fixed size networks. It appears that a given 

level of evaluation-set performance can be achieved using fewer centres using the 

splitter method than using fixed size networks. 

4.3 Criteria for the suitability of node 
splitting in different network types 

It is clear that node splitting cannot be used in networks of units whose function 

may be used for different things in different parts of the input space. This was 
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Log likelihood 
160 - 
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0 loo0 

04 
Figure 4.4: Density estimation for Peterson & Barney data: fixed size models; 
log likelihood of the training data (a) and evaluation data (b) 

demonstrated in section 3.9, where the discriminating power of the hyperplane 

was used to separate different blobs in different parts of the input space, and 

splitting to correct errors in one region destroyed the mapping completely in 

other regions. It also clear that splitting can be applied to networks of localised 

receptive fields such as Gaussian response functions, where there are no long 

range effects. We now consider whether there is an intermediate network with 
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Figure 4.5: Density estimation for Peterson & Barney data: splitter models, 
showing model sizes; log likelihood of the training data (a) and evaluation data 

6 
b). For comparison with fixed size models, plateau values are shown for training 
ata and peak values for evaluation data. 

localised (radial basis) functions, whose responses do not decay to zero at long 

range, such as z log Z, where z is the Euclidean distance from an input point to 

the function centre. The response of this function is zero for inputs coincident 

with the centre location, and increases with distance from the centre. Networks of 

radial basis functions with this response have been used successfully in a number 
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of function interpolation applications. 

Considering the region surrounding the centre of an increasing function such as 

z logz, with equal weighting on distances in different directions, the contour of 

the function in two dimensions is circular. If a scheme is available for moving the 

centres, such as [92], then splitting could be used to model a function requiring 

elliptical or sausage-shaped contours. To determine whether the long range con- 

sequences of the split are catastrophic or not, we calculate the long range value 

of the function as the centre is moved by a small amount. 

For a response function 

R = zlogz, 

the derivative is 

dR 
- = 1 +logz. 
dz 

(4.9) 

(4.10) 

For a small change in z, Sz, the change in R is: 

SR = (1 + logz) Sz, (4.11) 

which is an increasing function of z. As z increases, then, the effect of a small 

change in z also increases, so the model is damaged at long distances as a result 

of small changes in the centre position. Consequently, it would not be possible to 

carry out model building by node-splitting in networks of radial basis functions 

whose responses increase with distance from the centre, if the derivatives also 

increase with distance from the centre. It should be possible with functions such 

as R = +zb, where the derivative is a decreasing function of z. 
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4.4 Comparison with other constructive 
schemes for receptive-field-based 
networks 

Three constructive schemes for receptive-field-type networks are briefly reviewed. 

We consider whether they are alternatives to node splitting, and whether they 

are complementary to it. If two schemes offer robust construction in different 

circumstances, hybrid constructive algorithms might be possible. 

Resource Allocating Neural Networks [90, 911 allocate new units to learn 

novelty while using gradient descent to tune to non-novel patterns. Networks 

with non-local response are thought to respond well to gradient descent training, 

as each element of the network is affected by a large proportion of the training 

data. Networks of localised units, however, are suitable for the recruitment of 

new units, to handle errors caused by individual patterns or groups of patterns. 

Resource allocating networks use a combination of these two schemes, using a 

non-local linear model to learn global structure, while recruiting localised units to 

model areas that are not well predicted by the linear model. Each network output 

is the sum of a linear predictor, gjljl = w,~.z + rj, and a set of weighted Gaussian 

bumps, yj2 = xi wzijgi(x; ci, ai). 20~~ is the set of linear predictor coefficients, 

rj is a constant, and wzij are the mixing weights for Gaussian bumps gi with 

centres ci and variances ai. 

If the network output for a pattern xp is greater than an arbitrary distance S 

from the target value tp, then a new Gaussian unit is generated, centred on xp 

and width proportional to the distance to the nearest other stored centre. If the 

network output is less than S from tp, then gradient descent is used to adjust 

the parameters of both the linear model and the set of Gaussian bumps [92]. 

Thacker uses a similar justification for unit recruitment for outliers in Contextual 

Layered Associative Memory (CLAM) [112], b ase d on the fact that the ratio of 

the responses of neighbouring Gaussian functions increases exponentially with 

distance from their centres. A similar criterion is adopted in recent work by 

Bishop [ 111. 
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This scheme appears to be designed for on-line function-approximation, where 

points are modelled as they are seen, and new units are recruited to handle 

situations where extrapolation is needed to model outliers. A situation might 

be envisaged where the interpolative performance of the network in predicting 

a pattern is sufficiently good for the node-recruitment criterion not to be met, 

while still reflecting a need for a more complex model in the interpolated region. 

Node splitting is not incompatible with resource-allocating networks. Growth in 

these networks is motivated mainly by inaccuracy in extrapolation, while node 

splitting assumes that the initial model covers both the main body of data and 

its outliers. Component-splitting to improve interpolative performance results 

indirectly in better modelling of outliers as resources are needed less in the main 

body of the data. Node recruitment by splitting in the interpolative region of a 

model may allow the recruitment parameter 6 to be reduced, enabling construc- 

tion in the interpolative region by either splitting or recruitment, while making 

the networks less prone to recruit new nodes spuriously in response to noise in 

the extrapolative region. 

Roberts and Tarassenko [99] propose a constructive algorithm for Gaussian 

mixtures, also based on novelty detection, this time recruiting a new Gaussian 

unit for any pattern whose minimum Mahalanobis distance to any receptive field 

(Euclidean distance, normalised with respect to the covariance of the receptive 

field considered) is greater than a threshold. A probabilistic analysis of resource 

allocation in this network paradigm leads to the use of the model in the somewhat 

safety-critical application of electroencephalogram (EEG) monitoring. 

Finally, in the context of a model where normally non-local functions such as 

classification hyperplanes are combined with localised Gaussian or non-Gaussian 

kernels, introduced as Bump Trees in [87], splitting or resource allocation for 

novelty detection might be applied to the constraining kernels as the model trains. 

This area remains an interesting possibility for future work. 
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4.5 Constructive learning in elastic networks 
and Kohonen networks 

Elastic networks [23] are unsupervised learning networks that fold a subspace 

through a higher dimensional data space. With a high value of the elastic pa- 

rameter, the elastic network finds a non-linear principal component of the data 

space; the elastic parameter can also be relaxed, causing the network to form a 

space-filling curve, passing through every data point. Kohonen networks [57, 581 

have similar capabilities, and both paradigms represent networks of receptive 

fields where nodes in the networks have localised response functions in the input 

space. We examine briefly approaches for model-building in these networks, and 

consider similarities and differences between these constructive mechanism and 

node-splitting in receptive field networks. 

4.5.1 Elastic networks 

The elastic network algorithm is considered in the context of its ability to find a 

near-optimal solution to the Travelling Salesman Problem 1601. The elastic net- 

work approach jointly minimises the length of an arbitrary path in the plane and 

the distance between the path points and the reference points in the plane, often 

referred to as cities. The trade-off between these two parameters is controlled by 

a scale parameter K. A global minimum is found for large K, and is then tracked 

as the value of K is reduced, in the hope that it will remain near-global. For a 

set of data zp, p = 1.. . P representing the positions of the cities, and hence the 

data space, the algorithm manipulates a path of points in the plane specified by 

the ordered set of vectors yj, j = 1. . . M, where M > P, so that they eventually 

define a tour where each city xp has some path point yj converge to it. The path 

is updated at intervals according to: 

AYj = Q! c @j(Xp> ( XP - Y& + PK (yj+l+ ~~-1 - 2yj), (4.12) 
P 

where 
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4(x,> = 
exp (-*) 

&exp i-w)’ 
(4.13) 

cx and ,8 are constants, and K is the scale parameter. &(zp) is a Gaussian re- 

ceptive field response function, centred on the path point yj, and normalised by 

dividing by the sum of such responses for all equivalent path points xp. Infor- 

mally, the Q term pulls the path towards the cities, so that for each xp there is at 

least one yp within a distance approximately K. The /3 term pulls neighbouring 

string-points towards each other, and hence tries to make the path short. The 

update equations are integrable, so that Ayj = -Kg for an energy function a% 
E given by: 

E({yj),K) = -eulogy P - 
P 

j ex ( ‘xpiy’2) +BT(yj - Yj+J2. (4.14) 

For fixed scale parameter K, the path will converge to a (possibly local) minimum 

of E. At small values of K the energy function contains many local minima, all 

of which correspond to possible tours of the cities, and the deepest minimum 

corresponds to the shortest possible tour. The algorithm proceeds by starting 

at a high value of K where there are few local minima and a global minimum is 

much more likely to be found, and then gradually reducing K while the minimum 

of E. We would like this minimum to remain global as K is reduced, but this is 

not guaranteed. 

An architecture-modifying algorithm for the elastic network is introduced in 

[log]. B ui in on ideas from [22], the parameter regime is examined in which Id g 

the network may visit certain cities twice. Further analysis predicts the regime in 

which the network may fail to visit some cities at all, and a method is proposed 

for deleting or splitting string-nodes when these situations arise. 

The first case, where a city is visited twice, is shown in figure (4.6a)‘, and a 

possible solution is shown in figure (4.6b). The case of a stable tour where certain 

‘Reproduced from [log]. 
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(4 (b) 
Figure 4.6: Example of spiking. Open squares denote cities, dots de- 
note string-points. Network configuration shows a spike (a) caused by two 
non-neighbouring beads converging onto one city. One string-point can be deleted 
(b) giving two possible city orderings, with each city visited only once. 

Figure 4.7: Failure of the algorithm with two cities not visited by the tour. This 
situation can be solved simply by splitting the non-city string-point in two. 

cities are not visited at all is shown in figure (4.7a)‘, and a solution offered by 

splitting the bead between the two cities is in figure (4.7b). This second situation 

is similar to the node-splitting scheme for receptive field networks, as it applies 

to nodes that are pulled in a strong principal component direction by its training 

influences. 

The detection of these two situations, and fixing by means of string-point deletion 

or splitting, apply to problems requiring a string-point to converge to each data 

point, and for the Travelling Salesman Problem no other architecture changes are 

needed. Node splitting by analysis of the principal components of pulls on string- 

points would be suitable for problems such as non-linear principal component 

analysis, where there are more data points than string points. A non-isotropic 

distribution of city forces (as opposed to string forces) would be a suitable cri- 
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terion for splitting, as would a non-isotropic distribution of all forces at certain 

values of K, provided the principal component of this distribution was not aligned 

with the string. 

4.5.2 Kohonen networks 

Kohonen’s network algorithm [57, 581 provides a Voronoi tessellation of the input 

space into patches with corresponding code vectors, similar to nearest-city regions 

for the space populated by cities in the Travelling Salesman Problem. The centres 

are arranged in a low dimensional structure (usually a string, or a square grid), 

such that nearby points in the topological structure (the string or grid) map to 

nearby points in the attribute space. Structures of this kind are thought to occur 

in nature, for example in the mapping from the ear to the auditory cortex, and 

the retinotopic map from the retina to the visual cortex or optic tectum. 

In training, the winning node of the network, which is the nearest node in the 

input space to a given training pattern, moves towards that training pattern, 

while dragging with it its neighbouring nodes in the network topology. This 

leads to a smooth distribution of the network topology in a non-linear subspace 

of the training data. 

Since Kohonen networks usually involve a square or cubic lattice of nodes, a 

constructive algorithm such as node splitting is not appropriate for application 

to single nodes. Luttrell [67] introduced a scheme where new nodes are added 

when the network has converged, increasing the side length of the lattice from 

n to 2n - 1. This has been used successfully in a number of applications. Node 

splitting according to the scheme described for elastic networks (section 4.5.1), 

or according to the scheme used in Gaussian mixtures (section 4.1) might suc- 

cessfully be applied in one-dimensional Kohonen networks. 

In contrast with the Upstart algorithm [29,28] and node splitting, which are data- 

and-model constructive algorithms, Luttrell’s scheme is a model-only algorithm. 

Upstart and splitting measure the performance of the model on the data to 

determine the need for construction, while Luttrell’s scheme ignores the data, 

interpolating between the model’s code vectors only. This is made possible, and 
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Figure 4.8: Piecewise linear patches approximate a quadratic surface 

adequate, by the topographic nature of the Kohonen mapping - if adjacent nodes 

in the network were not nearby in the input space, it would not work. The same 

interpolative construction scheme would be suitable for the Elastic network in 

one or more dimensions. 

4.6 Adaptive meshing in finite element 
analysis 

In this section we consider the application of node splitting to adaptive meshing 

(automatic determination of resolution) in a simplistic Finite Element Analysis 

(FEA) scheme. Finite element analysis involves modelling a system, such as 

the stress in a three dimensional structure, or a two or three dimensional fluid 

flow, by a series of piecewise linear patches. Figure (4.8) shows a cross section 

through a circular cylindrical pipe, and a series of piecewise planar patches which 

approximate it. The piecewise linear patches are defined by planes and the 

lines where they intersect - the models represented by two adjacent patches are 

constrained to be equal along the boundary between the patches. Areas where 

the surface and the piecewise linear approximation are coincident have low error, 

in terms of some goodness-of-fit energy function, while areas with large gaps 

between the function and the approximation have high errors. 
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Figure 4.9: A locally linear function has low error with a piecewise linear model 
(a). With the same patch-size, a highly curved surface has a higher error (b). 

For a given patch size, a locally linear function would have small error, as shown 

in figure (4.9a), while a surface with high curvature, shown in figure (4.9b) would 

have a large error for piecewise linear patches of the same size. Adaptive meshing 

is the process of adjusting the size and resolution of the patches automatically, 

with the aim of achieving a uniform error distribution. A high curvature surface 

would be modelled by a large number of small patches, while a flat surface 

would be modelled by a single large patch. The determination of patch size 

automatically is still an important issue in academic research on finite element 

analysis and in industrial applications. 

Figure (4.10a) shows a single patch attempting to model a quadratic surface in 

three dimensions. The surface has different curvatures in different directions, so 

the ideal model would be a set of elongated patches, shown in figure (4.10b). If 

the single patch is trained to fit the surface as well as possible, using a linear 

fitting algorithm such as Linear Least Squares, then the updates to the vector 

normal to the planar patch, proposed by each data point sampled from the curved 

surface, will have the form shown in figure (4.10~). Taking the principal com- 

ponents of this distribution, and adding and subtracting according to the node 

splitting scheme of section 3.1 gives the two new patch-normal-vectors shown 

in figure (4.1Oc), and this two-patch model would quickly train to the situation 

shown in figure (4.10b). 

We have proposed an algorithm for adaptive meshing in finite element analysis 

based on node-splitting. This is based on the similarities between piecewise linear 
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proposed updates 

new normal vector #l new normal vector #‘J 

Figure 4.10: Node Splitting equates to patch-hinging in a piecewise linear finite 
element model. A single patch (a) is less good than a model with two patches 
(b). Analysis of the updates to the normal vector (c) leads to the creation of 
normal vectors for two new patches to replace the original, and these subsequently 
diverge to the configuration shown in (b). 

modelling and the networks of localised receptive fields where node-splitting has 

been shown to work. Graphical arguments presented in this section demonstrate 

how this scheme might be expected to behave, but a full investigation of this 

idea remains the subject of a proposal for future work. 
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4.7 Discussion 

We have demonstrated in this chapter, that splitting can be used effectively for 

building models comprising localised receptive field functions. In the demon- 

strations in section 4.2, splitting allows the model to populate denser and non- 

isotropic regions of the input space with more centres than isotropic or sparsely 

populated areas. For modelling the density of the Peterson & Barney speech 

data, equivalent performance on a separate evaluation set, to that of fixed size 

models of 32 and 64 centres, is achieved with a splitter network of 19 centres. 

The threshold value for the ratio of the first principal component variance to 

the sum of principal component variances, which must be exceeded for splitting 

to take place, appears to be problem dependent, and so monitoring would be 

required in real applications to ensure that realistic numbers of centres were 

generated. An alternative used in the Peterson & Barney evaluation is to allow 

a certain proportion of the total number of centres to be split each time, these 

being the ones with the highest ratios of first principal component variance to 

the sum of principal component variances. This criterion is also used successfully 

in the experiments in chapter 5. 

Following the successful demonstration of splitting in receptive field networks, 

we have considered briefly what other models the technique might be applicable 

to. Other algorithms have been proposed for some receptive field networks such 

as resource-allocating networks [90, 911, although there is some possible scope 

for splitting in these models. The application of splitting in networks of locally- 

constrained long-range functions in bump-trees [87] offers interesting possibilities, 

and merits further investigation. 

The application of splitting to topographic mapping networks has been briefly 

discussed. A constructive scheme has already been proposed for Kohonen net- 

works [67] that is applicable in elastic networks as well; for solutions to the 

Travelling Salesman Problem using elastic networks, architectural changes have 

been successfully used to fix incomplete tours or tours that visit cities more than 

once [log], and no other architecture modification requirements are envisaged. 

Splitting could be used in a one-dimensional elastic network in non-linear princi- 
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pal components analysis, in cases where the forces on a string-point due to input 

points (rather than string-forces) were strongly non-isotropic. 

The possibility of using splitting to increase the resolution of an elastic network 

model to non-linear principal component analysis in highly curved regions of an 

input space, has led to the suggestion the analysis used in splitting might be 

appropriate for adaptive meshing in finite element analysis. This possibility has 

been demonstrated diagrammatically, but no further studies have yet been made 

in this area. 

Following the successful demonstration of component-splitting in receptive field 

models for density estimation, the technique is applied in chapter 5 to the density 

models within states of hidden Markov model for speech recognition. 


