
Chapter 3 

The SLM Backplane Design 

3.1 Objectives in SLM backplane design 

The integrated circuit is the main component of the SLM. Much of the effort 

in this project has gone into the design and testing of the circuit. This chap- 

ter contains an introduction to the terminology and techniques of integrated 

circuit technology sufficiently detailed to allow a discussion of the spatial light 

modulator chip itself. 

The optical use of this chip changes the emphasis of the integrated circuit design 

process. Usually chips are designed with speed as the primary consideration. In 

this application, because of the relatively slow response of the liquid crystal, 

speed is not as important as the use of the available area in an optically efficient 

way. Some speed can also be sacrificed to reduce the power dissipation (and 

running temperature) of the chip. 

The dimensions of the die - the term given to a chip while it is still part of a 

silicon wafer - form an important constraint. This upper limit of lcm x lcm 

is fixed by the integrated circuit fabrication process. A certain part of the area 

of the die is allocated to the SLM array itself. This then leaves a choice of how 

many pixels are to be fitted into this area. It is clearly desirable to have as many 
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pixels as possible. It is the number of pixels that determines the passband width 

in a Fourier plane filter, or the information content in a display. 

The area of circuitry in a single pixel is approximately independent of the number 

of pixels fitted into the fked total area of the array (this is only approximately 

true because the area of interconnect - as distinct from active circuitry - per 

pixel decreases as the area allocated to the pixel decreases). Therefore a trade- 

off occurs between the number of pixels in the array and the fill factor (the area 

of the mirror as a fraction of the total area of the whole pixel). 

It is necessary to investigate the effect of reducing the fill factor. To give a feel 

for the sizes involved, the dimensions of the final design can be presented as 

an example. A mirror of edge length roughly 4 of the separation of the mirror 

centres allows a 128 x 128 array to be fitted on a lcm x lcm die. The fill factor 

is about f. 

If the device is used as a display then a low fill factor is a cosmetic disadvan- 

tage, and the brightness of the display is reduced as the fraction of the pixel 

which is mirror is reduced. If the device is used in a Fourier transform optical 

processor as an input device or as a Fourier plane filter, there are slightly dif- 

ferent considerations to be made. As was shown in section 1.3.1, the output of 

a Fourier transform processor with a pixelated Fourier plane filter consists of 

a set of replicated images. The amplitude of each replica is determined by the 

FT of the pixel function, evaluated at the centre of the replica. The intensity in 

each replica is specified by the square of the FT of the pixel function. In these 

applications the brightest (central) replica is, usually, the only one of interest. 

The energy in the central output image is reduced in two ways as the fill factor 

is reduced. One reason is that there is less energy in tot al reflected from the 

SLM and the other is that a larger proportion of this energy is distributed to 

higher order output replicas. 

An alternative approach is to employ the “central ordinate” theorem of Fourier 

transforms. Assuming that there are no height and reflectance variations across 
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the pixel mirror and that there is no reflection from the surrounding circuitry, the 

pixel function describes only the shape of the pixel mirror. If the pixel mirror is 

a square then the amplitudes of the replicas are controlled by a two-dimensional 

sine function. 

The value of the FT of the pixel function at its origin is equal to the definite 

integral of the pixel function (over all z and y), which in this case is proportional 

to the area of pixel mirror (or tn the square of the mirror side). The intensity in 

the central replica is therefore proportional to the square of the mirror area (or 

the fourth power of the mirror side). If this appears surprising then it should be 

noted that it is a consequence of the use of coherent light. 

Reducing the fraction of the incident energy which is propagated through the 

Fourier plane may not be a problem in amplitude modulation where a crossed 

polariser can be arranged to remove spurious reflections from the air-glass or 

glass-ITO-LC interfaces (see section 2.1.2), and thus retain a high signal to 

noise ratio. For a phase modulator this may not be possible (see section 2.1.2). 

Also the assumption that there is no reflection from the circuitry adjacent to 

the mirrors is an approximation that depends for its validity on a suitable liquid 

crystal response characteristic. If the liquid crystal is activated by the voltages 

present on the circuitry then the light from small mirrors would be lost in the 

background. 

Ideally it would be possible to assign relative importances to the number of 

pixels, the output brightness, liquid crystal effects etc. so that an optimisation 

could be performed to establish the best compromise between the illl factor and 

the number of pixels. This could not be done because the nature of integrated 

circuit design precludes any smooth relationship between mirror size and the 

number of pixels. It is not possible to consider the pixel circuitry as having a 

fixed area which can be reshaped at will. The circuitry has to be squeezed into 

as small an area as possible while obeying topological and spacing constraints. 

In the event, a pixel layout was arrived at which would allow a 128 x 128 pixel 
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array on a lcm die. The form of the layout followed naturally from the pixel 

circuit design, and this in turn suggested a suitable size for the pixel. This layout 

is compact, efficient and was considered to be a good compromise between pixel 

density and mirror size. The pixel design is described fully in section 3.5.3. 

3.2 Integrated circuit technologies 

The construction of an integrated circuit begins with a substrate or zuufer of, 

usually, silicon. A series of patterning, etching and deposition steps forms the 

transistors and the inter-transistor connections (interconnect). In thii respect 

all integrated circuits are similar. The kinds of transistor formed are different 

for the different logic families. Transistor-transistor logic (TTL) and emitter 

coupled logic (ECL) use bipolar transistors. Very fast circuits can be designed 

but these technologies offer very poor packing density and high power consump- 

tion when compared with MOS technologies. Metal-oxide-semiconductor (MOS) 

field-effect transistors (FETs) offer the best packing density and acceptable 

power dissipation. For a nematic liquid crystal drive circuit, packing density 

takes precedence over speed. 

3.2.1 MOS integrated circuits 

The MOS transistor 

An MOS transistor is a four terminal device which can, for the purposes of 

introduction, be regarded as a three terminal device if the effect of the substrate 

bias is temporarily neglected (the substrate is a common fourth terminal for 

all the transistors). It is convenient to describe the n-type transistor first and 

then extend the description to the p-type device. The basic n-channel MOSFET 

structure has two regions of heavily doped n-type material in a p-type substrate. 

These are the source and drain and are part of the active urea level (see the next 
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section). The gate is a conducting layer separated from the substrate between 

the source and drain by a very thin (250A) high quality insulator. The drain 

and source are physically equivalent and are labelled depending on the direction 

of current flow. The drain is the normally positive terminal. The gate voltage 

controls the passage of current between the drain and source. It does this by 

inducing charge carriers in the region of substrate between the drain and source 

(the channel). With a gate-source voltage below a threshold the drain and source 

are isolated by two reverse biased p-n junctions (the substrate is at the same 

potential as, or more negative than, the source). Virtually no current flows 

between the source and drain. A positive voltage on the gate attracts electrons 

towards the gate and repels holes. With a high enough field strength the (initially 

p-type) substrate in the channel becomes n-type. When the n-channel is formed 

the substrate in this area is said to be inverted. This n-channel connects the 

n-type source and drain thus allowing current to flow between them. 

The voltage at which the channel forms is called the threshold voltage, Vth. This 

voltage is determined during the fabrication process. By implanting arsenic ions 

in the channel, Vth can be reduced below zero, resulting in a transistor that is 

normally “on”. This hind of transistor is called a depletion mode transistor and 

is usually used in circuits as a non-linear resistor. Non-implanted transistors 

have a threshold voltage of, typically, 0.6V (’ m a 5V supply process). These are 

called enhuncement mode transistors. They can be turned “off” and are usually 

used as switches. 

For low drain-source voltage (V,), the current flowing in the channel (I&, or just 

Id) is linearly dependent on V, and also depends on Va. As V,+ increases the 

resistive drop along the channel affects the inverted region. At the source (OV) 

end of the channel the full gate voltage is present to induce carriers, but at the 

drain end of the channel only V,-V h is effective. As Vh becomes greater than 

Vv-Vth, the channel pinches ofland further increase in Vh has little effect on 

1,~. The transistor is saturated. A more complete description is given by Mavor 

et al. [40]. 
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The normal behaviour of an MOS enhancement mode transistor can be cate- 

gorised as follows. 

0 cut off: v, = 0 and the transistor is said to be “switched off”. The drain 

current is called the leakage current and is about 2pA (2 x 10-12A) for a 

typical minimum size transistor with Vh = 5V.l The equivalent resistance 

is 2 5 . x 10120 . 

l Linear r-tion. The drain current is linearly dependent on V, for a 6xed 

Va. In this region Va is too low for the transistor to pinch off so Id does 

also depend on Vh. 

l Saturation. 4 is almost independent of Va. The transistor acts like 

a current source. The same transistor as above with V, =VA = 5V 

has a current 0.2mA flowing from drain to source which is an equivalent 

resistance of 25 kfl. 

In logic circuits the steady state conditions of the transistors fall into the first and 

third categories. The transistors are essentially being used as switches. It should 

be emphasized that the transistors are voltage controlled devices. The gate is 

a virtually pure capacitance. It is possible to discuss many digital circuits by 

describing the circuit in,terms of switches (or current sources) and capacitances. 

Circuit design requires a more detailed approach relying heavily on numerical 

simulation. 
. . 

pMOS transistors have the same basic structure except that the source and drain 

are p-type diffusions in an n-type substrate. The n-type substrate is usually 

connected to the positive supply (Vdd). The source of a pMOS transistor is at the 

positive end of the channel, the source of holes. A gate voltage which is negative 

with respect to the source induces a p-type channel. P-channel MOSFETS 

‘This was simulated for a transistor with channel length of 1.5pm and width of 2pm using 

SPICE parameters for the EMF 1.5pm nMOS process. These are sises as drawn (explained 

later). 
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display the complementary characteristics to n-type, in the sense that they are 

turned “on” by a low gate voltage and “off” by a high gate voltage. 

Both n-channel and p-channel devices can be fabricated on the same chip. This 

technology is called CMOS (Complementary Metal-Oxide-Silicon). CMOS has 

some advantages over nMOS; it has a different type of speed/power trade-off 

which allows operation with essentially zero static power dissipation. Compared 

to nMOS it has a poor packing density, because each lrgic gate requires access 

to areas of both p-type and n-type substrate. The requirements of the SLM 

mean that its packing density would be reduced more seriously than that of 

most circuits by a change to CMOS. This factor coupled with the unavailability 

of a small geometry CMOS fabrication process ruled out CMOS as a suitable 

technology for the SLM circuit. 

3.3 nMOS fabrication and design 

The structures which make up the integrated circuit are formed on a single- 

crystal silicon wafer by a series of patterning, deposition and etching steps. 

The wafers used in the EMF are 3in. in diameter and 0.38 mm thick. Three 

inch wafers have room for about 26 candidate dies (because the dies round the 

edge are not usually tested as they are of low yield due to tweezer damage). 

As the wafers proceed through the fabrication process the etching, deposition 

and growing steps are done wafer-by-wafer. The photolithographic patterning is 

done die-by-die. This step and repeat process is required to achieve the pattern 

resolution necessary for the 1.5pm process. 

When the wafers have been processed they are tested on a probing station. Fine 

wires are brought into contact with regions on the chip surface called bonding 

pads. Working dies are packaged and then gold wires are ultrasonically welded 

to the bonding pads. These bonding wires electrically connect the chip to the 

pins on the package. 
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3.3.1 Mask levels and fabrication steps 

The dies are patterned by imaging a mud onto them. The mask has on it the 

shapes produced by the circuit designer in the form of gaps in a chrome coating. 

The mask, itself, is written in an electron beam pattern generator. To help 

achieve the process resolution, the mask is ten times the size of the die and the 

image is formed on the silicon wafer using ultra violet light. 

The mask levels are enumerated below in a description of the EMF 1.5pm nMOS 

process. 

l Mask 1: Active urea 

The silicon wafer has a layer of silicon dioxide grown on its surface by 

heating the wafer in wet oxygen. This layer is about 0.8pm thick and is 

called the thick oxide layer. It is coated with photoresist and exposed to 

the UV light through mask 1. The resist is developed. This removes the 

resist from areas of SiOz which are to be etched away. The wafer is etched 

in hydrofluoric acid which removes the SiOr which is not protected by the 

organic photoresist. The final part of this processing step is to remove the 

remaining photoresist. 

These openings in the SiOr are the regions which will become the active 

area. Active area includes transistor sources, drains and gate areas, as well 

as any interconnections which may be made on this level. The dopant is 

not introduced at this stage. The active area is diffused (or implanted) 

after the polysilicon level. 

l Mask 2: Depletion implant 

This processing step defines the transistors which will become depletion 

mode devices. The patterning of the resist leaves windows through which 

arsenic ions are implanted into the silicon substrate. The silicon becomes 

slightly n-type in these regions so these transistors always conduct some 
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current. The density of implant ions determines the threshold voltage of 

the depletion transistors and their current sourcing ability. 

l Mask 3: Buried contact 

The wafer is heated in oxygen to grow a very thin (250A) layer of oxide 

on the exposed silicon. This is the gate oxide; the insulating layer which 

separates the transistor gate and channel. Mask 3 is used to open windows 

in the gate oxide where connections are to be made between polysihcon 

wires and diffusion wires. These contacts are called buried contacts be- 

cause subsequent metal layers can pass over them without interference. 

Arsenic is implanted in the substrate through this mask pattern at the 

buried contacts to guarantee the conductivity of the active area beneath 

the polysilicon wire. 

At the end of this processing step the state of the wafer is as follows. The 

wafer is covered with thick oxide except at the regions defined by the active 

area mask. The active area is covered with gate oxide except at buried 

contacts. In addition there is n-type doping in the silicon substrate at 

depletion mode transistors and buried contacts. 

l Mask 4: Polysilicon 

The wafer is covered with a layer of polycrystalline silicon (polysilicon). 

The wafer is covered with resist, exposed through mask 4, developed, and 

then the unwanted polysilicon is removed by etching. The polysilicon forms 

the transistor gates wherever it crosses thin oxide. Polysilicon is also used 

as interconnect, but this use is limited by its interaction with the active 

area. After the polysilicon patterning stage is complete the thin oxide 

which is not protected by polysilicon is removed. The only thin oxide left 

on the wafer is now under gates, hence the name gate oxide. The wafer is 

implanted with n-type impurities to form the diffusion wires, sources and 

drains. No patterning is necessary at this stage because the thick oxide 
/ patterned with mask 1 protects the substrate from impurity ions and the 

polysilicon protects the gate regions from the impurities. 

This processing sequence means that the gate, source and drain are self 
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aligning, because the actual position of the gate on the wafer determines 

the position of the source and drain. This avoids a mask alignment problem 

and facilitates the construction of small-geometry transistors. It means 

that at the mask design stage transistors are formed by crossing regions of 

polysilicon and active area. 

At this point all the transistors have been formed and many of the (mostly 

local) interconnections have been established. 

l Mask 6 (Mask 5 is not used): Zontuct cuts 

The wafer is covered with a layer of oxide to insulate the polysilicon and 

diffusion structures from the metal layer which is deposited later. Mask 6 

patterns the oxide layer for holes to be etched through to the underlying 

polysilicon or diffusion. 

l Mask 7: .Metul 1 

The wafer is completely covered with metal ( an alloy of 99% Al + 1% Si ) 

and mask 7 is used to define the unwanted areas. The metal layer does not 

play any part in the formation of transistors and as such is free to cross 

over any of the underlying structures. This is one of the properties which 

suits metal to its normal use in global clock, Vdd and Gnd. distribution. 

l Mask 8: Overglass 

/ In a single-metal process the final step is to cover the wafer with a protec- 

tive layer of oxide called overglass. Mask 8 allows contact cuts to be made 

through to the bonding pads and any other areas of metal that need to be 

exposed for test purposes. 

l Mask 9: Via 

If a second layer of interconnect metal is used the sequence continues with 

cuts through the insulating layer separating metal 1 and metal 2. These 

cuts are called vias. Mask 8 would then be kept until after metal 2 had 

been pat terned. 

l Mask 10: Metal 2 
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Metal 2 is deposited in the same way as metal 1 and fulfils broadly the 

same purpose. 

3.3.2 Design rules 

The design rules are the interface between the integrated circuit designer and 

the fabrication process. There are three aspects to the design rules. 

1. Layout rules. These are regulations which govern the allowed relationships 

between the shapes on any mask and specify the relationships between, 

structures on different mask levels. These rules are important and are 

discussed in more detail below. 

2. Features required for fabrication, testing and bonding. These rules include 

definitions of required level-tolevel alignment marks, bonding pad sizes 

and separations, and the amount of space that has to be left for sawing up 

the dies. 

3. Electrical parameters. The circuit designer has to know the values of the 

interconnect sheet resistance, gate capacitance etc. The most important 

information is perhaps the SPICE parameter list. SPICE (Simulation Pro- 

gram for Integrated Circuit Evaluation) is a widely used circuit simulator 

[65]. It uses a semi-empirical model for the transistors in a circuit along 

with circuit resistance and capacitance data to simulate the response of 

transistor networks to voltage pulses. 

Layout rules are concerned with feature sizes on individual masks and with the 

relationships between different masks. Rules for a particular mask will specify 

minimum track widths and separations. Spacings and overlaps between features 

on different masks are restricted by the design rules in such a way that the un- 

avoidable amount of misalignment expected during the photolithography process 

will not cause fatal changes in the circuit. For example a metal to polysilicon 
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contact is formed where metal and polysilicon are overlapped in conjunction 

with a box in the contact mask. This box has the effect of opening a hole in the 

oxide separating the metal and polysilicon layers. The layers cannot be aligned 

perfectly and so the design rules force certain safety factors. If, for example, 

the contact cut and metal layers are in perfect alignment but they are displaced 

with respect to the polysilicon, the contact hole could extend over the edge of 

the polysilicon. This could, during processing, open a hole through to active 

area. The metal layer would cause a spurious connection when it was deposited 

in the correct position with respect to the contact cut layer. The relevant design 

rule requires a lprn overlap all round the contact cut in both connecting layers. 

Design rules are sometimes specified in terms of the Mead and Conway design 

rule set (421, which has a standard form and includes a process-dependent pa- 

rameter ;\. The rules are fixed, and a simple resealing of X adapts them for 

improvements in processing technology. The rules are cast in such a way that a 

misalignment of 1A is not fat al. These rules were intended to simplify the design 

process and to detach the designer from the fabrication process. This scheme 

does not fully exploit the packing density available as the value of X is chosen to 

suit the least advanced part of the process. To get the best performance from a 

fabrication process the design rules are decided purely on the merits of the indi- 

vidual process stages. The design rules that were used in the designs presented 

here were chosen, with the SLM circuit in mind, in consultation with the process 

engineer at the EMF. The full set of design rules is presented in appendix A. 

The minimum feature size in this technology is the width (and separation) of 

polysilicon wires (1.5pm). It is this dimension which gives the process its name. 

Occasionally a fabrication process is named after its Mead and Conway X size. 

In this case ;\ would be between 0.75pm and lpm. 

3.3.3 Methods of MOS design 

Circuits designed in nMOS are usually built up using a small number of basic 

techniques. The approach taken in the design of the SLM circuits will be de- 
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Figure 3.1: The nMOS potential divider is illustrated here in a simple inverter. The 

length of the pull-up transistor channel is typically 4-8 times greater than that of the 

pull-down channel (if the channel widths are equal). This ratio is required to generate 

the correct voltage levels on the output. 

scribed here. Digital logic functions are implemented by cascading simple or 

compound logic gates. In nMOS these logic gates are implemented by a poten- 

tial divider structure (see figure 3.1). A depletion mode transistor (acting as a 

resistor) pulls the output of the gate up to vdd2 (logic “1”) unless the output 

node is connected to ground by a path through “on” enhancement mode devices. 

Combinational logic circuits are implemented in this way and can be cascaded 

if required by arranging that the output voltage from one stage is suitable to 

switch the next stage. 

nMOS logic of this type is referred to as rutioed, because the ratio of the 

width/length (W/L) of the pull-up transistor to the W/L of the pull-down tran- 

lThe voltage levels which are referred to as “high” and “low” are usually within about 0.2V of 

V& and OV respectively if they are measured at the output of an inverter stage. The “high” 

voltage level can be degraded to about 2.5V if the signal has passed through a psss transistor 

(though a “low” signal is passed unscathed) and this has to be taken into account in the 

design of the following stages. 



sistor determines the voltage values for the “high” and “low” output states. The 

output impedance of the stage is determined by the W/L (or aspect ratio) of the 

transistors (wide short channels have low impedance). The output of a stage is 

likely to be connected to the input of one or more other stages, a load which is 

essentially a pure capacitance, so to a good approximation the output impedance 

of a stage affects only the time taken to activate the next stage. When an output 

is “low” the enhancement mode transistor path connects the output to ground. 

Thus when a node is “low” there is always current flowirg, md consequently 

power dissipated as heat. This current is larger for low-impedance stages, caus- 

ing a speed vs. power (and heat) dissipation trade-off in nMOS design. 

CMOS logic circuits are ratioless, using only enhancement mods devices. Each 

n-type depletion-mode device is replaced with a p-type enhancement-mode tran- 

sistor (with its gate connected to the input of the corresponding n-type pull-down 

transistor). The complementary behaviour of the p-type and n-type transistors 

allows circuits to be designed which never present a direct current path from vdd 

to ground. Sign&ant amounts of power are dissipated only when the circuit is 

changing state and capacitances are charging and discharging through pull-up 

or pull-down networks. 

This is the difference between power dissipation in nMOS and CMOS. nMOS 

circuits, which have been designed to switch quickly, always dissipate a lot of 

power; whereas fast-switching CMOS circuits can be operated at an almost 

arbitrarily low power dissipation by running them slowly. 

Logic gates can be connected by enhancement mode transistors in the data path 

(ie. between outputs and inputs). Enhancement mode transistors used in this 

way are called pass transistors because, when they are switched “on”, data is 

passed through them from one stage to the next. Circuits using pass transistors 

to implement logic functions are referred to as pass transistor logic or steering 

logic circuits. Some steering logic is used in the pixel circuit. Pass transistors 

are also used in latches and data transfer paths, especially shift registers, where 

data is moved around under the control of clock signals. A common use of pass 

78 



transistors is to isolate an input transistor of a logic stage so that a datum is 

stored as a charge signal on the gate capacitance for a period of time. This 

technique is used frequently in the SLM design. Any other techniques used 

are sufficiently specific to small parts of the chip design to be discussed more 

appropriately in context. 

3.3.4 The software tools used to aid the chip design 

The data describing the chip is sent to the mask manufacturers in the form of a 

large text file. This file contains a description of the shapes on each of the layers 

of the design. Usually at this stage the hierarchical structure of the design is 

preserved, so shapes are collected into groups (or cell) which are called in cells 

higher up the hierarchy. This file can be edited to make changes if required but 

most of the data is generated, and changes made, using an interactive graphics 

editor. 

The graphics editor used was called CAESAR. It is part of a suite of programs 

from UC Berkeley running under the UNIX operating system in Edinburgh. 

CAESAR facilitates the layout of shapes within a cell, and allows the designer 

to call cells within cells, generate arrays and mix levels in the design hierarchy. 

A design rule checking program called LYRA is available to interface with CAE- 

SAR. It is configured to check for violations of the Mead and Conway design 

rule set. The LYRA design rule set is written in LISP syntax. The design rule 

files are compiled to executable versions of LYRA. The standard set of rules was 

copied and reconfigured for the EMF 1.5pm process. Two sets of rules were 

written. One of these was for densely packed circuits like the pixels, and the 

other was for areas where close packing was not as important and a more con- 

servative approach was taken in the design. These were identical except for the 

minimum polysilicon spacing which was set to 2pm in the second set. 

Other programs, MEXTRA and TOSPICE, when used together can generate a 
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file which is nearly ready to run in the circuit simulator, SPICE. They extract 

from the CIF (Caltech Intermediate Form) code generated by CAESAR a list of 

transistors, their sizes and the nodes they are connected to. As well as providing 

input to the simulator this process helps the designer to convince himself that 

what he has designed is what he intended to design. 

The Berkeley tools work quite well toget her but there are a number of signifi- 

cant problems. LYR.A and MEXTRA can work on only quite small sections of a 

circL*t. Therefore design rule checking involves trying to cover all the represen- 

tative parts of the circuit (there are a lot of repeated structures) without missing 

anything important. Simulation of the behaviour of single, or small numbers of, 

cells is important, but to do so requires that the effect of the rest of the circuit 

is estimated. This will be discussed in more depth later. Perhaps the greatest 

single difficulty is to avoid errors in the design which satisfy the design rules 

but change the connectivity of the circuit. This is an inevitable consequence 

of the way the chip is designed. The approach adopted more commonly now 

in integrated circuit design is to use a set of tried and tested library cells with 

automatic cell placement and routing. This is not suitable for the SLM chip, 

as there are strict geometrical requirements to be adhered to and the silicon 

area is at a premium. Both these requirements indicate that the “hand-crafted 

full-custom” approach is required. It is therefore important for the designer to 

try to formalise the relationships between cells as much as possible and to avoid 

mixing levels in the design hierarchy. This reduces the, chance of part of the geo- 

metrical data from an area of circuitry accidentally being moved independently 

of related data during later edits. 

CAESAR is restricted to orthogonal constructs. Some structures were required 

which were angled. At a late stage in the design the data was translated to 

GAELIC; another chip specification language. GAELIC has its own suite of 

programs running on the PRIME-F computer at the Rutherford-Appleton lab- 

oratory. The graphics editor is called EDITG; it can handle arbitrarily shaped 

polygons and so was used to work with structures like the die-by-die alignment 

marks. These are angled lines which allow the wafer stepper operator to line 
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up a mask correctly in x, y and 8 relative to a previous layer. Large plots of 

a design can be generated at the Rutherford-Appleton laboratory and sent by 

post to Edinburgh. 

3.4 Simulation 

Numerical simulation of the behaviour c ’ parts of the circuit design was done 

using SPICE. The program requires a list of parameters which allow it to model 

the behaviour of the transistors in a circuit. The SPICE parameters are listed, 

for reference, in appendix B. Node capacitance:’ are estimated from the process 

parameters and a set of input stimuli are coded in terms of DC voltages, pulses 

(with specified rise and fall times) or piecewise linear waveforms. Initially the 

program determines the steady state condition of the circuit using the t = 0 

input conditions. Using this state as a starting point it steps through the time 

evolution of the voltages in the circuit. The accuracy of the results depends on 

the accuracy of the specification of the process parameters. They were not well 

known for the 1.5pm processes so the approach taken was to use SPICE as a 

test of sensitivity of a circuit to a variation in any of its design parameters. For 

example, the shift register design appeared to be relatively insensitive to supply 

voltage and substrate bias variations. One area of uncertainty is in the evaluation 

of parasitic capacitances. By increasing certain capacitances it is possible to 

try to check for charge sharing problems. The SPICE parameters include a 

quantity (AL) which instructs the program how to allow for the shortening 

of the transistor channel caused by the diffusion of the implanted sources and 

drains. The transistor channel after fabrication is also narrower than the size 

drawn on the mask. This happens because the thick oxide encroaches onto the 

channel under the gate. SPICE does not have a suitable parameter to take 

account of this effect, so 2 x AW (2 x 0.5pm) is subtracted from the drawn 

width of the transistors when the SPICE input file is created. 
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3.5 The chip design 

The chip was designed in the knowledge that there would be a follow-up chip 

based on similar ideas. It had, therefore, a dual purpose. In the first instance it 

was intended to produce a working 50 x 50 SLM. The second objective was to 

include enough test circuits to allow debugging of both the circuit design and 

the fabrication process. Analysis of this chip would yield enough information 

to enable a working full size SLM to be designed even if several serious flaw,- 

existed in the prototype SLM circuit. Test structures were designed to inves- 

tigate circuits over a wide range of complexities. There were single inverters, 

test output-buffers, ring oscillators, single cells from the SLM circuit and test 

circuits built up from many of the SLM circuit cells. There were also simpler 

test structures included to help the process engineers evaluate and control the 

fabrication process. Most of the simple process test structures were chosen, in 

consultation with the process engineers, from a library maintained by the EMF. 

The purpose of the rest of this section is to describe the organisation of the 

integrated circuit and to describe in detail the circuits relevant to the SLM. 

3.5.1 The organisation of the area on the chip 

Figure 3.2 is a photograph of a plot of the chip. The detail is not visible but 

the overall layout%is clear. A block diagram of the layout, figure 3.3, shows the 

functions of the areas of the chip. Items of interest include: 

l Bonding pads. The bonding pads are the large squares connected to the 

periphery of the circuitry. The squares visible on the plot represent metal 

squares of edge length 150pm (or 120pm for EMF library structures) with 

a suitable square hole in the overglass directly on top. They are used to 

establish electrical contact between the circuits on the chip and external 

circuitry. They can be used in two ways. In the early stages of testing, 
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Figure 3.2: A photograph of a plot of the chip layout. The plot is about lam along 

one edge. 
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Figure 3.3: The allocation of the area of the chip, see figure 3.2. The LC resolution 

test consisted of a series of metal strips which varied in width from 1OOpm to 5pm and 

which were connected to a set of bonding pads. The intention was to use this structure 

to investigate edge effects in LC cells to assess the implications for SLMs with small 

pixels. This has not been done due to a lack of time. 

contact is made with the bonding pads by touching them with rigid probe 

wires. The same configuration of probe wires can be used for many differ- 

ent test structures if the layouts of the bonding pads are identical. This 

is the case for many of the simple tests on the chip. Such testing hap- 

pens before the wafers are sawn up into individual chips. After chips are 

packaged the bonding pads are connected to the appropriate leg on the 

chip carrier by a gold bonding wire. The bonding pads contain electri- 

cal interface circuitry. The input pads have circuitry to protect the chip 

from static discharges, and the output pads have large buffers to drive an 

external load. 
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Figure 3.4: The functional units of the SLM circuit (not to scale). 

l Alignment marks. The chip is designed to fit on a 1Omm xlOmm die. 

The structures outside the body of the design are marks which are used 

to align the mask with respect to the coordinate system used by the wafer 

stepper. Use of these global alignment marks alone does not offer the 

precision required by most layers in the process. There are other marks 

called the die-by-die alignment marks which facilitate accurate alignment 

of a mask, when it is stepped onto the next die, to structures already on 

that die. These marks are on the top edge of the mask slightly to the right 

of centre. 

3.5.2 The architecture of the SLM circuit 

The layout of the functional units 

The bulk of the area of the SLM circuit is taken up by the pixel array. This is the 

region that is used optically. The remaining area is used for addressing, control 

and test circuitry. Immediately to the left and the bottom of the array there are 
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shift registers. These are the data and enable shift registers, see section 3.5.4. 

The input pads are to the extreme left of the circuit and on the extreme right 

are the test output pads. Figure 3.5 contains a photomicrograph of a fabricated 

SLM circuit as well as an actual SLM circuit\ 

The SLM addressing scheme 

The pixel array is fed information by means of row and column wires which 

cross the array. Information is presented to the array rows from the buffered 

outputs of the data shift register. The column wires are controlled by the enable 

shift register. Each pixel is connected to one row DATA wire and two column 

wires. The column wires carry the READ and HOLD signals to the pixels. The 

input waveforms to the chip and the resulting READ/HOLD signals for an active 

column are shown in figure 3.6. Information is simultaneously loaded into the 

data and enable shift registers under the control of a two-phase non-overlapping 

clock. The clock signals, $1 and 42, can have any period; the conditions which 

must be obeyed are 

1. r#r and & must never be “high” simultaneously. 

2. 41 and 42 must not be “low” simultaneously for more than N 1,~s. 

It is possible to load the shift registers independently, if this is required, by 

driving the enable shift register clocks independently of the data shift register 

clocks. In any case when both the shift registers are full with 50 bits of informa- 

tion the clocks, 41 and $2, are stopped. At this stage in the loading operation, 

the row DATA wires carry the data signals which are to be written to one or 

more columns. While the shift registers are being loaded, the column READ 

and HOLD wires remain in their quiescent states which are READ=“low” and 

HOLD=“high”; all the pixels are thus isolated from the DATA wires while the 

data is being shifted in. The inputs READ-CONTROL and HOLD-CONTROL 

are then pulsed. The function of these lines is to control the coupling of the 

86 



. . ... . . .................... ..~...mm - :) ---_----~ 
I 

.................................................. ................................................... I .................................................... ................................................... . :888~.8.~~~.~~ ..................................... I ................................................... i ................................................. .;.~ - 1~8.~.8.~88.8......................................~. ............................................... ...‘. .................................................... ‘a - 
t 

................................................... 

.................................................... i8~...8..~8=..............=........................~. -. 
................................................... ..................................................... I ................................................... ................................................... ..--. ................................................... - :~~.~......9 ......................................... ................................................ t I ..................................................... ..~. 
................................................... - 

I ;; 
.............................................. ..~.I - .................................................. .............................................. . . ...=. t 

m. 
................................................... ................................................... . I . ..................................................... .................................................... I 

. 
.................................................... f L ~.~................................................~ - .................................................... - ..................................................... L- 

I ,: .................................................. - .................................................... i a ‘i..................................................~. - :’ ,’ .................................................... .................................................. 
,1 ............................................... 

..- ...l: .................................................. 
II 
- 

I !i .................................................. ‘.r 1 4 ................................................... ...................................... ...................................... ...................................... ...................................... ..................................... . 

-- --. - -___ - - 

edge. The input bonding pads are on the left of the picture. They are about 

born the array. The output bonding pads, on the right, are not used on the 

are assembled into SLMs. Below the photograph there is a fabricated SLM circuit. The 

lcm square die is too large to fit in a standard IC package so the dies are cut down to 

the size of this chip. This chip is exactly like those used in the working SLMs. The 

bonding pads, test shift registers and some other test structures can be seen easily. The 

ixels and addressing circuits on the SLM circuit are difhcult to see without assistance! 
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Figure 3.6: The load operation waveforms. Shown here are inputs to the chip from 

the outside world and the READ and HOLD signals for the pixels on an activated col- 

umn. The READ and HOLD signals are generated on the chip under the control of 

READ-CONTROL and HOLD-CONTROL. 



enable shift register to the column READ and HOLD drivers. When HOLD- 

CONTROL is taken “high” the HOLD wires for the columns which have u Logic 

“ln in the corresponding enable shift register element go “low”. The pixels on 

these columns are not refreshing themselves with old data and they can now 

be safely coupled to the DATA lines. When READ-CONTROL goes “high” these 

same columns read the data that is available on the row DATA wires. The proce- 

dure allows any number of the columns to be updated simultaneously to the data 

values on the rows. Although the most general pattern requires 50 of the shift 

and read operations, a pattern with structure or symmetry may require consid- 

erably fewer. For example blanking the array or setting it all to logic “1” takes 

one loading operation. The PIXEL-CLOCK signal, which is required to generate 

an ac signal for the liquid crystal is not involved in the loading operation, and 

normally is left running asynchronously throughout . 

The reading operation is illustrated as it affects a single pixel (pixehi) in fig 3.7. 

When the new data value is read by the pixel (in this example a logic “1”) the 

phase of the pixel mirror signal - relative to PIXEL-CLOCK - changes. This 

causes a change in state of the liquid crystal over that mirror. The pixel circuit 

will now be described in more detail. 

3.5.3 The pixel circuit 

Driving the liquid crystal 

As was intimated in chapter 1, each pixel contains a 1 bit memory element (or 

latch) which stores the logic value which sets the optical state of the pixel. The 

latch output is one input to an exclusive-NOR gate which is used to generate 

the appropriate phase of ac signal with respect to a global PIXEL-CLOCK. The 

truth table of the exclusive-NOR (XNOR) gate is given in figure 3.8, and it 

can be seen how the datum stored in the pixel latch sets the pixel mirror either 

to the logical equal or to the logical inverse of the global PIXEL-CLOCK. The 
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Figure 3.7: A single pixel read operation. A logic “1” is read by the latch and the 

mirror output changes phase with respect to the PIXEL-CLOCK. 

, Latch Datum Pixel Clock 1 Mirror 1 

0 0 1 

0 1 0 

1 0 0 

1 1 1 

Figure 3.8: The truth table of the XNOR function. The latch and the pixel clock are 

the inputs and the pixel mirror is the output. 
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transparent electrode on the glass plate is driven in phase (or in antiphase3) with 

the global PIXEL-CLOCK. Thus the datum stored in the pixel latch determines 

whether the liquid crystal over that pixel’s mirror is sandwiched between two 

electrodes with square wave signals running in phase or in antiphase with each 

other. The RMS voltage seen by the liquid crystal is clearly different in the two 

cases. In the most simple mode of use the transparent electrode has a peak to 

peak voltage which is equal to the chip supply voltage. This means that the 

in-phase case results in virtually zero voltage difference across the liquid crystal 

so it stays in its relaxed state (“off” for a <-‘; oeg TN structure). The antiphase 

case activates the liquid crystal with an RMS voltage equal to Vdd. 

A more general approach is to drive the transp.rent electrode with a square 

wave of peak to peak voltage, V t, centred on the voltage V.42. See fig 3.9. 

The “off” and the “on” cases correspond to RMS signals of (& - V&)/2 and 

(& + &d)/2 respectively. The diff erence in the RMS signals between these two 

states is still Vad as before, but the flexibility in the choice of Vt and Vdd allows 

the two states to be positioned at useful places in the optical response curve of 

the particular liquid crystal configuration used. This is particularly useful for 

the volt age cant rolled birefringence effect. 

Implementation of the pixel circuit 

The latch is a cross coupled pair of inverters (see figure 3.10) with the read and 

hold functions implemented with pass transistors. When the hold line is “high”, 

each inverter has its output connected to the other’s input. Because of the 

transistor characteristics this configuration has two stable states corresponding 

to the node L being set to logic “1” or logic “0”. It would be possible to 

dispense with the hold transistor in the latch if the data line drivers were made 

of a sufficiently low impedance to force the bistable element into one state or the 

other. If this scheme was used for a large array, then the data line drivers would 

8The phase of the signal to the transparent electrode can be changed while the SLM is operating. 

This is a simple way of reversing the contrast of the modulation performed by the SLM. 
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Figure 3.9: Liquid crystal driving waveforms. Shown here is the caSe of a gene4 

counter-electrode signal centred on v&/2. The transparent electrode signal is shown as 

the dotted line iu the top part of the diagram. The pixel is shown undergoing a change 

of state and the resulting voltage seen by the LC is shown below. 
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Figure 3.10: The circuit diagram of the pixel circuit. . 

have to be capable of changing all the pixels simultaneously, if one wished to 

keep the option of single-operation frame-blanking or multiple-column reading. 

The silicon area and power requirements of large buffers render this impractical. 

Even to pull the input of one latch from “low” to “high” requires a fairly powerful 

buffer because of the relatively low impedance of a switched-on minimum size 

pull-down transistor. To dispense with the “hold” transistor would also make 

the circuit more sensitive to depletion implant density changes. The freedom to 

change the implant density at the wafer processing stage allows the exploration 

of the speed/power trade-off. Because the effective resistance of a data line pull- 

up is dependent on implant density this would be likely to reduce the variation 

available or at least render testing and debugging more difficult. It was decided 

to use the “hold” transistor because it was more in keeping with the general 

design philosophy of the circuit , which was aimed towards producing a circuit 

which was insensitive to changes in supply voltage, implant density and substrate 

bias. 

Let us now consider the XNOR part of the circuit. Consider first the case where 

L = “1”. The mirror is connected to PIXEL-CLOCK through a pass transistor 

93 



so that when PIXEL-CLOCK=UO” the mirror signal is pulled “low”, and when 

PIXEL-CLOCK=“l” the mirror signal is pulled “high”. There is not the usual 

threshold voltage drop when the voltage on a node is pulled high through a 

pass transistor because the depletion pull-up takes the mirror voltage up to Vdd. 

When L=“O”, the mirror is isolated from the clock. When PIXEL-CLOCK is 

“high”, the mirror is connected to L (which is “low”) and is pulled down by the 

enhancement mode transistor in the second inverter in the latch. When PIXEL- 

CLOCK goes “low”, the mirror i - isolated from both L and PIXEL-CLOCK, and 

so is pulled “high”. 

The layout of this XNOR is very compact. It is, however, unusual in the sense 

that either PIXEL-CLOCK or L hts to sink the current from the pull-up when 

the mirror goes “low”. This has to be taken into account during the design 

process, particularly in the case of L=“l” mirror=“O”, when the global clock 

has to sink current from all the L=“l” pixels (possibly all the pixels). The clock 

distribution wires were made sufliciently wide and a low-impedance input pad 

was designed for the global PIXEL-CLOCK input. 

The geometrical layout of the pixel circuit 

The functional layers of the pixel circuit layout are plotted in fig 3.11. The usual 

(Mead and Conway) colour convention is followed; that is 

Active area = green 

Polysilicon = red 

Metal = blue 

Contact cut = box with diagonal cross 

Buried contact = empty box 

Depletion implant = diagonal hat thing 

Other colours are produced where these layers cross. In particular note that 

where active area and polysilicon (green and red) cross, a transistor’gate is 
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Figure 3.11: The pixel layout. The sise of this circuit is 74pmx74pm. The layers 

are colour coded as follows. Metal l=blue, polysilicon=red/orange, ditFusion=green, I 

contact cut=diagonal white cross, buried contact=empty white box, depletion im- 

formed (yellow). The pixel layout occupies an area of 74pmx74pm. If identical 

cells were drawn with this spacing we could see that they would fit together to 

ensure continuity of certain structures. These are the horizontal metal wires - 

from top to bottom they are PIXEL-CLOCK, Vdd, DATA and GND - and the 

vertical polysilicon wires - from left to right are HOLD and READ. There is I 

also a spur from.the bottom edge of the pixel which connects to the clock wire 

on ‘the pixel below. This is the gate connection to the pass transistor joining 

the latch to the mirror. By connecting it in this way a more compact circuit 
I 



can be realised. The two long transistors to the left of centre are the pull-ups 

for the latch. The XNOR pull-up is situated above the mirror. All the pull- 

up source-to-gate contacts are made with buried contacts, and another buried 

contact is used to connect the READ and HOLD pass transistors to the first 

inverter in the latch. The pixel mirror is quite obvious. Its drawn dimensions 

we 45pm(a)x44pm(y). D uring fabrication the metal layer is over-etched slightly 

so the actual size is about 2pm less than this in both dimensions. Figure 3.12 

is a photograph of a pixel taken with a scanning electron microscope4. The 

structures in this photograph can be compared with the layout. The extra line 

that can be seen on the edge of the mirror is the edge of the overglass layer 

where it has been etched through to expose the mirror. 

3.5.4 The shift registers 

Early in the design process, it was decided that static shift registers would be 

used. A static shift register is one which can be operated with an arbitrarily 

slow clock speed. The alternative is to use a dynumic shift register. These use 

capacitive storage of data for the entire clock cycle. There is some charge leakage 

between shift operations and so there is a maximum clock period which cannot 

be safely exceeded. A static shift register has more components and so requires 

more area than a dynamic shift register. The area cost is not too serious, as 

the fraction of the area of the SLM circuit used by the shift registers is quite 

small. The larger number of transistors is a disadvantage if the number of circuit 

failures is dependent on the number of transistors (as distinct from area factors). 

Even so, there are good reasons for using a static design. They are as follows. 

1. It is much easier to design an interface circuit from a (possibly slow) com- 

puter to the chip. The shift register can wait for an arbitrarily long time 

until the computer is ready with the next data bit. 

4The SEM photograp hs were taken in the Department of Electrical Engineering, University of 

Edinburgh. 
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1 Figure 3.12: A SEM photograph of a single pixel. 



This is really a matter of convenience rather than necessity. 

2. Part of the loading operation requires the READ and HOLD wires, for 

activated columns, to change state when READ-CONTROL and HOLD- 

CONTROL are pulsed. There is a fundamental limit on the speed with 

which this can be done due to the nature of the polysilicon interconnect 

layer. Polysilicon has the relatively high sheet resistance of 40fi/square. 

It has a capacitance per unit area of about 4 x lo-‘pF/pm”. If this is 

compared with metal, for example, which :s about O.OSfl/square and 4 x 

10-6pF/pm2 it can be seen that signals will propagate much more slowly 

on polysilicon. The READ and HOLD lines also have to charge the gate 

capacitance of one transistor (about 6 x 10-4p?‘/~m2 - equivalent to 

another 15 square microns of polysilicon) at eacn pixel. The rise time 

at the non-driven end of this kind of distributed R-C system cannot be 

significantly improved by using larger line drivers. It is really a function 

only of the interconnect. Simulation suggested that the rise times would 

be of the order of half a microsecond (for the 128 x 128 array). This 

implies that the data and enable words would have to be held, stationary, 

in the registers for at least this amount of time - preferably much more 

for safety. It was not clear how long data could be preserved capacitively 

because the process parameters were not fully known at this stage. Because 

of the limited timescale for the project and the necessity of getting a chip 

working first time it was clear that this was reason enough to use a static 

shift register design. 

The chip had three different types of shift register incorporated in various test 

structures. The d-type shift register will be described first. This was the design 

that was used to address the pixel arrays both in this chip and in the 128 x 128 

pixel SLM which is described in chapter 6. 
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Figure 3.13: The circuit diagram of the d-type shift cell. 

The d-type shift register 

The circuit diagram of the d-type shift register [40] is illustrated in figure 3.13. 

Each shift register cell has two latches. Their “outputs” are labelled “Li” and 

“L2”. It works like this: 

1. & “high”, $2 “low”: 

When & goes “high” the new datum is read onto the first latch, Li. & has 

to stay high long enough for the inverters to charge and discharge gate and 

interconnect capacitances, and so establish the new stable state properly. 

During this phase the buffer output begins to change to its new value. If 

the shift register is clocked quickly and there is a large capacitive loading 

99 



on the buffer, it may not complete its transition before it is presented 

with new data on the next cycle. One of the purposes of this buffer is 

to de-couple the shift register from the line capacitances, allowing it to 

run faster. It also prevents the entire shift register being disabled by a 

processing defect on a single data line. The old datum - read at this 

point in the last cycle - is held (and reinforced by feedback) at L2. The 

output of the second latch, Lz, is being read by the next cell in the register. 

2. 41 goes “low”, qS2 is still “10~~: 

The inputs of both the latches are isolated and the newly read datum is 

stored capacitively at Ii. The old datum is stored capacitively at I2 but is 

not required and will be overwritten soon. During this part of the clock 

cycle all the data in the register is stored on soft nodes like Ii. In one 

sense this shift register is not truly static because if the clocks stay in this 

configuration for too long then the data is lost. 

3. 01 “lOwn, gS2 goes “high”: 

The datum on the soft node Ii is reinforced and the old datum in L2 is 

overwritten with the new value which was read on &. This is the clock 

state which is held when data is to be presented to the array (only because 

it isolates the first element of the register from the input pad). 

4. 41 ulow”, 42 “low”: 

Data is stored capacitively, as before. 

It is a relatively “safe” circuit because it can be arranged for data always to be 

fairly robustly maintained, though careful analysis shows that an inappropriate 

circuit layout could lead to failure. Consider the situation just before $2 makes 

the transition from “0” to “1”. The new datum is stored capacitively on I1 

and is also present on the output Li. Old data exists on the soft node Is. If 

the capacitance of node Is is comparable in size to the node capacitances of 

Ii and the output Li, then as 4s goes “high” charge is shared between these 

nodes. The output inverter of the first latch is still driving the node to the 
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Figure 3.14: A plot of the layout of the d-type shift register cell. 

correct value - but only while its input is correct. It may be possible, in 

certain circumstances, for an erroneous signal to propagate through the feedback 

transistor, then through the latch and reset this inverter. The possibility of a 

charge sharing problem can be avoided at the layout stage. Figure 3.14 is a plot 

of the layout of the d-type shift register cell as used in the data shift register 

cell. The wide area of metal is the Vdd wire. This wire supplies current to the 

entire pixel array as well as to the shift register. Each shift cell has a spur which 

connects to the Vdd line of a pixel row. The connection to the pixel row DATA 

line can also be seen, at the top right of the plot. 
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Figure 3.15: The gates which (conditionally) generate the READ and HOLD signals 

for the column wires. The datum stored in the corresponding enable shift register cell 

determines whether the columns are activated or not. 
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Figure 3.16: A plot of the layout of the enable d-type shift register cell. 

The enable shift register cell is identical to the data shift cell in the design of 

the actual shifting part of the circuit (apart from minor layout changes and a 

different output buffer gate capacitance). The line driving buffer of the data cell 

is replaced by the READ and HOLD generating gates, figure 3.15. Figure 3.16 

is a plot of the layout of the enabZe d-type shift cell. The READ-CONTROL and 

HOLD-CONTROL lines are the wide horizontal polysilicon wires near the top of 

the layout. They are directly connected to input pads. 
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3.5.5 The electrical test structures 

To f&ill the secondary purpose of the chip which was to gain enough information 

to “guarantee” the success of a future design there are also other test structures 

on the chip. These include two alternative shift registers as well as more simple 

circuits and process-control test structures (it is beyond the scope of this thesis 

to describe most of the process-control tests). These are enumerated below in 

increasing order of co& lplexity. 

1. Inverters of the same size and ratio as those used in the pixel circuit and 

the d-type shift cell. 

2. An output pad, with integral superbuffer, driven by an inverter of a size 

typical of that found in other circuits on the chip. 

3. A single pixel with direct, and buffered, outputs from its mirror. 

4. An 8-bit d:type shift register. 

5. A 128-bit chain-type shift register - described below. 

6. A 128-bit dynamic shift register - described below. 

7. A pair of 120-bit d-type enable shift registers; each cell driving the READ 

and HOLD inputs of a single pixel. This test circuit facilitates the testing 

of most of the array-addressing circuitry. The pixels butt onto the shift 

register in the same way as the bottom row of pixels on the SLM circuit. 

There is a contact to the end of the pixel V&J wire which runs along each 

row so that the pixel supply voltage drop, along the row, can be measured. 

The chain shif’t register 

The &in-type shift register cell [40] (figure 3.17) was considered because of its 

lower transistor count. It has 8, compared with 12 in the case of the d-type 
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Figure 3.17: The circuit diagram of the chain-type shift cell. The feed-back and 

feed-forward paths are labelled. The data present on the nodes correspond to the 

situation described in the text - 42 has just gone “low” and qSr has not yet gone 

“kw’~ 

cell (not counting buffers). Like the d-type shift register it is a pseudo-static 

design running under the control of a two phase non-overlapping clock. Unlike 

the d-type shift register there is a potential problem with the feedback loop - 

as well as similar charge sharing considerations. Each stage has only enough 

inverters to make one complete latch. The feed-back and feed-forward circuits 

are arranged so that the set of latches which holds data on q.& , and the set of 

latches which holds data on 42, share the same inverters. These sets of latches 
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Figure 3.18: The 

interlock to form a chain. Consider the state where $2 has just gone “low” and 

q5i has not yet risen. Data, and da&+, are stored capacitively as shown in 

figure 3.17. When q5i goes “high” datG+i propagates forward and its inverse is 

established at the output of the next inverter, where it reinforces itself through 

the feed-back transistor - or, at least, we want it to. What can happen is 

that when qS1 goes “high” and the feed-back loop is closed, data, can corrupt 

data,,+i. Thi s problem can be controlled by increasing the resistance of the 

feed-back transistors to prevent rapid discharging of the input node. 

A chain-type shift cell was laid out (figure 3.18) and simulated. The simulations 

suggested that the chain register would be more sensitive to the form of the clock 

waveform than the d-type register. It was felt, though, that the lower transistor 



count justified its inclusion on the chip as one of the major test structures. 

Accordingly a 128 bit register was designed. It has test outputs at 8, 16, 32, 

64 and 128 bits. The outputs were taken from the row driving buffers and were 

further boosted by the output-pad super-buffers. Two of these 128 bit registers 

were included on each chip. Although the chain register was never used to 

address an array it proved to be a very useful test at the wafer probing stage. 

Once the proper conditions of operation for the register were established it was 

very e. sy to step from register to register, die to die, and wafer to wafer in the 

search for high yield areas of silicon. 

The dy.xamic-refresh shirk register 

A third shift register design was considered. It uses techniques commonly met in 

dynamic logic. When it is shifting, CIRCULATE-RIGHT and SHIFT-RIGHT are 

pulsed alternately in the usual manner of two-phase clocks (see figure 3.19). To 

hold data stationary in the register CIRCULATE-RIGHT and CIRCULATE-LEFT 

are pulsed alternately (or both left “high”). This is quite an appealing circuit. 

It has a low transistor count (7), and there is no charge sharing because when 

CIRCULATELEFT goes high it always connects two nodes with the same data 

values (CIRCULATE-LEFT will always fdlow a CIRCULATE-RIGHT pulse). The 

layout is shown in figure 3.20. At the time when this circuit was designed it 

was envisaged that the input to the register would be a constant stream of &, 

42 pulses - from some oscillator circuit - which would run at a suitably high 

speed to avoid corruption of the data, a DATA signal from a microcomputer and 

a DATA-VALID signal. The DATA-VALID signal was to instruct some on-chip 

control circuitry to initiate a single shift-right operation, i.e. a CIRCULATE- 

LEFT pulse is replaced with a SHIFT-RIGHT pulse. To allow 41 and 42 to run 

quickly compared to DATA and DATA-VALID, the control circuitry was designed 

to detect the transition from “0” to “1” of DATA-VALID. It then substitutes 

a SHIFT-RIGHT pulse for a CIRCULATE-LEFT pulse. DATA-VALID can now 

remain “high” without the register shifting in more bits of data at its input. 



data in 

CIRCULATE- 

RIGHT SHIFT-RIGHT 

T 
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Figure 3.19: The dynamic-refresh shift cell circuit. 
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Figure 3.20: The dynamic-refresh shift cell layout. 
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In retrospect, it was probably wrong to put the control circuitry on the chip. The 

clock signals could be generated in an external circuit. This would allow more 

freedom to change timings, and would certainly be required if data were to be 

loaded from a source that could run at a suitably high data rate (x lMbit/s). 

In this case the clocks SHIFT-FUGHT and CIRCULATE-RIGHT would run as 

normal a-phase non-overlapping clocks. To stop the register in a “wait” state, 

SHIFT-RIGHT would be disabled by CIRCULATE-LEFT=“l”. 

The dynamic-refresh shift register was never tested. This was because the main 

motivation during wafer testing was either to find working SLM circuits or to 

learn enough to make them work with the next mask set. When the d-type 

register was found to work, and the chain-type register was fulfilling the purpose 

of an easily used “yield probe”, it was not considered worthwhile to spend several 

hundred pounds on a probe card, and time on debugging the control circuit. 

Having said that, there is no reason to think that the control circuit would not 

work - it was simply a matter of priorities. 

One of the reasons for describing this circuit is because it is possibly the best 

design for future chips of this type (probably with off-chip control circuits). It 

could be faster than the other types and would almost certainly have a better 

yield. It does, however, need some extra support electronics. 
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Chapter 4 

Circuit simulation and wafer testing. 

SPICE simulation is an integral part of the design process but because of the 

link between circuit simulation and electronic testing both these parts of the 

project will be discussed in this chapter. 

4.1 Circuit simulation 

While the chip was being designed, the layout of each basic cell was iterated 

using the simulator to deduce the expected behaviour of the fabricated circuit 

(see section 3.4). Many simulations were done both of single cells and of com- 

pound circuits formed by connecting small numbers of cells together. Presented 

here are the component values used in the simulations, and the results from 

the simulations, for some of the basic cells. Some other simulation results are 

discussed in section 4.2. 

4.1 .l The pixel circuit simulation 

The pixel circuit is drawn in figure 4.1 with the transistor sizes and estimated 

node capacitances included. The transistor sizes in the diagrams are shown as 
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Figure 4.1: The pixel circuit diagram, including transistor sizes and node capacitances. 

The transistor sizes are in the form of width : length in microns. The unit of capacitance 

is the femtofarad. 

width:length. All the sizes are in microns. The sizes are “as simulated”, i.e. 

2 x AW (= lpm) has b een subtracted from the drawn width. The unit of ’ 

capacitance in the diagrams is the femtofarad (1 x 10-16F). 

Simulations were done of the pixel clocking with both a “1” and a “0” in the 

latch. The reading operation was also simulated. Figure 4.2 shows the results 

of a simulation of a pixel, initially with a logic “0” in the latch, reading a logic 

“1”. The effect of the liquid crystal was estimated by assuming that the mirror 

would be driving (in the worst case) a 70pmx70pm slab of liquid crystal with a 

thickness of about 5pm and a relative permittivity of 15. This gives a capacitance 

of 13OfF between the pixel and the transparent electrode which in the diagram 

is included with the capacitance between the mirror and the substrate (80fF). 

The “slow”, by electronic standards, clock frequency of 1OkHz is shown because 
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Figure 4.2: SPICE simulation of a single pixel reading a logic “1”. The PIXEL-CLOCK 

signal is represented by the black trace, the pixel mirror signal by dotted blue, the latch 

datum by dotted green and the READ signal by red. The HOLD and DATA signals have 

been omitted for the sake of clarity. The simulation begins with a logic “0” stored in 

the latch. The DATA signal remains “high” throughout and is read on the READ pulse. 

When this happens the pixel mirror begins to run in phase with the PIXEL-CLOCK 

signal. 
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Latch Datum Pixel Clock Power Dissipation (Watts) 

0 0 1.73 x 1o-5 

0 1 2.94 x 1o-5 

1 0 2.75 x lo-’ 

1 1 1.51 x 1o-s 

Figure 4.t. ‘Ihe estimated power dissipation of a single pixel calculated by SPICE. 

this is at the high end of the typical frequencies used to drive nematic liquid 

crystals. 

An important part of the simulation of the pixel was to establish the conditions 

for low power operation. Increasing the substrate bias (making V, more neg- 

ative) has the effect of increasing the threshold voltages of the transistors, so 

reducing the transistor drain currents. The change in threshold also affects the 

voltages of the logic levels in the circuit, so too large a variation of the sub- 

strate bias is not possible. Varying the depletion implant density changes the 

impedance of the depletion-mode pull-up transistors. This can be modelled in 

the simulations by changing the value of the depletion transistor threshold volt- 

age parameter. It was intended to use four different depletion implant densities 

during processing and the substrate bias is easily controlled during testing. It 

was therefore less important to find suitable operating conditions exactly than 

to ensure that all the component circuits functioned over a common range of pa- 

rameter values. After some experimentation the values chosen for the basic sim- 

ulations were V, = -2V and the depletion threshold voltage (V,q+l) = -3V. 

Using these values the pixel power dissipation was estimated and is presented in 

figure 4.3. The high-power states are those with the mirror pulled “low” because 

the XNOR depletion transistor is sourcing current. Averaging these values yields 

a mean power dissipation per unit area of 0.41W/cm2. It was not clear whether 

this power density would lead to an operating temperature which would be too 

high for the liquid crystal used in the test cells. There was, however, a fair degree 
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of latitude which could be exploited later if it became necessary. For example 

changing V,, to -2.5V reduced the simulated power dissipation to 0.32W/cm2. 

4.1.2 Simulation of the d-type shift register 

The d-type shift register cell circuit diagram is shown in full in figure 4.4. The 

maximum clocking speed of this circuit is of jntzreA because this determines 

the maximum frame rate of the SLM circuit; though the nematic liquid crystal 

chosen for this device will not be able to switch quickly enough to keep up. 

The maximum clock frequency varies with substrate bias and implant density. 

The configuration which is the most interesting is where the substrate bias and 

implant density correspond to the values discussed above in the context of pixel 

power dissipation. Figure 4.5 shows the simulation of an alternating sequence 

of “1”s and uO”s shifting through a single d-type shift cell. The voltages on the 

latch output nodes Lr and L2 are interesting. There is an obvious “notch” in the 

charging “high” curves. This is the point in the cycle when the charge on the 

latch output is shared onto the input of the next latch. The curves for the two 

latches are slightly different because of different capacitances in different parts 

of the layout. 

This simulation is for a clock frequency of 10MHz;’ i.e. a complete 41, $2 cycle 

takes loons. This speed is close to the highest that the simulation suggests 

this circuit will run at with these parameters (V,, = -2V, Vth(+p) = -3V). 

Reducing the pull-up impedance, and so increasing the power dissipation, by 

choosing Vtqdep) = -4V increases this speed to over 20MHz. 

The output buffer cannot charge and discharge the row data wire at this clocking 

rate, but this does not significantly affect the frame rate of the circuit. The main 

purpose of the buffer is to decouple the shift register from the row interconnect. 
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Figure 4.4: The complete circuit diagram of a single d-type shift cell. The labelling is 

similar to that on the pixel circuit diagram; figure 4.1. 
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Figure 4.5: SPICE simulation of a “1010” train shifting through a d-type shift cell at 

10MHz. The inputs are coded as follows. Dotted red and dotted black represent 41 and 

42 respectively. Shift- in is dotted blue. The bufFered output voltage is represented by 

the purple line. It is clear that the bu.fIer is not able to drive the capacitance of the row 

data wire at this clocking speed. Li and L2 are represented by the the brown and blue 

traces respectively. The charge-sharing “notch” is visible on the rise of these signals. 12 

is the black trace and the green trace represents the voltage on 11 of the next cell. 
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4.1.3 Simulation of the chain shift cell, dynamic-refresh 

shift cell, the output pad and the polysilicon inter- 

connect. 

The results of the simulations of these circuits are summarised as follows. The 

shift register maximum clock speeds were estimated to be around 10MHz for the 

chain register and 20MHz for the dynamic refresh shift cell, for the ratios (see 

section 3.3.3) used on the test hip. The output pad, using a typical uweak” 

inverter as its input, was simulated to have rise and fall times of approximately 

25ns and 20ns respectively when driving a 1OpF load. 

The signal propagation delay in the READ and HOLD wires was estimated with a 

fairly crude simulation. The resistance of a polysilicon READ wire across a single 

pixel was estimated to be 1.32 kQ. As the wire crosses the pixel it forms the gate 

of one transistor. The gate capacitance (about 6 x 10V4pF) plus the capacitance 

of the polysilicon track totals about O.OlpF per pixel. A ten component RC 

chain, using values of R and C of 6.6 k0 and O.O5pF, obtained by multiplying 

the above by five, was coded for simulation. In the simulation the end of the 

RC chain was connected to the input stage of a pixel. The estimated line delay 

was about 80ns. This was only an approximate calculation. One reason for this 

was because the parameters were not very precisely known. It was sufficient 

to estimate the capacitances fairly crudely with no corrections for edge effects, 

since only approximate values were required to steer the basics of the design. 

Clearly a circuit which was close to a failure threshold would not have been 

implemented. 

Signals propagating on a medium like polysilicon (which is modelled as a dis- 

tributed RC system) have a delay time which is proportional to the aquare of 

the length of the wire [66]. A 128 x 128 array, with the same pixel design, would 

have READ wires of about 2.5 times the length for this circuit. The delay time 

would be of the order of 0.5~s. 
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Implant density (atoms/cm2) Wafer numbers Vth(+) (approx) 

3.7 x 1o12 V -5.0 

3.2 x 1012 3,4,5,6,20 -4.6 

2.7 x 1012 7,8,9,10 -3.4 

2.2 x 1o12 11,12 -2.7 

Figure 4.6: Wafer implant densities. 

4.2 wafer testing 

Fifteen wafers in total were processed in the EMF under the direction of Mr. 

Z. Chen.’ They were numbered from 1 to 14 inclusive and 20. The numbers 

were inscribed on the back of the wafers. Wafers 13 and 14 were accidentally 

destroyed during processing. The main purpose of the wafer testing was to 

establish the correctness of the design rather than to monitor variations in the 

processing. Sampling “good” wafers is enough to establish which circuits are 

working correctly. 

The wafers were processed with 4 different depletion implant densities, see fig- 

ure 4.6. During testing a depletion-mode transistor was measured on a wafer 

from each set. Comparison with simulation yielded the approximate (simula- 

tion) threshold voltages and they are also tabuIated for reference. Variation 

inside a group of nominaUy identical wafers was significant. Measurements on 

wafers 7 and 10 implied depletion thresholds of -3.6V and -3.2V respectively. 

While the wafers were being processed a single wafer was patterned with the 

metal layer only. This wafer was used as a template by the probe card manufac- 

turer. Probe cards were configured to connect to alI the larger test structures on 

the chip. The cards are made with a standard fibre-glass body which slots into a 

mount on a wafer probing station. The probe cards were electrically connected 

‘The wafers were processed as EMF batch number 753. The design number was Eu707. 
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22 21 20 19 18 1.7 

Figure 4.7: A diagram of the positions on the wafers of the tested dies (actual size). 

to the support electronics via standard edge connectors and ribbon cable. The 

wafers contain 26 candidate dies (see figure 4.7). 

4.2.1 Conductor testing 

The first component to be examined was the conductor test structure. This con- 

sists of 5mm long parallel tracks of polysilicon and metal (aluminium). There 

are five tracks in total, 2 of polysilicon and 3 of metal. The purpose of this struc- 

ture was to simulate the conditions seen by the conductors in the SLM array to 

evaluate their reliability as they crossed the structures in the pixel circuits. Ac- 

cordingly the metal wires are 5pm wide and separated by 2pm. One metal wire 

runs over the flat oxide, one crosses polysilicon wires and one has contact cuts in 

it. The polysilicon wires are 1.5pm wide, separated by 2pm. One crosses small 

regions of active area to mimic the READ and HOLD gates. Metal step-coverage 

was expected to be a major factor affecting the yield. As testing proceeded it 

appeared that the metal wires were quite reliable but that the polysilicon wires 

were much less so. The results of the sheet resistance measurements made on 
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Layer Sheet resistance (a/square) SD2(a/square) 

Metal (plain) 0.0371 0.0017 

Metal (poly steps) 0.0377 0.0018 

Metal (contact cuts) 0.0362 0.0018 

Polysilicon (plain) 39.70 1.68 

Polysilicon (gates) 38.59 1.63 

Figure 4.8: Table of sheet resistances. 

Input Voltage (Volts) Output Voltage (typical) II 
Figure 4.9: Simple inverter response. 

wafer 4 are summarised in figure 4.8. On this wafer it was found that about 

20% of the polysilicon wire pairs were shorted together. This yield, if typical, 

would make finding a perfect SLM circuit virtually impossible. Inspection of 

the circuit with an optical microscope showed areas of badly defined polysilicon. 

This was attributed, by the EMF staff, to impurities in the processing chemicals. 

This wafer (number 4) was not used for any more testing. Fortunately most of 

the other wafers appeared to have better polysilicon although no circuits were 

ever made to work on wafer 9 and it too was abandoned. 

4.2.2 Inverter testing 

The simple inverters on wafer 20 were probed with individual test probes. The 

inverter which had the same transistor sizes as the pixel latch stages was mea- 

2Standard Deviation 
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sured to check the logic levels. The results are tabulated in figure 4.9. The logic 

levels were found to be perfectly adequate. 

4.2.3 Pixel circuit testing 

The DATA, READ and PIXEL-CLOCK signals were generated by manually switched 

CMOS anti-bounce switch circuits. The first tests of the pixel circuit showed an 

instability in the buffered pixel output when the pixel mirror was set to logic 

“1”. It became apparent that this behaviour was not due to a problem with the 

pixel circuit itself but was a result of the test conditions. The pixel test structure 

has two outputs. One is taken directly from the pixel mirror and the other is 

buffered by the output-pad drivers, see figure 4.10. The buffered output was 

included so that it would be possible to investigate the performance of the pixel 

circuit at high clock speeds. The instability was caused by capacitive coupling 

between the output and the input of the output-pad driver. The design of the 

probe card was such that the mirror and the buffer probes were connected to 

adjacent contact strips on the card, and to adjacent wires on the ribbon cable. 

The stray capacitance was connecting the low impedance fast-switching output 

buffer to the pixel mirror. When the mirror is set to a logic “1” it is only held 

“high” by very high impedance depletion-mode pull-ups. The output buffer is 

a three stage design which has the net effect of inverting the logic. It is likely 

that the dropping edge of the output signal was pulling down the volt age on 

the pixel mirror to the level which caused the buffer output to start pulling up 

again. The coupling of the output to the mirror was cured by rearranging the 

ribbon cable from the edge connector so that every second wire was connected 

to ground. 

As testing progressed it appeared that there were problems with the pixel circuit. 

The latch could read, and then hold a logic “1” or a logic “0” . Operating 

the PIXEL-CLOCK input produced the expected output when a “0” was stored 

‘, in the latch. When a “1” was stored in the latch, however, the transition of 
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Latch 

PIXEL-CLOCK 
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Figure 4.11: The PIXEL-CLOCK signal (top) and the mirror signal. The pixel is not 

READing data, it is supposed to be HOLDhg a datum. Instead, the rising clock edge 

sets the latch to the logic value on the mirror. Only the falling clock edge causes a 

change in mirror voltage. The number below the waveforms correspond to the states 

enumerated in the next figure. 

PIXEL-CLOCK from “0” to “1” resulted in the latch datum being lost. Further 

clocking showed the circuit behaving as if a logic “0” was stored in the latch 

- as indeed there now was. If a “1” was read and held by the latch while 

the PIXEL-CLOCK was “high” then the “1” to “0” PIXEL-CLOCK transition 

produced the expected results; i.e. the mirror would go from “1” to “0”. A 

more extreme example of the same phenomenon was also observed. Under some 

circumstances the mirror signal appeared to be the PIXEL-CLOCK signal divided 

by two; figure 4.11. Figure 4.12 is the truth table of the pixel with the possible 

configurations numbered from 1 to 4. The state the circuit is in can be deduced 

at any time from the clock input and the mirror output. In correct operation 

clocking the PIXEL-CLOCK takes the circuit between states 1 and 2 OT 3 and 4, 

depending on the datum stored in the latch. In this case the circuit was exploring 
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State Number Latch Datum Pixel Clock Pixel Mirror 

1 0 0 1 _ 

2 0 1 0 

3 1 0 0 

4 1 1 1 

Figure 4.12: The truth table of the p-e1 circuit with the states numbered. 

every state in the cycle l-4-3-2. The value of the initial datum determined only 

the starting point in the cycle. 

Investigation revealed these two apparent malfunctions to be manifestations of 

the same phenomenon. It was caused by the heavy capacitive loading on the 

pixel mirror coupled with a fast rise time of the PIXEL-CLOCK input. 

Consider the situation where the pixel is in state 3. PIXEL-CLOCK is about 

to go “high”, which should put the circuit in state 4. As PIXEL-CLOCK goes 

“high” it begins to charge the mirror through the XNOR transistor gated by 

the latch (see figure 4.1 on page 112). It also switches “on” the pass transistor 

connecting the latch to the mirror. If, by the time this transistor has switched 

“on”, the mirror has not charged significantly then the charge on node L can 

drain onto the mirror. If the voltage at L is pulled down “low” enough then the 

transistor connecting the mirror to PIXEL-CLOCK can switch “off”, and inhibit 

further charging from the clock line. L and the mirror are still charging through 

the second inverter in the latch but if L remains “low” long enough for the signal 

to propagate round the feedback loop then the latch will reset to “0”. The pixel 

has made the transition to state 2. 

The observation of the 4-state cycle shows that the same can happen when the 

mirror is initially charged to a logic “1” and the sharp clock edge results in the 

latch being pulled up to a “1”. This is rarer because the pull-down in the latch 

output has a much lower impedance than the pull-up, so it can sink the current 
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from the switching pass transistor more easily. It is worth reiterating that this 

happens because of the large capacitive loading on the pixel mirror (estimated 

at 100pF) in the probed test structures. In normal use the capacitive loading is 

approximately a factor of a thousand less than this. 

One solution would be to set, momentarily, the HOLD line to “0” on the rising 

clock edge. The datum would remain (uncorrupted by feedback) on the input of 

the latch, even if the latch output was forced “high” or “low”. The latch output 

would continue to drive the mirror to the correct logic level for as long as the 

datum was still valid on its input, so HOLD should not be kept “low” for longer 

than the decay time for the signal at the input node. 

A more simple solution is to increase the rise time of the clock edge so that the s 

voltage on the mirror has time to follow quite closely the voltage on the PIXEL- 

CLOCK line. When the clock voltage is high enough to switch the pass transistor 

“on”, the charge on the latch is shared onto a node with a similar voltage to 

the PIXEL-CLOCK. Therefore the latch output can not be pulled down “low” 

enough to switch U~ffn the latch input pull-down. Clearly the rise time required 

is related to the capacitive loading on the pixel mirror. 

With the apparatus that was used for these tests a rise speed of 0.5V/ps was 

satisfactory. The pixel circuit was simulated with for several load capacitances 

to find the fastest PIXEL-CLOCK rise rates. Figure 4.13 is a table of the re- 

sults. Six capacitances were chosen and the critical rise time was established 

approximately for each of them. It was not considered appropriate to anal- 

yse the uncertainties in this simulation for a number of reasons. Firstly it is 

not particularly interesting; the circuit should be operated well away from the 

critical region. Secondly the behaviour of the simulation program is slightly 

unpredictable in this situation. For example, a particular clock edge simulation 

gave the result that the data had been successfully stored for a certain rise time 

and load capacitance. The program had been instructed to simulate the circuit’s 

behaviour over a certain time interval, and to produce a certain number of data 

points. When the time window was expanded and the number of data points 
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r Load capacitance (pF) Rise rate 

100 0.7v/JLs 

30 WP 

10 17v//Ls 

3.0 O.lV/ns 

1.0 0.2V/ns 

0.13 2V/ns 

Figure 4.13: A table showing the (approximate) fastest PIXEL-CLOCK rise rates versus 

the capacitive loading on the pixel mirror. The simulations were done with the substrate 

bias set to -lV and Vtq+,) = -3V. 

increased in proportion, the simulation produced the opposite result. This is not 

too surprising because this particular simulation is highly sensitive to variations 

in its parameters, presumably in this case to the value of an internal timestep. 

The point is that any very accurate results would be valid only for a precise set 

of simulation conditions - some of them artificial. 

The most interesting case is that which has the load on the pixel mirror equal to 

the capacitance of the liquid crystal. When the circuit was simulated with the 

estimated liquid crystal load capacitance of 13OfF, plus 80fF for the metal mirror 

to substrate capacitance, the fastest rise speed which worked was N 2V/ns. This 

is quite a sharp clock edge and should not be a problem in normal use. 

4.2.4 The &bit d-type shift register testing 

The next circuit examined was the 8-bit d-type shift register. The input signals 

were initially generated with a Tektronix DAS (Data Acquisition System) and 
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I 
Figure 4.15: The output waveform from the clock generator circuit. The clock fie- 

quency is 500kHz. The clock generator is driving the ribbon cable from the computer 

interface to the SLM holder that was used in the optical experiments which are described 

later. This loading is appreciable and signiCcautly slows the rise and fall times (though 

I 

this is not a problem for the interface circuit as the microcomputer does not drive the 

clocks as fast as in this test). 



Figure 4.16: The d-type shift register clocking at 5MHz. The top trace shows one of the 

clock inputs and the bottom trace shows the output when a stream of six “1”s and then 

two “0”s is clocked through the register. The output signal is inverted by the output 

pad driver. No testing at higher s‘peeds was carried out because of the inadequacy of 

the input signal generation. 
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4.2.5 The chain-type shift register testing 

The 128-bit chain shift registers on half the dies on all the wafers were tested. 

The results are summarised in figure 4.18 on page 135. The yield was similar 

to that of the d-type register (although exact comparisons are not possible). A 

disadvantage over the d-type was that it appeared to have a lower tolerance to 

supply voltage variations, for example on wafer 8 the chain register only worked 

between b 4.2 and 6 Volts. Compare this with the d-type registers which were 

found to work between 2.6V and 8.5V (I ow p ower wafer) and between 4.2V and 

9.5V on a high power wafer. 

4.2.6 The long d-type register with READ/HOLD testing 

This structure has a 120 bit d-type register with a row of pixels butted to it in 

the same way as they are in the SLM circuit. The functions of this test were to 

1. check the READ/HOLD generating circuits. 

2. measure the volt age drop on the pixel Vdd wire. 

3. estimate the yield of the d-type shift register. 

This test was not probed on all the dies on all the wafers. Enough information 

was gained by probing all the dies on wafers 20,5 and 8. The circuit was fairly 

complex and time consuming to test. It had a total of ten inputs and fourteen 

outputs. This is why the chain register was used to search for good dies on all 

the wafers. The results of this testing can be summarised as follows. 

1. Pixels could read and hold Ul”~ and uO”s under the control of the data 

in the shift register - this is the equivalent of the enable register, new 

data is read from the single row data wire by pixels connected to shift 

register cells which are storing a ul”. It was also verified that data could 
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Wafer number Line voltage (V) (SD) Current drawn (mA) (SD) 

20 4.95 11.0 

5 4.945 (0.0043) 11.20 (0.83) 

8 4.916 (0.0088) 5.60 (0.39) 

Figure 4.17: The voltage measured at the end of the Pixel Vdd line, and the current 

drawn by the test circuit. The supply voltage was 5V, and the current measurements 

were made with the shift register cells and pixels holding logic “O”s, and the pixel clock 

held “low”. Each circuit draws current for 240 pixels and 240 enable d-type shift cells. 

There were no perfect examples of this circuit on wafer 20. The figures are taken from 

a few “nearly” perfect circuits. 

be read slowly onto the register by clocking the data in, one cell at a time, 

with a manually triggered clock. This check verified that the shift register 

functioned fully as a static register. 

2. The voltage drop on the Vdd wire was measured on all the dies. The 

working registers on a particular wafer usually had very similar results. 

The currents drawn by the registers were also measured and although 

they tended to vary slightly it was often possible to anticipate whether a 

circuit was working correctly by noting the current it was drawing. These 

results are presented in figure 4.17. There is a significant wafer-to-wafer 

variation in the process parameters. Here metal interconnect resistance is 

an example of a parameter which varies. The test circuit on wafer 8 draws 

less current than the others but still drops more voltage on the Vdd wire. 

3. The yield of the d-type register is presented in figure 4.18 on page 135. 

4.2.7 The 50 x 50 SLM circuit - electronic testing 

The 50 x 50 SLM circuit was designed primarily as a working SLM. It was 

assumed that if testing had proceeded to the point where the SLM circuit might 



reasonably be expected to work then it would not have to incorporate many 

electronic test outputs. Accordingly the test outputs were restricted to some 

buffered outputs from sample pixels. These are on the opposite side of the array 

from the enable register input, so if these pixels are seen to read data properly 

it can be assumed that the enable register is operating correctly. The bottom 

test output comes from a pixel which is fed data from near the extreme end of 

the data shift register, so it is a good indication of the state of the data register. 

In retrospect, with the benefit of experience of the testing procedure, this should 

have been approached slightly differently. The idea of simply taking outputs 

from some sample pixels was to “confirm” that the circuit was working when it 

was assembled from its component subcircuits. Outputs should have been taken 

directly from the ends of the shift registers, to make testing the registers simple 

and unambiguous. The pixel output information would then have been more 

useful. 

Certain other test outputs would have been useful too, but they all fall into the 

class of tests which are only really considered once the weak points in the design 

are known. Had it been realised that any of them was going to be particularly 

useful, the design would have been altered to remove the possible weakness! 

For example, it became apparent that the integrity of the polysilicon READ 

and HOLD interconnect was a potential problem. It seemed there is a risk that 

some of the HEAD/HOLD pairs may become shorted together during fabrication. 

This could have been checked by implementing distributed AND gates in pass 

transistor logic, one to evaluate Ri.Hi.Rr.Hz.... Rss.Hss, and one to evaluate 

R1.~1.Ri2.~2 . . . . Rss.~ss. A structure like this would check that all the READS 

could go “high” while all the HOLDS were “low”, and vice-versa. 

The SLM circuits on all the wafers were probed and tested. Dies were found 

with correctly functioning pixels. The yield data is listed in figure 4.18. It was 

observed that the current drawn by the SLM circuit was unexpectedly high for 

the PIXEL-CLOCK=“O” states. On wafer 1, a high-current wafer with quite a 

high yield, the currents for PIXEL-CLOCK=“l” and “0” were 60mA and 116mA 



respectively. Compare this with wafer 11, the best low-current wafer, where the 

currents are 8mA and 58mA. It can be seen that the relative difference in the 

current drawn for the two clock states is much higher in the low power wafer. 

This implies that there is a contribution to the current when PIXEL-CLOCK=“O” 

which is not due to the usual pull-up/pull-down transistor structure. This extra 

current was traced to the only known “bug” in the SLM circuit. The PIXEL- 

CLOCK supply to the top row of pixels was inadvertently connected to the V& 

wire for that row, instead of to the PIXEL-CLOCK wire. The layout of this 

part of the circuit is plotted in figure 4.19. The effects of the short circuit were 

confined to the top row of pixels because most of the volt age is dropped on 

the narrow V&j wire and across the diffusion underpass from the large PIXEL- 

CLOCK distribution wire on the right of the diagram. Had the PIXEL-CLOCK 

signal voltage been pulled up above the enhancement threshold by the top row 

Vdd wire then the circuit would have failed completely. The effects of this error 

could be reduced by using an extra mask with one box on it to remove the 

spurious contact at a late stage in processing. It is more complicated to add the 

correct contact and the best way would be to reprocess the metal layer, on the 

existing wafers, using a new mask. 

It was not considered worthwhile to do the extra processing for the sake of 

one row at the edge of the array, especially since more processing would have 

reduced the yield further. The only real practical effect was that the external 

PIXEL-CLOCK driver had to have a low output impedance. 

Wafer number 10 was diced and six of the SLM circuits were bonded. Two of 

them had the test outputs bonded to allow them to be used to test the computer 

interface. The others had only the inputs bonded. Since all the inputs were put 

on one side of the circuit there was space for the SLM cover glass to overlap on 

three sides. 

A program was written for a BBC microcomputer so that it could be used to load 

data (patterns) onto the SLM circuit. The program allowed creation and editing 

of patterns, and their storage on disc for later use. The microcomputer outputs 
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Wafer 

No. 

1 

2 

3 

5 

6 

7 

8 

10 

11 

12 

20 

D-shift (inc R/H) 

Yield 

13/26 (33/52) 

7/26 (20/52) 

O/26 (9/52) 

I tYP 

10.5 

5.3 

143 

chainshift 

Yield( /26) 

17 

13 

8 

12 

8 

18 

10 

17 

18 

11 

10 

I tYP 

16 

19 

11 

12 

11 

6.0 

6.8 

5.9 

3.2 

3.0 

13 

SLM 

Yield( /26) It, P&=“l”,“o” 

14 60,116 

6 78,120 

13 35,86 

14 25,88 

5 22,83 

6 20,78 

13 8,58 

4 15,73 

2 40,150 

Figure 4.18: This table summarises the yield measurements made during wafer testing. 

All currents, Ityp, are mA. The numbers in the yield columns have slightly different 

meanings for the different circuits tested. The d-shift test consisted of one test structure 

per die, each of which had two shift registers. There were 26 dies tested per wafer. 

The unbracketed figures refer to structures where both the registers worked, and the 

\ bracketed figures give the total number of working d-type shift registers on the wafer. 

k 
he current specified is for PIXEL-CLOCK=L=“O”. The chain type shift register testing 

was implemented as two independent circuits per die. Haif of them were tested, so the 

number of working registers is out of a maximum possible of 26. The currents specified 

are for all the shift cells set to logic “0”. There were 26 candidate SLM circuits on each 

wafer. The yield only gives the number of dies which are good candidates for bonding. 

The outputs from the SLM circuit can not determine whether the die is perfect since 

only some of the pixels are sampled by test outputs. 

3No circuits appeared “perfect” so this figure is less reliable than the others. 
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control a simple CMOS interface circuit, figure 4.20, which generates the non- 

overlapping clock signals, and also buffers the microcomputer outputs to ensure 

“good” logic levels. In “full frame” mode, the computer wrote data, to the chip 

one column at a time. The 50 bit data word, the enable word (with only 1 bit 

“high” for column by column addressing), pulses to trigger the non-overlapping 

clock generator and a READ-NOW initiation pulse were assembled into a region 

of computer memory. The memory was organised so that by sending a sequence 

of contiguous bytes to the computer output port the appropriate sequence of 

signals was sent to the interface circuit to load one column of the array. The 

program then sets up the memory with the data which will be used to load the 

next column. Other ways to use the program are: 

1. A single “word” output mode where a 50 bit data word and a 50 bit 

enable word are specified completely. They are then loaded into memory. 

The computer then outputs this data each time a key is struck. This was 

useful for electrical and optical testing when it was helpful to be able to 

send repeatedly a simple pattern to the array. 

2. A few test patterns were created and made available for fast loading of 

the SLM. For example different stripe patterns or a centre spot (high pass 

filter) could be loaded immediately by a single keystroke. 

Figure 4.21 is a photograph of a logic analyser display showing 5 test pixel 

outputs changing state on the transition of the READ-CONTROL pulse. 

Wafers 11 and 1 were sawn up, bonded and packaged (in standard ceramic 40 

pin dual in line packages). They were chosen because they were both high-yield 

wafers, one with low, and one with high implant density. The operational voltage 

range, and power dissipation were measured for a range of substrate biases. The 

results are tabulated in figure 4.22 and figure 4.23. 

The power density was calculated by taking the product of the supply volt- 

age and the total input current, and dividing by the area of the pixel array. 
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microcomputer 

outputs 

READ-NOW 

DATA 

(to both shift registers) 

42 

HOLD-CONTROL 

READ-CONTROL 

DATA 

chip inputs 

ENABLE -iI/“- ENABLE 

Figure 4.20: The interface circuit. DATA and ENABLE are bufFered to the chip drive 

voltage (which can be changed) by CMOS inverters. DATA is inverted before it is sent to 

the chip (because of a detail in the chip design). The usual non-overlapping clock genera- 

tor was used to drive both shift registers from the same clock signals. HOLD-CONTROL 

and READ-CONTROL were driven by a variant of this circuit. This was because in 

some of the low-yield wafers, the circuit was found to be more likely to show some 

signs of correct operation if, during the pixel addressing, the READ signal was taken 

“low” before HOLD went “high”. The SLMs which were used in the optical experiments 

worked equally well if the READ-CONTROL and HOLD-CONTROL wires were connected 

together. This circuit was retained in case it helped prevent a single-pixel fault become 

a whole-row fault, which is possible in some circumstances. 
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: Figure 4.21: A photograph of a logic analyser display showing 5 pixels reading a logic 

I. “1”. Note the change in phase of the mirror outputs with respect to the PIXEL-CLOCK 

; signal (the bottom trace). The top trace is a shift register clock and the second trace 

: shows the READ-CONTROL pulse. 
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Supply Voltage 

Vdd 

Vdd-MAX , PMAX 

9v 

8V 

7v 

6V 

5v 

4v 

3v 

vdd-MIN, PMIN 1 3.1v, 0.10 3.OV, 0.14 1 2.7V, 0.16 1 2.6V, 0.23 1 2.6V, 0.33 

v,, = -4 

9.3ov, 1.10 

1.02 

0.62 

0.42 

0.29 

0.21 

0.16 

Substrate bias (volts) 

v,,= -3 1 v-=-2 

8.?OV, 1.39 8.25V, 1.29 7.25V, 1.07 6.4V, 0.94 

1.14 1.22 

0.71 1.03 

0.44 0.70 

0.31 0.46 

0.22 0.30 

0.14 0.19 

v, = -1 

0.98 

0.86 

0.65 

0.44 

0.28 

0.87 

0.70 

0.55 

0.39 

Figure 4.22: A table of the power dissipation of the SLM circuit - Wafer 11. The 

units of power density are watts per square centimetre and the uncertainty in the results 

is estimated to be less than 5%. The supply current was measured over the operational 

voltage range for different substrate biases. The logic state used was PIXEL-CLOCK=“l” 

and Pixel Latch=“O” (see text). 
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Supply Voltage Substrate bias (volts) 

Vdd V a = -4 v,, = -3 v,, = -2 v,, = -1 v,, = 0 

Vdd-MAX, PMAX 9.4V, 3.98 9.5V, 4.52 9.5V, 4.94 9.5V, 5.04 7.8V, 4.44 

9v 3.59 4.06 4.60 4.74 

8V 2.83 3.23 3.66 4.31 

7v 2.19 2.53 2.88 3.35 3.85 

6V 1.77 2.03 2.35 2.69 3.17 

5v 1.45 1.66 1.90 2.20 2.59 

4v 1.97 

v&,-M,‘& Pm 4.5V, 1.30 4.3V, 1.39 4.2V, 1.58 4.1V, 1.76 3.2V, 1.40 

1 

Figure 4.23: A table of the power dissipation of the SLM circuit - Wafer 1. 

The measurements were taken with the PIXEL-CLOCK input left floating. The 

short-circuit between V&j and PIXEL-CLOCK pulls it up to a logic “l”, and by 

leaving the PIXEL-CLOCK input floating the measurement of the total current 

to the chip is simplified. The pixel latches were all set to “0” because this state 

minimises the current drawn by the test output buffers. To estimate an average 

operating power density from this one state, these values should be multiplied 

by 0.8. This factor is arrived at by assuming half the pixels are storing logic 

“1” and half are storing logic “0” and, more importantly, the PIXEL-CLOCK 

input is “low” for the same amount of time as it is “high”. The simulated power 

densities - see figure 4.3 - are used to extrapolate from the single measured 

state to the “average” state. Unfortunately this cannot be measured directly 

because of the short circuit from V&l to PIXEL-CLOCK. 

Die flatness 

Chips from wafers 1 and 11 were investigated to evaluate the flatness of the 

bonded chips and to assess the effect on flatness of heat dissipated by the cir- 
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cuitry. A Linnick Interferometer belonging to the Applied Optics Group at 

Imperial College, London was used (It is described on pages 55 and 178 of the 

book by Steel [55]). Th e 1 owest magnification objective on the interferometer 

was selected to cover as much of the area of the IC as possible. Wedge fringes (in 

monochromatic light - X = 535nm) were arranged to lie on each pixel mirror so 

that the structure of the chip would serve as a reference with which to compare 

the fringe patterns. The top photograph in figure 4.24 is an interferogram of a 

chip from wafer 1, the high po\Ter wafer, before power is applied. The dirt vis- 

ible in the photographs is on the reference mirror of the interferometer. Power 

was applied to the chip (Vdd = 5V, V, = -lV) and the fringe pattern was 

observed. No address or control lines were pulsed and PIXEL-CLOCK was left 

“high”. The chip goes into the same state as was used for the measurements in 

the previous section and so the power density can be read from figure 4.23 and 

is 2.2W/cm2 (corresponding to 0.31W for the chip). Over a period of fifteen 

minutes the fringe pattern moved by approximately 2.5 fringes. The sense of 

fringe movement was compatible with a shortening of the leg of the interferom- 

eter containing the chip. After this time there was no further change and the 

pattern was photographed, see the bottom photograph in figure 4.24. 

Inspection of the top photograph reveals that there is a slight bowing of the 

fringes. The sense of the bend is that the middle of a fringe is slightly to the 

right of a line joining the top and bottom ends. The magnitude of the bend was 

estimated to be at most l/8 of a fringe (there is another dark fringe between each 

of the rows of mirrors). This implies a flatness to within X/16. This compares 

well with current SLMs. The bottom picture shows that the flatness is preserved 

even though there is some thermally induced movement in the assembly. 

The preservation of the fringe pattern on this chip is encouraging because the 

power density is a factor of 3 - 4 higher than on the low power chips. A chip 

from wafer 11 was tested in the same way and the fringe pattern moved by less 

than one fringe. In figure 4.24 the pixel circuitry is not visible and only shows 

up as an ill-defined area between the mirrors. Figure 4.25 is an interferogram of 

part of the array under a higher magnification. The flat pixel mirrors and the 
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I 
Figure 4.24: Interferograms of the surface of a chip from wafer 1 before (top) and after 

power was applied. Initially dark fringes were arranged to cross the pixel mirrors so 

that distortions of the surface could be seen easily. Every second dark fringe is on a 



k’lgure 4.25: An interferogram of a smaller area of the array. 

area about a quarter of a millimetre across. The orientation is 

the SEM photograph on page 97. 

undulating areas of circuitry can be seen more clearly. Th 

to match that of the SEM 

The photograph is ofan 

chosen to match that of 

chosen te orient ation is 

97. 
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