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Abstract

We know from the well established Church-Turing thesis that any computer program
ming language needs just a limited set of commands in order to perform any computable 
process. However, programming in these terms is so very inconvenient that a larger 
set of machine codes need to be introduced and on top of these higher programming 
languages are erected.

In Assembly Robotics we could theoretically formulate any assembly task, in terms of 
moves. Nevertheless, it is as tedious and error prone to program assemblies at this low 
level as it would be to program a computer by using just Turing Machine commands.

An interesting survey carried out in the beginning of the nineties showed that the most 
common assembly operations in manufacturing industry cluster in just seven classes. 
Since the research conducted in this thesis is developed within the behaviour-based 
assembly paradigm which views every assembly task as the external manifestation of 
the execution of a behavioural module, we wonder whether there exists a limited and 
ergonomical set of elementary modules with which to program at least 80% of the most 
common operations.

In order to investigate such a problem, we set a project in which, taking into account 
the statistics of the aforementioned survey, we analyze the experimental behavioural 
decomposition of three significant assembly tasks (two similar benchmarks, the STRASS 
assembly, and a family of torches). From these three we establish a basic set of such 
modules.

The three test assemblies with which we ran the experiments can not possibly exhaust 
ah the manufacturing assembly tasks occurring in industry, nor can the results gathered 
or the speculations made represent a theoretical proof of the existence of the basic set. 
They simply show that it is possible to formulate different assembly tasks in terms of 
a small set of about 10 modules, which may be regarded as an embryo of a basic set 
of elementary modules.

Comparing this set with Kondoleon’s tasks and with Balch’s general-purpose robot 
routines, we observed that ours was general enough to represent 80% of the most com
mon manufacturing assembly tasks and ergonomical enough to be easily used by human 
operators or automatic planners. A final discussion shows that it would be possible 
to base an assembly programming language on this kind of set of basic behavioural 
modules.
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Chapter 1

Introduction

We are all aware that most of our everyday life is nowadays greatly affected by products 

which are mainly manufactured by industrial processes. At the beginning of this cen

tury science fiction depicted a futuristic world where human labour was completely 

replaced by automata capable of tirelessly performing industrial work. Today, we are 

still very far away from such a picture. Indeed the kind of automaton we came out with 

is not so general purpose as the one predicted by the fiction. It was named robot after 

Karel Capek’s satirical drama “Rossum’s Universal Robots” performed in 1921. The 

name robot was actually borrowed from the Czech word robota which literally means 

“work” . Such a play initiated a trend in science fiction literature which depicted these 

automata as androids incredibly strong and insensitive to pain. However, a robot is 

still up to now very different, and in many ways very limited, compared with such 

a general purpose anthropomorphic automaton. As far as industry is concerned, the 

Robot Institute of America gives the following definition:

D efinition  1.1 (R ob o ts ) A robot is any reprogrammable multi-functional 

manipulator designed to move materials, parts, tools, or specialized devices, 

through variable programmed motions for the performance of a variety of 

tasks.

Thus, an industrial robot has to be thought of as a reprogrammable general-purpose 

computer-controlled manipulator which can move objects and assemble parts. Such a 

definition, because of its generality, applies for a wide range of cases from extraction 

of raw material to manufacturing of end products. Our investigation concentrates

1



1 Introduction 1.1 Socio-economic Motivations

basically on those concerning manufacturing industry.

Robots have so far failed to reach the kind of generality depicted in Capek’s play 

because of the many problems still to be solved. In this respect, the problem of finding 

a general and easy way to program them to accomplish industrial tasks is still one of 

the hardest. Today there are many ways available to solve it, but none is very user- 

friendly. What we are going to explore in this thesis is how to make robots perform 

work using means closer to humans than to a machine.

A great deal of money and research efforts has been dedicated for many years to 

investigate the many issues raised by the development and implementation of robots, 

and the scientific field which studies them takes the name of robotics. But why is it 

so important for our society? What we aim in this chapter is to show the economic 

reasons behind our interest in it and to present a brief synthesis of the current state-of- 

the-art of the research in robotics. We conclude the chapter presenting the particular 

problem we are going to tackle and the claim we are going to make.

1.1 Socio-economic Motivations

With this section we start our journey towards our final goal: the identification of a 

possible toolkit of elementary software units with which to simplify robot programming. 

The first step in this direction will be for us to show which context robotics fits in and 

which socio-economic motivations pushed to its development.

We are all aware of the fact that most of the wealth in modern societies is nowadays 

generated mainly by the industrial sector, and in particular by the manufacturing in

dustry. Thus, it is clear that we need to improve the industrial production, if we want 

the general economy to grow. This means that industries need to increase the produc

tion of better quality end-products, that is to sell more goods at a more competitive 

price. The logical answer to such a need is the automation of the production cycle by 

means of dedicated machinery known as hard automation. In this regard, the increas

ing competition for shares of the global market acted as a sound economic ground for 

most of the manufacturing industries to pursue such a policy ([Owen 86]). However, 

we need to point out that even if the introduction of automation in the manufacturing

2



1 Introduction 1.1 Socio-economic Motivations

cycle of a product may be helpful, it should not be seen as the ultimate solution to all 

the problems. The employment of a new technology should always be accompanied by 

a careful study of what is really required and what the new technology can provide. 

For instance if a proper analysis of the manufacturing cycle is not done in advance, 

the adoption of machinery for the sake of automating some processes may result in a 

financial loss for the company involved.

We may all agree that automation provides industry with the capability of mass pro

duction, nevertheless there is another characteristic which modern industry should 

have: flexibility. In this ever changing world market, just the companies which are 

capable of reacting quickly enough to the needs of the customers can survive. Today, 

the decreasing costs of computational power has allowed, and in certain ways pushed, 

the development of a flexible conversion sector capable of processing any product within 

its power. Such a computerized flexibility shows itself in many ways such as Computer- 

Aided Engineering (CAE), Computer-Integrated Manufacturing (CIM ), Flexible Man

ufacturing Systems (FMS), or Flexible Assembly Systems (FAS). In this respect, our 

attention will be focussed on the last two of them which directly involve robotics.

Flexible manufacturing systems were first conceived by Theo Williamson in the early 

1960s with his System 24. However, because of economical and technological reasons, 

they were abandoned until they became towards the end of seventies a viable reality. 

Quoting the definition of FMSs given in [Owen 86], we can say that

D efinition  1.2 (F lexible M anufacturing System ) An FMS is a com

puter controlled automated machining system for converting raw material 

into components of known and desired geometric quality.

According to this definition an FMS is a production system made of identical and/or 

complementary Numeric Controls machines connected together by means of an auto

mated transportation system ([Tempelmeier & Kuhn 93]). Each production system 

process, which is controlled by a dedicated computer, is usually monitored by com

puters at higher hierarchical levels within the system network. An FMS should be 

capable of processing workpieces within a certain range in an arbitrary sequence with

3
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a negligible setup delays between operations1. Because of the automatization of the 

tool exchange operations, the tedious and time-consuming interruptions for substitut

ing or preparing a tool are performed while the machine is operating. Thus, while a 

workpiece is being processed, the next one has already been collected and prepared for 

the next cycle.

Flexible assembly systems are very similar to FMSs, indeed they make use of the 

same philosophies and technologies. The main difference lies in the fact that FASs are 

involved with the processing of components and materials into a final product. In this 

respect, quoting the definition of FASs given in [Owen 86], we can say that

D efin ition  1.3 (F lexible A ssem bly System ) An FAS is a computer 

controlled automated assembly system for converting raw material and pur

chased components into final products of a known desired functional quality.

Comparing definitions 1.2 and 1.3, we notice that the emphasis in the latter is on 

compatibility of components and on automatic testing for functional quality. Basically, 

it does not include any shaping or forming of raw materials except where such a process 

is an essential and integral part of the assembly task.

Considering manufacturing industry as a whole, assembly represents the major activity 

accounting for more than half of the time and for almost a quarter of the total labour 

involved in the manufacture of a typical product ([Owen 84]). Because these figures 

are likely to increase in the near future, we can expect assembly activities to become 

even more predominant in the future manufacturing industry. Thus, it is important 

to develop more reliable and efficient assembly systems capable of adapting to the 

changes happening in the market. Robots provide the right flexibility but suffer from 

some complex problems such as position inaccuracy of the manipulator, dimensional 

variation of the mating parts and their physical interactions. In other words, robots, 

despite offering great promises, still struggle to cope with the uncertainty embedded 

in the environment. This is a problem which requires an answer, if we want to develop 

assembly systems capable of taking advantage of the enormous flexibility offered by

1 This is possible because a set of pre-adjusted tools is made available through tool magazines with 
short access time at the machine with direct access.

4



1 Introduction 1.2 Topic Problem

them.

Modern industries have greatly employed automation in order to improve their pro

duction performance and constrain costs. Robotics, which may be viewed as a tech

nological evolution of hard automation, offers the considerable advantage of providing 

the production cycle with the right flexibility to follow the market needs. This means 

that a certain task performed by a robot, if for any reason requires to be altered, may 

be easily reprogrammed without changing significantly the hardware.

Manufacturing industry has extensively used robotics in its assembly lines. Unfortu

nately, robots have still today failed to become the means of creating the promised 

completely automated industry. Among the many reasons accounting for such a fail

ure, there is the intrinsic difficulty of programming them to accomplish tasks in the 

presence of uncertainty in the real world.

Nowadays the development of modular hard automation is increasingly challenging the 

employment of robots in an assembly line. In this regard, the possibility of reusing 

most of the same hardware for accomplishing a different task, which may be regarded 

as another way of reprogramming an assembly line, is the same characteristic offered 

by robotics. However, because of costs of development, the scales tip not in its favour 

and its future may well be put at stake. If some of the limitations which robots suffer 

would be solved, they could still stand and win this challenge.

1.2 Topic Problem

As mentioned above one of the biggest limitations suffered by robots is still their 

programming. This activity was initially thought of as innocuous, but it turned out to 

be unpredictably difficult in such a way that many researchers nowadays regard it as 

the main reason accounting for the failure of such a technology to take off.

When robots were first developed in the beginning of the fifties, they represented the 

natural evolution of hard automation. Compared with this last, robots had the advant

ageous characteristic of being programmable, that is the characteristic of performing a 

task by executing a program. Such a program was actually a series of point coordinates
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in space, and its execution consisted in moving the robot arm through this sequence. 

Thus, the first robots were mere position playback machines which were largely em

ployed in many industrial applications. However, surprisingly, they failed to take off in 

the field of assembly tasks, which many people hoped it would have been their greatest 

employer.

The development of computer-like languages raised the level of programming by re

placing the mere sequence of work-cell points with an actual program developed and 

debugged out of the factory floor on a computer terminal with the aid of simulators. 

This possibility allowed to reduce the time which a real manipulator was kept off-line 

because the program was basically just down-loaded and then tuned. However, as 

manufacturing tasks got more and more complex, robots ran into a very difficult and 

unforeseen, or at least neglected, problem: uncertainty (cf. chapter 2 on page 13). In 

order to cope with it, sensors were introduced, but this did nothing else than increasing 

the complexity of programming. Indeed, this last became a real issue whose solution 

was not at all as easy as it was initially thought.

Several partially successful robotic systems were designed and implemented up to the 

mid-eighties, but they all ran into not negligible difficulties as soon as they tried to 

take into account the uncertainty of the objects and the surrounding environment. In 

this regard, all of them shared the same characteristic: the functional decomposition of 

the robot control system (subsection 2.2.1 on page 21). Many researchers, confronted 

with this problem, stepped back and reconsidered the whole approach to the design of 

a robot architecture. In this respect, a different answer was proposed by Brooks with 

his subsumption architecture ([Brooks 86a]). He criticized the main stream of research 

which was taking for granted that the obvious way of designing a robotic system was 

the implementation of a sense-think-react cycle, which from now on we refer to as the 

classical approach, without justifying the reasons why it was the optimal solution, or 

the only possible one (cf. subsubsection 2.2.2.2 on page 33). His idea was to forget 

completely about such a cycle and to replace it with a series of sense-read modules 

capable of being added to a system without requiring modifications to any parts of this 

last (incremental addition). He was extensively inspired by animal evolutionary theory 

in which “intelligence” was more a development of capabilities than a monolithic entity.

6
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However, this kind of ideas were not the only sign of novelty introduced: his approach 

to the design of a new architecture with its justification was the actual breakthrough 

compared with what we called classical approach.

Brooks’ architecture, although showing interesting results, was not really suitable to the 

highly structured world of an assembly domain where the majority of the tasks require 

specific plans to be accomplished. In this regard, Malcolm proposed his behaviour- 

based assembly system ([Malcolm et al. 89]), which may be considered as a hybrid 

solution between classic and behavioural approaches (cf. subsubsection 2.2.2.3 on 

page 38). In this respect, Brooks’ work played an inspiring role, however Malcolm still 

assumed to use a central entity to plan its interactions with the surrounding world 

and a behavioural agent to carry it out. The presence of such an agent was the real 

break with the classic cycle because this allowed a plan to be expressed not in terms of 

manipulator motions required to accomplish a particular task, but in terms of actions 

on the objects in the domain of the task. These actions are packaged in the form of task- 

achieving units called behavioural modules. Their structure has not been completely 

defined as yet, but, as discussed later in chapter 4 on page 84, they may be regarded 

as a combination of hardware and software.

There is an important point associated with the design of a behaviour-based assembly 

system: the number of modules required in order to have a usefully programmable 

system. This is a crucial question because only if a limited number of them can be found 

on a reasonable large domain, we can actually erect a general-purpose behavioural 

language capable of doing useful work.

The research described in this thesis will tackle this particular problem within the 

framework of Malcolm’s paradigm. Such a problem has similarities with that faced 

by Turing in Computer Science where his hypothesis of few commands for running a 

general-purpose computer is now widely accepted (cf. section 2.3 on page 45). If such 

a set had not existed, we would have been forced to define customized languages to 

solve certain problems to be run on specific machines. However, the main point is not 

just the existence of such a small set but is the possibility of conveniently packaging 

these operations in an opportune form of high-level language, where no more than 30 

or 40 basic instructions are required to do anything programmable. In this respect, we

7
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wonder if, at least in principle, we could do the same thing for robots too. So far we 

have been forced to define and use particular languages to solve certain problems to be 

run on specific machines. Thus, if a set of basic high-level robot operations packaged 

in modules exists, we may be able to define a language on top of it and to constrain 

all the complexities within the software.

Considering the problem, we have to observe that it would be too ambitious to face 

it on the whole assembly task domain. Thus, based on the fact that the number of 

most common manufacturing tasks is rather limited, as resulted from several surveys 

carried out since the seventies, we restrict our research just to a group of tasks which 

accounts for 80% of the total.

1.3 Thesis Claim

As discussed in subsection 2.2.1, the classic approach to robot control showed its limits 

in the attempt to define general-purpose robot programming languages. In this respect, 

the behaviour-based assembly architecture was proposed as a possible answer to those 

limitations. However, in order to be a viable alternative, a crucial point still needs to 

be solved: the number of modules required by such a system.

As resulted from several surveys, most of the assembly operations cluster into just a 

few classes. Since an operation may be viewed within the behaviour-based assembly 

approach as the outcome of the execution of a behavioural module, our problem is 

to investigate how many of them are required in order to cope at least with the few 

aforementioned classes on a certain assembly domain. In this respect, our assembly 

world will be limited due to hardware constraints just to polyhedrons with parallel 

faces and to cylinders, and our task domain just to round tandem peg-in-hole, screw 

fastening, stacking, snapfit, and retaining.

The claim that we make in this thesis is that a small group of 9 behavioural modules, 

which copes with the tasks listed above, is elementary and general enough on our 

restricted assembly world to be considered an embryo of a basic set on which to base 

the construction of an assembly behavioural language.
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Anyhow, these 9 modules should not be viewed as the definitive elements of such a set, 

since we expect, in order to extend its domain of applicability, to add a few more to it 

in the future.

The modules o f this set, as emerged from our experimental work, can be opportunely 

composed so that to achieve the assembly o f three different assembly test beds: two 

benchmarks, a particular retaining assembly (St r a ss ), and three electric torches.

Given different tasks than these, and a robot work-cell with different capabilities, a 

different set of basic behavioural modules would emerge. They would be different in 

detail, because of local differences in task and technology, but would, in terms of pur

poses, approximate the same basic set of assembly sub-tasks that several investigators 

have identified. However, what would prevent each new assembly task requiring one 

more addition to the basic set? First, it should be noted that the utility of a human 

engineer’s tool-kit is not compromised by the need for the occasional special tool for 

a special task: the benefits of modularity and generality are sufficient to outweigh the 

occasionai exception. There is aiso the natural tendency to design tasks to fit the tools 

available, e.g., the tendency in modern assembly to reduce the necessary scope of au

tomation by largely restricting part-fitting to vertical downwards motion. Thus, this 

thesis shows, by example, how to construct one particular general set of behavioural 

modules, claiming that the combined resources of technology and human ingenuity will 

find the construction of industrial versions well within their scope, ft would be useful 

if some formal test existed, such as Turing-equivalence in computation, to prove that 

this will always be possible. The domain of engineering ingenuity has not developed 

that kind of formality yet. The best that can be done is to attempt to convince experts 

by example that this is the sort of task they can be confident, one way or another, of 

solving.

1.4 Thesis Layout

The research presented in this document is organized in 6 more chapters. The next one 

will present and discuss in detail the problem of robot programming at task level and 

will compare the behaviour-based approach to the classic one. Another point examined

9
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in that chapter is the task decomposition in terms of behaviours. As discussed there, 

the most common assembly processes cluster in just few classes. Each of them may 

require quite a few modules in order to be performed on a reasonable assembly domain. 

However, as emerged from other work in the field, it is possible to define a group of 

assembly commands coping with certain classes of tasks on a certain domain.

Chapter 3 will discuss clearly the topic problem we are tackling and will define the 

project which addresses it. In this respect, it will state the basic hardware and software 

assumptions, the assembly test beds to be performed, and the extra hardware required.

Chapter 4 will analyze the theoretical viewpoint of behaviours and behavioural mod

ules. In this respect, it will present a way of describing their structure and composing 

them together. Another important point also discussed there is the concept of hier

archy of modules and hierarchical level which are central to our research of the basic 

modules.

Chapter 5 will describe the experiments conducted on the three testbed chosen (bench

marks, St r a s s , torches). In this regard, it will present an important element in our 

research: a guarded motion. This may be viewed as a low-level basic unit on which 

more complex entities, such as many of our basic modules, may be defined. Another 

important point discussed will be the implementation of a round peg-in-hole module 

capable of achieving tandem insertions of a peg in detached coaxial holes. Other mod

ules emerged from the assembly experiments with the three test beds will also be 

described and discussed there.

Chapter 6 will analyze the results emerged from our experimental work. In this respect, 

it will argue the existence of a basic set of modules on our restricted assembly world 

and will synthesize its 9 elements. It will also present at the end the outline of a 

possible behavioural language which may be constructed on top of a more complete 

basic set.

Chapter 7 will finally summarize the results achieved and point out the scientific con

tributions brought in by our work. It will also present some possible areas of further 

research development. The chapter will then draw final conclusions.

10
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1.5 Summary

This chapter showed how, under the pressure of the market, industries were basically 

forced to introduce automation in their production line. The technological evolution 

of dedicated machinery culminated with reprogrammable general-purpose machines, 

today known as robots, which provided the production line with that flexibility which 

the dedicated hard automation was lacking. In industry just spray painting and weld

ing, plus some pick-and-place, turned out to be the biggest employer of this technology. 

Unfortunately, the use of robots in manufacturing assembly revealed instead to be very 

disappointing.

The joint use of computers, automation and robotics affected so much the manufac

turing industry that nowadays we can talk of Computer-Aided Engineering (CAE), 

Computer-Integrated Manufacturing (CIM), Flexible Manufacturing Systems (FM S), 

or Flexible Assembly Systems (FAS). The last two aspects listed here above are more 

directly concerned with robotics, and are also the only two ones considered. We gave 

the definitions of both of them and showed that they are basically following the same 

philosophies and technologies. The only difference is that whilst FMS is involved 

with converting raw materials into components, FAS is concerned with converting raw 

materials and sub-components into final products.

By analyzing the limitations which robots still suffer, we showed that the main reason 

which accounts for the failure of robotics to take off is due to a lack of reliable architec

tures capable of coping with the presence of uncertainty in the environment (section 1.2 

on page 5). In this respect, we introduced Malcolm’s behaviour-based assembly system 

which may be an interesting alternative to what we called classic approach to control 

system. However, in order to be as such, an important issue needs to be solved: the 

number of behavioural modules required to have a working system. We pointed out 

that this is the topic problem which we are going to tackle in this thesis. In this 

regard, we restricted our research just to a limited number of tasks which, according 

to several surveys, occur frequently in manufacturing industry and account for 80% of 

the total assembly processes. Moreover, due to hardware limitations, we constrained 

our assembly world just to polyhedrons with parallel faces and cylinders. The claim

11
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that we made on such a domain was that we could define a group of 9 behavioural 

modules capable of coping with the aforementioned 80% of tasks: such a group has to 

be regarded as an embryo of a basic set (cf. section 1.3 on page 8).

We concluded the chapter outlining the layout of the thesis which synthesizes the path 

pursued in our quest for the basic set (cf. section 1.4 on page 9). To this purpose, we 

organized the thesis in the following chapters:

2 Literature Review

3 Definition of the Project I

4 Behaviours j

5 Project Experiments!

6 Analysis of the Results |

7 Conclusions and Further Work ||

12



Chapter 2

Literature Review

The purpose of this chapter is to present and examine the relevant literature to the 

work developed in this thesis. In order to do so, we will have to talk first about 

robot programming and its historical background (section 2.1), then about system 

architectures with particular reference to the behavioural one (section 2.2), and finally 

about behavioural decomposition of manufacturing tasks (section 2.3).

2.1 Robot Programming

The initial hope of creating a fully automated industry by introducing robots on the 

factory floor was not meant to live long, indeed the whole idea had soon to be recon

sidered ([Owen 86]). There are many reasons for this, however it is widely reckoned 

that the limitation was mainly due to a lack of good and easy to use programming 

tools with which to instruct robots to perform industrial tasks.

Since the first applications of robots on the factory floor it was realized that sensorless 

robots were unable to cope with all the uncertainties embedded in the environment 

typical of the assembly world. Thus, it seemed logical to solve this issue by introducing 

sensors and programming languages incorporating their use. However, this made things 

even more complicated because the use of sensors for constraining the influence of 

uncertainty proved to be not easy to implement, indeed it just increased the complexity 

of the entire programming system. So, it became clear that coping with uncertainty 

was the real key bottleneck of robotics. Some researchers then stepped back and
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reconsidered the entire robot architecture from its foundation. This realization is an 

important point and this section aims to show it in more details. To this end we will 

talk first about a hierarchic classification of the different programming methods in four 

levels (subsection 2.1.1) and then for each of them we will examine the most salient 

characteristics (subsections 2.1.2 to 2.1.5).

2.1.1 Classification

We already know that the main advantage of robots compared with hard automation is 

the possibility of being re-adaptable to perform a different task simply by changing the 

program describing it. When robots made their first appearance, the difficulty of this 

activity was largely underestimated. Indeed, most of the scientific community thought 

that it was just a matter of time before this technology took over the old special- 

purpose machinery. Unfortunately, as time went by, industry became more demanding 

and its unsatisfied expectations showed soon the limits of robotics. As we mentioned 

at the beginning of section 2.1, it is nowadays well acknowledged that programming 

assembly robots for coping with uncertainties in order to perform industrial work has 

been the key bottleneck in the development of robotics. But why has programming 

robots been such a limiting factor? We reckon two main reasons:

• first, the inherent difficulty of programming and debugging tasks on the factory 

floor by means of guiding electro-mechanical devices, which were common up to 

the mid-seventies1, or by means of off-line textual languages, which started being 

a viable alternative only from the second half of the seventies and are still used 

nowadays;

• second, the difficulty of dealing with a world where uncertainty plays a determ

inant role.

A general solution to the issue of robot programming has not yet found a satisfying 

answer and it is still in great part a matter of research. However, we can say that since 

the first days of robotics, technological development has progressively changed the way

1 This kind of devices are still today widely used for programming arc welding and spray coating 
applications.
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in which this activity is performed. Lozano-Perez identified roughly three different 

levels at which robots may be programmed ([Lozano-Perez 82]).

Teach-by-Show ing At this level (the lowest and oldest one) the operator gets the 

robot to perform work by recording the path to be followed by the manipulator. 

Hardware tools, such as a teach pendant2, are used to this purpose. This level 

of programming is still today largely employed for welding and spray coating 

applications.

R o b o t  Level Here the operator programs the robot in terms of manipulator motions 

by using software tools such as textual programming languages similar to those 

used in computer science. This represents the current state-of-the-art in industry.

Task Level In this last level the operator programs the robot by expressing what the 

manipulator has to do in terms of tasks and not in terms of the actual manipulator 

motions required for accomplishing it. As we can easily understand, the operator 

in this case is not anymore concerned with the actual robot hardware, indeed the 

only problem which he needs to face is the description of the final task in terms of 

what he wants to achieve in the assembly world. This level of programming is still 

the subject of most of the current research in robotics and artificial intelligence.

These three categories are actually a crude classification of robot programming. A 

deeper examination conducted in [Malcolm & Fothergill 86] leads to the finer categor

ization described here below.

• Joint-Level Programming in which the position of the end-effector is specified in 

terms of the joint angles and joint displacement of the manipulator. This is 

usually achieved first by physically guiding the robot end-effector through a path 

in space by means of specialized hardware and then by letting the robot playback 

such a path.

• Manipulator-Level Programming in which the motions of the robot are specified 

in terms of the required position of the end-effector expressed in various general 

co-ordinate systems.

2 Device which is used to drive and control the robot joint motors and to power the manipulator arm 
and wrist.
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• Object-Level Programming in which the motions of the robot are specified in terms 

of the spatial relations which are required between features of the object to be 

assembled, that is for instance how parts fit together, or how the gripper has to 

hold a part, and so on.

• Task-Level Programming in which the robot motions are specified in terms of the 

assembly to be performed.

The largest part of research pursued in robot programming falls in the first three classes 

of this second classification. The work presented here in this thesis, in particular, falls 

in the last two groups.

2 .1 .2  J o in t-L e v e l P ro g ra m m in g

As we just mentioned above, a robot is programmed at joint-level by manually driving 

the manipulator to the desired locations within the work-cell and by recording the in

ternal joint coordinates corresponding to each location where the robot arm was driven. 

End-effector operations, such as opening/closing a gripper or activating/inactivating 

a welding gun, are then specified at some of these locations. The program which 

results at the end is a mere sequence of vectors of joint coordinates plus the activa

tion/inactivation of external equipment, such as a particular end-effector. The robot 

performs its job by moving progressively to each specified joint coordinate and even

tually issuing signals at some of them.

Programming methods which belong to this level are called teach-by-showing methods, 

or sometimes guiding methods (cf. page 15). They are very simple to use and do not 

require particular knowledge skills by the programmer, but simply a good ability to 

perform the very task which the robot is being taught to carry out. When industrial 

robot applications evolved and incorporating computers into industry became cost- 

effective, using guiding methods for programming robots started being quite limited, 

particularly regarding the use of sensors. In this method, in fact, because of the struc

ture of a program there is no way to make the robot act according to the surrounding 

world sensed by its sensors. The programmer can just specify simply a single sequence 

of joint coordinates. He cannot make the robot perform any loops, or conditionals or
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computations. In some applications, such as spray painting, arc welding, or materials 

handling, guiding methods are more than enough, and indeed in these cases it is still 

the best way. However, in more modern applications, such as assembly for instance, 

a robot needs a way to act according to sensory inputs, data retrieval or computa

tions, and the only sensible way to provide these features is by using a general-purpose 

programming language related to those used in Computer Science. This last method, 

which belongs to a higher level of abstraction, is the subject of our discussion next.

2.1.3 Manipulator-Level Programming

At the end of the previous subsection we mentioned that modern robotic industrial 

applications require programs more sophisticated than those obtainable with teach-by- 

showing methods ([vanAken & vanBrussel 88], [Kochan 95]). Towards the end of the 

sixties the employment of computers at industrial sites allowed textual robot program

ming languages capable of accessing sensory data, making computations, and specifying 

robot motions to become a viable alternative to guiding methods. A typical program 

is a description of the robot actions and motions specified in terms of the required po

sitions of the end-effector. Because of this characteristic this kind of programming is 

classified as manipulator-level programming ([Malcolm & Fothergill 86]), or sometimes 

also as robot-level programming ([Kempf81], [Lozano-Perez 82], [Craig 89]). Since a 

program at this level is usually developed on a computer and debugged simply with the 

aid of a computer simulator ([Hollingum 94]) without needing a robot to be accessible 

on-line, we often talk in this case of off-line programming ([Regev 95]).

Compared to guiding methods textual programming offered the enormous advantage of 

being able to modify the robot behaviour according to the current readings of sensors. 

This enabled robots to cope with a world with greater uncertainty, such as the position 

of external objects, enhancing in this way the whole spectrum of applications.

Nowadays one of the most common ways of programming an industrial robot is by 

a combination of textual programming and teach pendant programming ([Gini 87], 

[Wittenberg 95]). The former, which may be done off-line in front of a terminal, is used 

for specifying the logic and the sequence of steps defining the task to be accomplished, 

whereas the latter, which can only be done on-line with the teach pendant, is used for
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storing eventual point locations of the workspace needed for the working cycle.

2.1.4 Object-Level Programming

Basically all the robot languages at the manipulator-level, although being able to 

describe all modern manufacturing processes, are not at all user-friendly. Because of 

the low level of abstraction involved, they have to describe tasks in terms of the point- 

to-point motions and actions within the work-cell of the robot manipulator. Generally 

speaking, most of the robot languages currently available at this level are hard to learn 

and offer rudimentary programming tools compared with those offered by the more 

familiar computer programming languages3. Moreover, they require an end user who 

is both a skilled programmer in that particular language and a skilled strategy designer 

in manufacturing processes.

In order to solve the limitations of the manipulator-level programming, many attempts 

have been made to raise the level of abstraction from robot motions to spatial relation

ships between features of the parts ([Popplestone et al. 80], [Latombe & Mazer 81], 

[Mazer 83], [Hayward & Paul 83], [Metta & Oddera 93]). Programming in these terms 

implies describing an assembly task as a sequence of the required spatial relationships 

between parts, such as for instance align the axis of the peg with the axis of a hole, or 

place bottom face of object 1 against upper face of object 2 ([Popplestone & Ambler 83]). 

The actual sequences of robot motions required to achieve these relationships are hid

den to the end-user and are automatically generated by the language compiler. This 

is for a human operator a much more natural way to reason about the assembly than 

a list of point-to-point motions of the end-effector within the work-cell.

The best example of object-level programming system is represented by the language 

RAPT ([Popplestone et al. 78]), whose syntax was directly taken from the NC  machine 

language APT. RAPT was capable of translating symbolic specifications of geometric 

goals into a sequence of end-effector positions, and this was its main concern. It did 

not attempt to deal with obstacle avoidance, nor with grasp planning, and nor with 

sensory operations planning. An object, which the robot had to deal with in order to

3 This second drawback is solved by those robot languages which are extensions of computer languages 
such as A da™ , C, or LISP.
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accomplish a certain assembly task, had to be represented by explicitly describing all 

its faces, their position and orientation. RAPT as originally implemented did not take 

advantage of eventual symmetries in the assembly. This was a limitation which was 

overcome only after it was rebuilt by making use of labelled solid geometry which was 

based on group theory ([Popplestone 83]). A body was defined as a function from K3 

to a set of labels which served to identify the original features. The use of group theory 

enabled RAPT to simplify the description of the task by taking advantage of eventual 

symmetries in it.

One of the goals aimed at by the entire RAPT project and also aimed at by other 

programming systems sharing the same level of abstraction was the simplification of 

the task description, so that even users who had little familiarity with programming 

languages would be able to program the assembly task. Unfortunately, RAPT did not 

achieve this goal, being hard to learn and use even for an experienced programmer. 

This was partly overcome when a graphic modelling system for visualizing the feature 

currently referred to was introduced. It was in fact relatively easy for a programmer 

to forget about which feature of an object was referred to as, for instance, side A when 

the object itself had been rotated to match some previously specified relationship. A 

visual modelling system greatly helped showing and examining each time the relation

ships holding in the assembly, however even with this aid RAPT did not manage to 

become easy enough and therefore it failed to be accepted by industry for commercial 

development.

The main drawback of an object-level system is the assumption that the real world of 

the assembly work-cell conforms to the geometric model employed by the system itself. 

However, this is not in general the case, indeed the uncertainty embedded in the real 

world can not conform with any ideal model of it. The attempt of introducing geometric 

tolerance analysis into RAPT in order to handle the uncertainty ([Fleming 87]) proved in 

fact to be too computationally expensive. More successful was instead the introduction 

of vision sensing into RAPT for detecting translational and rotational variations in the 

initial position of the parts ([Yin et al. 84]). Nevertheless, the incorporation of sensors 

for changing the actions of the robot rather than its mere destination remained a 

difficult problem. In fact, as long as the sequence of positions and motions of the robot
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are determined in an off-line system which knows little about the on-line system and its 

sensor availability, it is difficult to include alternative strategies dependent on sensor 

data unless the system is told more about the work-cell conditions.

2.1.5 Task-Level Programming

The kind of textual programming examined and described in the previous subsections 

was essentially concerned with programming languages at the robot level (cf. page 15), 

in other words with languages which needed a careful specification of the task to be 

performed by the robot in terms of the manipulator movements necessary for carrying it 

out (manipulator-level programming), or in terms of the spatial relationships between 

geometric features of the parts (object-level programming). The former is still today 

the most widely employed in industry for manufacturing tasks4. However, it is closer to 

the machine than to the end-user, and this makes the activity of writing reliable robot 

programs very hard. Object-level programming is more appealing, but unfortunately, 

as we showed at the end of the previous subsection, is unable easily to exploit the 

sensing capabilities of a robot system in order to react promptly to the work-cell 

conditions with alternative strategies.

In subsection 2.1.1 we mentioned a higher level of abstraction: task-level program

ming. It started to be investigated around the end of the seventies ([Park 77]), but 

unfortunately so far none of the prototypes built (AUTOPASS [Lieberman & Wesley 77], 
LM-Geo [Mazer 83], ESTEREL [Berry et al. 87], Handey [Lozano-Perez et al. 92], ROPSII 
[Nakano et al. 94]), or simply just proposed (TWAIN [Lozano-Perez k  Brooks 85]), has 

managed to reach commercial use. Basically at this level the program which a robot 

has to run in order to accomplish a task is no longer thought of in terms of motions 

and operations of the manipulator, but instead in terms of the operations on the ob

jects in the task. In other words a task such as, for instance, the notorious peg-in-hole 

would be described simply as Insert Peg-In-Hole without specifying the sequence of 

instructions coding the insertion strategy.

At this level of programming the operator does not need any knowledge of the under

4 The more archaic joint-level programming (cf. page 15) is still today preferred for some spray coating 
and welding applications.
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lying assembly execution agent, nor does he need to know how the agent senses the 

world and carries out the required task. This of course requires the off-line system to 

have an extensive knowledge of the robot environment, of the parts involved in the 

task, and of the actions which can be legally performed on them within the work

cell. A program written using a task-level specification has to undergo a translation 

process which transforms a high-level description into corresponding low-level manip

ulator commands, which are the only ones understandable and executable by a robot 

controller.

Most of the systems developed at this level of abstraction rely on the fundamental 

assumption that the task has to be described in terms of point-to-point motions in 

the robot envelope. As we mentioned at the beginning of this section, the problem of 

dealing with uncertainty made clear that architectural choices, such as those implied 

by the assumption above, play an important role in the development of a reliable and 

easy to use robot system. This leads in a natural way to discuss the issue of robot 

architectures, and it is here that we are going to focus our attention next.

2.2 System Architectures

Robot programming, as we explained at the beginning of the chapter, has been one 

of the major bottlenecks in the development of robotics applications. This activity, 

initially thought of as an easy task, turned out to have unpredicted complexities, which 

are still today research topics.

The effort of raising the abstraction up to the task level (section 2.1) leads us to face the 

issue of developing an appropriate system architecture. In the following two subsections 

we examine the two main paradigms in the architectural design: the classical approach 

and the behavioural approach.

2 .2 .1  C la ssica l A p p r o a c h

Since the beginning of the seventies most of the research efforts in robotics aimed to 

create a machine capable of carrying out manufacturing work, such as assembly, simply 

by executing a description of the task in terms of the operations onto the objects to
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be manipulated and not in terms of the motions needed to achieve it. However, since 

a program expressed in part-motion terms has to be run by a physical agent which 

understands only manipulator-level commands, i.e. robot motions, the program needs 

first to be translated into these terms. This is achieved by means of a task planner 

which generates for each sub-task listed in the program a corresponding reliable plan 

expressed in terms of the manipulator motions and actions necessary to accomplish it.

Basically, a planner acts as a compiler which converts task-level specifications into 

their corresponding manipulator-level ones. In order to perform such a translation, the 

planner requires a great deal of information about the work-cell, the robot, the objects 

it has to deal with, and also about the initial state of the environment and the desired 

final goal to reach. However, a planner designed in this way conceptually does not take 

into account the fact that the real world in which the agent has to perform the required 

task is not ideal. Whatever strategy we may devise in order to accomplish a certain 

manufacturing task, we may always find some degree of uncertainty in the location 

and shape of the objects involved and/or in the accuracy of the manipulator and its 

tools. The difficulty, though, does not arise only from dealing with the embedded 

uncertainty of the real world, but also from the fact that the planner has to guarantee 

the reliability of the robot program synthesized in output5. Because uncertainty is a 

drawback always present, the obvious solution to choose in order to cope with it and 

guarantee reliability of the program is to provide the robot with sensing capabilities 

(e.g. [Lindstedt & Olsson 93], [Borovac et al. 94], [Inoue 95]).

Assembly robotics has made a considerable use of sensors, jigs and fixtures in order to 

reduce, or at least limit, the uncertainty during the execution of the assembly process. 

However, all of this has resulted in increasing the complexity of reliable plan genera

tion6 ([Fleming 85a], [Fleming 85b], [Laugier 88b]). Despite this complexity explosion, 

though, it is still possible to design and implement planners capable of synthesizing at 

the end of the conversion process a reliable description of the task to be accomplished 

in terms of a particular manipulator-level language (e.g. [ElMaraghy & Rondeau 92]). 

Here, we stress once again the point that such a process is not just a mere substitu

5 See subsection 2.2.2 for a brief discussion of uncertainty.

5 This is discussed in more detail in subsection 2.2.2.
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tion of task commands with opportune robot-level ones, but it is a real translation 

which has to take into account any capabilities for compliant motion, guarded motion' 

and error checking. The resulting program synthesized by the planner is therefore a 

sensor-based robot-level program.

A careful analysis of the planning process allows us to identify three separate phases, 

which are, however, not mutually independent ([Lozano-Pérez 82]).

W orld  M odelling. This stage is necessary to provide the planning engine with an 

accurate description of the whole work-cell environment, including the objects 

present in it and their features (e.g. [Stobart 87], [Laugier 88a]).

Task Specification . This stage is necessary to define a representation of the task the 

planner has to accomplish.

R o b o t  P rogram  Synthesis. This is finally the last and crucial planning phase which 

has actually to synthesize, from the world and task descriptions obtained in the 

other two stages, the robot motions, actions and controls necessary to carry out 

the required task (e.g. [Rogalinski 94]).

A great deal of the research efforts in task-level programming are nowadays dedicated 

to these three fields.

In the past years many robot architectures designed following this paradigm have 

been proposed. In [Kohn 91] an intelligent real-time system with a smart declarative 

controller and a reactive planner for operating a chemical reactor is presented. In such a 

system the procedure specifying the controller is not given explicitly but it is inferred 

from its knowledge base. In [Lefebvre & Saridis 92] a hierarchic organization of the 

functions of an autonomous agent (execution, coordination, and organization levels) is 

discussed, and the two lower levels (i.e. execution and coordination) are implemented. 

In [Coste-Manière et al. 92] the main features of the synchronous task-level language 

ESTEREL are presented. This language is thought of as an application programming 

language capable of expressing in a natural way the logical and temporal dependencies 

of the actions. In [Sato et al. 95] a task-level teaching system (ROPSIl) with its main

7 A  guarded motion is a robot motion monitored by one or more sensors.
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features is presented. Such a system is characterized first by providing the operator 

with an object-oriented language (ROPSII) with which to make three-dimensional visual 

programming, and second by allowing him to describe the failure recovery sequence 

separately from the main task sequence. By using the knowledge of the task and error 

recovery sequences, the system develops automatically a collision avoidance trajectory.

As we can see from the few examples reported above, the research field of task-level sys

tem architecture is very fertile, however all these systems followed the same paradigm: 

a centralized control. This transported to mobile robotics translated into the famous 

three-steps process of sense-think-act which consisted in sensing the environment, plan

ning strategies and actions in it, and then performing the plan. The same paradigm 

transported to assembly robotics translated instead into a different three-steps pro

cess which consisted in modeling world uncertainties, planning the use of sensors for 

removing these uncertainties, and finally compiling it down into a target manipulator 

language.

Summarizing, the classical knowledge-based approach to robot programming tacitly 

assumed that however one decides to build one’s high-level planners, in the end they 

produce a robot program in terms of motions of the manipulator in the Cartesian 

space, in other words in terms of one of today’s robot programming languages. Such a 

paradigm is a sound approach to the problem, but it is not the only possible one. The 

next subsection will examine a different paradigm: the behaviour-based approach.

2 .2 .2  B e h a v io u r -B a se d  A p p r o a c h

Considering the planner-agent system as a whole, we may notice that the complexity 

of the overall system is partly concentrated in the planner and partly in the agent: the 

simpler the agent, the more complicated the planner, conversely the more sophisticated 

the agent, the simpler the planner. There are two functions describing the system 

complexity which we have to consider: one is the complexity of the agent with respect 

to the percentage of system inside the agent itself, and similarly the other is the 

complexity of the planner with respect to the percentage of system inside the planner 

itself. If we assume these functions to be linear and with the same slope, then we 

would have to conclude that the total complexity, which is the sum of planner and

24



2 Literature Review 2.2 System Architectures

agent complexities, is constant and that there would be no benefit in creating hybrid 

systems by shifting part of it from planners to agents. Thus, complexity could be put in 

planners or agents as convenient with no savings (cf. figure 2.1a). If we assume instead 

that the aforementioned functions are not linear and the curves associated with them 

have the shape shown in figure 2.1b, then the optimum solutions would be either an 

extremely complex planner and a stupid agent or a very smart agent and no planner. 

In other words, the optimum would be a system which is either totally dominated by a 

planner or totally reactive: any hybridization would simply cause extra complexity. If 

we finally assume that the functions above are again not linear but this time the curves 

associated with them have the shape shown in figure 2.1c, then a hybridization of the 

system between planner and agent would reduce the total complexity and the optimum 

solution would lie at the minimum of the system complexity curve. Behaviour-based

System  Com plexity

Percentage 

a) Linear

Percentage 

b) Convex

%  of System  in Agent 

%  of System  in P lanner

c) Concave

Figure 2.1: Curves describing the Planner-Agent System Complexity.

enthusiasts assert that making agents more capable does reduce the total complexity, 

so, according to this view, the shape of the curves associated with the two functions 

introduced above is assumed to be similar to that drawn in figure 2.1c. Thus, there 

is an optimum solution which has the lowest total complexity, and it is represented 

by an opportune hybridization between planner and agent. Solutions following the 

behaviour-based approach move towards this optimum as opposed to those following 

the classical terms.

As we discussed in subsection 2.2.1, synthesizing a plan in terms of the manipulator
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motions in the Cartesian space implies on the one hand to have a considerable know

ledge of the work-cell, and on the other to predict the possible error situations and 

generate the relative recovery procedures accordingly. As discussed above, a planner 

which deals with all these details makes the overall planner-agent system very com

plex, so why should an agent programmed in such terms be considered as the optimum

one? Considering the knowledge-based assumption of classical artificial intelligence,

the answer is Cartesian Geometry itself, because, according to our Newtonian view of 

the world, our understanding of the assembly process may be more easily expressed in 

terms of shape, mass, motion, force sensing, and camera views. This is the basis of 

a sound formal description of the assembly process but is it necessarily the case that 

using a description of a process as an ingredient in its implementation is the best way 

of doing it?

Let us suppose we are asked to write a computer program which draws from a given 

point an equilateral triangle on the computer screen. Using trigonometry we are able 

to compute the exact Cartesian coordinates of the other two triangle vertices and draw 

the corresponding triangle. Let us suppose now that we are asked to generalize the 

solution found before in such a way that we can draw triangles in any orientations. 

With the help of trigonometry the solution is still possible, but it becomes more and 

more complex to be written and more and more difficult to be understood by somebody 

who does not know trigonometry (cf. figure 2.2 here below). If there is an error in

( s  ■   o.

Computer Screen
(0,0) x q x2 x i X

p = 60 - a 
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y2=yi+L sin(60° - a)

Figure 2.2: General Solution for drawing Triangles on a Computer Screen.
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the solution, it is very hard to be noticed unless a complete review of the solution is 

carried out. But is this the only way to draw triangles on a screen starting from a given 

point? Well, let us suppose to use a different approach. Let us imagine we can tell the 

computer to draw a line in a certain direction for a certain length L and then turn about 

120°, draw again a line of the same length L as before and turn 120°, and finally draw 

the last line of length L from here to the initial point. In other words, what we have 

ended up with is a program written using navigational geometry. Such a program8, 

not only solves the initial problem but also any possible generalization of it in a very 

elegant and easy to read way. Moreover, the solution in navigational geometry terms 

can be easily understood by anybody and does not require any particular mathematical 

knowledge in contrast with the previous one as we can see here below in figure 2.3.

Navigational Geometry
Procedure Triangle [ (xg,y0), a]
Begin
From (x0,yg)
Direction a about the X-axis 
Repeat 3 times :

Draw line of length L along a 
Turn 120° from here

End

Cartesian Geometry
Procedure T ria n g le  [ (x ,yg), a]
Begin

x1=x0+L cos a  
y ¡=y0+L sin a  
x2=x¡-L cos (60° - a) 
y2=y1+Lsin(60°- a)
Draw line from (xg,yg) t o (x ]}yj)  
Draw line from (x , y 1) to (x 2,y 2) 
Draw line from (x ,y ) to (x g,yg) 

End

Figure 2.3: Solution in Navigational Terms vs. Solution in Cartesian Terms.

The main difference between the two solutions is that the one expressed in terms of 

absolute Cartesian points needs to know in advance the points between which it has to 

draw a line, whereas the other needs only to know where it has to go from where it is. 

In other words the initial solution requires a complete knowledge of the world it has 

to deal with in absolute terms, whereas the second one needs only to know where to 

start and in which direction to go, because the rest can be obtained by its local terms.

Following this metaphor, if we regard the program as a plan and the drawing as being- 

performed by an agent, then the capabilities of the agent significantly affect the com-

8 We neglect here at this high description level the approximation errors which may lead the third 
line not to reach the starting point. Nowadays well known lower-level programming techniques can 
easily fix this problem.
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plexity of the planner. In this case a small change in agent complexity leads to greater 

changes in plan complexity.

This metaphor underlines also another point: all the systems developed following the 

classical architecture paradigm were viewing the world in absolute terms, but this may 

well not be the only possible solution. We dedicate this subsection to show that there 

are other architectural approaches.

As we mentioned at the beginning, the level of details the task planner should reach in 

the synthesis of a reliable robot plan is a crucial issue. The choice made in all the task 

level systems (cf. subsection 2.1.5 on page 20) was to generate the plan for accomplish

ing a task in terms of the instructions available in the particular programming language 

understood by the robot controller. In general since current manipulator programming 

languages are based on point-to-point motions, the assembly plan has to be described 

in such terms. This approach is the simplest and most natural way for explaining to 

a machine how to accomplish a task, however it takes for granted the justification of 

being the best approach, or even of being the only possible one.

In this subsection we present three different architectures (Handey, subsumption ar

chitecture, behaviour-based assembly) which broke away from the classical paradigm. 

Basically, they all criticized the idea of a centralized control in different ways. The 

details of their criticism will be discussed later on in this subsection, for the time be

ing let us give a few comments about each. Handey shifts part of the complexities 

from the planner into the agent, an agent which is still thought of in classical terms. 

The subsumption architecture instead replaces completely the sense-think-act loop, 

typical of the classic approach applied to mobile robotics, with a set of reactive hard

ware/software sense-act modules capable of promptly interacting with the surrounding 

environment without any centralized coordination. In other words, it replaces what we 

may call centralized intelligence with a distributed one. The behaviour-based assembly 

finally accepts part of the criticism to the classic approach made by both the subsump

tion architecture and Handey. In other words, it takes away the complexities from the 

planner in the same way as Handey, but it implies instead the use of a behaviour-based 

agent to carry out the plan.

28



2 Literature Review 2.2 System Architectures

As mentioned earlier, with the presentation of these different approaches we do not 

want to argue that they are a better solution compared with the classic one, but we 

want simply to point out that some problems such as robot programming may have 

more than one solution. In these cases choosing a different way to tackle the problem 

and giving some justifications for such a choice may lead to a different solution which 

may be better or worse than the other ones according to the point of view. Now let us 

go to discuss in more details the three architectures mentioned earlier.

2.2.2.1 H andey

The approach taken by Lozano-Perez and actually implemented in the programming 

system Handey ([Lozano-Perez et al. 92]) acknowledges part of the criticisms of com

plexity explosion in the generation of reliable robot plan within the classical terms, 

but, as we mentioned above, he just shifts the complexity from the planner to the 

agent. Handey is designed as a task-level robot programming system which requires 

just a description of the task to be accomplished in terms of operations on the parts. 

However, given a goal to achieve within the space of the tasks, it still needs a descrip

tion of the surrounding environment and of the robot. Nevertheless, once the goal is 

stated and the knowledge is available, Handey generates a reliable sequence of robot 

commands which carry out the required task. The system so far assumes to deal just 

with pick-and-place tasks of objects modelled as general polyhedra and placed in care

fully modelled environments. It also assumes to be run by robots with up to six joints 

equipped with parallel-jaw grippers.

A successful execution of a typical pick-and-place operation is subjected to several 

constraints which we may synthesize as follows:

1. there exists a collision-free path kinematically feasible (i.e. reachable 

by the robot) from the robot’s starting configuration to the grasp at 

the object pick-up pose;

2. there exists a stable grasp position in which the object is not free to 

twist or slip with respect of the gripper once this last has performed 

the gripping;
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3. the grasp must be collision-free, that is no part of the robot is in 

collision with any obstacle at either the object’s pick-up or put-down 

poses;

4. the grasp must be kinematically feasible at both the object’s pick-up 

and put-down poses;

5. there exists a collision-free path kinematically feasible from the ob

ject’s pick-up to its put-down pose for the robot holding the object 

with the chosen grasp;

6. there exists a collision-free path kinematically feasible from the ob

ject’s put-down pose to the robot final configuration which may be 

regarded as the initial configuration for the next operation.

The main difficult in satisfying all of these constraints on a pick-and-place operation 

arises from the interaction among the steps. A grasp, for instance, must be planned so 

that no collisions arise and the required paths are feasible. Handey tries to deal in detail 

with most of these interacting constraints when a grasp is planned. However, while the 

constraints of collision avoidance and kinematic feasibility at both pick-up and put- 

down pose are guaranteed, some other constraints are handled only approximately, 

such as, for instance, guaranteeing that a chosen grasp does not interfere with finding 

collision-free paths for the rest of the operation.

In order to deal with as many of the aforementioned constraints as possible, the archi

tecture of the system has been divided into four nearly independent planners:

• gross motion planner,

• grasp planner,

• regrasp planner, and

• multi-arm coordinator.

Handey breaks down the planning of a pick-and-place operation in several steps and 

each planner is responsible just for a limited subset of them. When a pick-and-place is 

initiated, the robot is in some starting configuration. The gross motion planner plans 

a motion which takes the robot from such an initial state to an approach configuration
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chosen by the grasp planner, which at the same time plans first a grasp configura

tion reachable by the robot at both pick-up and put-down pose, and second the path 

between the approach and grasp configurations. Once this planning phase has been 

completed, the gross motion planner moves the grasped object to the target put-down 

pose. At that point the grasp planner plans the departure configuration and a path 

between the put-down pose and the departure configuration. If a grasp which is con

sistent with both the part’s pick-up and put-down poses for some reasons can not be 

found, then the regrasp planner is called and this generates a sequence of grasps and 

placements that allows the robot to place the part at its intended destination. These 

grasps and placements chosen by the regrasp planner may require further planning of 

gross motions, approach motions, and departure motions.

The planners mentioned above operate on five main data structures:

a Part which is three-dimensional geometric model of an object placed in 

a particular pose;

a W orld  which is a three-dimensional geometric model of a scene contain

ing one or more robots and multiple parts at a given instant in time;

a R o b o t  which is a description of the kinematic structure of an arm and 

contains the geometric model of its links;

a G oal which can be either a specification of a set of joint angles for a 

given robot or the desired final pose of a part;

a P lan  which is finally a description of the elementary robot and gripper 

motions generated by the planner to achieve the goal.

When the planners are invoked, they take these data structures as arguments and in 

case of success they return a plan data structure which can be used to either simulate 

the plan or execute it on a real robot. In case one of the planners fails to plan the 

desired operation, it returns a failure data structure which contains a reason for the 

failure and eventually a list of parts in the world which may prevent the planner from 

achieving its goal. Other planners may use the information returned in such a data 

structure to generate new goals that may help to achieve the initial task.
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The main property of Handey is that, as long as an assigned task remains possible, if the 

environment changes, the system is still able to generate new motions so as to achieve 

the desired goal. In other words, if for instance an obstacle is introduced, then, in order 

to accomplish the task, Handey generates a new grasp and new motions compatible 

with the new environment. The specification of any task planned by Handey is robot 

independent, in the sense that even changing the agent the specification does not need 

any reformulation.

Handey is not intended as a programming system for commercial use, but simply as 

a research prototype with which to analyze and study the problems involved in the 

development of task-level systems. Because of this, it emphasizes more the ease of de

velopment than its speed of execution. The system takes as input a complete geometric 

and kinematic description of a robot and its environment and produces as output a 

program to achieve the user-specified pick-and-place operation in the environment.

The programs generated by Handey are made of explicit motion commands for the 

robot and its gripper. Each of these commands specifies the desired value for each of 

the robot’s joints and the desired gripper displacements. The system assumes the robot 

controller performs linear interpolation between successive commanded configurations 

of the robot and makes the agent follow the path produced in this way.

Analyzing the system, the first limitation which appears evident is that it requires as 

input a complete world model. However, it is possible to get around this problem by 

using for instance range sensing to model the environment. A more relevant limitation 

is instead that Handey has no direct way of coping with variations in its environment 

during the execution of its task. In other words, the system is unable to produce a 

program which can sense the environment during the execution of the pick-and-place 

operation and make decisions based on the sensing. Moreover, it does not generate 

compliant motions, nor guarded motions, so as to achieve robustness and reliability. 

Even more, it does not generate open-loop motions to exploit task mechanics in order 

to produce the desired result in spite of the initial uncertainty. Nevertheless, Handey 

as it is implemented now can accommodate one relatively simple uncertainty-reduction 

operation. To this end, approach, grasping and put down motions may be generated 

as a kind of guarded move. Future developments of the system, however, are planned
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to address the limitations pointed out above.

In conclusion, the architecture of Handey, which is actually a system successfully im

plemented, may be considered as a possible different solution to the problem of robot 

task-level programming. Now let us go to examine the criticism of knowledge-based 

systems from another perspective.

2.2.2.2 Subsum ption  A rch itecture

Around the mid-eighties, when Brooks and Lozano-Perez were defining the project 

TWAIN ([Lozano-Perez & Brooks 85]), Brooks decided that the classic knowledge-based 

paradigm within which the project was being developed was not going to work. He ar

gued that the entire classic knowledge-based approach to artificial intelligence systems 

was wrong because we were actually missing some basic principle behind it. He main

tained that the only way of filling this lack of principles was to abandon temporarily 

assembly robots, which were too complicated, and start with simple small mobile ro

bots ([Brooks 86a]). He claimed that behaviour-based principles were more suitable to 

artificial intelligence than knowledge-based ones, and to this end he decided to propose 

his subsumption architecture ([Brooks 86b]).

He argues that, since autonomous agents have to operate in a world where conditions 

change rapidly, the old way of solving the problem of building a real time control system 

for a robot is not adequate. The decomposition of the system in functional units, 

although being a natural and conceptually easy way to think about it, is inherently 

unable to cope with sudden and fast changes in the environment and to react promptly 

to them. Brooks maintains that this limitation is not due to the mechanics or the 

electronics of the agent but instead to the architecture of the agent control system. 

He proposes to replace the classic functional decomposition of the system with task 

achieving behaviours (cf. figure 2.4 on page 34).

He identifies four requirements for his architecture.

M ultip le Goals. The agent has to be capable of dealing with many goals at the same 

time. These goals sometimes might even be conflicting with each other, like in 

the case when the agent is supposed to go to a certain location and to avoid an

33



2 Literature Review 2.2 System Architectures

Reason about

behaviour of Objects

Plan Changes to the World

c
o D>

C O)
o o

c
Monitor Changes

S ensing  S ' Ö
TJ

c
c

0)
X
LU

o  A ctin g S ensing ') Build Maps A ctin g
o
Û. Q. X .

U)
ta
\-

o
5 Explore

Wander

Avoid Objects

a) Classical R obot Control System Decom position b) Brooks’ Subsum ption A rchitecture.

Figure 2.4: Brooks’ Approach, 

obstacle at the same time.

M ultip le Sensors. The agent has to be capable of dealing with many kinds of sensors, 

whose measurements of a particular physical quantity might sometimes overlap 

giving in return inconsistent readings.

R obustness. The agent has to be robust in the sense that if any sensor fails, the 

robot has to be capable of coping with the deficiency and to carry on with its 

goal relying on the remaining ones still working. Even in the case of a dramatic 

change in the environment the agent should still be able to perform a sensible 

behaviour instead of aimlessly wondering around, or worse sitting on the floor 

without doing anything.

A dditiv ity . The agent has to be capable of increasing its competence as new sensors 

and capabilities are added to the robot.

In order to satisfy the previous requirements, the behavioural system proposed by

Brooks has to be based on several assumptions.

• The complexity of a behaviour is not necessarily produced by a complex control 

system, but it might rather be simply the reflection of a complex environment.

• Components and relative interfaces should be as simple as possible.

• Agents should be cheap and capable of carrying out useful work in a human 

inhabited environment with no human help.
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• In order to cohabit with humans, agents need three dimensional models of the 

world and not just two dimensional maps of it.

• Robot maps should be relational in order to avoid large cumulative errors caused 

by absolute coordinate systems.

• Agents should run in a real environment rather than in a simple world artificially 

built.

• Agents should use vision for truly intelligent interactions.

• Agents should be robust and capable of quickly recovering from any error situ

ation. This implies that a process of self-calibration should continuously occur 

inside the robot.

• Finally, agents should be self-sustaining.

As mentioned before, following the classical lines of functional decomposition of the 

control system, the information flowing from the environment to the agent, and vice 

versa from the agent to the environment, needs to pass through all the different pieces 

composing the system. With such an approach every piece should be completely de

veloped in order to run the robot at all. Furthermore, any subsequent changes to any 

particular piece would require most of the times major redesigning work of the control 

system itself. Brooks rejects such a decomposition and argues that so far such an ap

proach has produced just limited robots. He suggests replacing the classical functional 

decomposition of the control system with one in terms of the external manifestations 

of the agent. To this end, he defines the concept of level of competence which is an 

informal specification of a desired class of behaviours for a robot over all the environ

ments it would encounter. A higher level of competence would require more specific 

desired class of behaviours.

According to Brooks, structuring the agent in terms of levels of competence allows the 

designer to build just one layer of the control system for each level of competence. In 

order to move up to the next higher level, the designer has simply to add a new layer on 

top of the existing set (cf. figure 2.5 on page 36). In this way once a level is implemented 

and debugged, it does not require any further future alteration. A layer which identifies
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Figure 2.5: Levels of Competence in the subsumption Architecture.

a level of competence is made of a set of small processors which send messages to each 

other and receives messages from each other. Every processor, which is a finite state 

machine (FSM), is capable of holding some data structures and of communicating with 

the others by means of connecting lines. Any communication between processors is 

asynchronous, so no handshaking or acknowledgement is performed onto the incoming 

or outgoing messages. The processors within a layer which Brooks calls modules are 

not subject to a central control. This means that each processor has to perform its 

simple task as best as it can.

Inhibitor

Input (T) FSM
JlJ

X
Output

Suppressor Reset

Figure 2.6: Brooks’ Finite State Machine.

Each FSM has input lines and output lines (cf. figure 2.6 above). The former are 

equipped with single element buffers which are capable of holding the most recently
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arrived message. In the case the processor is unable to read a message at its input 

lines before a new one would come, then the old message would be lost. Each output 

line from a FSM is connected to the corresponding input line of another FSM.

FSMs allows the facility to inhibit outputs or to suppress inputs. This is achieved by 

connecting the output line of the inhibiting processor to the output of the inhibited 

FSM and by connecting the output of the suppressing processor to the input of the 

suppressed FSM. If more suppressing lines are used, they are logically summed by an 

OR port into a suppressing line.

Such an architecture has been successfully implemented in several mobile robot proto

types. In [Noreils & Chatila 89] a hierarchic control system architecture for a mobile 

robot based on three types of entities (modules, processes, and functional units) is 

presented. The control system basically is decomposed in an executive unit which 

manages the robot resources and in a surveillance unit which manages instead the 

detection and reaction to asynchronous events. In [Lim et al. 91] the operation of a 

mobile robot in a real environment is decomposed in three modes (reflexive, deliberate 

action, and self-awareness). The first one is active when the agent has to react quickly 

to changes in the environment, the second one is active when the robot is carrying out 

more deliberate actions such as going from one room to another, and the third one is 

instead always active in order to constantly monitor what the agent can and cannot do 

given its current internal conditions. In [Nilsson &; Nielsen 92] an intermediate soft

ware level intended for application programming is introduced between the low-level 

robot motion control and the high-level task commands.

All these architectures share the characteristic of having a distributed control, though 

such a key element is not very suitable for the assembly robotics domain, because the 

kind of problems an assembly robot has to face are inherently very different from those 

encountered in mobile robotics. A manipulator has to know in advance what it has 

to assemble and manipulate, in other words it has to follow a plan. The approach 

which we are going to discuss next faces this issue. On the one hand it criticizes the 

classic approach from a different perspective, and on the other it proposes a solution 

to the problem of automatic task-level programming in assembly different from both 

the classic and Handey architectures.
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2.2.2.3 B ehaviour-B ased Assem bly

As mentioned in subsection 2.2.1 on page 21, the approach followed up to the mid

eighties in order to develop automated task-level programming systems was to let 

the planner synthesize the plan for accomplishing the desired task in terms of the 

robot motions needed to achieve it (classic approach). Its application to assembly 

robotics led to many successful parts of task-level systems, mainly in areas such as grasp 

planning ([Blake & Taylor 93], [Joukhandar et al. 94], [Taylor et al. 94]), collision free 

planning ([Latombe 91]), fine motion planning ([Mason 84], [Clegg et al. 93]), gross 

motion planning ([Hwang & Ahuja 92]). The solutions proposed by these systems were 

most of the time so complex that in many cases the progress consisted merely of 

showing that a simplified abstraction of the problem was tractable. The limiting key 

factor was the presence of uncertainty embedded in the robot environment both in the 

location of objects and in their form ([Laugier 88b], [Whitney k  Gilbert 93]). Since 

the complexity of dealing with uncertainty was so great, the large majority of these 

systems were tacitly assuming to solve first the assembly problem in an ideal and certain 

form and then later adapting such a solution to cope with assembly uncertainties (cf. 

RAPT system on page 18). Unfortunately, incorporating uncertainty handling in a 

plan which applies only to an ideal world is not so straightforward. Indeed, such an 

operation increases the complexity of plan generation so much that at the moment it 

is still unclear whether the problem is fundamentally intractable or just beyond the 

scope of current technology.

Because of these reasons no automatic robot programming system has been able 

so far to generate reliable assembly plans and execute them without ever needing 

any human intervention. The crucial point stressed by Malcolm and Smithers in 

[Malcolm k  Smithers 88] was that it is not possible in an uncertain world to trans

late deterministically the motions of the objects into the robot motions needed to 

accomplish them. They claimed that a better way to generate more reliable as

sembly plans was to incorporate uncertainty from the beginning. This means that 

an assembly plan would be expressed in terms of part motions instead of robot mo

tions, to be determined by the planner at run-time instead of the usual plan-time 

([Petropoulakis k  Malcolm 90]). This sensibly reduces the complexity of plan gener
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ation, because it is inherently simpler to control perturbations at run-time than to 

compile their control in advance at plan-time.

The architecture which incorporates these characteristics takes the name of behaviour- 

based assembly ([Malcolm & Smithers 88] and [Malcolm et al. 89]). The term behav

iour is actually borrowed as a concept from an earlier work of Brooks ([Brooks 86b]) 

who suggested replacing the functional decomposition of the robot control system with 

a behavioural one, in other words to express a robot task in terms of task-achieving 

activities in the world (cf. subsubsection 2.2.2.2 on page 33). Following this line, Mal

colm and Smithers consider as a primitive entity of their architecture any purposeful 

activity carried out by the agent.

Malcolm and Smithers’ behaviour-based assembly system, although agreeing in prin

ciple with Brooks’ criticism of the classic knowledge-based approach, applies to a 

much more constrained and rigid experimental domain than the mobile robot world 

of Brooks’ subsumption architecture. An assembly robot requires to know in advance 

what to do in order to assemble parts together, besides any assembly task in order 

to be accomplished is inherently bound to be described at robot level in terms of se

quential steps. Thus, a planner is basically still needed in a behaviour-based assembly 

system. This kind of drawback is not experienced by autonomous agents which do not 

necessarily need to follow any plan at the low level of robot control. Once an agent is 

for instance given the goal of reaching a certain point in a room, it does not require to 

follow a detailed plan to reach the target, in the sense that several modules running- 

in parallel and without any central control may allow the agent to reach the desired 

goal location. The peculiarity of having a behaviour-based agent and a symbolic plan

ner makes this architecture a hybrid between a task-level programming system and a 

behaviour-based execution system.

The paradigm introduced by Malcolm and Smithers’ architecture allows the simplifica

tion of both the definition of robot programming languages and the design of planners 

which are finally freed from the inconvenience of dealing with an uncertain world. 

However, their system differs from a classic one because confining uncertainty within 

low level behaviours allows a symbolic planner to deal just with an ideal world. In this 

way the task planner is practically freed from the overwhelming work of generating
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robot actions for coping with the various uncertainties of the robot environment.

In order to understand this point, let us examine the following example. Let us consider 

a robot equipped with a vision system (cf. [Chongstitvatana 92]) for locating and 

grasping objects (cf. figure 2.7 here below). Let us suppose we have an object laying

Figure 2.7: Behaviour-Based System example.

on the table and we want the robot to collect and manipulate it. Using the classic 

approach, the task planner needs to know

• the position of the camera with its relative parameters {i.e. focal length, aperture, 

etc.),

• the robot position,

• the robot kinematic model.

The success in the execution of the task depends heavily on the truth of this knowledge: 

if the environment changes in such a way as to invalidate some of this knowledge, such 

as by an accidental movement of the camera, then the execution of the task is very 

likely to fail.

Using instead the behaviour-based assembly approach, we do not need to know any of 

the above listed information. The basic idea is to have both the object to be grasped, 

and the robot gripper, in the camera images. From the object image can be deduced 

where the gripper image should be in order to make a successful grasp. The difference 

between this image position and orientation, and the actual position and orientation of
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the gripper in the image, provides an error trajectory or spatial transformation (x, y, 0) 

in terms of image pixels. The system already has approximate linear mappings between 

joint angle displacements and changes in image position, derived either from observing 

some initial calibration movements, or from a previous grasp operation. Given these 

two mappings (from the two images) a robot movement is calculated to take it (for 

example) | of the way to the destination. A new pair of pictures is taken, and the 

process repeated. Thus, by iterative approximation the gripper will finally arrive at 

the correct location for grasping, since when both images seem correct, the gripper will 

be in the correct location.

Given that grasps in this domain require an accuracy of location of about 2 mm,, and 

in a typical image of 512x512 pixels a pixel represents 1 mm, and the mislocation 

of the part is less than 25 mm, then 4 or 5 iterations usually suffice to bring the 

gripper to the correct location. As implemented, the detail of the process is as follows 

([Chongstitvatana & Conkie 92b]).

The robot gripper is first identified by taking one picture with its fingers opened and one 

with fingers closed, and then by subtracting the latter from the former so that to locate 

the gripper fingers’ position in the image plane ([Conkie & Chongstitvatana 90]). Once 

this has been done, an approach plane parallel to the work surface is defined above 

the tops of the parts at a known height. The mid-point between the two fingers of 

the gripper (M) and the mid-point of the top edge of the part in the image (P) are 

projected onto the approach plane which is then mapped 1-to-l to the image plane 

(cf. figure 2.7). Indicating with A the projection of P onto such a plane, the robot 

gripper is then driven vertically down so that its fingertips lie onto such a plane. 

Once this has been accomplished, the resulting pixel displacement allow to deduce 

the approach point in the image plane. The gripper is then moved horizontally onto 

the approach plane by tracking its motion on the image plane. This is achieved by 

iterative approximations of the transformation T, which maps the robot coordinate 

frame to the image plane (v =  Tm). Starting with an initial estimate of T and 

v (Tj and v, respectively), we can compute an estimate of the motion m, required 

to drive the manipulator to its target simply by calculating m, =  T~ \q. Using 

such an estimate m*, the robot moves to a point which, observed on the screen, is
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given by v ' =  Trip. At this point, considering the difference between computed and 

observed movement (vj+i =  Vj -  =  (T  — T j)m i), and a new estimate of T , we

can then calculate the next estimate rnj+i of the required motion as shown before. 

The iterations, and therefore the robot motions, stop when the difference Vj — v ' gets 

smaller than a certain preset threshold. At that point the gripper can be considered 

to have reached the target approach point A, thus it rotates in order to get parallel to 

the edge of the part and then it approaches the part in the same way as it approached 

A ([Chongstitvatana & Conkie 92a]).

As we can see, the solution to our initial task is mathematically very simple, and 

besides if the world somehow changes, such as if the camera is accidentally moved or 

the robot arm is bent, then the task would still be successfully accomplished. Prom 

this example we gather how fragile and complex is the solution to the initial problem 

obtained following the classic knowledge-based paradigm, and at the same time how 

robust and simple is the one given in terms of the behaviour-based system.

The fragility of the classical system is due to the knowledge used: if it fails to be 

true, the system fails. The robustness of the behaviour-based approach is due to its 

avoidance of knowledge: what it does not need to know can vary without affecting the 

success of the task. Indeed, advantage can be taken of this, for example in moving the 

cameras under computer control to optimize the view, without having to worry about 

where the cameras end up.

It is interesting to compare this solution to how Handey performs its pick up operations. 

Any object in Handey is localized using a depth map which is a two-dimensional array 

whose indices code for position and whose elements represent the height of a surface 

at that location. Each depth map is determined by a triangulation-based laser range- 

finder. This way of sensing gives detailed information about the object to be picked up, 

but it is good only for static pictures of the world. This is suitable for Handey because 

the target object is static in the scene and the approaching operation is planned in 

advance, but it is completely unsuitable for real time driving of the robot gripper as in 

the behaviour-based assembly example given above. However, after the gross motion 

planner has planned an approaching path to the target object, the grasp planner detects 

and maps to a grasp plane any potential collisions between the surfaces coded in the
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depth map and the various gripper components. This is accomplished by testing each 

point of the depth map within the footprint9 of a grasp volume of a gripper component. 

This stage is not required by the behaviour-based example above, because there is no 

advance planning: the gripper is actively driven towards its goal by its vision system 

and not by its knowledge about the work-cell. In the end, once potential obstacles have 

been mapped to the grasp plane, the Handey grasp planner computes an appropriate 

plan to grasp the target object and depart towards its final destination.

As we can gather from the comparison above, Handey is less bound to the environment 

layout than a classic system, in fact if new obstacles are introduced but the pick up 

operation of the target object is still possible, then the pick up can still be performed 

successfully by a run time grasp replanning. Nevertheless, Handey, as opposed to a 

behaviour-based design, still relies on the knowledge of work-cell details, and therefore 

it is still constrained by the truth of this knowledge.

In conclusion, a behaviour-based architecture looks even more promising than Handey 

in producing robust and reliable systems. For this reason, since our work deals with 

assembly tasks, it seems more appropriate to develop our research framework within 

this paradigm.

Besides the work mentioned in the example above, another interesting research project 

carried out along the line of the behaviour-based assembly paradigm is reported in 

[Deacon & Malcolm 94], In such a work the fundamental assumption of having a point- 

to-point motion as the robot elementary movement is criticized, because it implies any 

task to be decomposed in an ordered sequence of point-to-point steps in order to 

be accomplished. Deacon claims that this is not the only way to view an assembly 

task. A different assumption, which considers a compliant pushing motion as the 

robot elementary movement, is in fact currently being investigated. Adopting such an 

assumption would mean that we end up with very different robots programmed in a 

very different way. If we take a task, such as the famous peg-in-hole, and we employ 

a point-to-point robot to carry it out, we would need to write a large amount of code 

with lots of sensory processing. If we take the same task and we employ instead a 

compliant pushing robot, the code and the sensory processing needed would be greatly

9 A  footprint of a grasp volume is its projection onto the horizontal plane of the depth map.
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reduced, because the robot would naturally adapt itself to the environment. In other 

words, if we consider for instance once again the example of the peg-in-hole task and 

we suppose that there is a tiny error in the information about the position of the hole, 

then a point-to-point robot would try to deform the hole in the attempt to follow the 

direction it was ordered to go. Under the same assumptions a compliant pushing robot 

would not behave the same way, because it would follow the constraints dictated by 

the environment, that is it would just push in a certain direction until a constraint 

would force it to slide along the surface of the obstacle. We know that with such a 

basic assumption about the robot elementary movement the peg-in-hole task works 

successfully (cf. [Deacon 95]). What we do not know as yet is if an assembly robot 

programming system can be erected on this foundation10: the only thing we may say 

is that human behaviour would seem to be closer to this assumption rather than to 

the point-to-point one.

At this point before carrying on with the rest of the discussion, it is worth pointing- 

out a few arguments which criticize the behavioural approach as a whole. To start 

with, we have to stress that it is still very hard to find explicit published criticisms 

of the behavioural approach, especially in assembly, but there are three points which 

are commonly raised verbally at presentations, workshops and conferences. First of 

all, the lack of underlying principles. In this regard, we have to say that several 

projects are currently investigating the issue, and there is much general agreement 

about the guidelines to be followed in implementing behaviour-based systems, but no 

sound basis for these has emerged so far. A second point commonly raised is the 

fact that the behavioural approach will fail to scale up and tackle the complexities 

of big problems, such as those involving large robot systems with many sensors. In 

this respect, we have to remark that a few research projects have acknowledged the 

weakness and are currently investigating the issue ([Brooks & Stein 93], [Steels 94a], 

[Kim 96]). Another point often raised is the fact that behavioural implementations 

are sometimes very similar to those done by workers who do not follow behavioral 

principles. In this regard, we have to observe that this criticism is very short-sighted 

because it misses the point being made by the behavioral approach. When the first

10 A  research project sponsored by the ACM E-SERC grant n° GR/J94372 and conducted by Deacon 
himself is currently investigating this.
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graphic operating systems like the Macintosh™ appeared on the market, they too were 

largely criticized as being just graphic gadgets stealing part of the computational power 

of the computer. However, the main point of the philosophy proposed by the Macintosh 

was the fact that it was possible to hide the complexities of the underlying operating 

system simply by manipulating graphic icons with the aid of a mouse, allowing in this 

way even inexperienced programmers to work readily on a computer. Thus, in analogy, 

the fact that sometimes the solutions developed following the behavioural approach are 

similar to the classic ones should not be viewed as a weakness, because behavioural 

solutions are simply providing the operator with a simpler way to program robots.

Now, there is an important issue regarding the behaviour-based assembly approach 

which requires to be discussed: how many behaviours do we need in order to have a 

usefully programmable system? This is a crucial point because only the existence of 

a limited number of them would mean that a general purpose robot capable of doing 

anything programmable exists. The next section will examine this issue in depth.

2.3 Behavioural Decomposition

The interesting question which we were left with at the end of subsubsection 2.2.2.3 is 

one of the key problems in the development of behaviour-based assembly architectures. 

Basically, if a system has to work relying just on behaviours, then how many of them do 

we need in order to have a working system? If the answer is, for instance, thousands of 

them, then it would be very difficult to develop and build a general-purpose task-level 

robot programming system following this paradigm which would be able to deal with 

at least 95% of the manufacturing assembly tasks (cf. subsection 2.3.1 on page 52 for 

a detailed discussion). If instead the answer is just a few dozen then it would be easier 

to develop a behavioural system which is practical to learn and use by somebody who 

is not computer literate, such as a factory floor worker.

An issue such as the investigation of the existence of basic elements in a certain domain 

is not new to science and certainly is not confined to the behaviour-based assembly 

paradigm. For instance, we can draw an analogy with two other fields: chemistry 

and computer science. In the former this issue consisted in determining the basic
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elements which all matter in nature was made up of, whereas in the latter it consisted 

in individuating the basic operations with which to solve any computable problem. In 

the case of chemistry, scientists isolated one by one many elements and found out that 

beyond a certain atomic weight atoms became unstable. The result of their research was 

that the number of chemical elements, which are stable in nature, was limited and small. 

In the case of computer science, instead, the notion of Turing machine was introduced 

([Turing 37]). Such a machine is an idealized computing device characterized by having:

• an input/output device, usually a tape of unlimited length;

• a read/write head which can read symbols from the tape and write them onto it;

• the possibility of moving the read/write head along the tape in either directions;

• a set of instructions, called m,ach,ine table which completely determine the move

ment of the read/write head in conjunction with the symbols on the tape;

• a finite number of logical states into which the machine can pass;

• a finite alphabet of input/output symbols.

Thanks to such a device, Church and Turing hypothesized that any computable pro

cedure can be modeled by a Turing machine table, and proved that there exists a class 

of universal Turing machines which can imitate any other Turing machine. From such 

a hypothesis and their result it follows that it is possible to describe devices which are 

computationally powerful enough to perform any formal operations whatsoever. The 

practical result which follows is that any programming language needs just a limited 

set of commands to process whatever procedure is computable.

By analogy, we aim to reach a similar practical result in the behaviour-based assembly 

paradigm. The following three subsections will provide first the grounds onto which 

the research presented in this thesis is based (cf. subsections 2.3.1 and 2.3.2), and 

then will explore how this problem has been tackled in the relevant literature (cf. 

subsection 2.3.3).
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2.3.1 Assembly Operations

We know that the kind of tasks encountered in manufacturing industry are basically 

fabrication and shaping of materials, and joining and assembly of parts into final 

products (cf. [Owen 85]). The process of assembly may be regarded as the fixing or 

forming of discrete items to and around each other. There are very few sectors in 

industry which do not require at least one joining process, and these are arc and spot 

welding, mechanical fasteners, and adhesive bonding.

One of the first systematic investigations of the most common manufacturing tasks 

was carried out in [Kondoleon 76] where, by taking apart and reassembling a set of 

six products (a refrigerator compressor, an electric jigsaw, an induction electric motor, 

a toaster oven, a bicycle brake, and an automobile alternator), it was found that the 

items examined could be assembled with various combinations of just 12 operations 

(cf. figure 2.8 here below):
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Figure 2.8: Basic Manufacturing Assembly Operations Identified by Kondoleon in 1976.

A  simple peg-in-hole which consists in inserting a part with a shaft (peg) 

into a hole;

B  push-and-twist which consists first in mating a peg into a hole like A  and 

then in securing it to the assembly by twisting the peg usually by one 

quarter;

C  multiple peg-in-hole which consists in matching a male part with several 

pegs with a female part with at least an equivalent number of holes,
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as for instance a plug into a socket;

D  insert peg and retainer which consists first in inserting a peg like in A  

and then in securing it by inserting a retainer;

E  screw which consists in fastening a threaded peg to a matching threaded 

hole by contemporaneously rotating and advancing the peg along the 

hole axis;

F force fit which consists in inserting a peg into a slightly smaller hole;

G  remove location peg which consists in extracting a peg out of its accom

modating hole (reverse of A);

H  flip part over which consists in reversing the orientation of a hole;

I  provide temporary support which consists in temporary holding a part 

during the assembly;

J  crimp metal sheet which consists in joining two metal sheets by pressing 

with a huge force their edges;

K  remove temporary support which consists in releasing a part previously 

held (reverse of I ) ;

L weld or solder which finally consists in joining two metal parts by fusing 

some soldering material along one or more of their borders.

Four of these operations (G, H , I, and K )  were meant just to support the assembly 

process, whereas all the others were used in a variety of formats as assembly processes.

Besides identifying the basic operations mentioned above, Kondoleon analyzed in his 

survey also the frequency of occurrence of each of them (cf. figure 2.9 on page 49). It 

emerged from his statistics first that the most common operations in the manufacturing 

processes examined were performed vertically down, and second that the peg-in-hole 

and screwing operations outnumbered all the others by a large factor.

In conclusion the main result which Kondoleon achieved in his survey was to show that 

a group of completely different industrial products could be assembled by resorting to 

a limited number of basic operations.
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Figure 2.9: Qualitative Results of the Statistics emerged from Kondoleon’s Survey.

Examining now other surveys on assembly processes carried out in the relevant lit

erature during the past two decades ([Nevins & Whitney 78], [Owen 85], [Byrne 87], 

[Hodges 92]), we notice that some of the operations have changed over the years fol

lowing the changes in manufacturing technology, whereas some others are still today 

widely used. The use of plastic, for instance, was not considered a common task 

in the seventies, whereas today crimping has become an obsolete technology sel

dom used. At present we can divide assembly applications in two main categories 

([Groover et al. 86]): parts mating in which two or more parts are brought in contact 

with each other, and parts joining in which two or more parts are first mated and then 

joined permanently or semipermanently so that to preserve their mating conditions.

Parts mating includes four kinds of operations:

P eg-in -H ole This task, which is the same found in Kondoleon’s survey, 

implies the insertion of one part (the peg) into the hole of a second 

part. There are two kinds of peg-in-hole tasks: round peg-in-hole and
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orientation-dependent peg-in-hole. In the former the orientation of 

the peg with respect to the hole axis is irrelevant for the successful 

insertion, whereas in the latter it is very important (e.g. square peg 

in a square hole).

H ole -on -P eg  This task was not contemplated by Kondoleon in his set 

because it was a mere variation of peg-in-hole. Nevertheless, there is 

a subtle but very important difference between the two of them: in 

order to mate the parts, hole-on-peg implies the part with the hole to 

be actively driven towards the peg which lies still at a known location 

in the work-cell, whereas peg-in-hole instead implies the peg to be 

actively driven towards the hole. A typical example of hole-on-peg is 

the placement of a bearing or gear onto a shaft.

M u ltip le  P eg-in -H ole This task, which is reported in Kondoleon’s set, is 

another variation of peg-in-hole and consists in matching a part with 

multiple pegs to a part with a corresponding number of holes. The 

insertions are supposed to be performed all at the same time. In order 

to align pegs with their matching holes, this operation requires the as

sembly system to be able to orient the part in all directions. A typical 

example of this multiple peg-in-hole is the assembly of microelectronic 

chips on a circuit board.

Stacking This task, which was not considered by Kondoleon, consists in 

laying down the different components of the assembly one on top of 

the other with no pins or other devices for locating the parts relative 

to each other.

The second category (parts joining) implies, as we pointed out earlier, not only mating 

two or more parts together but also joining them in order to hold the components 

together. This category includes the following eight tasks:

Screw  Fastening This task, included in Kondoleon’s set, consists in join

ing a part with a threaded hole to one with a matching threaded shaft 

(screw) by tightening the screw of the first part to the threaded hole
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of the second part. Basically, it is like putting a peg in a hole by 

means of a helical rotation of the peg along the hole axis. As already 

pointed out by Kondoleon, this is still today one of the most common 

assembly tasks (cf. figure 2.9 on page 49).

R eta in ing This task is also included in Kondoleon’s set and consists in 

holding the parts together by means of a retaining device, which may 

even be made of simple pins inserted in several locations of the parts 

involved. However, among the various retaining devices, the most 

common one is a ring, like a snap ring or a C-ring, that clamps onto 

one part to establish its relationship with another part.

Press F itting This task, included too in Kondoleon’s set, is another vari

ation of peg-in-hole but with the difference that this time the peg is 

slightly larger than the hole in which it has to fit in. This kind of join

ing process can result in a very strong coupling of the parts involved, 

but it requires a substantial force in order to be achieved. Usually 

only hydraulic power press machines can provide such a force.

Snap F itting This task was not considered by Kondoleon and may be 

viewed as a hybrid between retaining and press fitting. It still consists 

in mating a peg to a slightly smaller hole, but, differently from press 

fitting, the opposing force to the insertion is only temporary and it 

occurs just during the mating process. During the pressing of the 

parts towards each other, in fact, one or both of the parts elastically 

deforms to accommodate the catching elements of the parts.

A dhesive Fastening This task consists in spreading glue or another form 

of adhesive material onto a specific region of one part of the assembly 

and then mating the second part to that region. This task was not 

contemplated in Kondoleon’s task because there were few adhesive 

materials in the seventies reliable enough to be considered a viable 

manufacturing joining task. The process of spreading the adhesive 

can be done by laying it down along a defined path, like in the arc 

welding, or at specific points, as in spot welding.

W elding This task, also included in Kondoleon’s set, consists in joining
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two parts by means of a welding process, which may be achieved in dif

ferent ways, such as continuous arc or spot welding, soldering, brazing, 

or ultrasonic welding. It is still a very common operation especially 

in the automotive industry, however with the development of very re

liable adhesive material and the overtaking of plastics it is starting to 

show signs of age.

C rim ping This task in the context of assembly consists in deforming a 

portion of one part, usually a metal sheet, to fasten it to another 

part. A typical example is when an electrical connector is crimped 

(i.e. squeezed) to a wire. This operation was a very common joining- 

process in the seventies, and therefore it was included in Kondoleon’s 

set, however nowadays the overtaking of plastic in the manufacturing 

industry, and the use of adhesives, has made it obsolete.

Sewing This task finally is very common for joining soft or flexible parts 

like cloth or leather. Such a task was not included in Kondoleon’s set 

because the assembly of rigid parts only was considered.

Notice that the above listed classification does not include remove location peg, flip part 

over, and provide and remove temporary support because, as Kondoleon himself pointed 

out, these are not assembly operations. Moreover, push and twist is also not included, 

because, although being a proper part mating operation, it may be viewed as another 

form of peg-in-hole.

Prom the statistical data shown in [Byrne 87] and reconfirmed in [Byrne & Hopkins 91] 

and [Hodges 92] we notice that 95% of the assembly tasks are nowadays made of peg-in- 

hole and its variations (35%), multiple peg-in-hole (8%), stacking (8%), screw fastening 

(27%), press fitting (7%), snap fitting (5%), and retaining (5%). Because these tasks 

represent the majority of the manufacturing assembly processes (cf. figure 2.10 on 

page 53), it would be very useful to have a robotic system capable with an appropriate 

programming of reliably performing all of them. In the rest of this thesis we will con

centrate our attention specifically on them, thus whenever we talk about the majority 

of assembly tasks, we intend to refer to them.
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Figure 2.10: Assembly Tasks Percentage.

2 .3 .2  B a lc h ’ s G e n e ra l-P u rp o se  M o d u le s

A result in a certain way similar to the one achieved by Kondoleon was serendipit- 

ously reached by Balch and Malcolm during an early project conducted here at the 

assembly robotics laboratory of the Department of Artificial Intelligence of this Uni

versity, which consisted in developing software routines general enough to handle large 

spatial misalignments and easy enough to be adapted to other similar assembly tasks 

(cf. [Balch 92b] and [Balch 92a]).

The equipment used to carry out such a research was basically made of a UMI RTX 

robot as the physical manipulator, a Sun3/160 workstation as its controller, and an 

expensive Lord 15/50 unit as a force sensor.

During the assembly of his test benchmark (an electric contactor) Balch found that 

the robot program required for carrying it out was largely based on a small group of 

23 parameterized modules which we briefly list and comment here below.
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Move-Absolute moves the robot to a fixed location.

Move-Relative moves the robot to a fixed distance from its current pos

ition.

Move-Gripper  opens and closes the robot gripper.

Get-Force fetches six axes of force reading from the force sensor.

Get-Force-Vector fetches a force along a vector (x,y,z,Rx,Ry,Rz).

Check-Force checks whether the force along a vector exceeds a threshold.

Reset-Sensor resets the force sensor by subtracting a tare force11 from 

the values transmitted by the sensor.

Get-Position  returns the current vector position (x,y,z,Rx,Ry,Rz) of the 

R TX  robot gripper.

Get-Position-Vector fetches the position along vector (x,y,z,Rx,Ry,Rz).

Guarded-Move performs a guarded absolute move.

Guarded-Move-Relative performs a guarded relative move.

Lift moves the RTX robot until the force or torque in the opposite direc

tion to the movement are less than a threshold.

Dab performs a guarded relative move followed by a lift.

Follow drives the R TX robot in one direction while maintaining a force- 

torque in another one.

Hopping-Follow drives the R TX  robot in one direction while hopping up 

and down in another one.

Press keeps a force-torque in one direction.

Spiral-Search drives the R TX robot along a spiral path while maintaining 

a force-torque in another direction.

Hopping-Spiral Search makes the RTX robot perform a spiral search 

by hopping a part along a surface rather than sliding the part on this 

last.

11 A  tare force is represented by the current forces and torques.
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R elieve-S tress  drives the RTX robot backwards and forwards until the 

force along a specified axis is smaller than a certain threshold.

P eg -in -H ole  drives a part in one direction while relieving stresses in an

other one. If the part jams, it drive the robot backwards by a small 

step.

C on ta ct-P osition  finds the intersection of the current force with a spe

cified plane.

P ut-F lat places a part flat against a surface.

Check-Lock  attempts to make small movements of a part and measure 

the resulting forces and torques. If these exceed a threshold, then the 

part is locked in its socket.

Each of these modules share the same two characteristics: they all exit in just one 

of a small number of fixed states, and they are instantiated by means of parameters, 

such as the direction of movement or the maximum force. They are not intended to 

succeed or fail in the normal sense, rather each one is thought of as a function which 

returns a value according to its inputs. This idea is very important because it holds 

the key to generality, however Balch reaches a different conclusion. According to him, 

in fact, behaviours can not be as general as these modules because they have a specific 

purpose by definition (cf. definition 4.1 on page 85). As we will discuss in section 4.3 

on page 98, this is not necessarily true, because a behaviour such as peg-in-hole, for 

instance, may be used not only for inserting a peg into a hole, but also for checking 

the presence of a step wall upon a certain surface of the assembly.

He argues that since any behaviour can be described by an opportune parameterized 

combination of these modules, the purpose of a behaviour would be simply acquired 

from the logic of how these modules are composed together. He also maintains that 

they are general enough to be employed as off-the-shelf software packages for describing 

any assembly, as if they are predefined general-purpose procedures.

He speculates that it would be possible to build on top of these modules a graphic 

interface to be run in a windows environment. With such an interface it would be 

possible to program a robot simply by composing with the aid of a mouse the icons

55



2 Literature Review 2.3 Behavioural Decomposition

representing the modules into a window. The simple clicking on an icon would then 

enable one to see the current settings of the module parameters involved, and eventually 

to edit their values again.

The good point of the work developed by Balch is the fact that he managed to de

velop a small group of low-level software modules having disjunctive multiple purposes. 

However, the claim that they can be used to program assembly tasks was only partially 

tested on a unique testbed. Moreover, as argued in section 4.3 on page 98, the claim 

that behavioural modules cannot be as general as his modules is not necessarily true, 

because it is possible to define a behavioural module which, despite being designed with 

a specific purpose, can be used to achieve also a different one. For instance, a peg-in- 

liole module may be used both to mate a peg with a matching hole and to search for 

a hole with a hopping search. Balch, however, developed his routines from the bottom 

up, and was not specifically trying to construct behavioural modules. Our top down 

approach, trying to construct behavioural modules, resulted in a similar coverage of 

general capability with only half the number of modules.

2 .3 .3  R e la te d  R esea rch

There are some other systems which share the concerns about decomposition and ele

mentary operations in assembly without being necessarily behaviour-based systems. In 

this regard, an interesting work carried out in [Krogh & Sanderson 86] develops a mod

elling framework for representing assembly tasks as a collection of discrete operations 

with precedence relations reflecting the physical constraints. From such a framework it 

is possible to define an operation precedence graph with which to analyze alternative 

system configurations and supervisory control structures. By means of this graph a 

product12 may be decomposed into its appropriate assembly sequence.

The interesting point of this work is the acknowledgement of the need of a limited 

set of descriptive primitives with which to program assemblies. However, the need of 

introducing into the primitives probabilistic models with which to estimate uncertainty 

makes the approach liable to complexity explosion.

12 The work reports the example of an electric torch.
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In [Noreils 8z Chatila 89] a control system architecture for a mobile robot and the 

structure of a behaviour-based language for accomplishing missions are developed. This 

architecture is organized in four modules: supervisor, executive module, surveillance 

manager, diagnostic module. The general frame for the monitor units composing the 

surveillance manager is proposed to be of the form

M N T R  <conditions> <actions>

where <conditions> contains the conditions on the sensors or on the robot state vari

able, and <actions> contains the set of reactive actions to be carried out when the 

left-hand side conditions are true. Each command is defined as:

<command> ::= (<operator>{<surveillance>}*)

<surveillance>::= M N T R  [STATIC]<condition>

=> <reflex-action> {<control-action>}

The reflex-action represents the immediate reaction to the event launched by the sur

veillance manager, and {<control-action>} specifies the reaction through the executive 

module after a surveillance is triggered and the reflex-action executed. A mission is 

finally defined as

<mission> ::= (M ISSIO N  emission-name> (

[(PRE: <precondition-list>)]

[(ENV: <environment-list>)]

[(LSURV: <surveillance-list>)]

(M A IN : <body>)))

<body>  ::= <mission>

| <command>

where <precondition-list> is the set of conditions which must be true for executing the 

mission, <environment-list> sets the execution environment in order to provide the 

controller with enough information for error recovery and local decisions, <surveillance- 

list> is the set of monitors which have to be active during the mission, and finally 

<body>  is the sequence of commands to be executed.
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The interesting point of this work is the definition of software units with which to pro

gram specific missions for mobile agents. However, the possibility of having more than 

one unit running in the system in a way similar to Brooks’ subsumption architecture 

makes the approach not very suitable to assembly robots.

In [Nilsson & Nielsen 92] an intermediate software level for application programming 

between the high-level user commands and the low-level motion control of industrial 

manipulators is developed. Such a level is composed of two elements: an executive 

layer and an application layer. The former implements both the robot programming 

language and the executive for the execution of the robot programs. The latter contains 

instead the application specific control features, and it is compiled and linked together 

with the rest of the system.

The architecture proposed in this work, although being defined as a hierarchy of layers, 

still views robot application programming at a very low level. Thus, the activity 

of robot programming is not actually simplified, because an experienced application 

engineer would still be required to program or debug the software.

A new kind of architecture for programming manufacturing robots is proposed in 

[Archibald & Petriu 93]. The system described is based on well defined modules (robot 

skills) which may be viewed as a well defined object template, or as an exact coded 

representation of the robot behaviour. Each template is graphically represented as 

an icon which can be moved around the terminal screen with the mouse and can be 

composed in a sequence in order to program a particular behaviour. These ideas are 

very similar to those that led Balch to develop his general-purpose modules, which 

in this case are seen as iconic object templates. According to the paradigm sugges

ted by this architecture, there are three different possible users for programming the 

agent: the operator who uses simple English descriptions, the robot programmer who 

uses the predefined iconic object templates (skills) discussed above, and the systems 

programmer who actually defines and prepares the icons of the various templates.

The interesting point of this work is the definition of parameterized software units 

capable of accomplishing specific robot actions. However, these units are viewed simply 

as software macros to be instantiated each time with the appropriate parameters.
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Moreover, some of these units may still require models of the environment. As of 

today (1996), the architecture is still only partially implemented.

An interesting work, described in [Nnaji 93], presented the structure of a new task-level 

programming system for industrial robots named RALPH (Robot Assembly Language 

Planner in Hierarchy). The system, which is developed following the classic approach 

for controlling the agent, still requires a world model obtained by means of a CAD 

system. However, by fusing the knowledge of the world model and its sensor data into 

a dynamic world database, RALPH is able to generate world spatial relationships to be 

used by the planner to define sensor-based plans. The system planner is decomposed 

in a hierarchy of four layers:

• a task-level planner,

• a mid-level planner,

• a general robot-level planner, and

• generic robot-level planner.

The first layer accepts task-level commands as input and for each of them it produces 

as output the corresponding refinement in terms of mid-level commands. The second 

layer, in turn, takes these mid-level commands as input and generates a robot inde

pendent plan as output. The third layer adapts the plan synthesized by the upper 

levels to the particular robot configuration {e.g. SCARA, Cartesian, anthropomorphic, 

etc.) employed in the work-cell. The last layer, finally, takes this generic plan and 

instantiates it to the particular robot manipulator which has to accomplish the plan.

The interesting point of this programming system is the definition of its language. At 

the highest level the system provides just four commands: assemble (with), reorient, 

hold, and release (cf. table 2.1 on page 60). The first three of them are refined and 

expressed again by the task-planner in terms of a small group of nine commands: 

place (onto), place (over), place (beside), insert (into), screw (into), flip, turn, hold, and 

hold (against). At the following lower level the mid-level planner refines further the 

command insert (into) into one of three possible options: drop (into), dropJnsert (into), 

and pushJnsert (into). Similarly, the command screw (into) is refined into either screwr
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Task C om m ands Task-Level P lanner M id-Level P lanner
place (onto) 

place (over) 

place (beside)

idem
idem
idem,

assemble (with)
insert (into)

drop (into) 

dropJnsert (into) 

pushJnsert (into)

screw (into)
screwr (into) 

screwl (into)

flip idem
reorient

turn
turn num -of -turns 
turn num -of -deg

hold
hold idem
hold (against) idem

release idem idem

Table 2.1: RALPH Task-Level Commands.

(into) (which stands for screw right) or screwl (into) (which stands for screw left). In

conclusion the total number of different commands available at the mid-level layer,

which still holds task-level programming characteristics, is fourteen (cf. table 2.2 here 

below).

M id-Level P lanner
place (feature, orientation) (onto) (fea ture)
place (feature, orientation) (over) (feature)
place (feature, orientation) (beside) (feature)
drop (feature, orientation) (into) (feature)
dropJnsert ( f  eature, orientation) (into) (feature)
pushJnsert (feature, orientation) (into) (feature)
screwr (feature) (into) (feature)
screwl (feature) (into) (feature)
flip (feature, direction)
turn (dir ectioninterms o f  turns)
turn (directionintermsof angles)
hold (feature, orientation)
hold (feature, orientation) (against) (fea ture)
release (motion-flag, feature, orientation)

Table 2.2: RALPH Mid-Level Planner Commands.

Since RALPH ultimately produces a plan in terms of instantiated manipulator-level 

commands of a specific robot system, the claim is that the task-level language employed
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is capable of describing any manipulator assembly task. This is an important point 

which, although being achieved with a classic knowledge-based architecture, shows that 

the number of task-level commands required for a general-purpose robot language is 

limited and small (fourteen in this case).

The good point of the architecture implemented by Nnaji is the effort dedicated to 

defining a programming system based on a limited number of high-level commands. 

However, the system still heavily relies on the knowledge of models whose truth is 

crucial for the generation of a reliable plan.

At this point, having reviewed some interesting works which are related to our research, 

we are ready to define the project which addresses the problem introduced in section 2.3 

on page 46. However, before doing so, it is worth summarizing what we have discussed 

so far in this chapter.

2.4 Summary

This chapter aimed to present and discuss three topics which are relevant to our re

search: the evolution of robot programming (section 2.1), robot architectures (sec

tion 2.2), and behavioural decomposition (section 2.3).

The first topic disclosed an important point: the role played by uncertainty in a typical 

assembly world. As we showed in detail, sensorless robots were unable to cope with all 

assembly uncertainties, hence sensors and programming languages incorporating their 

use were introduced. However, not only uncertainty was not eliminated, but robot 

programming did not get any easier either. This was soon realized when, by raising 

the level of abstraction, we passed from simple guiding and playback methods (joint- 

level programming) to textual languages (manipulator-level programming) which were 

capable of taking advantage of the eventual presence of sensory data. An interesting 

project discussed in subsection 2.1.4 on page 18 (RAPT) took the abstraction a step 

further: towards object-level programming. A program was described at such a level 

in terms of symbolic specifications of geometric goals. However, the incorporation of 

uncertainty handling in RAPT turned out to be computationally too expensive, thus the 

system was not acceptable to industry for commercial development. The further devel
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opment of systems at the highest level of abstraction (task-level programming) made 

evident that the problem of complexity explosion lay in the fundamental assumption 

that a task had to be described in terms of point-to-point motions. This led us to focus 

our attention on the issue of system design which represented the second topic of this 

chapter.

We dedicated section 2.2 to discuss the two main paradigms in robot architectures: the 

classic approach and the behavioural approach. A system designed according to the 

former converts a task specification into an appropriate sequence of robot motions and 

actions. Such a conversion, which is based on a complete knowledge of the work-cell, 

relies on the assumption that world uncertainty can be modeled. However, as we saw in 

the case of RAPT, this assumption weakens the generation of reliable plans and requires 

the work-cell environment to be carefully engineered with jigs and fixtures so that 

to limit the overall influence of uncertainty. A system designed instead according to 

the behavioural paradigm shifts part of the complexity from the planner to the agent. 

This, according to behaviour-based enthusiasts, does reduce the complexity of the 

overall planner-agent system. To this regard we presented three examples of systems 

which criticized in different ways the classic knowledge-based approach adopted by the 

great majority of the task-level programming systems: Handey (subsubsection 2.2.2.1), 

the subsumption architecture (subsubsection 2.2.2.2), and behaviour-based assembly 

(subsubsection 2.2.2.3). The first one is not actually designed following the directives 

of the behavioural paradigm, although it shows a clear move towards that direction. 

It shifts part of the complexities from the planner to the agent, but the agent is 

still thought of in classical terms. The subsumption architecture instead takes an 

extreme attitude rejecting completely the use of a planner and substituting it with a 

completely reactive system. Such an attitude is suitable in mobile robotics, where the 

environment is not so well defined and where goals can be achieved without any plan 

(wall following, obstacle avoidance, wandering, etc.), but it is not very appropriate 

for an assembly world where environment and goals are rigorously defined. The last 

example (behaviour-based assembly) takes a hybrid approach by shifting part of the 

system complexities from the planner to an agent thought of in behavioural terms, 

that is in terms of task achieving entities called behaviours (cf. page 39). Bearing in 

mind that our work deals with an assembly world, we compared the aforementioned
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three architectures and noticed that the behaviour-based assembly approach produced 

more robust and reliable assembly systems than the other two examples (cf. page 43), 

thus we concluded that it was sensible to develop our research within the framework 

of that approach.

The third and last topic discussed in this chapter concerns the behavioural decompos

ition of assembly processes (section 2.3). We pointed out that by choosing to work 

with a behaviour-based assembly architecture we face an important issue: how many 

behaviours do we need in order to have a usefully programmable assembly system? 

The answer to this question holds the key to the success of this architecture. If it is 

in terms of thousands, then a behaviour-based assembly system would a priori fail to 

be accepted by industry for commercial use. If instead the answer is limited within a 

few dozen, then it would be possible to develop on top of these behaviours a task-level 

system easy to learn and use even by the computer illiterate such as a factory labour. 

In order to give an answer to this issue, we examined several surveys on assembly task 

classification (cf. subsection 2.3.1). The first and most interesting of them was due to 

Kondoleon (cf. [Kondoleon 76]) who found out that a sample of very diverse assemblies 

required a small set of just twelve operations in order to be accomplished (cf. page 47). 

By looking at more recent surveys (cf. [Byrne 87] and [Byrne & Hopkins 91]), we no

ticed that 95% of assembly tasks cluster in a set of basically seven tasks (cf. page 52). 

Examining then an interesting work carried out within the behaviour-based assembly 

paradigm by Balch (cf. [Balch 92b]) showed that a complex assembly (an electrical 

contactor) was accomplished by resorting to just 23 highly parameterized modules 

which had a limited number of exit states (cf. subsection 2.3.2). These modules do 

not succeed or fail as in the normal sense, but they merely return a value which codes 

their exit state. As a consequence they have no purpose on their own, but they acquire 

one from the way in which they are composed and used together. It is this characte

ristic which gave Balch’s modules a great generality: we will expand this discussion in 

chapter 4. Reviewing then other related works (subsection 2.3.3), we noticed that the 

most interesting to us is represented by RALPH (cf. page 2.3.3). Its main feature is the 

decomposition of its planner in a hierarchy of four layers: task-level, mid-level, general 

robot-level, and generic robot-level. The system, although being designed within the 

classic approach to robot control, shows another important feature: the presence of a
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task-level language based on a small number of four commands which are expanded 

at the mid-level planner to fourteen task-level commands. By resorting to such a set 

RALPH is capable of planning an assembly for different kinds of robot configurations.

Summarizing what we achieved in this chapter was to show that, because the design of 

robust and reliable task-level systems was strongly influenced by the presence of uncer

tainty in the world, any attempt of coping with it resulted in a complexity explosion. 

This motivated a step back and a reconsideration of how different architectural design 

could reduce such a complexity. Systems built within the behaviour-based assembly 

approach showed appealing characteristics of reliability and robustness, and therefore 

we chose such a paradigm as a framework for our research. This though raises the 

important issue of how many behaviours to provide it with in order to have a usefully 

programmable system, which in turn is linked to how many different assembly tasks 

we have to deal with. However, we gathered from several surveys that such a number 

is limited to just a few classes. Further evidence (cf. RALPH in [Nnaji 93]) also poin

ted out that a set of task-level commands with which to describe assembly tasks does 

exist. This, although achieved within the classic terms, is an important point because 

it shows that general-purpose task-level assembly commands do exist. What we want 

to investigate is if the same result holds for a behaviour-based assembly system where 

each command is a task-achieving entity in the assembly world.

At this point we are ready to turn our attention to define the project which will allow 

us to address such an investigation.
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Chapter 3

Definition of the Project

As pointed out in the previous chapter, the main problem which has so far limited 

the exploitation of robots in manufacturing industry is how to deal with uncertainty. 

The behaviour-based assembly paradigm (cf. subsubsection 2.2.2.3 on page 38) is a 

possible solution to this problem, however a system based on such an architecture has 

to rely on behavioural modules and we do not know as yet how many of them we need 

in order to have a usefully programmable system. As said earlier in this thesis, if the 

answer to this issue is in terms of thousands of modules, then it would be very difficult 

both to develop and build such a system and to have it accepted by normal end-users 

on the factory floor, who would certainly request simplicity and ease of learning of the 

different commands, that in this case would be the different behaviours available. If 

instead the answer is just two/three dozens of commands, then it would be easy to 

erect on top of them a task-level robot assembly language capable, even in the presence 

of uncertainty, of programming reliably and robustly the great majority of assembly 

tasks.

In this chapter we aim on the one hand to discuss and formalize in details the issue 

raised above (section 3.1), and on the other to define clearly the project to address it 

(section 3.2).
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3.1 Discussion of the Problem

As mentioned above in the introduction to this chapter, a behaviour-based assembly 

system requires the definition of appropriate behavioural modules. However, how many 

modules and which of them are vitally necessary are still open issues. These are very 

important points to discuss, and are linked to the problem of defining a set of primitive 

behaviours.

We know that, in order to program a general-purpose computer, we need only a set of 

a few elementary commands. However, it is so inconvenient to program in these terms 

that most computers provide machine codes with many more commands, let us say 

from 30 to 200 or so. The availability of these extra commands greatly facilitates the 

implementation of high-level programming languages, such as Pascal or Prolog, which 

are easier to learn and use for the average programmer. Similarly, it is possible that 

all assemblies may be accomplished by guarded move commands alone (cf. footnote on 

page 23), but it will surely be very tedious and error-prone to do so by using this single 

command alone. What we would like to find is instead a set of task-level assembly 

commands which are convenient for people to learn and use and with which we can 

reliably program the great majority of the assembly tasks (cf. page 52).

Various studies have been carried out for describing in a few commands the diverse 

manufacturing assembly tasks. One of the first methodic surveys showed that very 

different industrial products might be assembled by resorting to various combinations 

of just 12 basic general assembly operations (cf. subsection 2.3.1 on page 47).

In an interesting work published in [Hopkins et al. 88] it was shown that, although in 

assembly it is always possible to have a large variety of geometrically different tasks, the 

range of tasks that occurs in practice is considerably less. So, if these generic operations 

can be programmed for robots as generic modules, then the provision of a toolbox of 

assembly operations that encompasses the majority of industrial assembly tasks is 

a viable proposition which can greatly simplify the programming of assembly robot 

systems. A similar conclusion was also suggested in [Balch 92b] (cf. subsection 2.3.2 

on page 53) where a set of highly parameterized assembly routines was introduced. 

However, the generality of such a set was only speculated since they were extrapolated

6 6



3 Definition of the Project 3.1 Discussion of the Problem

from just one test-bed (an electrical contactor). Balch’s modules, which he called 

behavioural modules, could be used for a variety of purposes, depending upon which 

exit was taken to mean success and which failure. In other words, the specific purpose 

was not inherent to the routine, but was assigned by the higher level module using 

it. It has been argued (cf. page 55) that, since inherent purpose is a feature of a 

behavioural module, this kind of disjunctive purpose means that these routines are not 

behavioural modules, but some kind of lower routines. This is a moot point which 

we argue against in chapter 4. For the time being, let us just say that Balch’s set is 

capable of describing a complex assembly.

As pointed out in section 2.2.2.3, behaviour-based assembly architectures should be 

able to reliably perform assemblies, because they should be robust enough to cope 

with uncertainty (cf. page 43). A system designed in accord with such a paradigm 

is based on goal-achieving entities called behaviours, each of which is hierarchically 

expressed in terms of simpler ones (cf. section 4.2 on page 95). At the beginning of 

this section we mentioned that we do not know as yet how many behaviours are vitally 

important. However, only the existence of a limited set of them capable of expressing 

the majority of manufacturing assembly tasks (cf. page 52) holds the key to the success 

of this architecture.

We know from section 2.2.2.2 on page 33 that the accomplishment of a task may 

be regarded as the state in which the world is left after the robot has performed an 

appropriate behaviour. We also know that every behaviour is hierarchically built on 

top of simpler ones. Every behaviour in a broad sense may be regarded as a task, 

thus since each of them, when performed by the agent, achieves a goal in the world, 

and since every task can be formulated in terms of at least one behaviour, we may 

say that the law associating behaviours to tasks is a surjection from the domain of the 

behaviours B onto the codomain of the tasks T b , that is in formal terms:

V/3 € B Bt0 e  T b : /3 %  tp (3.1)

where ¡3 is a behaviour belonging to the domain of the behaviours B, tp is the task 

accomplished by (3, T b  is the domain of all the tasks accomplished by the behaviours 

in B, and §p  is the function which associates (3 with tp.
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Considering this, the topic problem we want to tackle can be summarized by wondering 

if there exists a set of elementary behaviours with which to program the great majority 

of the assembly tasks. In this regard the expression great majority may appear rather 

vague, but, as already pointed out in subsection 2.3.1 on page 52, we know that 95% 

of the assembly tasks clusters in just seven classes. However, for the purpose of this 

thesis it is unnecessarily ambitious to aim for such a percentage since the remaining 

minority are just variations of the major tasks, or exploitations of specialized tools, 

and in fact we argue later that, considering the details of the chosen tasks, an 80% 

figure is adequate (cf. page 73). Bearing this in mind, the problem introduced above 

may be formulated again as:

Does there exist a finite set B of N  basic behaviours in terms of 
which it is possible to program 80% of the assembly tasks and is 
it possible to implement behavioural modules that realize some 
cases of the desired behaviour?__________________________________

Giving an answer to this issue represents the goal of the research reported in this thesis.

3.2 Project

As argued at the end of the above section, the problem we are going to tackle consists 

of investigating if a limited set of general-purpose behaviours capable of accomplishing 

80% of the assembly tasks exists. By examining this problem in detail, we notice that 

the key to the solution lies in two very basic questions: do there exist any behaviours 

which are common to different assemblies? And if they do exist, can they be generalized 

so that they can be used in different situations for achieving different purposes, and 

hence different behaviours?

These two questions are very important, and only by giving an answer to them first, 

we can address the problem emphasized above.

In the following subsections we will present first the project which tackles the aforemen

tioned questions, then the aims we want to achieve with it, then again the experiments 

which enables to pursue such an investigation, and finally the extra hardware we re

quire.
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3 .2 .1  P r o je c t  D e scr ip t io n

In order to answer to the first of the two questions introduced at the beginning of the 

section, we need:

• to examine several assemblies,

• to analyze which behaviours are required to express them, and finally

• to refine the behaviours into their minimal terms within the behaviour-based 

assembly paradigm.

Once this stage is complete, we need to synthesize and group into a set the common 

minimal terms found above, if there are any. If the number of elements of such a set 

increases every time a different assembly is considered, then it would be very likely 

that the set is unlimited, or too big to be of any practical use, i.e. as a base of a 

behavioural language. If instead, once it has reached a certain size, the number of 

elements remains the same despite changing assemblies, then it would mean that the 

behaviours in the set are general enough to be used in many different situations.

In order to carry out the research, it would be unfeasible to consider one by one all the 

possible assemblies. What we need to do instead is to select a few significant assemblies 

and to build the set of elementary behaviours out of them. Once such a set is found, 

we can then extrapolate the general set of basic behaviours. To such a purpose we take 

advantage of the statistic about the most common assembly tasks gathered by Byrne’s 

surveys (cf. figure 2.10 on page 53) which shows that 95% of the assemblies can be 

accomplished with just seven kinds of basic operations.

The definition of what is a minimal unit which may still be called behaviour is crucial 

because it affects the process of refining the assemblies, and hence both the size and 

the generality of the set of basic behaviours which we end up with. We will analyze 

this point in detail in chapter 4 on page 84. For the time being, let us describe the 

details of the work-cell which we assume to work with.
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3.2.1.1 Basic D efault w ork-cell D escription

The features of a work-cell characterize the kind of jobs we can deal with. Thus, in 

order to be as general as possible, we have to make very plain assumptions about 

the work-cell itself. This guarantees a broader applicability of the results eventually 

gathered from our investigations.

Going in details, we can assume to work with a rather common basic set up: a robot 

manipulator, its relative controller, a terminal, and an end-effector (cf. figure 3.1 

here below). As regards the manipulator, we assume it to be Cartesian with a SCARA

Sun Workstation

Adept Controller Adept Manipulator

Figure 3.1: Robot System used for the project.

configuration (Adept 1) and with 5 degrees-of-freedom: the arm can any time be moved 

anywhere in the work-cell envelope {i.e. working volume) by simply specifying the 

Cartesian coordinates of the target point with respect to the robot frame system (cf. 

appendix A on page 228).

As regards the controller, we assume it to be programmed with a textual programming 

language (VAL II) as well as with a teach-pendant. In this way the manipulator can 

be moved to a target location either manually or with textual commands. In any case 

the position of the manipulator is defined as a 6-dimensional vector: three-dimensional 

space coordinates, and yaw, pitch and roll angles.

As regards the controller terminal, we assume it to be a Sun3/160 workstation, though,
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in order to maintain generality, we use the workstation as a mere terminal with nothing 

more than what we may find on a usual robot video terminal.

As finally regards the end-effector, we have to say that a general-purpose multi

fingered gripper given its versatility would be a perfect choice, but unfortunately there 

are none commercially available, and indeed such an end-effector is still today the 

subject of extensive research ([Grupen & Henderson 86], [Mehdian & Rahnejat 94], 

[Reynaerts & vanBrussel 95]). Assuming to restrict the kind of objects we can deal 

with to prisms with parallel faces and to cylinders, we realize that a two-fingered grip

per with parallel jaws would suffice our needs. In this regard, we developed an electric 

gripper to be mounted onto the robot wrist (cf. appendix B) directly driven by the 

robot controller via parallel binary output lines. Such an end-effector is capable of 

gripping objects by opening or closing its jaw-fmgers according if the object is gripped 

from inside, as it may be in the case of a hollow cylinder, or from outside, as in the 

case of a prism. The gripper is operated by an electric motor connected to the power 

supply through a switchboard which allows the power to go through or to be reversed 

according to the digital state of two driving parallel lines coming from the controller. 

In this way a motor is activated only when the robot actually needs to operate it. 

As regards the reading of the gap between the fingers, it is accomplished by resorting 

to a sliding linear potentiometer mounted on one side of the gripper and attached to 

one of the fingers. When this last moves along the gripper, it forces the slider of the 

potentiometer to follow the motion. Since the voltage measured changes according to 

the position of the slider, and since within a certain range the potentiometer keeps a 

linear proportionality with the slide, it is possible to convert the voltage into a linear 

distance between the current position of the finger and the position corresponding to 

finger closed (cf. [Pettinaro & Malcolm 94] for more details).

3 .2 .2  A im s  an d  O b je c t iv e s

As mentioned at the beginning of section 3.2 our final goal is to determine if there 

exists a set of elementary behaviours with which to program assembly robots. In order 

to carry out such an investigation, we need to ascertain first if there are behaviours 

which are common to different assemblies, and then if these common behaviours may
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be made general-purpose. In this regard, we described in subsection 3.2.1 the project 

addressing these particular points. Here, we want just to state in clear terms what 

results we aim to achieve at the end.

As said before, first of all we aim to give an answer to the problem of the existence of 

a set of elementary behaviours with which to program the great majority of assembly 

tasks. What we exactly mean with great majority is 80% of the total assembly applic

ations (cf. statistic in subsection 2.3.1 on page 52). The reason for such a figure will 

become clear in subsection 3.2.3 on page 73.

The second result which we aim to reach is to identify which behaviours are com

prehensive enough, versatile and convenient to be used, and easy to be composed into 

larger entities, in other words, which behaviours can be included in the aforementioned 

basic set.

Summarizing, the two aims which we want to pursue are:

• establishing the existence of a limited set of primitive behaviours with which to 

program most of the assembly tasks, and

• identifying the components of the above set.

In order to carry out our project, we divide it in two steps: first, analyzing the be

havioural decomposition of several assemblies within the behaviour-based assembly 

paradigm, and then synthesizing out of them a library of convenient general-purpose 

behaviours. Thus, after having chosen significant assemblies and having decomposed 

them in terms of behavioural units, our first objective is to build up a library of be

haviours. Once such a library is available, we redefine its components in more general 

terms discarding those which can be expressed in terms of the others. At the end of 

the process we have a set of general-purpose behavioural units which can be used to 

express different assemblies. Our second and last objective is then to determine the 

limits of applicability of a program expressed in terms of the elementary behaviours of 

the set synthesized earlier.

In conclusion we set the following objectives:
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• creating a library of general-purpose behaviours out of the behavioural decom

positions of a few significant assemblies, and

• determining within which limits similar assemblies may be accomplished by the 

same behavioural program.

At this point, before going to discuss which assemblies we want to experiment with, 

a remark has to be drawn about the library mentioned above: its components are 

hierarchically erected on top of simpler behavioural units belonging to more primitive 

libraries (cf. chapter 4 on page 84). The innermost core of this hierarchy of libraries 

is the set of general-purpose behaviours which we are looking for. Thus, bringing to 

light such a core is the goal of our research.

3 .2 .3  C h o ice  o f  th e  E x p er im en ts

Having described the project and stated the aims of our research, what we are now 

left with is to select the assemblies which allow us to investigate the existence of a set 

of elementary behaviours.

As shown by Byrne’s survey 95% of the assembly tasks clusters in just seven basic 

operations (cf. subsection 2.3.1 on page 52): peg-in-hole and its variation (35%), 

multiple peg-in-hole (8%), stacking (8%), screw fastening (27%), press fitting (7%), 

snap fitting (5%), and retaining (5%). As regards press fitting, we have to point out 

that it is very technology dependent, besides it always requires special equipment, 

such as an hydraulic press, in order to be performed. Thus, the robot acting as a 

mere feeder does not play a relevant role in this kind of application. As regards screw 

fastening, it usually requires automatic screwdriver tools in order to be accomplished, 

however, we assume in our investigation that the robot does not make use of any such 

tools. The reason for this lies in our assumption of modeling this kind of operation 

on the human screw fastening, which consists in firmly holding one part with the left 

hand and twisting the other part with the right hand. As regards then multiple peg- 

in-hole operations, we have to say that they are common in special applications only, 

like electronic microchips assembly, and they are most of the time accomplished by 

specialized machinery. Since we want to investigate assembly operations in which a
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robot plays a more active role, we disregard press fitting and multiple peg-in-hole and 

concentrate our efforts on the other five (cf. list above) which account to 80% of all 

the assembly tasks. In this regard it is difficult to find a single assembly which requires 

all of them. Thus, in order to cover these five operations, we have to select different 

assembly experiments, each containing some of them.

To start with, let us look back at both Kondoleon and Byrne’s surveys (cf. page 47 and 

page 52 respectively). There we notice that one of the most frequent tasks occurring 

in the manufacturing assembly industry is peg-in-hole (cf. figure 2.10 on page 53). 

Since one of our objectives is to investigate the limits within which a behavioural 

program can be applied to a similar assembly task (cf. page 72), we need not just 

one assembly but an entire family1 of them. To such a purpose we choose as our 

first experiment to assemble the two sets of pieces shown here below in figure 3.2 

([Pettinaro & Malcolm 95a]). This assembly consists basically in stacking the L-shape

Figure 3.2: Benchmark Family Assembly.

part onto the jig, the plate onto the L-shape, and finally to insert the peg into the 

coaxial hole through the plate and the L-shape part (cf. figure 3.3 on page 75). 

Basically just two kinds of operations are involved during this assembly: stacking 

and peg-in-hole. According to the survey of manufacturing tasks recalled at the begin

ning of this subsection, they are both very common: the former occurs 8% of the times

1 We consider two assemblies to belong to the same family if they require the same sequence of 
operations to be assembled.
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Benchmark Assembly

Plate

L-Shape

Figure 3.3: Benchmark Assembly.

and the latter 35% (cf. figure 2.9 on page 49). Thus, developing behaviours capable of 

performing these operations is very important.

Considering the assemblies of the two sets of parts, we notice that they clearly belong to 

the same family, however despite evident similarities they are different. This difference 

does not merely consists in different geometrical size of the parts but also in some 

basic features, such as the slope of the jigs, or the presence of a chamfer on the tip 

of the metal peg and on the edges of the wooden jig. What we want to achieve by 

experimenting with this family of assemblies is to study what behaviours we need 

to develop in order to accomplish both of them (cf. second objective of our project 

on page 72). A reliable and robust behavioural program capable of performing both 

benchmarks represents in brief the final goal of this experiment.

Another assembly operation which we are interested in is what Kondoleon calls ¡nsert- 

peg-with-retainer. We showed in subsection 2.3.1 on page 52 that such a task is still 

today quite common. It is closely related to the snapfits’ family and consists in mating 

a male part (a peg) with a female counterpart by overcoming the resistive force of a 

retainer located into the female part. This is an interesting task because it requires 

a compliant insertion of a peg into a hole in the presence of a temporary obstacle
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resisting the insertion. Since retaining is still today a common assembly operation 

(5%), it is worth studying it by choosing an assembly which requires such an operation. 

The closest one available to us was provided by the G e c  M a r c o n i  Research Centre 

(S tr a s s ) . Such an assembly is made of two simple parts: a jig and a peg named 

Strass A and Strass B, respectively (cf. figure 3.4 here below). The former, which is

Strass Assembly

Force
Tuner

Figure 3.4: Strass Assembly.

the female part, has a spring retainer directly linked to a screw on one of its sides: 

the fastening of such a screw sets the amount of the retainer resistive force. The jig 

has also got on the other edge of the hole in a fixed location opposite the retainer a 

horizontal cylinder which acts as a passive retainer. Strass B is instead a chamfered 

peg whose chamfer matches the aforementioned cylinder. The assembly consists in 

mating Strass B with Strass A by overcoming the temporary resistive force of the spring 

retainer. Experimenting with this kind of assembly allows us to study both snapfits 

and retainings, each of which, according to the survey of the most common assembly 

operations discussed on page 52, occur 5% of the times. Because of this we choose the 

S tr a s s  assembly as our second experimental test-bed.

The final task we want to investigate concerns screw fastening, which is with an occur

rence rate of 27% the most common manufacturing assembly operation after peg-in-hole 

(cf. figure 2.10 on page 53). In order to investigate such an operation, we decided to 

run as our final experiment the assembly of real industrial objects: a family of three 

torches (cf. figure 3.5 on page 77). This is a rather special form of screwing in which
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Figure 3.5: Torch Family Assembly.

the parts are joined not by screwing bolts into nuts but instead by fastening the two 

joining parts together. In other words, it implies male and female screwthreads to be 

part of the assembly.

The goal which we aim with this experiment is to perform the assembly of the entire 

family of torches using the same behavioural program which is developed in a bottom- 

up fashion by getting the best generality out of the behavioural modules needed for 

the accomplishment of one torch assembly. Incidentally, we have to point out that 

the side result we want to achieve with this experiment is to show that the assembly 

of a family of similar objects is not simply a matter of writing a parameterized robot 

program which can be scaled up or down according to the set of parts involved2 but 

it is instead a matter of creating a description of the assembly task independent from 

the actual physical size of one particular set of parts.

Summarizing, the three assemblies selected in this subsection allow us to study 80% 

of the most common assembly operations: stacking (8%), peg-in-hole (35%), snap

2 This alone in fact would not guarantee in general neither robustness nor reliability.
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fitting (5%), retaining (5%), screw fastening (27%). Thus, developing a limited set 

of behaviours capable of performing all of them would allow to give an answer to 

the problem of the existence of general-purpose behaviours with which to program 

assemblies.

3 .2 .4  E x tr a  H a rd w a re  R e q u ire d

We know from subsection 2.3.1 on page 52 that the great majority of assembly tasks 

(95%) are nowadays made of just seven tasks. Two of these in particular (peg-in-hole 

and screw fastening) are by far the most common. A robot system provided with at 

least three degrees of freedom, with a magazine of exchangeable tool end-effectors to 

be loaded as required {e.g. a gripper, a screwdriver, etc.), and with suitable fixtures 

is capable of performing all of them. In this regard, assuming screw fastening to be 

modeled in a human-like fashion (cf. page 73), a simple two-fingered jaw gripper as 

the one we assumed to have in our work-cell (cf. subsubsection 3.2.1.1 on page 70) is 

more than enough.

Considering now the assemblies we chose in order to carry out our research, we realize 

that, in the case of the torch family, we are dealing with a very peculiar form of 

screwing, which involves the fastening of large awkward parts (cf. page 76). The 

robot of our work-cell provided with the above gripper and a suitable jig is perfectly 

capable of accomplishing it just with the basic hardware we assumed to have in our 

work-cell. However, by assuming to have a table gripper acting as a programmable 

vice and capable of rotating about a central vertical axis, we would not require any jig 

to aid the accomplishment of the screw fastening. In this regard, we have to observe 

that making this assumption does not limit the generality of our research. In fact, the 

only behaviour relying on this extra hardware would be screw fastening, and such a 

behaviour could always be redefined so that to make use of just the basic work-cell 

hardware. In conclusion, the assumption of a second table gripper (cf. appendix C) 

is very useful to have because it simplifies the implementation of screwing, but it is 

not essential, because what may be done with two grippers can always be done more 

tediously with a plain jig-gripper system. Thus, the decision of developing a second 

gripper as an adjustable fixture should be intended simply as an aid to perform human
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like screw fastenings (cf. subsection 3.2.3 on page 76).

Thus, without any loss of generality, we can develop a two-handed robot system (cf. 

figure 3.6 here below). Going in details, such a system is made of one two-fingered

Robot Arm 

/

Figure 3.6: Two-Handed Robot System Diagram.

electric jaw gripper mounted onto the robot wrist, and another similar two-fingered 

electric jaw gripper mounted onto a turntable capable of rotating about its central 

vertical axis in a specific location of the work-cell. The first gripper is used as the robot 

end-effector (right gripper) and the second one as the robot left hand (left gripper). 

The two grippers and the turntable are operated each by a DC electric motor directly 

driven by the robot controller through a switchboard, which selects one of the above 

devices by means of two output binary lines. In case one of the grippers is selected, 

the activation of its motor allow to open or close its two fingers according to the logical 

state of two extra output lines. In case the turntable is selected, the activation of its 

motor allows to rotate clockwise or anti-clockwise the gripper mounted onto its top 

according to the state of the same two extra output lines. The reading of the gap 

between the fingers is the same for the two grippers (cf. page 71), and indeed a similar 

argument applies for the turntable, too. In this case, the angle rotated about the 

vertical axis is measured with respect to a specific initial orientation. Further details
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about the two-handed robot system architecture are reported in appendix C (cf. also 

[Pettinaro & Malcolm 95b]).

Now, let us look back again at the operations involved by the assemblies we selec

ted earlier (cf. subsection 3.2.3 on page 73). Considering them and all the hardware 

which we assumed to make use of (two-handed manipulator system), we realize that 

we do not need to provide the robot with any sensing capability in order to accom

plish them. However, since in two cases (benchmarks and torches) our robot has to 

perform an entire family of assemblies, it would be of great help to provide it with a 

sensor which would allow to adapt its behaviour according to the particular part it is 

currently dealing with. This leads to the problem of choosing an appropriate sensor. 

Roughly speaking the simpler it is, the faster the data gained from it can be processed. 

Analyzing the kind of tasks which our robot has to deal with, we notice that it needs 

to pick up objects of different sizes from a work-cell location, move them about, and 

lay them down at another location. Thus, in order to enable more general positions 

and sizes to be handled, the environment information we require to get from a sensor 

should consists basically in detecting contact events. Among all the senses possessed 

by human beings vision is surely the most powerful one, but also the most complicated 

and expensive to reproduce in the artificial. Besides, many high precision cameras3 

have not sufficient resolution to cope with very tiny robot moves4. In order to over

come these problems force-torque sensors may be employed, however, as pointed out 

above, these sensing devices provide far more information than we actually require out 

of a sensor. Considering then their relatively high cost, we conclude that they do not 

represent a perfect choice for us. An interesting solution to the problem of finding a 

suitable sensor is proposed in [Kim et al. 93]. It suggests to use an event signature 

sensor, that is a device capable of notifying events’ occurrences. Physically it is made 

of a piezo-film wrapped around the fingers of the robot (cf. figure 3.7 on page 81). 

Every time a bending5 of the film occurs, a signal can be sent to the controller warning 

that a contact has taken place. In this way the two fingers may be used to detect

3 A  camera may be regarded as a rough approximation of an eye.

4 For example, part mating typically involve motion with accuracy less than 0.1 mm , whereas cameras 
in typical assembly work have a resolution greater than 1 mm.

5 Every bending produces a voltage.
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Figure 3.7: Gripper equipped with Kim’s Piezo-Film Sensor, 

contacts with other surfaces (cf. [Kim 96]).

Taking into account what information we need to get out of a sensor, we notice that 

Kim’s sensor, although being very simple and crude, provides us reliably and robustly 

with the minimum information we require (contact detections) in a very inexpensive 

way, and this characteristic makes it very appealing to us. Of course, it cannot be the 

ultimate solution for every assembly task, but it can greatly and cheaply help in many 

situations. For these reasons we decided to equip the fingers of both grippers in our 

two-handed robot system with this kind of sensing device.

Summarizing, we can draw two important conclusions from this subsection. First, the 

extra hardware we assumed to make use of (two-grippered system) is very useful but 

not essential, because we could develop our research without it. Such a set up would 

affect only low-level details of the implementation of just a few software modules, thus 

it does not restrict the generality of our investigation. Second, the presence of two 

grippers introduces another set of sensors and other two active devices (left gripper 

and turntable) acting in parallel with the robot manipulator. This is important because 

it usefully extends the range of control options which behavioural modides must handle.

3.3 Summary

At this point, before carrying on reporting the rest of the thesis, it is worth briefly 

summarizing the main points analyzed in this chapter.
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We aimed here to achieve two results:

• formalizing the topic problem to be investigated, and

• defining the appropriate project for addressing it.

As regards the former, we pointed out that a behaviour-based architecture requires 

several behavioural modules in order to run an assembly agent (cf. section 3.1 on 

page 66). The questions of how many of them we actually need and which ones are 

vitally necessary are linked to the fundamental issue: if there exist a set of elementary 

general-purpose behaviours. In this regard we drew an interesting analogy with the 

widely accepted Turing’s thesis. According to this last a general-purpose computer 

can be programmed by a set of a few commands. However, it is very inconvenient 

to do so using them alone, thus more sophisticated and higher-level commands have 

been erected on top of them. In pretty much the same way any assembly robot ap

plication may be regarded as a sequence of some combinations of guarded-motions 

(cf. footnote on page 23) and end-effector operations. Programming robots in these 

terms, though, is as inconvenient as it is programming computers by using Turing’s 

commands alone. The behaviour-based assembly approach may represent a solution to 

the problem of robot programming, but it may be so only if we do not need to develop 

a new behaviour for every new assembly the robot has to accomplish. In other words 

the behaviour-based assembly paradigm may be a viable solution only if there exists 

a set of elementary general-purpose behaviours in terms of which we can formulate 

more complex behaviours and therefore deal with at least 80% of the assembly tasks. 

Investigating this issue is what we aim to tackle in our research (cf. page 68).

As regards the second result, we raised the fundamental issue of general-purpose beha

viours (cf. section 3.2 on page 68). The solution to this issue is very important in order 

to define a set of basic behaviours with which to perform industrially useful assembly 

work. Thus, we defined a project which consisted in selecting significant assemblies, 

developing behavioural programs to accomplish them, and refining the behaviours in

volved into their elementary behavioural terms. In order to pursue such a project we 

stated the basic hardware assumptions about the work-cell, and subsequently we dis

cussed three topics: the clear definition of the aims of the research, the experiments to
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carry it out, and the assumption about extra hardware to be employed in the work-cell. 

As regards the aims of our research, we agreed to achieve two results: finding out if 

a limited set of primitive general-purpose behaviours exists, and finding out the ele

ments which it is made of. As regards the choice of the experiments, we decided on the 

grounds of the statistic of the most common assembly operations discussed on page 52 
to experiment with three assemblies (cf. subsection 3.2.3): a family of benchmarks (cf. 

page 74), the St r a s s assembly (cf. page 75), and a family of torches (cf. page 76). 
These three assemblies allow us to study 80% of the most common assembly opera

tions (cf. page 73). As regards finally the extra hardware in the work-cell, we took 

two important decisions: first, we decided, based on the kinds of tasks which we want 

to deal with (cf. page 52), to provide the work-cell with a two-handed robot system 

made of two similar two-fingered jaw grippers (cf. page 3.2.1.1), second, we decided 

to equip each finger of the two grippers with Kim’s touch sensor (cf. page 80) which 

is the simplest and cheapest sensor providing all the information we require (contact 

events). Incidentally, we have to point out that the assumption of having a two-handed 

robot system does not affect the generality of our research because the second gripper 

is treated simply as an adjustable fixture directly driven by the robot controller (cf. 

page 78).
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Chapter 4

Behaviours

We know from the previous chapter that the aim of our research is to investigate the 

existence of a limited set of elementary behaviours with which to program reliably the 

great majority of assembly operations (cf. section 3.1 on page 66). In order to start 

such an investigation, though, we have first to finalize a few important concepts on 

which we will base our research: behaviours and behavioural modules, and hierarchy 

of behavioural modules. We have also to discuss another rather fundamental question 

about behaviours: can they be general-purpose? The answer to this issue is crucial 

because if general-purpose behaviours do not exist, we would not be able to find any 

set of elementary behavioural units with which to program assembly tasks.

This chapter aims to formalize the concepts above and to give an answer to this basic 

question. The definitions and comments discussed here will become useful in chapter 6 

on page 189 for analyzing our experimental data. For convenience we divide the discus

sion in three sections: the formalization of the concepts of behaviour and behavioural 

module (cf. section 4.1), the definition of hierarchy of behavioural modules (cf. sec

tion 4.2), and the discussion of the level of generality that behaviours can reach (cf. 

section 4.3).

4.1 Behaviours as Behavioural Modules

A behaviour-based assembly system, as introduced in subsubsection 2.2.2.3 on page 38, 

is an architecture proposed to solve the problem of reliably programming assemblies
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in the presence of uncertainty. The fundamental unit of such a system is a behaviour 

which can be thought of as an operation, or a sequence of operations, for accomplishing 

a purpose (cf. page 39). This definition gives just an intuitive idea of what a behaviour 

is. By examining the relevant literature, we notice that several other definitions have 

been proposed. Steels, following Powers ideas ([Powers 73]), thinks of it as a regularity 

in the interaction dynamics between the agent and the environment ([Steels 94b]). For 

instance, if we suppose to observe an agent that maintains a certain distance to a wall, 

then, as long as this regularity holds, we may say that the agent is performing an 

obstacle avoidance behaviour. Using more formal terms, we can view a behaviour as a 

mapping from a stimulus to a response ([Mukerjee & Mali 94]), or, in similar terms, as 

a relationship between enabling conditions and the goal to be achieved ([Bonarini 94]). 

By taking into account all these different views, we can follow behaviourists and model 

the basic unit of our architecture in terms of an opportune tuple:

D efin ition  4.1 (B ehaviour) It is an ordered 3-tuple ¡3 = <  S, ̂ L, S >  in

which a set of stimuli §, and a set of actions A  are mapped to a goal S-

Considering behaviours as goal-based activities, we can discriminate three kinds of 

them: a goal-achieving activity which recognizes a goal only once it reaches it but 

does not know at the beginning how to reach it; a goal-seeking activity which is de

signed to seek a goal that is not explicitly represented; and a goal-directed activity 

which seeks the achievement of a goal by following an explicit representation of it 

([McFarland & Bosser 93]). In this respect we can regard our behaviours as goal- 

directed activities.

Behaviours have a scope out of which they do not apply any more. For instance, 

a behaviour such as wall following would apply as long as there is wall to follow, or 

obstacle avoidance would apply as long as there are obstacles to bypass. In other words 

behaviours apply as long as they have a purpose.

As mentioned at the beginning, we know that an agent performing a behaviour ac

complishes a purpose, thus the two concepts are closely related to each other, however 

defining a purpose is very complex. Nevertheless, we can intuitively think of it as 

what an agent aims to achieve ([Malcolm 93]). According to this view, a purpose is
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a property intrinsic of a behaviour and it does not depend on the state of the world, 

nor on the stimuli triggering the behaviour, finally nor on the way in which the goal 

is achieved. For instance, the purpose of obstacle avoidance would be avoiding colli

sions regardless of the position of the agent with respect to the obstacle encountered 

on the way or of any particular action undertaken by the agent in order to bypass an 

obstacle. Based on these observations, we can finally define the purpose of a behaviour 

as follows:

D efin ition  4.2 (P u rpose o f  B ehaviour) The purpose V  of a behaviour 

13 is given by the goal S which an agent performing (3 aims to achieve.

Any behaviour, which can be regarded as the external manifestation of an interaction 

between an agent and its environment, has to be implemented in a physical entity, in 

order to be carried out by an agent. Such an entity, which takes the name of behavioural 

module, can be thought of as an opportune combination of hardware and software.

D efin ition  4.3 (Behavioural M odu le) A behavioural module is a unit 

encapsulating a combination of hardware and software in order to accom

plish a purpose in the real world.

In this regard, it is worth noting here the divergence from Brooks and Steels according 

to whom behaviours may emerge from the interactions among the different modules 

of the system. Emergent behaviours in our case are not permitted, because we want 

each behaviour to be implemented as a behavioural module.

Behaviours are modular in the sense that they can be composed together so that to 

accomplish more complex tasks ([Malcolm 90]). In this respect an entire assembly 

may be hierarchically viewed as a single grand behaviour made of several simpler 

units (sub-behaviours). Since behavioural modules accomplish behaviours, the same 

observation drawn here can be transferred to behavioural modules, too. Thus, a module 

/3m implementing a complex behaviour f3 may be decomposed in terms of modules 

implementing simpler behavioural components of ¡3 ([Mataric 92a]).

Besides modularity a behavioural module should also satisfy other characteristics:
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• it handles the uncertainty typical of the task,

• it integrates sensing and action at a low-level,

• it is computationally minimalist, and

• it knows as little as necessary.

In this regard we have to point out that in a behaviour-based assembly architecture 

it would also be preferable (but not necessary) if behavioural modules could run in 

parallel with others and sense their triggering condition instead of being activated by 

procedural delegation.

In general a system in which tasks may be expressed in terms of a collection of behavi

oural modules constitutes a behaviour-based system ([Steels 94b]). Such an observation 

transferred to an assembly world yields the following definition:

D efin ition  4.4 (Behaviour-B ased A ssem bly System ) It is a system 

made entirely of behavioural modules with a minimum of central control 

(ideally none) and a minimum of general representation of the world (ide

ally none).

We have to point out that the four definitions1 given above (from def. 4.1 to 4.4), are 

very important to our research: they will be in fact extensively referred to in the rest 

of this thesis.

As mentioned in section 3.1 on page 66, we do not know how many behaviours, and 

hence behavioural modules, a system such as this would consider vitally important in 

order to be able to program useful assembly work. However, we do know that 95% of 

assembly tasks are clustered in just seven basic classes (cf. page 52), and that more 

complex tasks may be defined in terms of them. Thus, given the property of modularity, 

an architecture such as the one defined above requires first to develop basic modules 

accomplishing the aforementioned elementary assembly tasks, and then to program 

complex assemblies in terms of them, which are supposed to be easier and simpler 

than, for instance, VAL I I  commands. In this regard, a planner built following a

1 The complete list o f definitions is reported in [Malcolm 90],
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behaviour-based assembly design may take advantage of modules previously developed 

in the same way as, for example, we may take advantage of off-the-shelf mathematical 

functions for solving particular mathematical problems.

Each behavioural module should be kept as ignorant as necessary about general know

ledge of the environment, but nonetheless it should anyway achieve the purpose it is 

meant to in the best way it can. A behavioural module, whose execution by an agent 

produces the desired behaviour, is therefore forced to cope with the problems which 

may arise at run time by devising an appropriate solution. In this way a behavioural 

module may be interpreted as an interface which masks the underlying work-cell details 

from the planner. The advantage which clearly emerges from the architectural choice 

of keeping modules ignorant is twofold. On the one hand, because each module requires 

little information to run, and therefore few software parameters as inputs, it can be 

less often mistaken, hence it gets more robust. On the other hand, because modules 

can be combined together to accomplish different tasks, they extend the generality of 

their applicability.

From these two remarks emerges an important issue: how can a behavioural module 

communicate with its external world (i.e. other behavioural modules)? We know that 

it may need as input some external knowledge, eventually none, but what about its 

output? The one thing we know about is that the execution of a module may manifest 

different external behaviours according to how the results gathered by the execution 

are interpreted by an observer. For instance, let us assume to use the binary sensor 

introduced on page 80 which allows to detect event contacts, and let us suppose that the 

behavioural module implementing peg-in-hole can terminate in three possible states: 

1) peg mated with the hole, 2) hole searched but not not found, and 3) obstacle found 

before the end of the search for the hole. With these assumptions in mind, we may use 

peg-in-hole not only to achieve, as its name suggests, the insertion of a peg into a hole, 

but also to test the presence of a step wall on a surface by testing the occurrence of 

the third outcome (cf. hopping spiral search in section 5.2 on page 115).

Looking back at the above example, it is natural to wonder how we can make this 

information available to other behavioural modules. Since as mentioned above the 

execution of a task may in general yield many different final states, we can code the
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particular situation in which the world is left at the end of the execution with a number, 

which is then given as output to the behavioural module: we call such an output code 

exit state ([Wilson 92]). This allows to carry in just one parameter all the information 

regarding the state which an agent finds itself in at the end of the execution of the 

module. However, such a parameter may in general not be the only output, as it 

may happen that also results of some computations or measurements are returned as 

outputs of the module.

The possibility of having an exit state to code the situation in which agent and en

vironment are left at the end of the module is very useful at the stage of designing a 

behavioural program. In this regard, though, there are two other points which we have 

to discuss: the graphic representation of behavioural modules (cf. subsection 4.1.1) 

and their composition (cf. subsection 4.1.2).

4 .1 .1  G ra p h ic  R e p re se n ta tio n  o f  B eh a v iou ra l M o d u le s

We know from definition 4.3 on page 86 that a behavioural module is an opportune 

combination of hardware and software. As observed above, they may require some 

parameters as inputs and may optionally return results of computations or measure

ments as outputs, but they always return an exit state coding the particular situation 

which agent and environment are left when the execution of the module terminates.

As we know, an agent running a behavioural module performs a behaviour, and hence 

achieves a purpose in the domain of the tasks in the best way it can. In order to do so, 

though, first it has to gather from its sensors as much information about the world as 

it can, and then it has to select the way in which it can achieve its goal by processing 

optional input parameters to the behavioural module. It is clear that, in order to run 

hardware and software components, some sort of local control is needed. Such a control 

would be responsible for local computations and for directing the execution of lower 

modules. Moreover, some kind of local knowledge may also be required in order to 

perform some particular operations of a task. Such a knowledge may be used to set 

optionally some of its hardware and/or software components. These remarks are all 

summarized in figure 4.1 on page 90.

89



4 Behaviours 4.1 Behaviours as Behavioural Modules

Optional Inputs Behavioural Module

Local Control Local
Knowledge

Software
Part

Hardware
Part

Optional
Outputs

Exit State

Figure 4.1: General Diagram of a Behavioural Module.

As regards the local control, we have to point out that the role it plays in a behavioural 

module is twofold: on the one hand it monitors and runs optional hardware units, and 

on the other it processes the data optionally obtained by the hardware components 

together with the local software computations. Such a control has to be performed 

somehow relying on commands belonging to a low level robot language such as VAL 
II . However, we do not have to think that both hardware and software components run 

physically within the same system. In general, different unit components may reside in 

different places. For instance, if we think of a situation where a robot has to perform 

a task by driving an end-effector and by monitoring the execution with some sensors, 

then the behavioural module driving the agent would have to deal with the end-effector 

driving, the sensor monitoring, and the strategy to achieve the task. In such a case 

driving unit of the end-effector could be located in a servo-mechanism, the sensor 

monitoring in the robot controller, and the strategy computation in a workstation. All 

of these units would interact with each other to achieve a final goal, but they would 

not be inside the same physical system (cf. figure 4.2 on page 91).

At this point let us return to talk about the other characteristic of behavioural modules 

mentioned at the beginning of this section: modularity.
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( Local C ontrol)

Robot Controller

Strategy
Computation

Tool Driving

Servo-mechnism Workstation

Optional Inputs

Local S en sor
Know ledge Monitoring

Behavioural Module

Optional
Outputs

Exit State

Figure 4.2: Example of a Behavioural Module Units Location.

4.1.2 Composition of Behavioural Modules

As discussed in the previous subsection, behavioural modules may be seen as black 

boxes with some optional parameters as inputs, with an exit state to code the situation 

at the end of the execution of the module as output and optionally with some results 

or measurements as other outputs. Here in this subsection we are not interested, as 

we did earlier, in analyzing what the content of these black boxes should be, but we 

want instead to discuss how they could be composed together so that their external 

interaction with each other drives the agent to achieve a certain goal.

Each behavioural module executed by an agent and considered by itself performs a 

behaviour, and hence achieves a goal in the domain of the tasks. If we find a way to 

join together somehow a few of these modules, we would accomplish more complex 

tasks. To this end we established in the previous subsection that a behavioural module 

exercises a sort of local supervision on the execution of a module. Such a control defines 

how a goal is achieved in response to some input parameters (stimuli), and therefore 

it defines the purpose of the entire module. However, we have not so far explained 

how this control is exercised on the different modules. In other words we do not know 

as yet how to compose modules together. To this end we characterized the output of 

a behavioural module to be a parameter (exit state) which codes the situation at the
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end of the execution of the module itself (cf. page 89).

In order to make use of the information provided by an exit state, we have to define 

opportune behavioural module operators. To start with, let us observe that any as

sembly may be accomplished as a sequence of steps. Thus, we reckon that one way to 

compose modules should be the sequence which we can define as:

D efin ition  4.5 (Sequence) A behavioural module (3m is the sequence of

the modules f3mi and f3m.2, and we indicate it with f3m =  /?mi ® /3m2, when 

it allows an agent to perform strictly in order first the behaviour associated 

with (3mi and then the one associated with /3m.2.

Another interesting remark drawn in the previous subsection pointed out that different 

modules may in general run independently, possibly even in different physical systems. 

Such a remark leads to the conclusion that a certain goal may be achieved by running 

more than one module at the same time. For instance, picking up an object in an area 

clustered with obstacles would require an agent to perform picking up and obstacle 

avoidance at the same time. A situation such as this is not rare, thus we reckon that 

a second operator which we should define is fork.

D efin ition  4.6 (Fork) We define a behavioural module (3m to be a fork 

of the behavioural m,odules ¡3mi and fim.2, and we indicate it with /3m =

Pirn © fim-2 > when an agent performs it by contemporaneously running /3mi 

and fim.2.

Another situation which may occur, and therefore we need to deal with, is represented 

by the possibility of selecting and running specific behavioural modules and disregard

ing any other. An example would be a task such as putting a peg into a hole which 

would select a round peg-in-hole module or a square peg-in-hole one according to what 

peg is currently being held. This represents another form of composition which we call 

selection and which can be defined as follows:

D efin ition  4.7 (Selection) We say that a behavioural module /3m is the 

selection of the modules /3mi and /3m.2 according to a condition pi'edicate

92



4 Behaviours 4.1 Behaviours as Behavioural Modules

Cond, and we indicate it with /3m =  /3mi © (3m2, when an agent performs, 

depending on the logical outcome of the condition Cond, either f3mi or /?m,2.

Another interesting common situation occurs when a task requires repetitions of the 

same pattern of actions. An example would be, for instance, palletizing2 parts collected 

from an input chute. In such a case an agent has repeatingly to pick up a part from 

the chute and place it on a pallet. This way of composing modules is what we can label 

as repetition. In this regard we have to observe that there are actually three forms of 

repetition: repeating while a condition holds true (while-repetition), repeating until a 

condition is satisfied (repetition-until), and repeating a certain number of times (for-to- 

repetition). The first two of them are equivalent, however, it is better for a question of 

convenience to retain them as separate operators.

Definition 4.8 (While-Repetition) We define the composition opera

tion of while-repetition of a behavioural module /3mi with respect to a pre

dicate condition Cond, and we indicate it with f3m =  (Pmi)c0nd> ^ie m°dule 

which allows an agent to repeat /3mi while Cond holds true.

Definition 4.9 (Repetition-Until) We define the composition operation 

of repetition-until of a behavioural module /3mi with respect to a predicate 

condition Cond, and we indicate it with (3m =  (/?mi ) c 0nd> m°dule which 

allows an agent to repeat /3mi until Cond is satisfied.

Definition 4.10 (For-To-Repetition) We define the composition opera

tion o/for-to-repet it ion of a behavioural module /3mi for N  times with respect 

to a counter i, and we indicate it with pm =  the module which

allows an agent to perform f3mi from i =  1 to i — N.

At this point we observe that these six operators (cf. from def. 4.5 to def. 4.10) 

are enough to define by composition any programs (cf. [Bohm & Jacopini 66] and 

[Dijkstra 69]). Thus, given the isomorphism between the space of the behavioural 

modules Bm  and the space of the programs V, we can say that they are enough to

2 A  pallet is a common type of container used in a factory to hold and move parts.
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represent any behavioural module f3m in Bm- This result is exactly what we were 

looking for at the beginning of this subsection, because, by using these operators3 

(sequence, fork, select, while-repeat, repeat-until, and for-to-repeat), we are now in the 

condition of composing simple modules to create composite ones.

Now, in order to give a graphical representation of each of them, let us summarize some 

points. Every behavioural module has an exit state as output for coding the situation 

which both agent and environment are left in at the end of its execution. A module 

may in general have also some other optional outputs, such as results of computations 

or measurements (cf. page 89). In this regard, for the sake of simplicity, we indicate all 

the outputs from one module component with just one line. Every behavioural module 

has a sort of local supervision (cf. local control on page 89) which allows it to control 

the execution of its components.

Based on the above remarks, we can talk more specifically about each operator. As 

regards sequence, we have to observe that the local control of a module has to evaluate 

the outputs of each component in cascade. According to the result of this evaluation, 

the control allows to follow the stream of the behavioural sequence, i.e. the next 

module, or to quit the sequence with an opportune exit code. As regards fork, we 

have to observe that the local control still plays an important role because it allows 

both to recognize the achievement of a goal and to inhibit the execution of the other 

module once the target goal has been reached. As regards select, the local control 

has simply first to process the output of the selected module component and then to 

encode it so that to represent all the possible execution outcomes. Finally, as regards 

repetition, we have to distinguish the two cases: while-repeat and repeat-until. The 

former subordinates the execution of a module component to the truth of a certain 

condition, whereas the latter to the falsity. Thus, the former requires a control to 

be exercised before the execution of the behavioural component, whereas the latter 

requires such a control to be held after the component execution. As regards for- 

to-repeat, the repetition is controlled by a counter which is incremented each time 

the module is performed up to the IV-th time. Figure 4.3 on page 95 summarizes 

graphically the observations drawn above. Notice that, by omitting the inputs to each

3 As regards the repetition operators, only one is actually necessary, the other two are just convenient 
re-expressions.
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module, we have simplified the diagrams, because we wanted to draw attention mainly 

011 the composition of the modules.

Figure 4.3: Behavioural Module Basic Operations.

At this point, let us turn our attention to the second concept we mentioned at the 

beginning of this chapter: the hierarchy of behavioural modules.

4.2 Hierarchy of Behavioural Modules

As pointed out earlier (cf. section 4.1 on page 86), any behavioural module can be 

expressed in terms of more primitive behavioural units. This means that, by using the 

operators introduced in subsection 4.1.2 on page 92, simple modules can be composed 

together so that to achieve complex goals. This remark yields the conclusion that 

some sort of hierarchy holds among behavioural assembly modules (cf. [Wilson 94]). 

Conclusion which in turn leads to the concept of behavioural module complexity.

In order to rank behavioural modules, we have to establish when a certain module is 

more complex than another. It is useful in this respect defining what we mean with 

most primitive behavioural module:

D efin ition  4.11 (M ost P rim itive Behavioural M odu le) A module (3 

is one of the most primitive when it is expressed directly in low-level terms 

of the robotic system, such as hardware signals, robot joints’ specifications, 

or low-level robot language commands, but it is not expressed solely in hard

ware terms.
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Any complex behavioural module is defined by opportunely composing together these 

particular primitive units. Thus, we can by convention assume them to be the lowest 

level (level zero) of the hierarchy mentioned at the beginning. Modules expressed 

directly in terms of them will belong to the next level of the hierarchy (level one). Level 

two of the hierarchy will, in turn, be made of those expressed in terms of modules at 

the level zero and/or one, and so on.

Based on the above observations, we can now give the definition of hierarchical level 

of a behavioural module.

Definition 4.12 (Behavioural Module Hierarchical Level) Given a 

behavioural module ¡3, we say that it belongs to hierarchical level zero if 

it is one of the most primitive, and that it belongs to hierarchical level N if 

it is expressed in terms of modules up to hierarchical level N — 1.

In this regard, since the level occupied by a module in the hierarchy may be viewed as 

a form of complexity4, we can actually use it as a measure of it. Thus, we can formalize 

the complexity of a behavioural module as follows:

Definition 4.13 (Behavioural Module Complexity) We define com

plexity C of a behavioural module (3 its hierarchical level.

By virtue of such a definition we can say in the end that a behavioural module (3\ 

is more complex than a behavioural module (32 when C(/?i) >  C(/?2 ), that is when (3\ 

occupies a higher hierarchical level than (32 -

At this point we may wonder what level of complexity the modules implementing the 

basic set of elementary behaviours we are looking for should have. In order to give an 

answer to this issue, we dedicate the next subsection to discuss this subject.

4.2.1 Hierarchical Level of the Basic Behavioural Modules

As claimed earlier, the level zero of the behavioural modules’ hierarchy is made of 

what we called most primitive behavioural modules (cf. def. 4.12 on page 96), which are

4 The term complexity o f a behavioural module is intended here as the complexity of implementing 
both  hardware and software of the module itself.
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those modules defined directly in terms of the robot hardware and low-level software, 

such as manipulator-level commands (cf. definition 4.11). In this regard, we ought 

to observe that VAL II  commands fit such a definition. For instance, commands like 

move and sign a l in a broad sense have a purpose and, when executed, may produce 

an external manifestation of the interaction between an agent and its environment, 

therefore we can claim that they are very simple form of behavioural modules, indeed 

the most primitive in the sense given in definition 4.11. Using these commands, we 

are actually able to program any assembly task executable by the robot manipulator, 

however, as explained in subsection 2.1.3 on page 17, robot programs expressed in 

these terms are not easy to be written and debugged. They basically fit the definition 

mentioned above, but they are not what we are looking for (cf. section 3.1 on page 6 6 ). 

In this regard, an interesting example is provided in mobile robotics by Mataric, who 

suggests that a small group of five elementary behavioural modules (safe-wandering, 

following, dispersion, aggregation, and homing) is capable, by opportune combinations 

of its items, of describing any complex behavioural module related to motions on a 

plane (cf. [Mataric 94]).

By virtue of what said above, the set of basic behavioural modules with which we can 

express most of the assemblies, and which is ergonomic for the operator to use, cannot 

be the set of the most primitive ones. We need therefore to modify definition 4.11 

so that the level zero of the behavioural modules’ hierarchy is set to those which, 

despite their relative simplicity, still achieve a goal in the domain of the task assemblies 

when they are executed by an agent. We call them basic behavioural modules, and the 

behaviours, which result from their execution, basic behaviours. We can formalize these 

observations in the following definition:

Definition 4.14 (Basic Behaviour) A behaviour (3 accomplishing a task 

7  and achieving a goal S in the domain of the assemblies A  is said to 

be a basic behaviour when it cannot be further decomposed into simpler 

behavioural units which still achieve a goal in A.

Definition 4.15 (Basic Behavioural Module) Any module fdm imple

menting a basic behaviour (3 takes the name of basic behavioural module.
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A set of modules fulfilling definition 4.15 is the basic set of elementary behavioural 

modules which we are looking for.

4.3 Generality of Behaviours

Following a behaviourist approach, we defined earlier a behaviour ¡3 as a mapping of 

stimuli and actions to a goal (cf. def. 4.1 in section 4.1 on page 85). According to this 

view, an agent performing ¡3 aims to achieve a certain goal 3 , thus this last defines the 

purpose of ¡3. In this regard, the work carried out by Balch raised an important issue: 

generality (cf. subsection 2.3.2 on page 55).

He argued that if we assume behaviours to have a specific purpose, then they become 

basically ad hoc solutions to a particular assembly problem and they cannot be used 

again in other similar situations. His claim was that generality had to be searched for 

at a lower-level where the programming units were a form of generalized procedures5 

designed without any particular purpose. According to this view, a behaviour built 

using his modules acquired a purpose only from the particular way in which they were 

composed together. In this regard, although we agree in principle that a purpose of a 

behaviour is given by the particular way in which its components are linked together 

and interact with each other ([Mataric 92b]), we do not subscribe the idea that such 

a purpose is necessarily the only one ([Young 94]). In other words, we think that a 

behaviour may have within a certain scope more than just one particular purpose. 

Hammering a nail, for instance, may be viewed as a behaviour which aims at hanging 

something on a wall, like a painting, or at joining two wooden parts together. Thus, 

the characteristic of disjunctive purpose introduced by Balch’s modules does not lower 

them to the level of mere generalized routines, because some of them may actually be 

regarded in a broad sense as primitive forms of behavioural units.

A behavioural module is defined as having an exit state which codes the particular situ

ation which agent and environment are left in at the end of its execution (cf page 89). 

Since a module always terminates in one of a few possible exits, it does not succeed 

or fail: this would be simply derived from the use we make of it. For instance, if we

5 A  generalized procedure lias to be intended here as a routine which integrates both hardware and 
software.

98



4 Behaviours 4.4 Summary

assume that peg-in-hole has three exits (peg inserted in hole, hole searched but not 

found, and obstacle detected during search for the hole), then each would be a success 

or a failure according to which purpose such a behaviour is used for. We argue that 

this is exactly what makes behaviours general. Thus, the claim that they can not be 

used in many situations because of their fixed purpose does not hold. As argued above, 

we can actually define within a certain scope multiple purpose behaviours, which can 

be composed together so that to bring to light new composite ones ([Steels 93]) whose 

purposes are given by their components.

4.4 Summary

At this point we can summarize what we have discussed and achieved in this chapter. 

The main points which we wanted to cover here were the definition of the concepts of 

behaviours and behavioural modules, the definition of hierarchy of behavioural modules, 

and the discussion about what generality behaviours have.

As regards the first of them (cf. section 4.1 on page 84), we followed the behaviourists’ 

approach and we defined it as a 3-tuple of stimuli, actions, and goals (cf. def. 4.1). As

sociated with such a concept, we discussed two other important concepts: the purpose 

of a behaviour and a behavioural module. The former was defined as the goal which an 

agent performing it aims to achieve (cf. def. 4.1), and the latter as one of its possible 

implementations (cf. def. 4.3). Behaviours know as little as necessary about the gen

eral knowledge of the world, and this gives them the advantage to be more robust and 

reliable, because the less they know about it, the less they can be mistaken by it. Re

garding behavioural modules, we pointed out that they have two basic characteristics: 

they are modular and they always terminate in just a few possible exit states which 

is then returned as an output. By coding them with a number, we can actually use 

just one parameter to carry information about the result of the execution of the mo

dule. Taking advantage of the characteristics of modularity, we defined 6 composition 

operations (sequence, fork, selection, while-repetition, repetition-until, and for-to-repeat) 

which, given the isomorphism between the space of the behavioural modules and the 

space of the programs, enable us to generate any other behavioural module starting 

from basic ones (cf. from def. 4.5 to def. 4.10).
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As regards the concept of hierarchy of behavioural modules (cf. section 4.2 on page 95), 

we maintained that since modules may be expressed in terms of more primitive ones, 

then some sort of hierarchy holds among them. To the end of defining such a hierarchy, 

we introduced the concept of most primitive behavioural module (cf. def. 4.11). We 

showed that any module expressed in terms of hardware and low-level software com

mands, but not solely in terms of hardware, has to be considered most primitive. We 

pointed out that a module such as this belongs to the level zero of the hierarchy, and 

that any other belongs to the level N  if it is defined solely in terms of modules up to 

N  — 1 (cf. def. 4.12). By virtue of this, we claimed that the hierarchical level of a 

behavioural module may be considered as a measure of its complexity (cf. def. 4.13). 

We concluded the section stressing the fact that we are looking for a set of basic be

havioural modules in the domain of the task assemblies, that is a set of modules which 

cannot be decomposed in sub-tasks with a purpose in such a domain.

The last and final discussion of this chapter (cf. section 4.3) was dedicated to a very 

crucial issue: the generality of a behaviour. We pointed out that an earlier work of 

Balch suggested that in order to have full generality we cannot associate a specific 

purpose to a behaviour, because in this way its applicability would be constrained. 

We argued that behaviours may actually be defined with a disjunctive purpose char

acteristic. Thus, looking for general-purpose behaviours may be considered a viable 

approach.
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Chapter 5

Project Experiments

As defined in section 3.1 on page 6 8 , the problem which we want to tackle consists of 

investigating the existence of a basic set of ergonomic1 elementary behavioural modules 

with which programming 80% of the assembly tasks. To this end we pointed out two 

important issues: existence of multiple purpose assembly behavioural modules, and 

their generalization. In order to address these issues, we laid out the framework of our 

research as follows (cf. section 3.2 on page 6 8 ):

1 ) selecting significant assemblies,

2 ) decomposing them in terms of the necessary behaviours,

3) refining each behaviour up to its minimal behavioural terms within the

behaviour-based assembly paradigm,

4) synthesizing and generalizing the minimal terms found.

In this respect, we have already accomplished the first step listed above (cf. subsec

tion 3.2.3 on page 73) by selecting the benchmark assembly family (cf. figure 3.2 on 

page 74), the S t r a s s  assembly (cf. figure 3.4 on page 76), and the torch assembly 

family (cf. figure 3.5 on page 77).

What we are going to examine in this chapter is the second and third point of the afore

mentioned framework, leaving the discussion of the last one to chapter 6 on page 189. 

However, before doing so, we have to precede the description of our experiments with

1 In the sense of being convenient and useful elements for programming.
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the discussion of an important point: guarded motion. As will be realized throughout 

the chapter, this is an important building block for describing both the selected as

semblies and many other ones.

For a question o f convenience we divide our discussion in four parts: the guarded 

motion (cf. section 5.1 on this page), the benchmark assembly family (cf. section 5.2 

on page 115), the St r ASS assembly (cf. section 5.3 on page 156) and the torch assembly 

family (cf. section 5.4 on page 165).

At this point, before starting our discussions, we want to draw the attention to two 

important hardware assumptions took back in subsubsection 3.2.1.1 on page 3.2.1.1: 

the use of a point-to-point robot with a SCARA configuration, and the use of the VAL 

II  programming language. We also assumed our robot to be equipped just with a 

simple binary touch sensor (cf. subsection 3.2.4 on page 78 for further details).

5.1 Guarded Motion

One of the most important functions of textual robot languages, and the main feature 

which distinguishes them from computer programming ones (cf. subsection 2.1.3 on 

page 17), is manipulator motion control. A motion command can be defined as a 

mapping from valid starting and ending robot configurations to nominal workspace 

trajectories ([Latombe 91]). As recalled above, we assumed to work with a point-to- 

point robot. Thus, it is plain that any language designed to program such an agent 

has to incorporate at least a few dedicated commands to make the manipulator move 

from a starting spatial point A to a terminating spatial point B. The syntax in which 

motions would be specified greatly depends on the particular language involved.

Robot motions are usually distinguished between two categories: gross and fine motions 

([Whitney 89]). The former aim simply at approaching the vicinity of a target point 

within the robot envelope while avoiding obstacles ([Strenn et al. 94]), whereas the 

latter aim at carefully attaining such a target. Often during a gross motion there is 

little need to follow a precise path, and the emphasis is on speed. On the contrary, 

speed is less dominant in fine motions, where the emphasis is put more on adjustment 

and reaction ([Lozano-Perez et al. 83]). Textual robot languages provide in general
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specific commands for both gross and fine motions.

There are two most popular ways of implementing robot motions: by straight line or 

by joint interpolated ones ([Groover et al. 86] and [Craig 89]). Whatever the case is, 

a motion is most of the time accomplished without any external sensor (open loop 

motion). However, if we want our robot to cope with world uncertainties and to 

correct and adapt its behaviour according to its environment, a kind of interruptible 

sensor-based move command needs to be developed in some way (guarded move2). To 

this end we took the decision to equip our robot with a differential touch sensor (cf. 

subsection 3.2.4 on page 80) capable not only of detecting any contacts with obstacles 

along a motion path but also of immediately halting the manipulator whenever such 

an event occurs.

Developing a general guarded motion command capable of performing both gross and 

fine motions is what we aim to achieve in this section. The execution of such a com

mand, as we pointed out in the example reported in subsection 4.2.1 on page 96, 

achieves a purpose in the domain of the tasks, thus it may be regarded as a very 

simple form of behaviour, indeed a guarded motion would fit what in definition 4.11 

on page 95 we labelled as most primitive behavioural module. Because of its broad gen

erality it is used throughout this chapter as the basic unit in terms of which to express 

any actions for putting together parts of the assemblies discussed in sections 5.2, 5.3, 

and 5.4 on page 115, 156, and 165 respectively. For convenience we divide the discussion 

about guarded motions in two subsections: analysis of the task (subsection 5.1.1 here 

below), and description of a possible implementation (subsection 5.1.2 on page 107). 

The section is concluded with a summary of the results obtained.

5.1.1 Guarded Motion Analysis

As mentioned at the beginning, a guarded motion is basically a sensor-based move 

command, whose purpose is simply to detect or avoid any possible contacts of the ma

nipulator with other objects during the motion from the current location to a specified 

point within the work-cell. Thus, as recalled above, it can be regarded as one of the 

most primitive behavioural module.

2 Confer with footnote on page 23.
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A great deal of research in guarded motion lias focussed attention on obstacle avoid

ance. In this respect, the concept of reflexive behaviour presented in [Wikman et al. 93] 

and [Wikman & Newman 92] which allows the movement of a manipulator in a clut

tered environment along a collision-free path is quite interesting to us because it im

plements the feature of reflexive reaction of an agent in response to external stimuli 

(obstacles). Another relevant research project in this topic was the development of a 

segmentation algorithm for providing a robot with model-based, real-time, whole-arm 

collision avoidance ([Strenn et al. 94]). Other research topic areas in robot motion 

concentrated on control. In this regard, a reciprocity-based task decomposition was 

proposed as a general and unified theory for hybrid position/force control of manipu

lators ([Sinha & Goldenberg 93]). As regards control in particular, it was also estab

lished that an asymptotically stable scheme for motion control of rigid robots can be 

developed with induction motor drives ([deWit et al. 93]). A project for space robotic 

applications proposed the definition of a method to estimate and predict general three- 

dimensional motions of an unknown rigid body under no external forces and moments 

using vision information ([Masutani et al. 94]). However, perhaps the most intriguing 

research area regarding guarded motions is the development of external sensing capab

ilities for directly controlling the performance of a motion. In this respect, a collision 

avoidance robot system using whole arm proximity sensors (W h a p )  was developed on 

a PU M A 560 arm ([Feddema & Novak 94]). The sensing was achieved by employing 

capacitance-based sensors which, by generating electric fields completely encompassing 

the arm, enable the robot to detect obstacles as they approach from any directions. 

The information gathered by the W h a p  sensors together with their geometry and ro

bot configuration is used to scale the commanded joint velocities of the robot, and 

hence to control the motion of the manipulator. Much research is being carried out in 

the development of reliable sensors for robotics applications ([Lindstedt & Olsson 93], 

[Joseph & Rowland 95], [Williams 95], [Kim 96]). Sensors are most of the time handled 

by specific low-level routines which are often not portable from one system to another. 

In this respect, the concept of a virtual sensor is interesting, which is thought of as an 

abstraction offering a uniform way of dealing with sensors, and a structured approach 

simplifying sensory data acquisition ([Armstrong 95]).

As recalled at the beginning, we decided to develop a guarded motion employing a very
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simple form of binary touch sensing. Thus, we have to think of it as a module which 

corrects and adapts the motion of the agent to the constraints of the environment. In 

this context such a module would be unable to avoid obstacles without prior touch

ing them, and also it would not be able to perform any kind of whole arm collision 

avoidance.

In order to define a possible implementation of the task, we need to think of it as being 

carried out by concurrently performing two sub-tasks: the movement itself, and the 

sensor monitoring (cf. figure 5.1 here below). As soon as the module is entered, an

Figure 5.1: Guarded Move Diagram.

internal signal is reset in order to prepare the sensor monitoring sub-module to be run. 

Once this is done, a fork operation splits the execution control into two modules: first, 

a motion sub-module responsible for driving the agent, and second, a sensor monitoring 

sub-module responsible both for checking the occurrence of any signal issued by the 

sensory device and for reflexively stopping the motion and the sensor polling when such 

an event occurs. The two sub-modules are executed in different systems: the motion 

itself is performed by a robot controller, and the sensor monitoring by an external 

device, in our case a PC, which, by continuously polling a binary touch sensor (piezo- 

film), is able to interrupt our manipulator agent (Adept) when a certain threshold is 

exceeded (cf. subsection 4.1.1 on page 90). Incidentally, we observe that this second
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sub-module is capable of detecting both direct and indirect collisions3 of obstacles with 

the sensor surface.

Each sub-module can force a premature termination of the other by issuing an in

hibition signal as soon as it completes its execution. Thus, both of them have two

possible termination exits, which for the motion sub-module are forced exit and agent 

reached target location, whereas for the sensor monitoring are again forced exit and 

sensor triggered signal. In case the sensor monitoring sub-module terminates first, 

after having stopped the manipulator motion and the sensor polling, our guarded mo

tion module has to set the same internal signal reset at the beginning to warn that an 

event contact has occurred. In case instead the motion sub-module terminates first, 

the sensor monitoring has to be prematurely stopped and the sub-module has to quit 

through the forced exit which bypasses the internal signal setting.

At the end of our guarded motion execution, the internal signal is checked, and, ac

cording to its setting, an exit state parameter is set to 1  if the destination is reached 

without collisions, or to 2 if a collision has been detected.

Now, let us turn our attention to another important point regarding this primitive

task: the way in which the motion itself is carried out.

We mentioned earlier that we are employing a point-to-point robot. This means that 

the kind of motion performed are always from a starting spatial point A  to a final 

spatial point B. This kind of motion can be performed by following either a joint 

interpolated path, or a straight line ([Groover et al. 86] and [Craig 89]). Choosing 

one solution instead of the other affects greatly the implementation of the behaviours 

based on it. As a general rule, we may say that since joint interpolated motions 

can always be performed, they become very useful when very large spatial motions 

within the work-cell are required ([Fu et al. 87]). For instance, if an assembly requires 

at a certain point the robot to turn 180° for collecting the parts it needs, a joint 

interpolated motion would always allow the robot to accomplish such an assembly 

subtask. Motions of this kind, though, end up requiring more computations when we

3 An indirect collision happens when the object held by the gripper hits an obstacle. W hen such a 
case occurs, the force vibrations spread from the point of contact throughout the object held by 
the gripper until they reach the surface o f the the sensor whereupon the collision is detected and 
notified.
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need for some reasons to make the robot end-effector approach a target destination 

along a straight path because a slightly curved one would cause problems like in a peg- 

in-hole operation. On the other hand, from the user point of view, straight line motions 

are instead much simpler to deal with: their only drawback is that some motions are 

forbidden ([Canny 87]). The robot is for example unable to move its end-effector to a 

certain location along a path which forces it to pass through itself (cf. figure 5.2 here 

below).

Figure 5.2: Example of Straight Line Motion impossible to be carried out.

Taking into account that most of the assembly tasks may be entirely carried out by a 

collection of simple straight line motions and assuming to work with valid trajectories4 

only, we decide to sacrifice the power of the joint interpolated motion, which in any 

case may always be approximated by opportune sequences of straight lines, in favour 

of the simplicity from the user point of view of the straight motion5.

At this point let us turn the discussion to the issues raised by the implementation of 

guarded motion.

5.1.2 Guarded Motion Implementation

The particular implementation of guarded motion presented here, which we address 

from now on with the name of guardedmove, follows the discussion we had in the

4 A valid trajectory is any path which can be performed by the manipulator without causing joint 
errors in the inverse kinematics.

5 This kind of motion is from the robot point of view far more complex than the joint interpolated 
one.
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previous subsection. To start with, let us point out that, since the manipulator agent 

employed in our research is programmed in VAL II ,  we need to express the control 

part of the module in terms of such a language (cf. subsection 4.1.1 on page 89).

There are two points which need to be defined precisely: first, what external knowledge 

such a module requires as input, and second, how to output the information about the 

state in which the robot is left at the end of the execution of the module.

As regards the former, we have to remark that the main characteristic we require for a 

suitable guarded move is to be able to correct and adapt the manipulator motions to 

the constraints of the environment which it is in. As said earlier, the simplest sensor 

which allows us to achieve such a characteristic is a binary touch sensor (cf. page 80). 

Thus, although a guarded move may in general be implemented with collision avoid

ance features, we are not going to use any other proximity sensor in order to achieve 

them. As a consequence, we do not provide any knowledge of scene understanding 

or navigational maps within the work-cell. What we require as input concerns the 

motion itself. In this regard, we already know from the previous subsection that our 

guarded move has to make our manipulator agent physically move its end-effector from 

its current location to a destination point within the work-cell. Assuming the robot to 

be capable of reading its current gripper position, we need to feed as input just two 

parameters: the target point and the speed with which to move there. This second 

input parameter is important because we want to use guardedmove both for gross and 

fine motions. In this regard, although we may determine an optimal speed limit for 

the latter, the former should not be constrained by any preset limit. Thus, we decided 

to retain it as an input parameter to be instantiated according to the kind of motion.

As regards the output of our guarded motion module, we need to point out that, 

since we are employing a simple differential touch sensor (cf. page 80), we assume an 

obstacle to be sensed during the motion path each time the touch sensor detecting 

an event triggers a signal to the robot controller, whose duty in such a case is to 

inhibit immediately any further movement of the manipulator arm (cf. figure 5.1 on 

page 105). If the motion is completely carried out without any event detection , we 

assume the robot end-effector to have reached its target destination. By virtue of these 

observations, we reckon that the execution of guardedmove may have just two possible
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outcomes:

1) Target location reached,

2 ) Obstacle detected along the motion path before reaching the target

destination.

Notice that we did not consider trajectory impossible as an outcome of the module, 

because we assumed to work with valid trajectories only. Thus, coding the two situ

ations listed above with 1  and 2 , respectively, we may use them to represent all the 

exit states of the module, and hence its outputs.

At this point, given the importance of the guarded motion primitive behaviour, it is 

worth showing the details of the VAL II implementation which we are going to use 

throughout the rest of this thesis.

5.1.2.1 VAL II Implementation of Guarded Move

Before carrying on with the description of the VAL II implementation we ought to 

say that, as mentioned on page 80, the piezo-film composing the sensor and wrapped 

around both fingers may be subjected to positive and negative bendings whose different 

signals could be theoretically used to distinguish between making and breaking contacts 

(cf. figure 5.3 here below). However, there are considerable practical difficulties in

-------------------------------

Object

Grasping —----_
( Piezo-Film ) --------*- f Piezo-Film )

Positive Bending

Object

Release
(Piezo-Film ) -------- *- ( Piezo-Film ....... ')

-̂------------------------------
Negative Bending

------------------

Figure 5.3: Piezo-film bendings and correspondent operations, 

reliably realizing this distinction, since most curvatures of one sign are accompanied
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at their edges by curvatures of the opposite sign, and the output is the algebraic sum 

of these ([Kim 96]). However, we do not need to make such a distinction, Thus, we 

decided to use only one parallel digital input line for every finger in order to detect 

an impact. This means that we require to employ two parallel input lines of the robot 

controller for the right gripper and other two lines for the left one (cf. appendix A, B, 

and C on page 228, 230, and 233, respectively).

When one of these lines triggers, an inhibition signal preventing further movements 

is issued to the robot controller and a specified subroutine is promptly executed. In 

this regard we have to point out that, although the movement inhibition is promptly 

issued as soon as an event is detected, the manipulator physically stops dead only after 

a certain delay caused partly by the PC software loop time for monitoring the four 

sensor lines, partly by our agent (Adept) interrupt time delay, and finally partly by the 

deceleration time.

In order to measure how much these delays affect our guarded motion, we put a weight 

of 1773 g at a well known location and we drove the robot manipulator 198.41 mm 

away along a straight line. Then, keeping the acceleration and deceleration parameters 

set to 100% and varying the percentage of the robot full speed (9 m/sec) from 1% to 

1 0 %, we repeatedly drove the manipulator against the weight, subject of course to a 

relocation of this last in the same position after each collision, and we measured the 

distance covered by the robot after having been interrupted by the sensor (cf. figure 5.4 

on page 1 1 1  for the experimental readings).

As expected, the result gathered by this experiment was that, when the sensor triggers 

because of a contact, the robot stops moving only after having travelled a certain 

distance which increases with the speed. As far as our guarded motion is concerned, 

such a result means that if the robot holds a part and a collision is detected by the 

sensor, then, because of the software and hardware delays, the part may eventually 

be forced to slip through the manipulator fingers by the collision. Since the Adept 

robot which we are using is very stiff, the main compliance we may rely on is given 

by the finger rubber pads onto which the sensor is mounted. Such a compliance is 

limited to just 2-3 mm, thus we conclude that the behavioural modules based on this 

kind of guarded motion which exploits sensor readings, such as pick-up or stack (cf.
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Full
Speed %

Distance Measured (mm)
Mean Max Min

1 0.7292 0.8035 0.6411
2 1.4213 1.5221 1.3305
3 2.7497 2.8943 2.6115
4 3.8992 4.0112 3.7866
5 5.0714 5.1545 4.9879
6 5.4648 5.5923 5.3857
7 6 .5133 6.6261 6.4019
8 10.0276 10.2043 9.8521
9 12.6411 12.7355 12.5836

10 13.4516 13.5812 13.3463

1 2 3 4 5 6 7 8 9  10 Full
Speed %

by System DelaysError Caused

Figure 5.4: Mean Distance covered because of Hardware and Software Delays.

subsubsection 5.2.2.1 and 5.2.2.2 on page 139 and 143, respectively), should set the 

speed at no more than 2-3% of the full rate because at that level the travel can still be 

absorbed by the compliance of the finger rubber pads. It is plain that employing less 

stiff robots may allow the use of greater velocities. The speed limitation in behaviours 

involving contact exploitation (fine motions) is very important.

Returning now to the inhibition signal generated by the piezo-film bendings, we have 

to observe that, assuming that we handle the two kinds of bendings in the same way, 

the operations of grasping and releasing objects will always trigger at least one of the 

four lines. The reacting subroutine mentioned above has the purpose to set an internal 

signal to notify that a contact has taken place6. Such a flag, which needs always to be 

reset every time a new guarded motion is started, allows to discriminate between the 

two possible outcomes listed above.

At this point, before describing the VAL II  implementation of our guarded motion, let 

us observe that the process which performs the sensor polling is run continuously in an 

external system (PC). Thus, the fork operation mentioned in the analysis of guarded 

move (cf. subsection 5.1.1 on page 105) consists basically in activating the monitoring of

6 This is necessary because of the limited parameter handling of VAL II .
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the sensor lines. VAL I I  provides in this respect a useful reacting command (REACH7) 

whose syntax is

REACTI < Signal Line > ,<  Triggering Procedure > ,<  Priority >.

Such a command warns the manipulator controller to perform a poll of the specified

<  Signal Line >  before executing any other following VAL I I  instruction until a 

command of the form

IGNORE < Signal Line >

is encountered. Every poll checks if the logical value of <  Signal Line > 8 has changed 

from 0 to 1 , and in this case it first interrupts both any motions of the robot arm and 

whatever the controller is currently executing, and then, if the <  Priority >  of the

<  Triggering Procedure >  is higher than that of the main program, it triggers the 

execution of the <  Triggering Procedure >.

At this point, following the diagram reported in figure 5.1 on page 105, we can describe 

the code of our guardedmove. To start with, the module receives as input the speed 

rate with which it has to drive the robot arm, and the final location of the work-cell 

where it has to move it, and it outputs the exit state parameter coding the outcome 

of the motion. The first operation performed is to reset an internal signal which is 

used as a flag9 in case an event is detected. Then, after having issued four reacting 

commands (cf. above), one for each sensor line involved, a subroutine performing the 

actual motion is called (uncondmove). Such a subroutine first sets the speed of motion 

(SPEED), and then activates the motion itself by issuing a MOVES command which forces 

the controller to drive the arm along a straight line10. Before quitting the subroutine, 

a BREAK command is issued so that the controller is forced to wait for the motion to be

7 The command REACTI, which stands for react immediately, is provided by VAL I I  together with 
the command REACT. This latter differs from the former because it does not stop the robot arm 
automatically when the line monitored is triggered.

8 If <  Signal Line >  is specified with a minus sign in front, then an interrupt signal would be triggered 
only when the logical value of <  Signal Line >  changes from 1 to 0.

9 This is caused by the lack in VAL I I  of any parameter passing between triggered procedure and 
main program.

10 The equivalent VAL I I  command driving the arm along joint-interpolated motions is MOVE.
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completed or interrupted. Such a command is important because the robot controller 

always delegates the execution of the motion to its arm servomechanisms, thus, if 

such a command is not issued, the controller would proceed to execute the rest of the 

module without waiting for the move to be completed. The instructions following the 

subroutine are four IGNORE commands which disable the monitoring of the sensor lines. 

The penultimate instruction sets the exit state parameter to 1 or 2 according to the the 

logical value of the internal signal (flag), which is set to 1  by the triggering procedure 

in case a contact event occurred (a piezo-film bending). At the end, before terminating 

the module, the internal flag is reset.

We report here below the VAL I I  code described above.

. PRO GRAM  g u a r d e d m o v e ( W it h S p e e d , F i n a l L o c , E x i t _ S t a t e )

S I G N A L  - 2 0 0 1 R e s e t  I n t e r n a l  F l a g

R E A C T I  1 0 0 1 , s e t s i g , 1 2 7 R i g h t  G r i p p e r :  F i n g e r  1

R E A C T I  1 0 0 2 , s e t s i g , 1 2 7 F i n g e r  2

R E A C T I  1 0 0 3 , s e t s i g , 1 2 7 L e f t  G r i p p e r  : F i n g e r  1

R E A C T I  1 0 0 4 , s e t s i g , 1 27 F i n g e r  2

C A L L  u n c o n d m o v e ( W it h S p e e d , F i n a l L o c ) M o t i o n  S u b r o u t i n e

IG N O R E  1 0 0 1 R i g h t  G r i p p e r :  F i n g e r  1

IG N O R E  1 0 0 2 F i n g e r  2

IG N O R E  1 0 0 3 L e f t  G r i p p e r  : F i n g e r  1

IG N O R E  1 0 0 4 F i n g e r  2

E x i t _ S t a t e  = B I T S ( 2 0 0 1 , 1 )+ 1 S e t  E x i t  A c c o r d i n g  t o  F l a g

S I G N A L  - 2 0 0 1 R e s e t  I n t e r n a l  F l a g

R E T U R N

.E N D

.PR O G R A M  u n c o n d m o v e ( W it h S p e e d , T o W h e r e ) ; M o t i o n  S u b r o u t i n e

S P E E D  W i t h S p e e d  ; D e c l a r a t i o n  o f  L o c a l  V a r i a b l e

M O VES T o W h e re  ; M o ve  A rm  A lo n g  S t r a i g h t  L i n e

B R E A K  ; W a i t  F o r  T h e  M o ve  T o  B e  E n d e d

R ETU RN  

.E N D

.P R O G R A M  s e t s i g O  ; T r i g g e r i n g  P r o c e d u r e

S I G N A L  2 0 0 1  ; S e t  I n t e r n a l  F l a g

R ET U R N  

.E N D

As final remarks, we point out that the internal signal used as a flag is associated with 

the Adept internal line 2001, and the four binary input lines polled during the execution 

of the module are associated with the four binary input lines 1001,... , 1004. Each line 

is linked to the corresponding touch sensor wrapped around one of the fingers. Every 

time one of the touch sensors triggers one of these lines during the poll, the robot
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controller immediately interrupts our guardedmove module and it starts executing the 

triggering procedure s e ts ig  with the highest priority (127).

As mentioned earlier, the logical value of the internal flag 2001 is set to 1 or 0 according 

to if a contact has been detected or not. Therefore, in order to set Exit_State to 1 
or 2, it is sufficient arithmetically adding 1 to the value of the flag. The result of this 

sum codes the two possible outcomes of the module execution:

1. No contact event detected and motion carried out successfully.

2 . Contact event detected before the end of the motion.

As last remark, we observe that the resetting of the internal flag 2001 at the end of 

the module is performed purely for a question of neatness.

5.1.3 Guarded Motion Summary

At this point let us briefly summarize what we have discussed so far. The guarded 

motion implementation presented above aims simply at allowing an agent to correct 

and adapt its motion to the environment constraints (cf. page 104). Thus, it is not 

intended to perform any whole arm collision avoidance. We observed that its purpose 

is to move from one work-cell spatial point to another. In this respect, our guardedmove 

has to be regarded as one of the most primitive behavioural modules in the sense given 

by definition 4.11 on page 95. We also observed that the motion itself can be carried 

out by either a joint interpolated path or a straight line. Because it is easier for the 

end user to reason in terms of straight lines, we decided to implement our guardedmove 

with this kind of motion, even though this requires more computations for the robot 

controller.

By experimentally testing our guardedmove with different speed rates, we observed 

that, since the robot is very stiff, the only compliance we can rely on is given by the 

finger rubber pads and it is constrained within the range of 2-3 mm. This means that, 

in order to avoid part slipping, all the behavioural modules exploiting sensor readings 

for fine motions have to limit their speed rate to at most 3% of the full speed (cf. 

figure 5.4 on page 111). However, modules using this implementation of guardedmove
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for gross motions should not be constrained by any speed limitation. Thus, we decided 

to retain speed as an input parameter.

Regarding the motion itself, we also pointed out that, assuming the robot to be capable 

of reading its current position, all of what the module requires to know is the final 

destination. Therefore, we decided to use it as the second and last input parameter.

As regards the module output, we observed that the two possible execution outcomes 

are either target location reached (1 ), or obstacle detected along the motion path before 

reaching destination (2). Thus, we decided to use the numbers 1 and 2 to code the two 

possible exit states.

5.2 Benchmark Assembly Family

The assembly which we are going to discuss in this section is a family of two similar 

benchmarks (cf. figure 3.2 on page 74): one is made of aluminium (small benchmark) 

and the other of wood (big benchmark). Each member of the family is composed of 

four pieces (a jig, an L-shape, a plate and a peg) and consists simply in mating these 

four parts together (cf. [Pettinaro & Malcolm 95a]). For convenience we report their 

two-dimensional diagram in figure 5.5 here below.

Figure 5.5: Benchmark Family Parts.

Such an assembly task can be accomplished in different ways, however each way de

pends on the particular strategy adopted for part mating. In this regard, since we
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analyze the behavioural components of this assembly task with a bottom up approach 

(cf. page 77), we divide its discussion in two parts: the partial mating of L-shape, 

plate and peg (partial benchmark assembly), and the full mating of the four parts (full 

benchmark assembly). The goal we aim to achieve in both cases is to show that a 

program for assembling one kit expressed in terms of behavioural modules can be used 

without any alteration for assembling a similar kit belonging to the same family. In 

the end, by generalizing the modules required for the partial assembly to perform the 

full one, we aim to develop ergonomic general-purpose behavioural modules versatile 

and convenient to be used by common end-user.

Another important reason why we prefer to work with this kind of assembly (cf. subsec

tion 3.2.3 on page 73) is that even in its simplicity it requires one of the most common 

manufacturing tasks in industry: peg in hole (cf. figure 2.10 on page 53). Such a task 

is so important in our quest for the basic set of elementary behavioural modules with 

which to program most of the assemblies1 1  that we dedicate the following subsection 

to discuss it. Thus, we divide the rest of this section in three separate discussions: 

peg-in-hole (subsection 5.2.1 here below), the partial benchmark (subsection 5.2.2 on 

page 136), and the full benchmark (subsection 5.2.3 on page 147). The results achieved 

and discussed in these subsections will then be summarized at the end (subsection 5.2.4 

on page 154).

5.2.1 Peg in Hole

As soon as we talk about putting a peg in a hole, we think of an extremely simple and 

trivial task which any normal human being can perform without particular problems. 

When we try to have the same task carried out by a robot, surprisingly we incur so 

many difficulties that it makes us realize how complex apparently simple tasks such as 

this are. Our interest for peg in hole, though, is not confined just to this realization. 

As showed in an earlier chapter, this task is one of the most common in manufacturing 

assembly industry (cf. subsection 2.3.1 on page 47), and at the same time one which 

hides in its simplicity most of the difficulties of assembling parts. But why is it so 

hard for a robot to carry it out? One of the reasons lies in its limitations in sensing

11 In the sense given in subsection 2.3.1 on page 52.
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the surrounding environment ([Tung & Kak 94]), but yet it is not the main one. Any 

robot is not conscious of what it is doing ([Norman 94]): the only thing that matters 

is moving its end-effector to a well specified position and once there performing any 

eventual action like screwing, grasping, spraying, or whatever. In the specific case of 

peg-in-hole, if a peg is for some accidental reasons wrongly gripped, or if a hole is 

not exactly in the location expected, a manipulator would be most of the time unable 

to mate successfully the parts without any human help. What is really missing is a 

description of the task in terms which enables the robot to cope with the uncertainty 

embedded in the world ([Torrance 94]). Behaviour-based assembly may be a possible 

answer, and here we show that we can actually accomplish this task reliably within 

the terms of such a paradigm.

As we can easily gather by its name, peg-in-hole consists basically in inserting a peg 

into a hole ([Bland 86]). In this regard, we assume, as most of the researchers tacitly 

do, to deal just with rigid parts. Nevertheless, there are some cases which involve 

flexible parts mating ([Zheng et al. 91], [Nakagaki et al. 95]), however, given its low 

occurrence in manufacturing industry, we will disregard it in the rest of this discussion.

The great majority of the relevant literature views peg-in-hole as a four-stage process 

([Whitney 85]): approach, chamfer crossing, one-point contact, and two-point contact 

(cf. figure 5.6 here below). During this last a peg may get stuck and two situations

Approach Chamfer Crossing One-Point Contact Two-Point Contact

Figure 5.6: Peg in Hole Mating Stages.

117



5 Project Experiments 5.2 Benchmark Assembly Family

may arise: jamming and wedging. The former occurs because of wrongly proportioned 

forces and moments applied to the peg through the support, and the latter because of 

linear dependency of the resultant forces at the constraints ([Dupont & Yamajako 94]). 

In order to limit the occurrence of these situations and to increase peg-in-hole mating 

success rate, special hardware devices exploiting mechanical compliance have been in

troduced: the remote centre compliance (RCC) for passive part mating ([Watson 78]), 

and the instrumented remote centre compliance ([deFazio et al. 84]). The latter, which 

enhances the former by adding active force sensing to correct the insertion, may be 

viewed as a hybrid between passive and active part mating. In this regard, proper act

ive part mating, which fully exploits sensory data to drive the peg inside the hole, has 

been the subject of extensive research. A method for gathering information about mat

ing from force sensor is presented in [Soderquist & Wernersson 92]. A high-precision, 

self-calibrating insertion strategy for cylindrical pegs, which exploits simple and accur

ate optical sensors, is proposed in [Paulos & Canny 94], A new modular approach for 

solving the peg-in-hole problem using a camera is presented in [Kleimann et al. 95]. 

Such a work, which is developed for a complex system made of a 6 degree of freedom 

manipulator and a dextrous three-fingered gripper, proposes to divide the mating pro

cess in three parts: a module responsible for classifying the position of peg and hole 

with respect to each other, a second module for selecting the right insertion strategy 

according to the classification, and finally a module for handling the actual insertion 

by means of 5 primitives (lowering, displacement, shaking, hole-search, and lifting).

Peg-in-hole may be classified according to how many insertion tasks have to be handled 

at the same time. In this regard, we distinguish two different families: single and 

multiple peg-in-hole. In this respect, we mentioned in an earlier part of this thesis 

(cf. subsection 3.2.3 on page 73) that we focus our research just on single peg-in-hole 

because of its high occurrence rate (cf. figure 2.10 on page 53). As pointed out in 

subsection 2.3.1 on page 49, there are two classes of single peg-in-hole: round peg in 

round hole and orientation dependent peg in a matching hole. In this regard, a general 

treatment on assembly strategies based on hybrid force/position control is presented 

in [Aspragathos 91] for the large class of peg-in-hole assemblies having a plane of 

symmetry passing through the insertion axis. Our investigation will be concerned just 

with round peg-in-hole, and, in this respect, we distinguish two important varieties
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whose assembly strategies are extensively analyzed in [Wu & Hopkins 90]: peg into a 

single hole and peg into two coaxial holes with different diameters12 (tandem peg-in- 

hole13). Since this last may be viewed as a generalization of the former, and since 

a general-purpose module performing this task should be capable of coping with the 

former as well as with the latter, it is important for us to study such a variety. In 

particular, recalling our first experimental test bed (cf. benchmark assembly family 

in subsection 3.2.3 on page 74), we notice that the actual mating task involved is a 

general form of it which implies the two holes to be located on two loose, separate 

parts. Our research will be concerned with developing a general peg-in-hole capable of 

dealing with this kind of mating process.

Peg-in-hole, as discussed above, consists for us in inserting a round peg into a round 

hole. Such an extremely trivial description, though, is very deceiving because it hides 

an awful amount of unpredicted difficulties caused by uncertainties in the parts, mis

alignments, friction, etc. (cf. [Caine et al. 89] and [Wilson & Latombe 92]). But if 

the description is simple, why do all these difficulties arise? The answer is that the 

real world is not perfect and an agent operating in it has to cope with the various un

certainties embedded in its environment in order to accomplish useful physical tasks. 

In our case mating a peg with a hole, although simple to describe, is very hard to be 

reliably carried out by a machine. Several works have studied how to reduce or at least 

constrain uncertainty. It was shown that, except for an irreducible 180° ambiguity, 

some polygonal shapes can be stably grasped in a completely determined orientation 

without any sensing by performing a sequence of just two squeezes ([Mason et al. 88], 

[Mason 89]). Another interesting work presented a sophisticated two-arm robot system 

equipped with a vision system (camera) and two force-torque sensors ([Hormann 92]). 

Such a system is capable by fusing its sensory readings of planning a sequence of robot 

commands for grasping and manipulating parts placed in any orientation within its vis

ion field. In this regard, a method of systematically generating visual sensing strategies 

based on knowledge of the task to be performed is proposed in [Miura & Ikeuchi 95].

12 The small diameter hole lies below the big diameter one.

13 Tandem peg-in-hole may be generalized to an IV-tandem peg-in-hole by assuming a sequence of 
coaxial holes with decreasing diameters. However, this more complex form will not be considered 
here, because the strategy to accomplish it may be trivially deducted from the one to accomplish 
the simple tandem one.
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Vision is no doubt a powerful tool for driving a peg towards a hole during the appro

aching stage (cf. figure 5.6 on page 117), but it is unable by itself to solve jamming 

and wedging during the stage of the two-point contact. In this respect, as mentioned 

above, force-torque sensors are more useful.

Observing the way in which we as human beings insert a peg into a hole, we notice 

that such a task is accomplished first by locating the hole, and then performing the 

mating. We label these two task components with the names hole search and peg 

insertion, respectively. However, since we rely very much on our eyes to locate the 

hole, and since we are assuming to equip our agent with a simple touch sensor and 

no visual sensing (cf. subsection 3.2.4 on page 80), we need to find a better example 

of modelling our peg-in-hole. A blind man may in a certain way represent a better- 

model to follow: he does not know where exactly the hole is but he may have a rough 

idea where it may be found. Thus, first he tries to put the peg there, and then, in 

case of failure, he starts searching for the hole in the surrounding area until he finds 

it and proceeds with the insertion of the peg. Following the line of this example and 

assuming our agent to have already moved its gripper above the location where the 

hole is supposed to be, we can model our peg-in-hole with three components:

• one for putting the peg down inside the hole,

• one for searching for the hole, and

• one for the peg insertion.

The first module component attempts the insertion by simply putting the peg down. 

In case the peg shaft as a result of this action is at least 95% 14 inside the hole, we can

consider the peg fully mated with the hole. In case, instead, this does not happen, our

agent should start looking for the hole in the neighbouring vicinity until one of the 

following situations occurs:

1 ) a hole is found,

2 ) search failed because of an obstacle, or

14 We do not require 100% because it is important to leave some room for tolerance.
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3) search ended without finding a hole.

In case a hole is found, an insertion module, whose outcome may be either peg suc

cessfully mated or insertion failed, is then performed. Summarizing, we can classify 

the possible assembly situations in which our agent may be left at the end as follows:

1 ) peg successfully mated with a hole,

2 ) peg insertion aborted,

3) obstacle detected during search for hole,

4) hole not found.

Since we are not employing sophisticated sensory equipment such as, for instance, a 

vision system, each module component has to rely on some knowledge which has to be 

given as input. The first one requires to know the distance between the peg head and 

the surface whereon the hole is located, the second one needs to know the tilt angle 

between the plane of the hole and the X-Y plane of the robot frame, finally the last one 

requires to know the length of the peg shaft (cf. figure 5.7 here below). Notice that

Figure 5.7: Peg in Hole Diagram.

the module Find Hole returns always an exit state code (i.e. 1, 2, or 3) which is then 

attributed to the variable E xit State. Thus, such a variable does not require to be 

initially set. In case the outcome of the search for the hole is positive (E xit S ta te= l), 

then the diamond box activates the execution of the insertion module, otherwise it 

just increments the variable E xit Sta te by 1, whose value may be 2 or 3, in order to 

discriminate these outcomes from those in the other branch o f the diamond box.

1 2 1



5 Project Experiments 5.2 Benchmark Assembly Family

Notice also that if the peg shaft is not almost totally inside the hole, it is better to 

take it out and proceed to the search for the hole even if that had already been found. 

The reason is that the little impacts caused by the hopping search (cf. section 5.2.1.1) 

can help to realign the two detached coaxial holes.

As last remark, we have to point out that we used in the diagram above an input line 

to the three modules which we labelled with activate. Such a line has to be interpreted 

as the flow of the control of the robot manipulator.

At this point, in order to understand the complexity of the problems involved with the 

accomplishment of peg-in-hole, we divide the rest of the discussion in two parts: the 

strategies to find a hole (subsubsection 5.2.1.1 here below) and the strategies to insert 

the peg (subsubsection 5.2.1.2 on page 128). We reserve the right to discuss the first 

module component of the strategy outlined above later in subsection 5.2.2 on page 143.

5.2.1.1 Strategies to find a Hole

Searching for a hole may be regarded as the approaching stage in the classic peg-in- 

hole decomposition discussed earlier in this subsection (cf. page 117). Most of the 

research has mainly concentrated on the stages involving the insertion leaving this 

specific sub-problem quite unexplored. However, locating a hole is as important as the 

actual insertion of a peg, because a good localization avoids most of the difficulties 

caused by jamming and wedging in later stages. In this regard, a special purpose 

hardware module is developed in [Martinez & Llario 87] to identify and locate round 

holes in three dimension by employing a stereo vision system. The strategy used is 

based on the matching of virtual points corresponding to the centres of the holes in 

the stereo pair. Another interesting technique for a round peg-in-hole is presented in 

[Paulos & Canny 93]. The approach proposed centers around recording the location 

of four points on the edge of the hole using a reflective optical sensor placed in an 

opportune position below the manipulator gripper. The sliding motion of the beam 

emitted by the optical source first along the X-axis and then along the Y-axis allows 

to find these four points. Once they have been recorded, the boundary of the hole, and 

therefore its centre, is determined. However, in case no edge point is initially detected, 

a spiral or grid based search strategy is performed in the neighbourhood until one is
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found. Following this method, a similar technique employing a force-torque sensor 

is developed for round peg-in-hole in [Bruyninckx et al. 95]. The strategy proposed 

requires to lean a peg so that its axis and that of the hole are largely misaligned. Once 

the contact between peg and hole has taken place, three points are located on the rim 

of the hole by reading the sensory data of the force-torque sensor placed beneath the 

assembly (cf. figure 5.8 here below). At this point, using their position coordinates,

Figure 5.8: Peg on Hole.

we can determine the location of the centre of the hole with respect to the robot frame 

axes, and then carefully align the peg with the hole axis. This method is quite effective, 

however it is limited by the tacit assumption to have a peg located above its matching 

hole. The method does not in fact undertake any search for the hole in case this does 

not lie beneath the peg.

The strategy we are proposing in this subsubsection is based on some ideas from the 

works outlined above. First of all, let us recall that we are not employing any vision, 

optical or proximity sensors: we are simply using a cheap differential touch sensor 

wrapped around the fingers of our robot gripper. Such a sensor is capable of detecting 

just variation of forces, in other words contact events. Thus, the search is bound to 

be performed by exploiting on/off information from impacts between parts. In this 

respect, several solutions are possible using this kind of sensor, but they all require 

to scan the surface where the hole is, and therefore testing its presence, by hitting
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either directly the surface along its normal axis with a finger, if this is thin enough, 

or indirectly with a thin stick (probe), in which case contacts are sensed as forces 

propagated through the probe. Since the fingers we are employing are very crude tools 

to be used for such a search, we opt for the second solution. If a peg tip is sharp, 

we can actually use the peg itself as a probe. Unfortunately, in general this is not 

the case, nevertheless we can still use it as a probe by leaning it with respect to the 

normal to the surface of the hole. This always guarantees a sharp contact edge for 

both chamfered and chamferless pegs.

At this point, before discussing a few relevant solutions to the problem of search for the 

hole, let us make one more remark. As detailed above, any search is bound for us to be 

made by hopping along the surface of the hole and sensing any contact event between 

probe and surface. A hole would be detected by the absence of any impact within a 

certain distance. As mentioned above, we supposed the surface of the hole to be tilted 

with respect to the X-Y plane of the robot frame axes. In this regard, we have to point 

out that slopes greater than 15° allow the metal parts of our benchmark under the 

push of gravity to overcome friction and slip upon the slope, whereas slopes smaller 

than 15° are not enough to allow any slipping to take place. This is an important 

observation, because the aluminium assembly we chose to experiment with (cf. metal 

benchmark in subsection 3.2.3 on page 74) has a hole which lies on a slope of 15° which 

is just on the edge of making any part (peg included) slip upon the surface. Thus, we 

should not be thinking of the peg shaft as an accurate probe device for the search. 

Each time, in fact, an impact takes place, the peg tip under the downwards push of the 

robot arm undergoes a surface force which makes the tip slightly slip along the slope 

and the peg rotate about the Y-axis of its head (cf. figure 5.915  on page 125), and this 

in a long run may well cause our agent to tilt the peg so much that it will acknowledge 

a hole where there is not one, simply because it cannot detect a contact between peg 

tip and slope. Unfortunately, such a problem cannot be avoided by alternating tip side 

because this would introduce more uncertainty, nor by aligning the peg orthogonal to 

the slope, because, as mentioned earlier, a peg tip is relatively large and therefore not 

a very accurate tool to be used for a search.

15 Notice that an equivalent diagram applies for a chamfered peg.
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Figure 5.9: Example of Chamferless Peg Tilting because of a Contact.

Let us now return to focus our attention to the search strategy itself. We mentioned 

above that several search path solutions are possible. In this respect, we notice that 

they may be performed following any trajectory. However, the easiest ones to imple

ment are those which are shaped along regular lines, and, among these, those particu

larly appealing to us are zigzag and spiral paths (cf. figure 5.10 here below). The two

Figure 5.10: Zigzag and Spiral Searches Paths.

following emphasized paragraphs will discuss these two particular solutions. In any 

case, it is worth recalling that a hole search is triggered only if a peg does not find a
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hole straight away. However, in order to avoid never ending loops, once any search is 

started, it has somehow to terminate with an exit state of either hole found or search 

failed.

Zigzag Search This kind of search is very simple (cf. figure 5.10 above) but not 

very practical because of its relatively slow speed to converge to the target (hole).

In order to test this strategy we set two experiments involving an L-shape part and a 

plate (cf. subsection 3.2.3 on page 74) which are made of metal for the first experiment 

and of wood in the second one. The two parts are in each case placed on a tilted jig 

made of the same material.

We started with the metal parts and, by running 40 searches, we recorded 38 successes 

distributed as follows: 10 after 9 steps, 18 after 14 steps, 6 after 20 steps, and 2 after 

26 steps. The two failures were due to a wrong acknowledgement of a hole caused by 

a peg overtilted because of the high number of contacts.

We repeated the same experiment using wooden parts, and again, by running 40 

searches, we recorded 39 successes distributed as follows: 11 after 8 steps, 19 after 

13 steps, 7 after 21 steps, and 2 after 25 steps. The only failure recorded was even in 

this case caused by a wrong acknowledgement of a hole for the same reason.

Spiral Search This strategy pursue the search for a hole by following a spiral path. 

There are many kinds of spirals (e.g. ellipsoidal, circular, square, rectangular), but just 

two of them are very easy to implement: square and rectangular spirals (cf. figure 5.10 

on page 125). The former, since it is not particularly biased on any directions, has 

in general better performance than the latter. The spiral is carried out by hopping 

along the surface in the same fashion as a zigzag search, but with the difference of 

turning direction of hops 90° clockwise after a certain number of them has occurred. 

This number is progressively increased after a direction turning has taken place until 

a limit number of hops, which can be passed as an input parameter, is reached.

In order to test this strategy, we set two experiments similar to those made for the 

zigzag strategy using metal and wooden parts. We started by placing the metal parts
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containing the holes on a tilted jig. As done before, we ran 40 searches and recorded 

40 successes distributed as follows: 2 after 1 step, 19 after 3 steps, 16 after 6 steps, and 

3 after 10 steps. We repeated the same experiment using wooden parts and recorded 

again 40 successes distributed as follows: 4 after 1 step, 21 after 3 steps, 14 after 5 

steps, and 1 after 11 steps (cf. table 5.1 on page 128).

Comparison of Search Strategies Considering the two search for hole strategies 

discussed in the previous two paragraphs, we have to make a few comments. First of 

all, we have to point out that zigzag requires in general a large number of contact events 

to be detected. This is particularly important because, as observed on page 124, a peg 

may get more and more tilted each time an impact takes place, and it may happen 

that in the long run a hole is wrongly acknowledged (cf. figure 5.11 here below). This

Figure 5.11: Trajectory followed during the Search which wrongly acknowledges a Hole.

drawback is difficult to be avoided even using more sophisticated strategies, because 

it is intrinsic of the kind of sensor used. The solution of having tighter grips is not 

very effective both because of the small friction between peg head and fingers’ skin, 

and because of the small area actually gripped. Increasing friction does not avoid peg 

slippings when each impact takes place, therefore the best way to limit its negative 

effects, i.e. the failure rate, and improve the reliability of the solution is by drastically 

reducing the number of hops required for the search, in other words, by switching to a 

better search path. In this respect, a spiral search is in general far better than a zigzag 

search, because it optimizes the area of the search (cf. table 5.1 on page 128). In fact, 

assuming to start in the proximity of a hole, we will not need to complete the entire 

path in order to find a hole. The worst case occurs only when a hole is located very
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Steps

Metal Parts Wooden Parts
Search Strategies Search Strategies
Zigzag

n°
Spiral

n°
Zigzag

n°
Spiral

n°
1-5 0 2 1 0 39

6 - 1 0 1 0 19 1 1 1

11-15 18 0 19 0

16-20 6 0 0 0

2 1 - 2 0 9 0

Success Rate 38/40 40/40 39/40 40/40

Table 5.1: Search Strategies Experimental Data.

far away from the centre of the spiral, in which case a zigzag search is more efficient. 

Thus, in general a spiral search outperforms a zigzag one. However, we have to point 

out that, although following a better path, it does not resolve the problem of unwanted 

supplementary peg tilting, which always lurks and may lead any search to a failure. 

The reason is that the optimization regards just the search and not the way in which 

the presence of a hole is tested.

5.2.1.2 Strategies to insert a peg

Peg insertion is the other major research topic of the peg-in-hole problem and may be 

regarded as the one- and two-point contact stages of the classic decomposition discussed 

on page 117. The particular task carried out in this phase consists in actively inserting 

a peg (in our case a round one) into a matching hole. In this respect, we may distinguish 

two relevant outcomes: successful insertion, or failure caused by jamming, wedging, or 

unpredicted situations.

Although the location of the hole at this stage of the task is assumed to be known, 

mating a peg with its correspondent hole is not as trivial as it may at first appear. It 

involves many complex operations whose accomplishment is too often taken for granted. 

The main difficulty in solving the peg-in-hole problem is to find robust and reliable 

strategies to allow a machine to accomplish the task, that is to put it in condition of 

recovering from error situation. The relevant literature reports many solutions to the 

peg insertion problem, but they all resort to more or less complex hardware. Some 

techniques employing hybrid force-position control are described in [Strip 88] for a
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wide variety of shaped pegs, and some strategies for chamferless insertion of planar 

and prismatic rectangle pegs are proposed in [Caine et al. 89]. Other research studies 

tackled the insertion problem more theoretically by conducting analytical work on the 

various difficulties involved with insertions. In this regard, an interesting analysis of 

the dynamics of a peg-in-hole insertion is carried out in [Shahinpoor & Zohoor 91] 

where it is shown that the conditions of successful insertion are determined by a set 

of generalized inequalities. Another work analyzing uncertainties involved with peg 

insertion is presented in [Paetsch & vonWichert 93] where the use of a force feedback 

loop for driving a multifingered gripper is proposed as a solution for resolving them. As 

a general remark we have to point out that all the works outlined above share the tacit 

assumption of dealing with rigid parts. In this respect, a study involving compliant 

parts worth mentioning is reported in [Meitinger & Pfeiffer 94] where the forces and 

torques acting on a gripper during a mating process are modeled and analyzed.

As realized from the few examples mentioned above, there is a great variety of strategies 

resolving the insertion problem. However, there is not as yet any robust and reliable 

general solution to such a problem. The great majority of those proposed and developed 

applies to a particular class of peg shapes and relies on more or less sophisticated 

sensor availability. In this respect, as stated earlier, we are employing a very simple 

touch sensor and we are restricting our investigation just to round peg insertions (cf. 

page 118). Notice, however, that our concern is not limited with what we labelled as 

simple peg-in-hole, but it extends to cover a form of tandem peg-in-hole involving two 

loose parts tilted with respect to the X-Y plane of the robot frame system. In this 

regard, recalling the general structure of the task outlined earlier (cf. subsection 5.2.1 

on page 1 2 0 ), we have to point out that a peg insertion would be initiated just after 

search for a hole, which, if successful, implies part of the tip of the peg to be inside the 

hole. Thus, we can assume without any loss of generality to start the insertion process 

with a peg partially inserted.

As mentioned on page 121, we need two parameters16 as input: the length of the 

peg shaft and the tilt angle. The latter is necessary in order to derive the insertion 

axis, whereas the former in order to realize when a peg is successfully inserted. In

16 Notice that the assumption of using a vision system would make these parameters redundant.
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this respect, the test of successful insertion is accomplished by comparing the distance 

travelled by the manipulator wrist with the rest of the peg shaft length which at the 

beginning is still out of the hole.

The rest of this subsubsection is dedicated to present and discuss three possible solu

tions to the round peg insertion problem (cf. figure 5.12 here below), which will be

Straight Thrusting Wobbling Technique

Thrusting and Correcting

a = Tilt Angle

Figure 5.12: Different Strategies for solving the Peg Insertion Problem for a Chamfered 
Peg, but a similar Diagram applies for a Chamfer less one.

opportunely compared in order to select the one which best guarantees robustness and 

reliability. For sake of generality we assume in the rest of this discussion to carry out 

the insertion a° tilted with respect to the X-Y plane of the robot frame system.

Straight thrusting The first solution we examine consists in thrusting a peg into a 

hole directly without caring of any possible jamming or wedging. If a peg gets stuck 

inside a hole, its insertion is aborted and the whole task has to be repeated.

In order to test this solution, we set two different experiments using two kinds of parts 

(cf. L-shape and plate in subsection 3.2.3 on page 74) made of different material (metal 

and wood) and having coaxial holes of the same diameter.

To start with, we placed the two metal parts one above the other on a jig 15°tilted with
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respect to the table, and, in line with the assumption of working with loose tandem 

peg-in-hole (cf. page 119), we did not fix them to each other. As regards the peg, we 

assumed it to have its tip slightly dipped inside the hole (cf. above). We ran a set of 

50 trials for this experiment and we observed 39 successful matings of both holes (78% 

success rate). The 11 failures recorded were caused partly by a misalignment of the 

two holes’ axes and partly by jamming and wedging. Indeed, we noticed that the metal 

peg successfully penetrated completely the first hole in 5 out of the 11 failures, but it 

got stuck at the rim of the second hole because of the misalignment. Thus, considering 

just the first hole, we may say that we recorded 44 complete matings of metal peg in 

one hole (8 8% success rate). As regards the remaining 6 failures, we noticed that four 

of them were caused by wedging and the other two of them by jamming.

As mentioned above, we ran a second experiment involving similar parts made of wood 

placed on a jig 10° tilted with respect to the table. By running a set of 50 insertion 

trials as did before, we observed 41 successful matings of both holes (82% success 

rate). Analyzing the 9 failures recorded, we noticed that they were caused this time 

by axis misalignment (5 failures), jamming (1 failure), and wedging (3 failures). Thus, 

considering just one hole, we may say that we recorded 46 successful wooden peg in 

one hole (92% success rate).

The results of these experiments are all reported in table 5.2 on page 134.

Wobbling technique The second solution we consider is what we may label as 

insertion by wobbling. It consists in deliberately changing the direction of peg insertion 

by rotating a peg about both the insertion axis and its tip. The algorithm describing 

it may be outlined as follows:

• tilt peg with respect to the surface of the hole,

• repeat

• push peg inside hole,

• rotate peg anti-clockwise slightly about the hole axis,

• increase peg tilting,

• until most of the peg shaft is inside the hole.
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The idea behind this technique is to resolve jamming and wedging by taking advantage 

of the coupling between peg and hole. As a remark, we have in fact to point out 

that every time a direction of insertion takes place, a different two-point contact is 

determined, and in turn this allows more peg shaft to slip inside. At the end of the 

wobbling process most of the shaft is inside the hole and both peg and insertion axes 

are aligned.

In order to test this technique, we set two experiments similar to those described before 

for the straight thrusting solution. We started with the metal parts 011 the metal jig 

and, by performing 50 wobbling insertions, we recorded 44 successful matings of the 

two holes (8 8% success rate). As regards the 6 failure cases, we observed that 3 were 

due to axis misalignment, 1 to jamming, and 2 to wedging. Thus, considering just the 

first hole, we recorded 47 successful insertions by wobbling (94% success rate).

The second set of 50 wobbling insertions performed with the wooden parts on the 

wooden jig showed similar results: 44 successful matings of both holes (8 8% success 

rate) and 6 failures of which 4 were due to axes misalignment, 1 to jamming, and 1 to 

wedging. As far as the first hole is concerned, we recorded 48 successful insertions by 

wobbling (96% success rate).

Also in this case the results of these experiments are all reported in table 5.2 on 

page 134.

Thrusting and correcting The third solution we examine may be regarded as an 

optimized version of straight thrusting whose main drawback, as showed earlier, was 

its inability to resolve a stuck situation which mainly happens at the rim of the second 

hole (cf. figure 5.13 on page 133). This strategy, which assumes that any misalignment 

between the two parts involved with the peg mating is within |mm along the X-axis 

or Y-axis but not along both17, adds the capability of adjusting a peg with the axis of 

the second hole when a stuck situation caused by misalignment occurs (cf. figure 5.12 

on page 130). This is achieved by attempting in sequence at most four shiftings of a 

peg from its initial position: one of ^mm along the X-axis, one of — ̂ rnm along the

17 This assumption is consistent with the with the fact that some misalignments are caused by rotations 
o f the peg about its tip along the X-axis after a search for a hole has succeeded.
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Figure 5.13: Diagram of the Stuck Situation.

X-axis, one of ^mm along the Y-axis, and finally one of —^mm along the Y-axis (cf. 

figure 5.14 here below).

Figure 5.14: Diagram of Shifting Directions.

In order to test this solution, we set the same two experiments we did for the other 

two insertion strategies discussed earlier: two parts with coaxial holes placed loosely 

on a tilted jig and a peg with its tip slightly dipped inside the hole. We started with 

performing 50 insertions with the metal parts and we recorded 48 successful matings 

of both holes (96% success rate). The two failures were due one to wedging and one 

to an axis misalignment larger than ^mm. Thus, considering just the first hole, we 

may say that we obtained 49 successful matings of peg in one hole (98% success rate). 

By repeating the previous experiment with wooden parts, we recorded 49 successful 

matings of both holes (98% success rate). The only failure recorded was due to wedging.

The results of these experiments are all reported in table 5.2 on page 134.
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Comparison of Insertion Strategies Having described the three insertion strate

gies in the previous three paragraphs, we can now compare and discuss the experimental 

results we obtained. First of all, let us summarize the data for the metal and wooden 

tandem peg-in-hole remembering that the total number of trials for each strategy was 

50 (cf. table 5.2 here below).

Insertion
Strategies

Metal Tandem Peg-in-Hole

Successes
Failures

Misalignment Jamming Wedging

n° Rates n° Rates n° Rates n° Rates
Straight Thrust 39 78% 5 1 0 % 2 4% 4 8 %
Wobbling Technique 44 8 8% 3 6 % 1 2 % 2 4%
Thrust & Correct 48 96% 1 2 % 0 0 % 1 2 %

Wooden Tandem Peg-in-Hole

Successes
Failures

Misalignment Jamming Wedging

n° Rates n° Rates n° Rates n° Rates
Straight Thrust 41 82% 5 1 0 % 1 2 % 3 6 %
Wobbling Technique 44 88% 4 8% 1 2 % 1 2 %
Thrust & Correct 49 98% 0 0% 0 0 % 1 2 %

Table 5.2: Experimental Data of Tandem Peg Insertion.

As a general comment on the results shown above, we have to say that the material 

which the the parts were made of affects the performance of the three strategies. The 

insertions performed using the wooden parts showed a relatively higher success rate 

and lower failure rate caused by jamming and wedging. We can explain this outcome 

by observing that wood despite having a coefficient of friction higher than metal is 

actually softer. Thus, several cases of jamming and wedging are resolved by a little 

deformation of the peg at the level of its tip.

As regards the strategies themselves, there are a few remarks which we have to point 

out. Straight thrust may be regarded as the simplest of the three strategies from the 

implementation point of view, however, as can be seen from the table above, it is neither 

very reliable nor very robust. In this respect, wobbling showed better performance, 

but it is unfortunately more complex to be implemented and requires a manipulator 

agent which is capable of at least two rotations at the wrist level: one along the Z- 

axis and one along the X- or Y-axes. This characteristic makes it not so appealing to
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be developed as a more general tandem peg insertion. The third strategy examined 

(thrusting & correcting) retains the simplicity of the straight thrust but, besides, it 

adds the capability of resolving slight axis misalignment between peg and second hole, 

which were one of the main causes of failure. However, the misalignments which can 

be corrected are limited to ^mm along the X-axis or Y-axis but not along both. Notice 

that the success rate also depends on the relative peg and hole sizes, the amount of 

peg tapering and hole beveling. In this regard, we have to say that the strategy was 

tested on rather short peg shafts with a diameter/length ratio of about 0.4.

At this point, let us summarizes the experimental data relative to the first hole (cf. 

table 5.3 here below). As already stressed before, considering just the first of the two

Insertion
Strategies

Simple Peg-in-Hole
Metal Wooden

Successes Failures Successes Failures

n° Rates n° Rates n° Rates n° Rates
Straight Thrust 44 88% 6 12% 46 92% 4 8%
Wobbling Technique 47 94% 3 6% 48 96% 2 4%
Thrust & Correct 49 98% 1 2% 49 98% 1 2%

Table 5.3: Simple Peg in One Hole Experimental Data.

tandem peg insertions, we notice that the three strategies have a higher success rate, 

and once again thrust & correct outperformed the others. Indeed, this last within 

its limits of applicability18 was the only one among the three of them which was not 

affected by the specific material of the parts. This particular characteristic makes such 

a strategy very appealing.

At this point, taking into account the different success rates for both tandem and simple 

peg-in-hole relative to each strategy reported in tables 5.2 and 5.3, we can conclude 

that thrust & correct is the most reliable and robust among them, and, because of 

this, it is the one which we select to be developed as our peg insertion module (cf. 

peg-in-hole diagram in figure 5.7 on page 121).

This concludes the discussion of peg-in-hole. We are now ready to focus attention back 

to the benchmark assembly.

18 Misalignments of the coaxial holes within \mm  along either the X-axis or the Y-axis.
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5.2.2 Partial Benchmark Assembly

The benchmark assembly, as described at the beginning of this section (cf. page 115), 

consists first in placing two hollow parts with coaxial holes (L-shape and plate) on 

top of a tilted jig and then in fixing them by inserting a peg through the common 

hole. However, in line with our choice of working with a bottom up approach, we 

disregard the jig in this particular part of the document and consider the assembly of 

just L-shape, plate, and peg (partial benchmark assembly). Indeed, we consider two 

different sets of these parts: one made of metal (aluminium) and one made of wood 

(cf. figure 5.15 here below).

Figure 5.15: Metal and Wooden Partial Benchmarks.

The aim which we want to achieve by experimenting with this simplified version of the 

benchmark assembly is on the one hand to get a clear understanding of the problems 

involved in this task, and on the other to identify the behavioural components required 

to accomplish it. The final goal of the whole assembly experiment is to generalize op

portunely these components so that they can be used to assemble the metal benchmark 

kit as well as the wooden one.

The description of the task is very trivial: it consists first in stacking a plate on top of
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an L-shape, and then in inserting a peg into the hole on top of the plate. Taking into 

account that each part needs to be collected before being stacked, we can view this 

assembly as a typical pick-and-place problem.

There are two general assumptions which are now worth pointing out: first, the L-shape 

part is fixed onto the working table, and second, the manipulator gripper is equipped 

just with a simple differential touch sensor on each finger (cf. page 80). The former 

is important for constraining the uncertainty due to eventual part slippings along the 

table, whereas the latter to show that the entire assembly task itself does not require 

very complex sensing capabilities in order to be accomplished.

Since we want the robot to be able to accomplish both metal and wooden partial 

benchmarks, we have to devise a way to enable our manipulator agent not to be 

bound to particular part sizes within the gripping capability of its end-effector (max. 

103 mm). Because we assume to use an electric gripper capable of reading the gap 

between its fingers ([Pettinaro & Malcolm 94]), we can actually make our agent aware 

of the particular set which one part belongs to. The only information which cannot 

be obtained by using solely such a gripper is the length of the peg shaft. As discussed 

in subsubsection 5.2.1.2 on page 128, this information is crucial for determining both 

when a peg is fully inserted into a hole, and when a peg, because of jamming or wedging, 

is actually stuck inside it. In this regard, it is worth pointing out that we would not 

require this information if we were employing more powerful sensing capabilities like 

vision, in order to accomplish successfully this assembly, because an agent would be 

able to obtain it autonomously by simply processing its sensory data. However, even 

if we employ a very simple sensory system, we can still allow our agent to measure the 

peg shaft length by itself. This can be achieved first by gripping the peg with its shaft 

outwardly parallel to the gripper Z-axis, and then by putting it down on the table: the 

length of the shaft is computed as the difference between the vertical component of the 

location where the peg tip touches the table with respect to the robot frame system 

and the table height itself (cf. figure 5.16 on page 138). Notice that the technique 

assumes to find the position of the table surface by shifting the gripper +15 cm away 

from the position of the jig along the X-axis.

Recalling now the description of the assembly task which we gave a while back, we
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Figure 5.16: Peg Shaft Length Determination Technique.

can say that we need first of all a module for collecting the plate, and then a module 

for depositing it on top of the L-shape. In case both modules are successfully carried 

out, we need another collecting module to pick up the peg from its home location, 

and a peg-in-hole module to insert it inside the tandem hole passing through plate and 

L-shape.

As discussed in subsection 5.2.1 on page 121, our peg-in-hole may terminate in one 

of four possible states: peg successfully mated, insertion aborted, obstacle detected 

during search for hole, and hole not found. Thus, considering the other outcomes of 

the entire assembly process (plate not found, stacking failed, and peg not found), we 

can say that the partial benchmark assembly may terminate in one of 7 possible states 

(cf. table 5.4 here below).

Partial Benchmark
Code Exit States

1 peg inserted in hole and assembly successfully completed
2 peg insertion failed
3 Obstacle detected during search for hole
4 Hole not found
5 peg not found
6 plate stacking failed
7 plate not found

Table 5.4: Partial Benchmark Outcomes.
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As regards inputs, we require two parameters to perform the first collecting module 

(gripping command and plate location), two to perform the stacking (stacking com

mand and L-shape location), other two to perform the second part collection (peg), and 

three to perform peg-in-hole (peg length, hole distance, and tilt angle). In this respect, 

we have to point out that this simplified version of benchmark assembly is not tilted, 

thus the tilt angle parameter is set to 0 °.

We report here below in figure 5.17 the behavioural decomposition of the assembly 

task discussed above. Notice that such a description omits the measurement of the peg 

shaft because strictly speaking it is not actually part of the assembly process. As last

Figure 5.17: Partial Benchmark Assembly Diagram.

remark, we have to point out that the line, which we labelled activate and which was 

given as input to the four modules in the aforementioned diagram, has to be interpreted 

as the flow of the robot manipulator control.

The diagram above enhances the three kinds of components in this assembly task: 

pick-up, stack, and peg-in-hole. We have already extensively discussed peg-in-hole in 

subsection 5.2.1 on page 116, thus we concentrate now on the other two of them.

5.2.2.1 Pick-Up Module

As outlined above, this module is responsible for collecting an object lying at a cer

tain location. Stable grasping is the key to a successful picking up, and much re

search has been carried out for both simple parallel jaw-grippers and multifingered 

end-effectors ([Paulos 93]). In this respect, we have to point out that the former 

are less versatile than the latter, because they can only manage just about 40% of
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the total number of possible manipulations which a human 5-fingered hand can do 

([Lundstrom & Rooks 77]). Incidentally, we have to observe that a three-fingered grip- 

per would reach at least 90% of them. In this regard, as discussed earlier (cf. subsub

section 3.2.1.1 on page 71), we are employing a parallel jaw-gripper as our end-effector. 

Thus, what we can safely and stably grip with it consists basically in prismatic objects 

with parallel faces. However, we can still use it to grasp cylinders and spheres as well, 

assuming, of course, to perform the grip at their diameters19.

Several studies have analyzed and modeled object contacts with hard fingers. An 

interesting exception, since we are using a touch sensor wrapped around rubber padded 

fingers, is the analytical modeling of stability conditions during contact between an 

object and soft fingertips filled with powders or plastic fluids ([Akella & Cutkosky 89]). 

As regards grasp stability, we can distinguish two kinds of them: spatial and contact 

ones ([Montana 91]). The former may be regarded as the tendency of the grasped 

object to return to an equilibrium location in space, whereas the latter as the tendency 

of the points of contact to return to an equilibrium position on the object’s surface. 

As regards contact itself, the problem of resolving its location and of determining 

forces and moments involved with it is addressed in [Bicchi et al. 93] which proposes 

a method for gathering contact information by measuring robot internal forces and 

torques.

There are specific positions which guarantee optimal gripping stability. In this re

spect, an algorithm for calculating non-graspable regions of a part is proposed in 

[vanBruggen et al. 93]. The method suggested in such an algorithm reduces the 3D 

grasp planning problem to a number of 2 ^D subproblems based on mechanical proper

ties of industrial grippers. A different approach is proposed in [Caselli et al. 93] where a 

tool for selecting feasible grasps of a robotic hand under various situations is developed 

using a rule-based expert system with a neural net based classifier. Another solution for 

planning robust grasping operations is suggested in [Joukhandar et al. 94] which pro

poses the use of a technique employing physical models, labelled as physically-based, 

which allows to analyze the dynamic object/hand interactions. Interesting because 

it involves grasp planning for a two-fingered gripper with parallel faces, is the work

19 Cylinders can actually be grasped also by their parallel bases, if their height is within the range of 
the parallel jaw-gripper.
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carried out in [Taylor et al. 94] which resolves the problem of grasping unmodeled 3D 

objects by using visual information. In this regard, it is also worth mentioning the 

method proposed in [Rodrigues et al. 95] which searches for suitable gripping points 

on the outline of generic shapes gathered by a vision system.

As realized above, the use of powerful sensing capabilities such as vision and force- 

torque sensors allows an agent manipulator to plan how to grip an object without 

requiring particular knowledge about it. In this respect, we have to point out that 

we have assumed to employ a very simple form of differential touch sensor which can 

only detect on/off contact events (cf. subsection 3.2.4 on page 80). Because of such an 

assumption, the behavioural module performing pick-up requires to have the work-cell 

location to which to drive the agent manipulator as an input parameter. Incidentally, 

we have to observe that some parts such as hollow cylinders may be actually grasped 

by closing the gripper jaw-fingers as well as opening them. Thus, in order to specify 

which kind of gripping has to be performed, we have to feed a second input parameter 

which encodes both the gap between fingers to be used for the grasping and the kind 

of gripping to be performed which can be by opening or closing fingers. The speed to 

be used to approach the vicinity of the part to be collected (gross motion) can also be 

encoded in this second input parameter. Summarizing, pick-up requires the following 

two parameters as input:

• a work-cell location, and

• a pickup command.

At this point, let us define the internal structure of such a module (cf. figure 5.18 on 

page 142). First of all we require a gross guarded motion in order to drive the agent 

manipulator above the target location where the object to be collected is. Then, if no 

obstacles have obstructed the way there, we need another guarded motion to approach 

the target location. If again no obstacles obstructs the operation, we have to activate 

a gripping module which would close or open the fingers according to the gripping 

command given as input to pick-up. If the clamping is successful, then we need to lift 

the gripped part.

As a remark, we have to observe from the analysis of the operations involved in a
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Figure 5.18: Pick Up Diagram.

part collection as outlined above that we basically require two guarded motions for 

positioning the gripper above the object and approaching it, a grasping module for the 

actual collection, and finally another guarded motion for departing from the current 

location.

Considering the structure of pick-up as outlined above, several outcomes are possible 

(cf. its diagram in figure 5.18 above). First, let us point out that if all the operations 

involved are carried out successfully, then we may view the result of the whole module 

as a successful part collection. All the other module outcomes come from possible 

failure along the sequence of operations involved in the collection. A close examination 

reveals four more outcomes besides the one corresponding to a successful pickup. Thus, 

we can synthesize the possible exit states of the pick-up module as follows:

1 ) part successfully collected,

2 ) obstacle obstructs part lifting,

3) part to collect not found,

4) obstacle obstructs part approaching,

5) obstacle encountered on the way to the location above part.

In order to test this module, we considered 3 prismatic parts (a plate, an L-shape 

part, and a peg with a prismatic head), and 2 cylindric ones20 (a large prismatic ring, 

and hollow tube). We set a series of 10 collections for each part and recorded every 

time a successful pickup. In this regard, we have to point out that our module does

20 These parts are taken from the largest kit o f the torch assembly family.
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not perform any grasp planning, thus it assumes21 that the gripping position given as 

input correspond to a stable grasping. As regards the cylinders, we have to stress that 

we tested both inner and outer pickup and recorded a success each time. However, 

we ought to stress again the point that outer grasping of cylinders is possible only if 

performed at their diameter.

5.2.2.2 Stack Module

A stack module may be regarded as a particular form of fine motion (cf. section 5.1 

on page 1 0 2 ), which implies a part to be laid down at a specified work-cell location. 

In this regard, since we are not employing sophisticated sensors, we have to assume, 

as done with pick-up, to feed such a knowledge as an input parameter. Incidentally, 

we have to remark that a part may be released on top of another either by opening 

the gripper fingers or by closing them. Thus, stack like pick-up requires a second input 

parameter (stacking command) encoding the speed to be used to reach the vicinity of 

the stacking site and the way in which a part has to be released22, and hence stacked, 

on top of another once site has been reached.

As regards the internal structure of our stacking module, we have to analyze the opera

tions involved (cf. figure 5.19 here below). First, let us observe that we need to perform

Figure 5.19: Stack Diagram.

a gross guarded motion to locate the gripper above the stacking location. Then, if no 

event contact has been detected, we need to perform a fine guarded motion in order to

21 This is in line with the assumption of having a hybrid planner which provides these information to 
the module.

22 Either by opening or closing fingers.
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approach the stack. At this stage, if no obstacle has obstructed the approaching, we 

need to release the part held by the gripper according to the stacking command given 

as input. If the release is successful, the result of the entire module is a successful part 

stacking. Other possible outcomes which may derive from part stacking are all caused 

by possible failures of the operations involved in stacking. In this regard, looking back 

at the task description discussed above, we may synthesize the exit states of stack as 

follows:

1 ) part successfully stacked,

2 ) no part to be stacked,

3) obstacle obstructs stacking location approaching,

4) obstacle encountered on the way to the location above stack.

As a remark, we have to observe from the analysis of the part stacking operations 

discussed above that we basically require a guarded motion for driving the manipulator 

above the stacking site, another one for approaching the site itself, and finally an 

ungrasping module for releasing the part held by the gripper.

In order to test the stacking module as modeled above, we used the same 5 parts 

considered for pick-up: a plate, an L-shape part, a peg with a prismatic head, a large 

prismatic ring, and hollow tube. We set a series of 10 stacking at a specified location 

on the table for each part and recorded a success each time. By opportunely fixing 

obstacles during part stacking, we also tested the other outcomes.

5.2.2.3 Partial Benchmark Assembly Experiments

After having successfully developed modules implementing the task decomposition de

scribed in subsection 5.2.2 on page 136 and reported in figure 5.17, we have now to 

describe the experiments relating with the partial benchmark assembly. In this respect, 

we have to point out that our aim here is not only to show that two different kits can 

be assembled using the same program expressed in terms of behavioural modules, but 

also to find out which module components implementing the behavioural decompos

ition discussed in subsection 5.2.2 on page 136 are actually sufficiently versatile that 

we can regard them as general-purpose modules.
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As done for peg-in-hole (cf. subsection 5.2.1 on page 116), we shall work with two 

different kinds of kits: one made of metal parts (aluminium kit) and one made of 

wooden ones (wooden kit). The two following paragraphs describes the experiments 

involving each of them.

Partial Metal Benchmark Assembly The first experiment we are discussing in

volves the metal kit. To start with, we stably fixed the L-shape part at a known 

location on the table. Then, after having recorded with a teach pendant both plate 

and peg home locations, we finally implemented the task as shown in subsection 5.2.2 

on page 137 by taking advantage of the pick-up, stack, and peg-in-hole implementations 

developed earlier (cf. subsection 5.2.1, subsubsection 5.2.2.1, and subsubsection 5.2.2.2 

on page 116, 139, and 143, respectively).

As described on page 139, the assembly of the partial benchmark requires 9 parameters 

as input. Two of them (plate and peg pickup commands) carried specific information 

on how to approach and grasp a part such as the speed to be used and the gripping gap 

between fingers. In this regard, we have to remark that providing gaps which are just 

enough to clamp these particular parts (metal plate and peg) would make the assembly 

program too bound to this specific benchmark kit. Thus, we decided to feed pickup 

commands which encode the maximum gap between fingers for both cases.

As regards plate and peg home location, we have to point out that they are very 

important in order to accomplish the assembly task successfully, and that an inaccurate 

placement of them may lead to a failure. Thus, it is crucial carefully arranging these 

parts at their home location each time a new experiment is restarted.

As regards the three peg-in-hole input parameters (peg length, hole distance, and tilt 

angle), we have to make a few remarks. First, we have to point out that our partial 

assembly is carried out on a table which is not tilted with respect to the X -Y  plane of 

the robot frame system, thus the benchmark slant is assumed to be always 0°. Second, 

the peg length is assumed to be determined beforehand according to the technique 

outlined on page 137. Third, the hole distance is set to be 10 cm with respect to the 

stacking position of the plate. In this regard, we have to observe that this particular 

parameter is actually independent from specific part sizes.
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We performed a series of 50 experiments and recorded 48 successful assemblies (96% 

success rate). The two failures were due to peg insertion failures (4% failure rate). 

The first one was brought about by an inaccurate positioning of the plate at its home 

location which caused a misalignment between plate and L-shape part greater than 

^mm, and the second one by peg wedging.

Partial Wooden Benchmark Assembly The second experiment we are describing 

here involves the wooden kit. The aim was to generalize the modules developed for the 

metal kit so that they can be applied to the wooden one, which, we stress, is similar 

to the metal one but not a scaled version of it (different sizes and different proportions 

despite similar overall shape).

As done in the previous experiment, we first fixed the wooden L-shape part at a specific 

work-cell location on the table and then recorded the home location of both plate and 

peg. In order to test the applicability of the program previously developed for the 

metal kit, we set the same pickup and stacking commands used there as inputs to this 

assembly.

As regards peg-in-hole parameters, we kept the same hole distance as before and set 

the assembly slant to 0°. The length of the peg shaft was then determined as done 

with the metal kit by following the technique outlined on page 137.

At this point, we performed the assembly of the wooden kit by running the assembly 

program developed for the metal benchmark instantiated with the new peg shaft length, 

new L-shape part, plate and peg home locations, and same other input parameters. As 

done before, we ran a series of 50 experiments and recorded 49 successful assemblies 

(98% success rate). The only failure observed was due to a peg-in-hole failure caused 

by peg wedging (2 % failure rate).

As final remark, we have to point out that the assembly of the wooden kit was achieved 

by running the same unchanged program developed for the metal benchmark. This is 

possible because such a program is not only independent from specific part sizes, but 

also from part motions23. However, because of the sensing capabilities we assume our

23 Notice that this is achieved by not binding motions to specific parts: they are picked up and stacked 
always following the same path
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agent to be equipped with, we still need to provide the robot with specific part feature 

locations. Moreover, the program still depends on the assumption that the part sizes 

are not so large that the robot bumps into them when making the initial movements.

5.2.3 Full Benchmark Assembly

The experimental assembly task discussed here in this subsection is practically the 

same one described in subsection 5.2.2 on page 136. The only difference consists in 

performing it on a fixture (jig) whose upper surface is slightly slanted with respect to 

the table24. Thus, first we place an L-shape part on a jig, then we stack a plate on top 

of it, and finally we mate a peg with the tandem hole passing through both plate and 

L-shape part (cf. figure 5.20 here below). We have to remark that, since this assembly

Step 1

Step 4

Step 2

Step 5

Full Benchm ark Assem bly

Step 6

Step 3

Figure 5.20: Full Benchmark Assembly.

is carried out on a slanted surface with respect to the table, both L-shape and plate in

24 The table is assumed to be parallel to the X -Y  plane of the robot frame system.
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order to be placed on the jig, need to be tilted so that to make them parallel to the 

slope.

As experimental test beds, we consider also in this case two assembly kits: one made of 

metal and the other of wood. Both kits are composed of the same parts as the partial 

benchmark (an L-shape part, a plate, and a peg) but with the addition of suitable metal 

and wooden jigs (cf. figure 3.2 on page 74). In this regard, we have to observe that our 

fixture this time is the jig and not the L-shape part, thus, as done before for the partial 

benchmark assembly, we have to assume it firmly fixed at a specific location within the 

work-cell. Moreover, we have also to point out that we intend to use the same simple 

differential touch sensor employed to carry out the previous simplified version of this 

assembly.

The goal we aim to achieve by experimenting with this form of assembly is the same 

as in the case of the partial benchmark: to show that, by running an opportune 

generalization of the program developed for the partial benchmark, we can assemble 

both full benchmark kits.

We have to observe that since this assembly task involves a peg-in-hole operation, we 

have to cope with two specific kit dependent information: the peg shaft length and 

the tilt angle between table and jig slanted surface. The former is crucial in order to 

make the agent aware of when the peg is fully mated, whereas the latter is important 

for part stacking.

As discussed in subsection 5.2.2 on page 137, we can gather the knowledge of the 

peg shaft length by applying the technique of collecting the peg and making it touch 

the working table whose height with respect of the X-Y plane of the robot system is 

assumed to be determined in a similar way by a previous touch: the difference between 

the height at which the peg touches the table and the height of the table itself is the 

length of the peg shaft25.

As regards the tilt angle, we can gather this knowledge by performing a similar touching 

technique where we assume the jig to be arranged so that the height of its slope

25 Notice that we assume the peg to be gripped so that both fingertips and bottom  face of the peg 
head lie on the same plane parallel to the X -Y  plane with respect to the gripper (cf figure 5.16 on 
page 138).
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decreases going along +X-axis. The technique is based on three equidistant close 

touches of one of the gripper fingertips with the upper face of the jig along + X-axis 

starting ^cm. upward-sloping26 with respect to the jig location (cf. figure 5.21 here 

below). First of all, we drive the manipulator gripper so that its touches the jig upper

Figure 5.21: Procedure to Compute the Tilt Angle.

face at the first point (Pi). Once the contact takes place, we record the height with 

respect of the X-Y plane of the robot frame system (zPl) and then, by driving it along 

the X-axis, we make the fingertip touch again the slope at the second point (P2 ). After 

having recorded the second height (zp.2), we drive once again the fingertip as before to 

touch the third point ( P 3 ) and record its height (zp3). By using these heights, we can

compute the angle #12  between slope P1 P2 and table as follows:

012 =  arctan
zPl -  Zp2

x Pl -  xP.2
— arctan

Ah 12

A x
(5.1)

Similarly, we can calculate the angle 023 between slope P2P3 and table, and the angle

013  between slope P 1 P3 and table as follows:

'13

=  arctan ZP-2 -  Ap3 =  arctan A / l23
xp2 -  XPi A x

=  arctan ¿Pi -  zp3 =  arctan
A /113

x Pl -  x Ps 2Ax

(5.2)

(5.3)

Thus, averaging on the angles 0 i2 , 023 and 0i3 , we can determine the tilt angle a  of

This information is derived from the jig location which is assumed to be known.
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the slanted jig as follows:

$12 + #23 + 013 /tra =     (5.4)

We have to remark that the third angle 013 is introduced in order to reduce possible 

uncertainties due to the crudeness of the sensor used for measurement.

As already pointed out earlier (cf. section 4.1 on page 86 ), any assembly task within 

the behaviour-based assembly paradigm may be viewed as a single grand behavioural 

module whose execution leads to the accomplishment of the task. Thus, the first step is 

decomposing our full benchmark assembly task in these terms. In this respect, recalling 

the description given at the beginning, we can say that we need first of all two modules: 

one for collecting the L-shape part, and one for laying it down on top of the jig. If both 

of them do not detect any obstacle, we need to repeat them for the plate. If, once 

again, they are successful, the plate would at the end of the process lie down stacked 

on top of the L-shape. In which case we would need first another collecting module to 

pick up the peg from its home location, and then a peg-in-hole one to insert it inside 

the tandem hole passing through both plate and L-shape.

As pointed out for the partial benchmark assembly (cf. subsection 5.2.2 on page 138), 

if all the operations described above are successful, then the outcome of the entire as

sembly process is assembly successfully accomplished. All the other possible outcomes 

derive from failures of the operations during the process. In this regard, we have to 

recall that peg-in-hole in particular may terminate in four possible states: peg success

fully mated, insertion aborted, obstacle detected during search for hole, and hole not 

found. The first one correspond to the outcome of successful assembly, whereas the 

others are two more outcomes of the full benchmark assembly task. As regards the 

failures of the other modules composing the assembly process, we may have L-shape 

part not found, L-shape stacking failed, plate not found, plate stacking failed, and peg 

not found). Thus, summarizing, we can say that the full benchmark assembly may 

terminate in one of 9 possible states: (cf. table 5.5 on page 151).

As regards inputs, we require two parameters to perform the first collecting module (an 

L-shape pickup command and the L-shape location), two to perform the first stacking 

(an L-shape stacking command and the jig location), other two more to perform the
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Partial Benchmark
Code Exit States

1 peg inserted in hole and assembly successfully completed
2 peg insertion failed
3 Obstacle detected during search for hole
4 Hole not found
5 peg not found
6 plate stacking failed
7 plate not found
8 L-shape part stacking failed
9 L-shape part not found

Table 5.5: Full Benchmark Outcomes.

second part collection (plate), another one to perform the second stacking (a plate 

stacking command), two more to perform the third part collection (peg), and three to 

perform peg-in-hole(peg length, hole distance, and tilt angle).

Extending the diagram of the partial benchmark assembly (cf. figure 5.17 on page 139), 

we derive the more general behavioural decomposition illustrated here below in fig

ure 5.22. Notice that such a representation omits the measurements of peg shaft and

Figure 5.22: Full Benchmark Assembly Diagram.

jig tilt angle because strictly speaking they are not actually part of the assembly pro

cess. They are assumed to be computed following the two techniques discussed on 

page 137 and 148, respectively.
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As last remark, we have to point out also in this case of full benchmark assembly that 

the line labelled activate and given as input to the six modules of the decomposition in 

the diagram above has to be interpreted as the flow of the robot manipulator control.

5.2.3.1 Full Benchmark Assembly Experiments

We have now reached the point of describing the experiments run to assemble the 

parts. As done with the partial benchmark assembly, our first concern was to set the 

work-cell and develop the assembly program implementing the decomposition shown 

here above in figure 5.22 which makes use of the modules developed earlier for the 

partial assembly.

The goal which we aimed to reach was not simply to show that a metal kit as well 

as a similar wooden one may be assembled by the same program, but was to show 

that a task such as the full benchmark assembly, which is close to the partial one 

examined earlier, may be accomplished by an opportune generalization of the same 

program developed for a similar task (partial assembly). Thus, we set also in this 

case two assembly experiments: the metal kit and the wooden one. The following two 

paragraphs are dedicated to describe the experiments involving each set of parts.

Full Metal Benchmark Assembly The first experiment we describe here involves 

the metal benchmark kit. As done with the partial benchmark, first, we firmly fixed 

the jig at a specific location within the work-cell and then, by using a teach pendant, 

we recorded the home locations of the various parts of the kit (L-shape, plate, and peg). 

Once the work-cell was set, we implemented the program as outlined in the diagram 

of figure 5.22 by using the same pick-up, stack, and peg-in-hole modules employed for 

the partial benchmark.

As pointed out for the partial benchmark, in order to instantiate such a program, 

the assembly of the full benchmark described on page 150 requires 12 parameters as 

input. Three of them (L-shape, plate, and peg pickup commands) carries again specific 

information on how to approach and grasp a part such as the speed to be used and the 

gripping gap between fingers. Thus, in order to be independent from any particular 

part size, we have also in this case to feed pickup commands encoding the maximum
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gap between fingers. As regards the two stacking commands, they are not bound to a 

specific set of parts because they carry information merely about how to stack a part 

such as how a part has to be released on the stacking site.

As regards L-shape, plate, and peg home location, we have to remark that they are 

very important also in this case in order to achieve a successful assembly, because an 

inaccurate placement of them may cause a task failure. Thus, it is crucial to arrange 

carefully them at their home location every time a new experiment is restarted.

As regards the three peg-in-hole input parameters (peg length, hole distance, and tilt 

angle), we have to make a few remarks. Two of them (peg shaft length and jig tilt 

angle) require to be computed before the whole assembly can be started. We did 

this by following the two techniques discussed in subsection 5.2.2 on page 137 and 

subsection 5.2.3 and 148, respectively. The two measurements resulted in 24.1mm for 

the peg shaft (real length 23.5mm) and 14° for the tilt angle (real slant 15°). The 

overestimation of the shaft length was due to an inaccurate gripping of the peg which 

had its head bottom face and fingertips plane not lying on the same plane. The third 

parameter, which corresponds to hole distance, is set also in this case to be 10 cm with 

respect to the stacking position of the plate. We have to point out in this regard that 

this particular parameter is independent from specific part sizes.

Instantiating the assembly program with the parameter settings presented above, we 

performed a series of 50 experiments and recorded 48 successful assemblies (96% success 

rate) and two failures (4% failure rate). The first of these failures was brought about 

by a slight misalignment between peg and insertion axes caused by 5 slips of the peg 

head between the gripper fingers during the search for hole stage, whereas the second 

one was due to peg wedging.

After having glued some emery paper to the outer skin of the fingers, we repeated the 

same series of experiments and this time we recorded 49 successful assemblies out of 

50 (98% success rate). Once again, the only failure was due to peg wedging.

Full Wooden Benchmark Assembly The second experiment involved the wooden 

benchmark kit for which we performed the same preliminary work-cell setups as done
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for the metal kit. Thus, after having fixed the jig and recorded its location together 

with L-shape, plate, and peg home locations, we used the same program developed for 

the metal kit opportunely instantiated with the parameters specific of the wooden kit. 

In this respect, in order to test the generality of the program, we fed the same pickup 

and stacking commands and the new home locations.

As regards peg-in-hole input parameters, we determined peg shaft length and jig tilt 

angle following, as done before, the same two techniques outlined on page 137 and 148, 

respectively. The two measurements resulted to be 31mm for the peg shaft (real length 

30.8mm) and 11.5° for the tilt angle (real slant 12°). As concerns the hole distance 

parameter, we kept it as before (10 cm).

At this point, instantiating the assembly program of the partial benchmark with the 

new parameter settings presented here above, we performed a series of 50 experiments 

recording 49 successful assemblies (98% success rate) and one failure (2% failure rate) 

due to a peg wedging.

It is worth observing that this series of experiments was performed with emery papers 

wrapped around the outer skin of the gripper fingers.

5 .2 .4  Benchmark Assem bly Family Summary

This section was dedicated to discuss an artificial assembly task which we called the 

benchmark assembly. Such a task consisted of four parts (jig, L-shape, plate, and peg) 

which had to be mated in sequence: first, L-shape on top of jig, then plate on top of 

L-shape, and finally peg into the tandem hole passing through both L-shape and plate.

The goal which we aimed to achieve by experimenting with this test bed was two

fold: first, analyzing the task and decomposing it in terms of opportune behavioural 

modules, second, showing that our manipulator agent was capable of assembling two 

instantiations of the same problem (two benchmarks belonging to the same assembly 

family) simply by running two different instantiations of the same assembly program 

expressed in terms of the aforementioned modules.

Analyzing the assembly task, we noticed that it involved a peg-in-hole operation which 

is one of the most common manufacturing tasks (cf. subsection 2.3.1 on page 52). A
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close examination of this particular operation revealed two basic components (cf. sub

section 5.2.1 on page 116): search for a hole and peg insertion. As regards the former, 

since we were employing a simple differential touch sensor, we chose to implement it by 

means of a hopping spiral search (cf. subsubsection 5.2.1.1 on page 122). As regards 

the latter, we decided to implement it with a thrusting and correcting strategy which 

allowed the recovering of a misalignment between peg and insertion axes of up to 

along either X- or Y-axis (cf. section 5.2.1.2 on page 128).

Examining the benchmark assembly problem as a whole, we decided to tackle it first 

by considering a simplified version of it, which included only an L-shape part, a plate, 

and a peg and which we labelled as partial benchmark assembly (cf. subsection 5.2.2 

on page 136), and then by extending such a solution so that to include a jig and 

hence perform the assembly on top of it. In this regard, we have to observe that our 

investigations were carried out by testing the assembly program solving the simplified 

instantiation of benchmark problem on two different members of the benchmark family 

(metal and wooden kits).

Analyzing the partial assembly, we noticed that it involves other two subtasks besides 

peg-in-hole: pick-up and stack. Considering the limitations of the manipulator gripper 

(two-fingered jaw gripper), we limited our investigations on such modules to simple 

polyhedrons with parallel faces and to cylinders, as long as these last are gripped by 

their diameters27. Tests of the implementations of both pick-up and stack on the metal 

kit as well as the wooden one showed that they were very reliable and general-purpose 

as far as this restricted domain of parts is concerned.

The assembly program solving the partial benchmark problem required 9 parameters 

in order to be run. One of them in particular (peg shaft length) was very assembly kit 

dependent. However, we proposed a technique which allows a manipulator agent to 

gather such an item of knowledge by itself before the assembly starts (cf. page 137). We 

tested this program, instantiated with the same parameters except for the peg shaft, 

on both metal and wooden kit and recorded 96% and 98% success rate, respectively.

Extending the program developed before to solve the full benchmark assembly problem,

27 Notice that our pick-up module as it was developed can grip hollow cylinders by opening fingers 
instead of closing them.
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we observed that the only difference with the partial benchmark consisted in performing 

the various part matings on a jig whose upper face was slanted with respect to the X-Y 

plane of the robot frame system (table). Thus, in order to extend the program, we had 

simply to add two more modules: a pick-up one for collecting the L-shape part and a 

stack one for depositing it down on the jig (cf. subsection 5.2.3 on page 147).

The program solving the full benchmark problem required 12 input parameters, two of 

which (peg shaft length and jig tilt angle) were very benchmark kit dependent. In this 

regard, we used the same technique employed for the partial benchmark to determine 

the former, and we proposed a new one to determine the latter.

Instantiating the same assembly program with the same parameters, except for the 

peg shaft length and jig tilt angle, we performed both metal and wooden benchmark 

assemblies recording 98% success rate in both cases.

As last remark, we have to point out that the task decomposition of the benchmark as

sembly problem brought to light three useful modules, peg-in-hole, pick-up and stack, 

which are ergonomic and general enough within their scope of applicability (poly

hedrons with parallel faces and cylinders) to be included in the set of elementary 

behavioural modules which we are looking for.

5.3 S t r a s s  Assembly

The second assembly task considered in our quest for an ergonomic set of elementary 

general-purpose behavioural modules is what we labeled as S t r a s s  which was kindly 

provided by the G e c - M a r c o n i  Hirst Research Centre at Great Baddon. As discussed 

in subsection 3.2.3 on page 75, such an assembly allows us to study both retaining and 

snapfit operations. In this regard, we have to point out that these operations, des

pite being quite common as shown in another survey on manufacturing assembly tasks 

([Byrne 89]), have not been the subject of much research as robotic applications. In this 

respect, we cite the work in [McLachlan et al. 92] which proposes the use of statistical 

techniques to overcome control and monitoring of sensor information during a snap- 

fit assembly of a light bulb. Another work worth mentioning is [McManus et al. 92] 

which presents the structure of a systematic procedure that automatically generates
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task information space regions for utilization in control and monitoring of assembly 

operations such as snapfits.

S t r a s s  is a close relative to insert-peg-with-retainer which is still today quite a common 

manufacturing operation (cf. subsection 2.3.1 on page 47). However, we have to 

remark that S t r a s s  although involving a retaining operation, differs slightly from the 

retaining assembly process examined for instance by Kondoleon because its retainer is 

not a separate part inserted at the end of the mating process but an actual integral 

component of one of the assembly parts which is kept in a retaining position by an 

internal spring. In this respect, S t r a s s  may be viewed as a particular form of snapfit 

operation.

The rest of this section is dedicated to analyze and discuss both retaining and snapfit 

aspects of S t r a s s . Thus, we organize the section analyzing first which elementary op

erations are involved in order to define modules capable of performing retainings and 

snapfits (subsection 5.3.1 here below), then we present an implementation for resolv

ing the particular retaining operation required by S t r a s s  and an implementation for 

resolving snapfits (subsection 5.3.2 on page 160), and, finally, we discuss the descrip

tion of the experiments carried out in order to test the proposed solutions for retaining 

and snapfit (subsection 5.3.3 on page 163). The last part of the section will summarize 

the results achieved by our investigations on the S t r a s s  assembly (subsection 5.3.4 on 

page 164).

5.3.1  Strass Analysis

S t r a s s  is basically made of two parts (cf. figure 3.4 on page 76 and figure 5.23 on 

page 158), which we labelled with S t r a s s  A and S t r a s s  B respectively, and consists 

merely in mating them together. This task is very trivial to describe to any human 

operator who would accomplish it straight away without any particular problem. Un

fortunately, a robot cannot rely on a complex and effective sensory system (our eyes 

and finger skin) with a powerful, compliant and accurate general-purpose tool (our 

hand). However, the main difficulty here is not just the lack of sensing capabilities, 

nor is it the decomposition of the task in elementary modules. The problem which 

really makes the task difficult to be carried out by our manipulator agent is the very
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Figure 5.23: Two-dimensional Diagram o f the Strass  Parts.

little compliance between end-effector and part and the lack of a sensible strategy 

which allows it to apply the right strength in order to bypass a temporary opposing 

force.

As pointed out earlier, S t r a s s  viewed as a retaining operation shows many similarities 

to peg-in-hole, even so, there is at the same time a crucial difference between the two 

of them because S t r a s s  assembly requires to exert a push to the peg ( S t r a s s  B) 

in order to bypass the retainer and insert the peg inside the hole ( S t r a s s  A). Thus, 

the simple strategy of driving a peg to a hole rim and then, by exploiting gravity and 

mechanics, letting it fall in would not be good28, nor would pushing directly S t r a s s  

B inside S t r a s s  A29. However, we cannot employ peg-in-hole as developed for the 

benchmark assembly (cf. subsection 5.2.1 on page 116), because the main component 

of its insertion module is based on a guarded motion (cf. section 5.1 on page 102) 

which relies solely on the information gathered by a crude differential touch sensor 

(cf. page 80) capable of merely detecting on/off event contacts with other objects. In 

this regard, we have to remark that basing S t r a s s  mating on such a guarded motion 

yields the problem of having a sensor triggering an inhibition signal to the manipulator 

controller every time a contact between peg ( S t r a s s  B) and retainer occurs, which

28 We assume that the weight of the peg is such that the force opposed by the retainer is greater than 
the one generated by gravity

29 We suppose in this case to know already the home location of Strass A.
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in turn prevents our manipulator agent from moving further. The retainer under this 

point of view plays the role of an obstacle obstructing a smooth insertion inside the 

hole. Therefore, the main problem we have to face with a straight insertion strategy 

is that our guarded motion, which we want our retaining insertion to be based on, 

was designed and developed so that every contact event always triggers an inhibitory 

signal to stop the manipulator agent each time a mating is attempted. Considering this 

problem and our intention to employ the same guarded motion used for the benchmark 

assembly, we need to develop a special strategy performing the insertion under the 

opposing force of the spring retainer.

Observing the chamfered shape of the S t r a s s  B tip and the cylinder at the top of the 

S t r a s s  A hole in front of the retainer (cf. figure 5.23 on page 158), we notice that 

there is a better and smoother way to mate the two parts and, at the same time, to 

make use of the same guarded motion developed for the benchmark assembly. To this 

end we need to assume that manipulator motions, rotations included, can be viewed 

as guarded motions. Bearing this in mind, if we tilt the peg and bring it to match the 

aforementioned cylinder at the hole rim, then we can achieve the S t r a s s  mating with 

a simple rotation30 about the axis of such a cylinder without that the opposing force 

of the retainer, by triggering the touch sensor, prevents S t r a s s  B from being inserted 

(cf. figure 5.24 on page 160). This is possible because of the low coefficient of friction 

of the material (aluminium) which both parts are made of. The retainer, sliding along 

the chamfered surface of the peg, actually moves back so that the peg smoothly passes 

by without triggering the sensor. When S t r a s s  B reaches the orthogonal position with 

respect to S t r a s s  A, the retainer, closing the gap between itself and the rounded part 

of the tip of the peg, causes a sudden hit which gets the sensor to trigger an inhibitory 

signal and, hence, to detects the termination condition of the task.

The strategy outlined above resolves this particular S t r a s s  assembly problem, but 

such a solution cannot of course be applied to all forms of retaining or snapfit operation. 

However, given the restricted domain of assembly parts which we assumed to work with, 

we considered it good enough for our purposes.

At this point we have to remark, as done earlier, that S t r a s s  may also be regarded as

30 Rotation about a remote centre.
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Figure 5.24: Two-dimensional Diagram of the Insertion with the Retainer.

a particular form of snapfit. In this respect, the most trivial strategy for accomplishing 

it is by directly thrusting the peg (S t r a s s  B) inside the hole. However, if we base it on 

the same simple guarded motion module used for the benchmark assembly, we would 

incur the same sensor triggering problem mentioned above for the retaining insertion. 

Thus, if we want to develop a module resolving a more general form of snapfits without 

employing any force-torque sensor, the only choice we have is basing such a module on 

the more usual unguarded motion.

5.3 .2  S t r a s s  Retaining and Snapfit Implementations

A close examination of the strategy exploiting the particularities of S t r a s s  outlined 

in the previous subsection shows that, in order to be performed, it requires first to 

tilt S t r a s s  B (peg) with respect to the orthogonal axis to the X-Y plane of the robot 

frame system, then to match it with the cylinder located at the rim of the hole, and 

finally to rotate it about the cylinder axis (remote centre) up to a normal position to the 

aforementioned X-Y  plane. Observing that these three operations are actually different 

instantiations of our guarded motion, we can decompose the task, which we label as 

insert-peg-with-spring-retainer, in three guarded moves as illustrated in figure 5.25 on 

page 161.
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Figure 5.25: Diagram of Insertion with Spring Retainer.

Examining such a decomposition, we notice that, in order to carry out the task, we 

require to feed two parameters as input: the hole location and the position of the 

cylinder axis at the rim of the hole.

As regards the possible outcomes of the task, we observe that if all the operations 

involved are successfully performed, then the entire module insertion-with-spring-retainer 

will result in S t r a s s  successfully mated. The remaining outcomes may come only from 

possible failures during any of the three operations. In this respect, it may happen that 

a peg cannot be rotated because of an obstacle in the hole, or that a peg is not matched 

because of unpredicted reasons with the cylinder at the rim of the hole, or finally that 

a peg cannot be leaned because of environment constraints. Thus, synthesizing, we 

can have the following four exit states:

• insertion with spring retainer accomplished,

• obstacle prevented insertion by rotation about the cylinder axis,

• peg not matched with cylinders at hole rim,

• environment constraints prevented peg tilting.

Looking back at the outcomes above, we have to remark that the three operations 

involved in the mating task, although being three different instantiations of our guarded 

motion and therefore having just two exit states (motion successfully accomplished, or 

obstacle detected), are in this case considered successful only if the touch sensor triggers 

(cf. section 5.1 on page 102). During the matching between peg and cylinder at the
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rim of the hole, the event contact notifies that a peg has reached the position to start 

the remote rotation, whereas in the remote rotation itself the sensor triggering notifies 

a successful peg insertion.

It is worth pointing out that the two exit states of the guarded motion mentioned 

above, although being exactly the same ones, are in this case used with a different 

meaning. In this regard, the state of obstacle detected, which formerly expressed a 

failure, is this time employed as a goal state expressing the success of the operation, 

whereas the state of motion accomplished, formerly the goal state, is now considered 

as a failure because the rotation cannot be performed.

At this point examining the more general strategy for resolving snapfit outlined at the 

end of the previous subsection, we notice that it requires two operations: a guarded 

motion for putting the peg held by the manipulator agent in contact with the hole rim, 

and an unguarded move to thrust the peg in (cf. figure 5.26 here below).

Figure 5.26: Diagram of Snapfit.

The information required to perform such a strategy, which we label as snapfit, are 

basically three parameters: the hole location, the speed to reach it, and hole depth. 

The last one is necessary as the only means available to an unguarded motion of 

stopping the thrust.

As regards the possible outcomes of the module, we observe that just two situations 

may arise: either peg successfully inserted or environment obstacle detected on the 

way to the hole.
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5.3 .3  S t r a s s  Assem bly Experiments

The two modules presented and analyzed in the previous subsection (insert-peg-with- 

spring-retainer and snapfit) were tested on the S t r a s s  assembly. In this regard, we 

have to point out that the push required to overcome the force opposed by the retainer 

can be manually controlled by tightening or loosening a screw on the back of S t r a s s  

A (cf. figure 5.23 on page 158): tighter the screw, higher the push required for the 

insertion. The screw is completely tightened after four revolutions about its axis.

We started our experiments with insert-peg-with-spring-retamer. We first fixed S t r a s s  

A at a known location and then recorded the position of the hole by means of a teach 

pendant. After having set the screw to \ of its thread, we performed a series of 50 

assembly experiments recording 50 successful S t r a s s  matings (100% success rate). 

Tightening the screw up to  ̂ of its thread and repeating another series of 50 assembly 

tests, we recorded again 50 successful matings (100% success rate). A further tightening 

of the screw up to | of its thread showed once again similar results (50 successes out of 

50 experimental tests). After having completely tightened the screw to S t r a s s  A, we 

recorded only 48 matings out of 50 experiments (96% success rate). The explanation 

accounting for such a different experimental outcome derives from the increased force 

opposed by the retainer which vectorially summed with the friction between peg and 

retainer is just about to overcome the force which makes the retainer slide backwards. 

Thus, when dusts increases friction, the total opposing force prevents the retainer from 

sliding back, and therefore makes the sensor trigger and stop the manipulator.

At this point we considered the second module we mentioned at the beginning: snapfit. 

We kept S t r a s s  A in the same location and used the position of the hole recorded 

before. After having reset the screw to \ of its thread, we performed another series of 50 

experiments recording again 50 successful matings (100% success rate). Increasing the 

screw tightness up to j  of its thread and repeating a new series of 50 tests, we recorded 

again 50 successful matings (100% success rate). Tightening once more the screw to | 

of its thread, we recorded a similar success rate (50 successes out of 50 experimental 

tests). The final series of 50 tests with the screw completely tighten to S t r a s s  A 

showed again 50 successful matings (100% success rate). The different performances of
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snapfit emerged here compared with those relative to insert-peg-with-spring-retainer is 

due to the different kind of motion on which their insertions are based. The absence of 

sensing during the insertion makes snapfit more robust to spurious sensor triggerings.

5 .3 .4  S t r a s s  Assem bly Summary

At this point let us summarize the results achieved by our investigations on the S t r a s s  

assembly. As mentioned at the beginning of the section, S t r a s s  is very simple to 

describe, since it merely consists in mating its two part components (S t r a s s  A and 

S t r a s s  B), but not so easy to be reliably carried out by a robot equipped solely with a 

differential touch sensor such as ours. The main difficulty lies in the lack of a sensible 

strategy which allows the manipulator agent to apply the right strength in order to 

bypass the temporary opposing force of the retainer.

S t r a s s , as pointed out in the introduction to this section on page 157, may be viewed 

as a retaining assembly task as well as a snapfit. In this regard, we pointed out 

that we cannot assemble S t r a s s  by resorting to the peg-in-hole module developed for 

the benchmark assembly because of the presence in the hole of a retainer which acts 

as an obstacle obstructing the insertion31. Each time an insertion is attempted and 

the contact with the retainer detected, the sensor would simply trigger an inhibitory 

signal to the manipulator agent which would as a consequence prevent the robot from 

moving further. In order to resolve the retaining operation involved by S t r a s s , we 

proposed a solution exploiting the mechanics of its particular parts and the smoothness 

of the metal surfaces in contact (cf. subsection 5.3.1 on page 159). Experimental tests 

performed by varying the force opposed by the retainer32 showed that the module 

implementing the strategy of insert-peg-with-spring-retainer has a considerable degree 

of reliability up to an opposing force generated by tightening the screw up to | of its 

thread (cf table 5.6 on page 165). As regards S t r a s s  as a snapfit task, we proposed a 

very simple strategy consisting in a direct thrust of the peg (STRASS B) into the hole 

(S t r a s s  A). Experimental tests of the module implementing such a strategy (snapfit) 

showed a consistent degree of reliability and robustness within the limits of the robot

31 This is due to the fact that peg-in-hoie is based on our form of guarded motion which makes use of 
a very crude touch sensor capable of detecting on /o ff contact events only.

32 This is achieved by tuning a screw on the back of S t r a s s  A (cf. figure 5.23 on page 158).
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Screw  Thread 
T ightened insert-peg-with-spring-retainer

Success
rate snapfit

Success
rate

1/4 50/50 100% 50/50 100%
1/2 50/50 100% 50/50 100%
3/4 50/50 100% 50/50 100%
4/4 48/50 96% 50/50 100%

Table 5.6: S t r a s s  Retaining and Snapfit Experimental Data.

strength (cf. table 5.6 above). In this respect, we have to remark that the different 

experimental performance between the two strategies are due to the different guarded 

motions which they are based on.

The investigations on the S t r a s s  assembly allowed us to study two close clinching 

operations (retaining and snapfit). We proposed a solution resolving the particular 

case of S t r a s s  by resorting to our simple guarded motion and developed a behavi

oural module which performs it reliably and robustly within certain limits (insert-peg- 

with-spring-retainer). As pointed out earlier, such a solution is applicable only to our 

restricted domain of rigid parts. A different solution based on a common unguarded 

move gave a possible different answer and the module implementing it (snapfit) showed 

consistent robustness and reliability in several experimental tests.

Considering that both retaining and snapfit are quite common manufacturing tasks, 

the implementations which we developed, although being valid within a specific set of 

parts, show the interesting characteristic of being simple and ergonomic within such 

a domain. Thus, although a more general applicability of them would require further 

development of the modules, this points to the need of including them to the set of 

elementary behavioural modules which we are building.

5.4 Torch Assembly Family

The assembly tasks discussed so far have always been very simple and in many ways 

very artificial. What we are going to consider here in this section concerns instead real 

industrial products: the assembly of electric torches (cf. figure 3.5 on page 77). The 

aim which we want to achieve by analyzing this test bed is not just to show that the 

different parts of one torch kit can be assembled together, but to prove that, given
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a family of similar assembly kits, it is possible to program a robot to assemble all of 

them. As explained in subsection 3.2.3 on page 73, we chose a family of electric torches 

because it is not only a real industrial product, whereon actually testing the usefulness 

and descriptiveness of the modules developed so far, but it also includes an extremely 

common assembly parts joining operation: screw (cf. subsection 2.3.1 on page 47).

Considering one kit of the torch family, we notice that it is made of six parts: a tube, a 

reflector with a bulb33, a plastic glass, a threaded large ring to retain the reflector and 

the glass, and two batteries which we label as A and B (cf. figure 5.27 here below). In

Torch Assembly Parts

Tube Reflector & Bulb Ring Retainer Glass Batteries

Figure 5.27: Torch assembly Kit.

order to assemble such a kit, any human operator would have to follow a sequence of 

steps:

1. inserting the two batteries in turn inside the tube,

2. stacking the reflector on top of the subassembly,

3. stacking the glass on top of the previous parts, and finally

4. screwing the retainer to the tube.

Such a description is sufficient for accomplishing the assembly of not simply one par

33 This is actually a subassembly made of the reflector itself, an appropriate bulb and a screw to fix 
the bulb to the reflector.
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ticular torch kit but an entire family of them (cf. figure 5.28 here below for its graphic 

representation). If we want to keep this task decomposition of our torch assembly, we

Step 2 Step 3 Step 4 Step 5 Step 6

 Ring Retainer

Torch Assembly Plan

Fan I

Figure 5.28: Diagram for describing a Torch Assembly.

need to analyze each step of the description given above. To start with let us point out 

that the first operation, which involves battery insertion, as well as the following two 

ones may actually be regarded as a stacking task, which, as mentioned in subsubsec

tion 5.2.2.2 on page 143, can be viewed basically as sequences of guarded motions (cf. 

figure 5.19 on page 143). As regards the last step, we have to observe that it involves 

a screw fastening task which requires a more extended discussion.

The rest of this section is dedicated to discuss first screw fastening operations (cf. 

subsection 5.4.1 on page 168), then to present a reliable strategy to perform a general 

assembly of our torch family (cf. subsection 5.4.2 on page 173), and finally to describe 

the experiments performed in order to test such a strategy (cf. subsection 5.4.3 on 

page 182).
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5.4 .1  screw M odule

As discussed in subsection 2.3.1 on page 47, screw fastening operations are by a large 

factor one of the most common parts joining processes in manufacturing industry. 

Because of high occurrence, special screwdriver tools have been developed to perform 

it rapidly and reliably. In this respect, we have to point out that our aim here in this 

subsection is not to develop a theoretical substitute for these tools, nor a mathematical 

analysis of the task. Indeed, what we want to achieve by investigating the different 

facets of such a task within the behaviour-based assembly approach is simply to propose 

a practical strategy allowing a reliable fastening of a large nut to a screw thread, in 

this case complicated by forming of the mating threads from pressed steel sheet, which 

makes it quite tricky for people to accomplish.

There is not much relevant literature for screw fastening performed without special

ized end-effectors. In this respect, it is still today a research topic largely unexplored 

in robotics and the few works done in the area have just tackled simple aspects of 

it. In this regard, the work pursued in [Tao et al. 90] implemented a bolt threading 

operation with generalized stiffness controlled manipulator emulating a remote center 

compliance (RCC) type device. Incidentally, it is worth pointing out that a stiffness 

solution for threaded fasteners was initially suggested without however any experi

mental verification in [Loncaric 87]. A method for constructing a damping matrix for 

an insertion problem applicable in certain canonical configurations was then presented 

in [Schimmels & Pushkin 90]. A dynamic simulation of threaded insertion based on 

Euler’s equations, impulsive forces and geometric description for threaded parts was 

developed in [Nicolson & Fearing 91].

As seen above, not much has been done to resolve screwing and a general and robust 

control solution has not as yet been presented. In this regard, we describe in the 

rest of this subsection a practical technique (section 5.4.1.1 here below) which shows 

an interesting practical reliability confirmed in experimental tests (section 5.4.1.2 on 

page 172) whose results will be summarized at the end of this subsection (section 5.4.1.3 

on page 172).
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5.4.1.1 Strategy for Screwing

Examining carefully the way in which a human operator performs an awkward nut 

screwing on to a bolt, we notice that he tends to make three actions: first he aligns 

nut and screw thread axes with each other, then, exploiting gravity and his hands’ 

compliance, he mates the parts so that he senses the starting of the screw thread by 

means of his hands, and finally he performs partial twisting rotations until he sees the 

end of the thread or senses that the nut cannot be further tightened.

This pattern of actions outlined above works fine for a human operator because he can 

rely on the his hands’ dexterity, however, general-purpose robot end-effectors, although 

being accurate tools, are more limited and less versatile than human hands.

The manipulator agent with which we want to perform screw fastening consists of 

a robot equipped with two grippers (right and left hands) and a differential touch 

sensor wrapped as a skin around the two finger of each gripper (cf. subsection 3.2.4 on 

page 78). Given such a hardware, we need to find a more suitable pattern of actions on 

which to model a behavioural module for accomplishing it. To this end let us suppose 

to perform nut screw fastening on a bolt by using a pair of pliers to hold a nut and 

another pair to hold a bolt. The first step we perform is mating the two parts together 

so that they are coaxial and in contact with each other. At this point we actually screw 

the nut on the bolt but, since we are assuming not to use any automatic screwing tool, 

we have to do it by twisting the nut, releasing it, rotating back and repeating the 

process until the end of the thread is reached. However, before doing so, it is safer, in 

order to avoid accidental misalignments, to make sure that the screw thread is started 

by performing an entire simultaneous rotation of the two hands twisting the two parts 

in opposite directions about the common axis. Once the thread is started, we can 

actually proceed to release the nut and rotate back to the position where the nut was 

initially laid on top of the screw. At that point, we repeat this twisting process over 

and over again until the force to tighten the nut exceeds a certain threshold and makes 

the sensor trigger. The sensor we assumed to employ (cf. page 80) is not capable of 

measuring the size of a force but it can still very reliably sense the presence of a force 

opposing the twisting rotation, which after all is what we need to detect.
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The second pattern of actions outlined above for accomplishing screw fastening is 

much more suitable to our agent than the first one. Thus, assuming to adopt it as our 

screwing strategy, we need to define clearly which operations it involves.

Analyzing in more details the aforementioned strategy, we notice that we have first 

to start the screw thread and then performing repetitive twisting until an opposing 

force makes our touch sensor trigger an inhibitory signal to our manipulator agent. 

In order to initiate a screw thread, we observe that a complete revolution of the nut 

to be fastened about the screw thread axis guarantees that the thread is started. 

However, in order to be completely sure of that, whatever the initial position of nut 

and threaded bolt with respect to each other, we have to perform two revolutions. In 

this regard, recalling that we are employing a two-grippered manipulator agent, we 

basically perform simply one rotation clockwise with one gripper and at the same time 

a rotation anti-clockwise with a second one. These two rotations, which are performed 

in parallel, are monitored by a touch sensor that remain active until they complete 

their rotation, or it triggers. The end of this phase may have two outcomes: either the 

rotations have been completed and the thread is started, or the sensor has triggered a 

signal before the end of the rotations. If the latter is the case, then the whole fastening 

process has to quit with an exit state coding the failure. If the former is instead the 

case, then we have to start a sequence of repetitive twistings. This process consists in 

first ungripping the part currently held by the right gripper, second rotating it back 

of one revolution to the initial position, third gripping the part now partially screwed, 

and finally rotating the nut one revolution forward. At the end of this stage, if none 

of the steps along the process has failed and the sensor has not triggered, the whole 

twisting process is repeated. Summarizing, we can synthesize the algorithm discussed 

above in the following schema:

• simultaneous opposite rotations of left and right grippers for starting the thread,

• repeat

— release of the nut held by the right gripper,

— rotation of right gripper to its initial position,

— nut gripping,
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— nut rotation 

• until a force opposing the rotation triggers a signal.

We have to remark that all the rotations involving the manipulator right gripper have 

to be regarded as instantiations of the same guarded motion used for the benchmark 

assembly. As regards gripping and releasing operations34, they too have to be imple

mented as guarded operation in a way similar to our guardedmove.

Notice that the algorithm above does not require any input parameter in order to be 

performed. As regards the possible outcomes of the task, we observe that they are 

essentially three:

1) nut successfully fastened,

2) part to be fastened not found,

3) screw thread not started.

A complete diagram summarizing the description of the screw algorithm outlined in 

this subsubsection is reported below in figure 5.29. Notice that we have not included 

in it the initial mating of nut and screw thread because it is not strictly speaking 

part of the fastening task. Such a mating can always be performed as an opportune 

instantiation of guardedmove.

Figure 5.29: Screw Diagram.

34 Releasing and ungripping are intended here as synonyms.
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5.4.1.2 Screwing Experiments

Following the algorithm discussed above, we developed one of the possible implement

ation of screw fastening, which we labeled as screw, employing the same modules 

developed for the benchmark assembly family (cf. section 5.2 on page 115). In order 

to test such a module, we considered the largest kit in the torch family pictured in 

figure 3.5 on page 77. After having clamped the torch tube with the left gripper35, we 

gripped the matching ring retainer36 with the right one. At this point, we ran a series 

of 50 experimental tests consisting in driving the parts involved in contact and then 

performing screw. After the 50 trials, we recorded 48 successful fastenings (96% success 

rate). The two failures were due to spurious sensor readings caused by misalignments 

of the ring retainer with the screw thread which, under the push of the right gripper, 

slipped out of axis through the left gripper small fingers.

After having substituted for these small fingers customized V-shaped ones with larger 

gripping surface, we repeated the same series of 50 tests and this time recorded no 

more failures.

5.4.1.3 Summary of Screwing

As pointed out at the beginning of this subsection, tool-less screw fastening is still 

today quite an unexplored research topic as a robotic application. In this regard, 

we presented an interesting strategy for screwing modeled on the human nut twisting 

operation (cf. subsubsection 5.4.1.1 on page 169) which employed a very simple form of 

differential touch sensing. The algorithm implementing such a strategy did not require 

any input parameter (cf. page 171). As regards the possible outcomes of the screwing 

task, we observed that they are essentially three: nut successfully fastened, nut to be 

fastened not found, and screw thread not started.

Experimental tests using normal rectangular shaped fingers showed 48 successful fas

tenings out of 50 trials (96% success rate). The two failures recorded were due to the 

little gripping area actually clamped by the rectangular fingers. The employment of

35 The left gripper is here used as a flexible fixture.

36 Since we tested screw with a torch tube and its ring retainer, we considered this last as the nut 
mentioned in the algorithm.
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customized V-shaped larger fingers in a new series of 50 experimental tests showed 50 

successful fastenings (100% success rate)

5.4 .2  Torch Assem bly Plan

The plan outlined in section 5.4 on page 166 (cf. figure 5.28 on page 167) is a very 

good description of the torch assembly easily understandable by any human operator. 

The fact that at the bottom of the tube there is a spring which pushes up the batteries, 

and as a consequence all the other parts stacked on top of them, does not affect the 

description power of the above mentioned diagram: any human thanks to his powerful 

compliant hands can still overcome the difficulty of mating the different parts under the 

pressure of the spring. Unfortunately, we can not say the same for a manipulator agent. 

Once a part is stacked and released by the right gripper on the torch tube, the pressure 

of the spring makes the part slightly move from that position. This introduces extra 

uncertainty which a robot, relying only on a simple differential touch sensor, can not 

cope with. A better way to get around the problem of having this extra uncertainty is 

by dividing the assembly task in two independent subassemblies, which can be reliably 

built in separate stages, so that they do not introduce further uncertainty when they 

are joined together. In this regard, we noticed by examining the different parts of 

a torch kit that there are two sequences of operations in their assembly which are 

completely independent from each other:

• the insertion of the two batteries inside the torch tube, and

• the mating of the reflector with its matching glass and ring retainer.

Since these sequences can be easily and safely performed so that the different compon

ents do not come apart during their assembly, we decided to adopt them as the two 

aforementioned independent subassemblies with which we wanted to divide the entire 

torch assembly (cf. figure 5.30 on page 174).

Examining carefully each of these subassemblies, we observed that both of them require 

similar two-step processes (pick-and-place operation) which for the former consists in 

collecting the ring retainer and clamping it with the left gripper, collecting the glass and 

laying it down on top of the ring retainer, and finally collecting the reflector and placing
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Figure 5.30: Torch Subassemblies.

it on top of the subassembly just built up, whereas for the latter consists in collecting 

the torch tube and clamping it with the left gripper, and collecting in turn the two 

batteries and letting them drop inside the torch tube. Thus, we need in both cases a 

sequence of one pick-up and one stack (cf. subsubsection 5.2.2.1 and 5.2.2.2 on page 139 

and 143, respectively), which we label as pick-and-place module (cf. figure 5.31 here 

below). Notice that in the case of the tube-batteries subassembly we have used two

Part Stacking 
Command 

Stack Location

Part Pick-Up 
Command 

Part Location 
Activate

Figure 5.31: Pick-and-Place Operation Diagram.

stacking operations to assemble the two batteries. This was possible because of the 

retaining side effect of the tube which keeps the two of them one on top of the other
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pick-up

Code Exit States
1 Part successfully collected
2 obstacle obstructs part lifting
3 part to collect not found
4 obstacle obstructs part appro

aching
5 obstacle encountered on the way

to the location above part

stack

Code Exit States
1 part successfully stacked
2 no part to be stacked
3 obstacle obstructs stacking

location approaching
4 obstacle encountered on the

way to the location above
stack

Table 5.7: pick-up Outcomes. Table 5.8: stack Outcomes.

despite their inherent instability of remaining as such if considered by themselves.

We have to point out that, in order to perform one of these pick-and-place processes, 

we require four input parameters: a part collecting command, the location of the part 

to be collected, a part stacking command, and finally the location where the part has 

to be stacked.

As regards the outcomes of such a process, they depend on the exit state resulting 

from the composition of pick-up and stack. In order to determine thoroughly all the 

possible outcomes deriving from such a composition, we have to recall the exit states of 

pick-up and those of stack (cf. page 142 and 144, respectively), which for convenience 

we state again above in tables 5.7 and tables 5.8, respectively. We have to observe that 

we activate the execution of a stacking module only if a part was successfully collected 

(Exit state =  1). Thus, the only outcome which cannot occur out of the composition 

of a pick-up with a stack is that there is no part to be stacked. Therefore, considering 

the stacking of a part, we may have three possible outcomes (part successfully stacked 

and process succeeded, obstacle obstructed stacking, and obstacle obstructed stacking 

approach). These ones, combined with the other 4 possible outcomes from pick-up, 

bring the total number of outcomes out of the pick-and-place sequence to 7 (cf. table 5.9 

on page 176). Recalling that both subassemblies mentioned earlier (cf. page 173) 

involve the collection and stacking of two parts onto a third one, we observe that each 

of them may be modeled with a composition of three pick-and-place operations: one 

for placing the base, and two for stacking the following two parts (cf. figure 5.32 on 

page 176).
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Pick-and-place Module
Code Exit States

1 Both parts successfully stacked
2 Obstacle obstructed part stacking
3 Obstacle obstructed part approaching to stacking location
4 Obstacle obstructed lifting of part from its home location
5 Part not found in its home location
6 Obstacle obstructed approaching to part home location
7 Obstacle obstructed the way to location above part

Table 5.9: Pick-and-place Operation Outcomes.

Figure 5.32: Diagram for both Subassemblies.

We have to remark at this point that the two pick-and-place operations mentioned 

above require four input parameters each. Thus, we require in total 12 inputs: three 

couples of collecting and stacking commands, three locations of parts, and three stack

ing sites. In this respect, assuming to stack the two parts involved on the same place 

where the base was laid down (left gripper site), we can actually feed just one stacking 

location and use it for the three pick-and-place operations.

As regards the outcomes of this process, they depend on the composition of the 7 

exit states of each pick-and-place module. In this regard, we have to observe that, 

after having executed one pick-and-place, we proceed to the next one only if the exit 

state of the previous one is 1. Thus, taking into account the combination of the three 

operations, the total number of outcomes which may result from their execution sums 

up to 19 exit states (cf. table 5.10 on page 177).
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Subassembly
Code Exit States

1 Both parts successfully stacked
2 Obstacle obstructed stacking of part 2
3 Obstacle obstructed approaching of part 2 to stacking location
4 Obstacle obstructed lifting of part 2 from its home location
5 Part 2 not found at its home location
6 Obstacle obstructed approaching to part 2 home location
7 Obstacle obstructed the way to location above part 2
8 Obstacle obstructed stacking of part 1
9 Obstacle obstructed approaching of part 1 to stacking location
10 Obstacle obstructed lifting of part 1 from its home location
11 Part 1 not found at its home location
12 Obstacle obstructed approaching to part 1 home location
13 Obstacle obstructed the way to location above part 1
14 Obstacle obstructed placing of the base
15 Obstacle obstructed approaching of the base to stacking location
16 Obstacle obstructed lifting of the base from its home location
17 Base not found at its home location
18 obstacle obstructed approaching to the base home location
19 obstacle obstructed the way to location above base

Table 5.10: Subassembly Outcomes.

At this point, in order to perform the two subassemblies mentioned at the beginning 

(ring retainer/glass/reflector and batteries/torch tube), we have to instantiate the 

subassembly process outlined above in each case with different input parameters. The 

former requires in particular the locations of ring retainer, glass and reflector (base, 

part 1 and 2), the location of the stacking site (left gripper location), one command 

to pick up the ring retainer and one to place it on the stacking site, one command to 

collect the glass and one to stack it on the ring retainer, and finally another command 

to pick up the reflector and yet another one to stack it on both glass and ring retainer. 

As regards the second subassembly, it requires tube and batteries home locations (base, 

part 1 and 2), the place where they have to be stacked (left gripper location), and finally 

six commands for picking up and stacking tube and each battery. In this respect, we 

have to remark that the two parts are equal in this case, thus we actually need just 

one couple of collecting and stacking commands for the two batteries.

It is worth pointing out that we assume to perform each subassembly in the same site 

(left gripper location). Thus, as soon as the first one is successfully completed, it is
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necessary to move it away to some known work-cell location in order to make room for 

the other. Once this last has been successfully accomplished, the next stage is joining 

it with the first one. In order to do so, we observe that the torch tube is still firmly 

held by the left gripper37 at the end of the second subassembly. Thus, we can perform 

its joining with the first one by keeping it clamped with the left gripper and by going 

with the right one first to fetch the other back from where it was temporarily laid down 

(temporary site) and then to fasten it on top of the torch tube (cf. figure 5.33 here 

below). In this regard, we have to remark that the orientation of the first subassembly

Figure 5.33: Screw Fastening of the Two Torch Subassemblies.

37 This plays the role o f a flexible fixture.
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is actually upside-down with respect to the position it should have in order to be 

assembled with the torch tube (cf. figure 5.30 on page 174). Thus, before stacking it 

on top of the tube, we need to flip it so that it assumes the right orientation. Once 

such a position is achieved, the second subassembly can then be stacked and fastened.

Torch Tube Location 
Torch Tube Pick Up Command 
Torch Tube Stacking Command 

Battery 1 Location 
Battery 2 Location 

Battery Pick Up Command 
Battery Slacking Command 

Lett Gripper Location

Ring Retainer Location 
Ring Retainer Pick Up Command 
Ring Retainer Stacking Command 

Glass Location 
Glass Pick Up Command 
Glass Slacking Command 

Relleclor Location 
Reflector Pick Up Command 
Reflector Slacking Comnand 

Activate

Figure 5.34: Behavioural Decomposition of the Torch Assembly.

Summarizing the discussion above, we can divide the plan to assemble a torch kit in 

five stages (cf. figure 5.34 above):

• subassembly of ring retainer with glass and reflector,

• saving of first subassembly at a temporary location,

• subassembly of torch tube with the two batteries,

• retrieval of first subassembly from its temporary site and its reorient

ation and stacking on the torch tube,

• screw fastening of the first subassembly to the second one.

The parameters which have to be fed as input are basically those required by the two 

partial subassemblies. We have to point out, though, that the assembly plan outlined 

above makes also use of some local knowledge (cf. subsection 4.1.1 on page 89) which in 

this case consists in a couple of pickup and stacking commands, and in a safe temporary 

site where to save the first subassembly.
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As regards the possible outcomes of the torch assembly, since they depend on the 

combination of the modules composing the plan, we have to consider in turn the 

outcomes of each one of them. In this respect, we have 19 exit states out of the first 

subassembly, 6 more out of the pick-and-place module, further 18 out of the second 

subassembly, 7 more out of the retrieval stage, and finally 1 more out of the screw 

fastening, in total 51 exit states (cf. table 5.11 here below).

Table 5.11: Torch Assembly Plan Outcomes.

Torch Assembly Plan
Code Exit States

1 Ring retainer successfully fastened
2 Screw thread not started
3 Obstacle sensed during flipping of the first subassembly
4 Obstacle obstructs left gripper location approaching
5 Obstacle encountered on the way to left gripper location
6 Obstacle obstructs subassembly lifting from its temporary location
7 Subassembly to be collected not found at temporary location
8 Obstacle obstructs approaching to temporary location
9 Obstacle encountered on the way to go above temporary location
10 Obstacle obstructed stacking of battery 2
11 Obstacle obstructed approaching of battery 2 to stacking location
12 Obstacle obstructed lifting of battery 2 from its home location
13 Battery 2 not found at its home location
14 Obstacle obstructed approaching to battery 2 home location
15 Obstacle obstructed the way to the location above battery 2
16 Obstacle obstructed stacking of battery 1
17 Obstacle obstructed approaching of battery 1 to stacking location
18 Obstacle obstructed lifting of battery 1 from its home location
19 Battery 1 not found at its home location
20 Obstacle obstructed approaching to battery 1 home location
21 Obstacle obstructed the way to the location above battery 1
22 Obstacle obstructed placing of torch tube on the left gripper
23 Obstacle obstructed approaching of torch tube to stacking location
24 Obstacle obstructed lifting of torch tube from its home location
25 Torch tube not found at its home location
26 Obstacle obstructed approaching to torch tube home location
27 Obstacle obstructed the way to location above torch tube
28 Obstacle obstructed subassembly placing at temporary location
29 Obstacle obstructed subassembly approaching to temporary location
30 Obstacle obstructed lifting of subassembly from left gripper location
31 Subassembly to be saved not found in left gripper
32 Obstacle obstructed approaching to left gripper location
33 Obstacle obstructed the way to location above left gripper
34 Obstacle obstructed stacking of reflector

Continued on next page
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Continued from previous page
Code Exit States

35 Obstacle obstructed approaching of reflector to left gripper location
36 Obstacle obstructed lifting of reflector from its home location
37 Reflector not found at its home location
38 Obstacle obstructed approaching to reflector home location
39 Obstacle obstructed the way to location above reflector
40 Obstacle obstructed stacking of glass
41 Obstacle obstructed approaching of glass to left gripper location
42 Obstacle obstructed lifting of glass from its home location
43 Glass not found at its home location
44 Obstacle obstructed approaching to glass home location
45 Obstacle obstructed the way to location above glass
46 Obstacle obstructed placing of ring retainer on left gripper
47 Obstacle obstructed approaching of ring retainer to left gripper location
48 Obstacle obstructed lifting of ring retainer from its home location
49 Ring retainer not found at its home location
50 Obstacle obstructed approaching to ring retainer home location
51 Obstacle obstructed the way to location above ring retainer

As regards screw fastening, it is worth pointing out that screw, although having three 

possible outcomes (cf. page 171), can in this case terminate with either 1 or 3, because 

this module is performed only if the second subassembly is successfully collected, thus 

the outcome of part to be fastened not found cannot occur. A similar line of reasoning 

applies to stack in the subassembly retrieval stage: such a module is in fact performed 

only if the subassembly is successfully fetched, thus its second outcome part to be 

stacked not found cannot occur either.

At this point, before concluding the subsection, we have to give a brief mention to a 

new module which appears in the plan discussed in this subsection: flip. In this regard, 

recalling the results of the survey on manufacturing operations (cf. subsection 2.3.1 on 

page 47), we notice that flipping objects is a common assembly task in manufacturing 

industry. Basically, it consists of manipulating the object currently held by the right 

gripper so that at the end of the manipulation its orientation is reversed. The behav

ioural module accomplishing this task, which we label as flip, is closely related to our 

guarded motion (cf. section 5.1 on page 102) but cannot be regarded fully as such, be

cause this last affects all the robot joints during its execution. Thus, even though it is 

capable of roto-translating an object from one position-orientation to its reversed one, 

when the robot has to work in a location near its physical joint limits, our guarded mo

181



5 Project Experiments 5.4 Torch Assembly Family

tion may force the manipulator to exceed one or more of its joint limits in the attempt 

to accomplish its task causing a failure. Moreover, since we based it on a predefined 

V A L  I I  M o v e  command, we cannot rely that the robot rotates its wrist always in the 

same directions in all possible arm configurations. Our guarded motion can cope with 

the first problem in most situations but cannot do the same at all with the second 

one. By virtue of these observations we concluded that we needed a different motion 

command. In this respect, flip has to be regarded as a special sensor monitored motion 

command affecting only the joints at the wrist level. Furthermore, since it is a simple 

and convenient task occurring quite often in manufacturing industry, we consider it 

appropriate to include it in the basic set of elementary behavioural modules which we 

are looking for.

5.4 .3  Torch Assem bly Family Experiments

We have now reached the stage of describing the experiments run for the torch kit 

assembly. As done with the benchmark assembly family, our first concern was to set 

the work-cell and develop the assembly program implementing the plan discussed above 

in the previous subsection (cf. figure 5.34 on page 179) which makes use of the modules 

developed earlier for the benchmark assembly.

The goal which we aimed to reach with one torch kit was not just to assemble that 

particular kit, but was to develop a program capable of achieving the assembly of that 

kit as well as the assembly of other similar ones belonging to the same family. In order 

to do so, we set three assembly experiments: the largest torch kit, the medium one, 

and the smallest one. The following three subsubsections are dedicated to describe 

each of them.

5.4.3.1 Big Torch Kit

The first experiment we describe here involves the assembly of the largest kit. As 

done with the benchmark parts, our first step was to place the six parts of the torch 

kit (ring retainer, glass, reflector, torch tube, battery 1, and battery 2) at specific 

locations within the work-cell. Then, by employing a teach pendant, we recorded them 

as their home locations. Similarly, we recorded the locations of both left gripper and
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temporary site. Once all these locations were set, we implemented the program as 

outlined in figure 5.34 by using the same pick-up and stack modules employed for the 

benchmark.

As discussed in the previous subsection, we divided the assembly plan in five different 

parts: ring retainer/glass/reflector subassembly, its saving at a temporary location, 

torch tube/batteries subassembly, retrieval of first subassembly from its temporary site 

and consequent reorientation and stacking on top of the torch tube, and finally screw 

fastening of the first subassembly to the torch tube (cf. page 179). In this regard, 

considering singularly the first four of them, we did not experience any particular 

problem. Indeed, testing them separately by means of one sequence of 60 trials, we 

recorded the full success in each case (100% success rate).

As regards the last stage of the assembly plan (the screw fastening of the ring retainer 

to the torch tube), we recorded a slightly different result: 57 successful fastenings out 

of 60 trials (95% success rate). The three failures (5% failure rate) were all due to a 

wrong start of the screw thread caused by the spring at the bottom of the tube which 

indirectly pushed the reflector out of axis38. It is interesting to point out that all these 

failures occurred within the first 20 trials: afterwards, we did not record any more 

of them. We explain this outcome with the fact that the spring after many repeated 

experimental trials started wearing and losing part of its force.

After having tested all the different parts of the torch assembly plan, we experimented 

with the full program. In this respect, after having run a sequence of 60 complete 

assemblies of the torch kit, we recorded 58 successful ones (ca. 97% success rate). The 

two failures were again due to the spring push.

5.4.3.2 Medium Torch kit

The second experiment we are describing here concerns the medium torch assembly 

kit. After having also in this case placed the different parts at specific locations and 

recorded them as their home locations, we took the same assembly program used for 

the largest torch kit and instantiated it with the new home locations. As regards left

38 Notice that this time we are testing the screw fastening in presence of the batteries inside the tube 
which are pushed upwards by the spring at the bottom  of the tube.
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gripper and temporary site locations, and pickup and stacking commands, we adopted 

for them the same ones used before.

In order to test the assembly program, we carried out the same pattern of tests outlined 

above. Thus, we performed a sequence of 60 assembly trials of the full medium kit, 

and recorded 59 successes (ca. 98% success rate). The only failure was also in this case 

due to a wrong start of the screw thread caused by the spring push. The higher success 

rate with respect to the previous assembly kit can be explained by the small physical 

size of the spring which, because of its smaller coefficient of elasticity, generates smaller 

forces opposing the screw fastening.

5.4.3.3 Smallest Torch kit

The third and last experiment we report here concerns the smallest torch kit. We 

repeated the same steps as done with the medium kit and recorded the new home loc

ations of the parts involved. At this point, we instantiated the same assembly program 

by using these new locations and by keeping the rest of the parameters unchanged.

After having prepared the program, we ran a sequence of 60 experimental trials and 

recorded 60 successful assemblies (100% success rate). The higher success rate with 

respect to the previous kits is mainly due to the very small size of the spring involved 

which is capable of producing only very tiny push disturbing the successful screw 

fastening.

5.4 .4  Torch Assem bly Family Summary

The torch assembly family was our last experimental set up in our quest for the basic 

set of elementary behavioural modules with which to program manufacturing assembly 

tasks. As mentioned at the beginning of this section, the important reason which led 

us to opt for this kind of industrial product is that its assembly requires a very common 

task: screw fastening. We observed that in order to accomplish reliably such a task we 

need first to start the thread and then keep twisting the ring retainer until an opposing 

force triggers our sensor. In this regard, although both starting a screw thread and 

twisting can be performed by our guarded motion, as pointed out for insert-peg-with-
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spring-retainer and snapfit, the behavioural module developed to accomplish it is general 

enough to be added to the set of the elementary behaviours we are looking for.

As regards the torch assembly itself (cf. subsection 5.4.2 on page 173), we decomposed 

the plan for accomplishing it in five parts: ring retainer-glass-reflector subassembly, 

its placing at a temporary location, torch tube-batteries subassembly, retrieval and 

reorientation of the first subassembly on top of the torch tube, and finally screwing 

it to the tube. This decomposition showed that the assembly plan was mainly made 

by an opportune composition of the same pick-up and stack modules developed for the 

benchmark assemblies. The two extra modules which emerged by this decomposition 

were flip and screw. The former reveals to be an important module when part reorient

ations at the wrist level are concerned. The latter is instead important for fastening- 

matching threaded parts.

The aforementioned assembly plan was implemented and tested on three torch kits. 

Experiments showed that the manipulator agent was capable of quite reliably assem

bling all the kits by using the same program opportunely instantiated with the locations 

of the different parts (cf. table 5.12 here below).

K it T ype Successes Rate
Largest
Medium
Smallest

58/60
59/60
60/60

97%
98%

100%

Table 5.12: Torch Kit Experimental Results.

It is important to remark that the main result we achieved by experimenting with the 

torch assembly family was the development of two very useful behavioural modules 

(flip and screw) which, given their high occurrence in manufacturing industry, need to 

be included in the set of elementary modules which we are building in this document.

5.5 Summary

Let us now summarizes the main results achieved in this chapter. Recalling that our 

final goal is to build a basic set of elementary behavioural modules with which to pro

gram 80% of the assembly tasks, we developed a sensor-based guarded motion module
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(guardedmove) defined in terms of the robot basic motion command (cf. section 5.1 

on page 102). Such a module allows our manipulator agent to correct and adapt its 

motion to the environment constraints without however performing any form of colli

sion avoidance. We observed that such a module may be regarded as one of the most 

primitive behavioural modules in the sense given in definition 4.11 on page 95.

Analyzing such a module, we noticed that the motion might be achieved by straight 

lines or by joint interpolated ones. We opted for the former because it is the simplest 

between the two of them from the user point of view. We implemented this module 

so that it requires as input just the final destination and the speed to reach it. This 

last is necessary because we wanted to use guardedmove as a fine motion as well as 

a gross one. However, experiments showed that, mostly because of the compliance in 

our robot and gripper, its use in a fine motion application has to limit the speed to 3% 

of the full rate. As regards its outcomes, we observed that the two possible states in 

which the manipulator agent may be left at the end of its execution are either target 

location reached (1), or obstacle detected along the motion path before reaching the 

target destination (2).

guardedmove, as recalled above, may be fully regarded as the basic unit in terms of 

which most of the modules involving motions can be expressed. Even so, it is too low 

level both from a human operator and planner’s point of view to be of any practical 

use.

In order to investigate which set of modules might be elementary and general enough to 

be used as a basis for a general purpose behaviour-based robot language, we considered 

three different and significant assemblies:

• a family of two benchmarks,

•  the STRASS assembly,

• a family of three torches.

As regards the first one, we decomposed the assembly plan so that the final program was 

independent from any particular set of benchmark parts. Analysing such an assembly 

task, we isolated a first important module for performing round peg insertions which
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we labeled as peg-in-hole. A close examination of this module showed its two main 

components: hole search and peg insertion. In this regard, we implemented the former 

using a hopping spiral search (cf. subsubsection 5.2.1.1 on page 126), and the latter 

using a thrust and correcting strategy (cf. subsubsection 5.2.1.2 on page 132. Both 

components were developed and tested showing encouraging level of robustness and 

reliability. Other two modules emerged from the benchmark assembly task were stack 

and pick-up. Given the limitation of our end-effector (two-fingered jaw gripper), we 

pointed out that the domain of objects we can deal with has to be limited to prismatic 

polyhedrons with parallel faces and to cylinders.

The first important result which we achieved by experimenting with the benchmark 

family was the fact that the assembly program designed for the metal kit had simply to 

be instantiated again with new input parameters in order to accomplish the assembly 

of the other kit. The other result was the development of peg-in-hole, stack, and pick

up which, because of their elementariness and high occurrence rate in manufacturing 

tasks, need to be included in the basic set of behavioural modules which we aimed to 

discover.

As regards S t r a s s , we pointed out that the assembly task involved in it could be 

viewed both as a particular form of insert peg with retainer and as a typical snapfit 

operation. In order to resolve both aspects of S t r a s s , we developed a insert-peg- 

with-spring-retainer module based on our guardedmove and a snapfit module based on 

a typical unguarded motion. Both modules, although being very close to peg-in-hole, 

required to insert a peg by overcoming an opposing force exerted by a spring retainer. 

This was quite a big problem for our robot which is equipped just with a simple 

differential touch sensor. However, thanks to the strategy outlined in subsection 5.3.1 

on page 157, we managed anyway to express the first one of them in terms of our 

guardedmove by exploiting the mechanics of the particular parts involved. In this 

respect, though, the implementation we developed solves this particular assembly but 

its applicability is limited to the domain of parts we have considered. The other module 

(snapfit) is in this sense more general, but is limited by the fact that it has no means to 

control unpredicted situations during the insertion. However, despite their limitations, 

they accomplish quite useful elementary operations, thus we included both in our set
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of elementary modules.

As regards the last assembly experiment, it concerned a family of real industrial 

products: a set of similar electric torches. As done with the benchmarks, we ana

lyzed the task and, by decomposing it in its basic components, we isolated other two 

modules: flip and screw. The important result which we achieved was the develop

ment of a parameterized assembly program capable of accomplishing each member of 

the torch family with an opportune instantiation. In this regard, we have to stress 

the point that the input parameters did not concern any specific torch kit but simply 

the locations where the parts had to be collected. Thus, the program was actually 

independent of any particular set (cf. page 77).

The high success rate of the experimental tests showed in each case that the set of 

modules found so far was not only elementary enough but also general enough to be 

applied in many situations. The next chapter will analyze further this matter and will 

define more precisely all of the components of the basic set.
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Chapter 6

Analysis of the Results

With this chapter we have finally arrived at the main point of our research: the dis

cussion of the existence of a limited, basic and convenient set of behavioural modules 

with which to program 80% of the manufacturing tasks on our assembly domain (cf. 

subsection 3.2.3 on page 73 for the derivation and discussion of this figure).

The experiments described and discussed in the previous chapter represented for us 

a tool with which to conduct our investigation. However, we would like to stress the 

point that they were not meant to be a theoretical proof of the existence of such a 

set, nor to exhaust all the possible manufacturing assembly tasks. Indeed, they just 

set up good experimental grounds whereon to base and support our speculation of its 

existence. The particular assemblies we selected were chosen because in order to be 

accomplished they required some operations which, according to the survey discussed 

in subsection 2.3.1 on page 47, occurred very often in a large number of manufactured 

products.

The aim which we want to achieve in this chapter is first to argue in favour of the exist

ence of the aforementioned set of elementary behavioural modules, second to synthesize 

the results gathered by the assembly experiments described throughout chapter 5, and 

finally to propose the foundations of a behaviour-based robot assembly language. To 

this end we divide the chapter in three sections: the discussion about the existence 

of a set of basic general-purpose modules (section 6.1 on page 190), the synthesis of 

the modules emerging from the experimental results (section 6.2 on page 192), and the 

proposal of a behavioural language which may be built on top of them.
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6.1 Existence of the Basic Set

As mentioned in section 3.1 on page 66, although it is always theoretically possible to 

have a large variety of geometrically different manufacturing tasks, the range of those 

which actually occur in practice is considerably smaller. Indeed, thanks to the survey 

results presented in subsection 2.3.1 on page 47, we know that 95% of them cluster in 

just seven classes (cf. figure 2.10 on page 53).

According to the behaviour-based assembly paradigm, every assembly task may be 

viewed as a single grand-behaviour implemented as an opportune composition of several 

behavioural modules. In this regard, we do not know as yet how many modules we 

would need in order to accomplish each of the aforementioned 7 classes on the domain 

of real industrial parts. It may happen that, although the different assembly tasks are 

practically limited to a very small number, the set of modules required to perform them 

is very big or even infinite considering all task varieties. Thus, the problem we aimed 

to tackle was to investigate first whether there exists a set of general-purpose modules, 

and second whether such a set is limited (cf. subsection 3.1 on page 66). In this respect, 

we have to point out that the assembly world on which we carried out our research 

is considerably smaller than the vast domain of all the possible industrial assembly 

parts. However, if modules cannot be designed in order to have general applicability 

even on this small domain, then there would be no sense wondering how many of them 

we need for larger ones, because we would have to define ad hoc solutions for every new 

assembly task. If, instead, they do exist and a set of them is capable of covering at least 

80% of the manufacturing tasks (cf. subsection 3.2.3 on page 73), then the question at 

issue would be whether a higher level programming language could be based on them.

Arguments in favour of the existence of such a set of general-purpose modules come 

from the results of other previous works. Balch, as summarized in subsection 2.3.2 on 

page 53, developed within our same paradigm a set of 23 low-level highly parameterized 

software modules whose generality, which was however tested on just one assembly 

test bed, derived from the fact that they did not have one specific purpose. Nnaji 

in his assembly programming system (RALPH) proposed instead a set of 14 general- 

purpose commands following the more conventional classic approach to robot control
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(cf. subsection 2.3.3 on page 59). In both cases, a generic assembly was viewed as 

decomposed in terms of a limited set of elementary units.

Working within the framework of the behaviour-based assembly approach as Balch 

did and experimenting with some selected assemblies, we managed to isolate a small 

group of behavioural modules which showed an interesting level of generality within the 

scope of their applicability on the assembly domain considered. This was demonstrated 

by the fact that the assembly program based on them and developed in order to 

accomplish one benchmark kit was capable of performing a similar one simply by 

using a new instantiation of it (cf. section 5.2 on page 115). The same result was 

also reconfirmed by the torch assembly program which was capable of achieving the 

assembly of three similar electric torches by using opportune parameter instantiations. 

Indeed, the interesting result gathered here was the fact that the two assembly program, 

meant for very different assemblies, were actually making use of common modules (stack 

and pick-up).

These results pointed to the fact that it is actually possible to define behavioural 

modules which have a more general applicability than the simple one which they are 

initially designed for. In this regard, though, we have to remark that our investigations 

were conducted on a restricted domain of assembly parts1 due to hardware constraints. 

Thus, although we implemented modules accomplishing some assembly tasks which 

cover about 80% of the manufacturing processes, the generality has to be limited 

to such a domain. However, we have to stress that employing a more sophisticated 

gripper, such as a multi-fingered one, can greatly enlarge such a domain. Thus, we 

argue similarly to Hopkins (cf. section 3.1 on page 66) that the existence of a limited 

set of general-purpose modules is a viable proposition.

An interesting observation which we ought to mention at this point is that we can 

program most of the fine motions of our manipulator agent simply by resorting directly 

to our guardedmove (cf. section 5.1 on page 102), which has to be thought of as 

one of the most primitive behavioural modules (cf. definition 4.11 on page 95), or 

to combinations of it. The availability of an exit state coding within its limits the 

outcome of the motion makes such a module more powerful than a simple robot motion

1 Polyhedrons with parallel faces and cylinders.
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command, because it allows the module, as opposed for instance to a VAL I I  motion 

command, to be used combined with others to accomplish many different tasks and 

hence achieve different goals, such as a nut fastening or a peg insertion. In this respect, 

we have to say that move in VAL I I  can be used to program very diverse assemblies2. 

However, a program viewed in these terms would be nothing more than a mere sequence 

o f point-to-point motions of the end-effector with no control on error situations unless 

these are specifically programmed in it with great detail.

Considering our experimental results and the observations drawn above, we conclude 

that we can define behavioural modules which are of more general use as shown by 

benchmark and torch assembly programs. As a consequence, we can define a limited 

set of them for programming many different kinds of assembly tasks. However, there 

may exist more than one set to be used for such a purpose. Thus, we need to select one 

which is general enough to cope with as many assembly tasks as possible, and easily 

used or learnt by human operators or automatic planning systems.

Since our experimental results support the argument about the existence of a limited 

set of general-purpose behaviours for programming a large number of manufacturing 

tasks within our assembly domain, we may wonder how many and which elements it 

is made of. If their number is too big, then such a set would not be of great help. If it 

is instead small enough, we might actually base an entire general-purpose behavioural 

language on top of it. In this regard, we dedicate the next section to synthesize a set of 

modules from the assembly experiments described in chapter 5 and the section after to 

discuss how it compares with the set of basic manufacturing tasks found by Kondoleon 

and with the set of general-purpose modules found by Balch.

6.2 Synthesis of the Experimental Results

As outlined in section 3.2 on page 68, our project consisted in a three-step process: 

selecting some significant assemblies, decomposing them up to their minimal behavi

oural terms, and finally synthesizing out of them those modules which are not only of

2 The language designers considered obvious, and it is very widely accepted, that almost all assembly 
tasks can be expressed as a sequence of point-to-point motions, plus gripper, speed, and acceleration 
control. Consequently, ’’ guarded moves” should share this generality o f "m ove” , and being more 
sophisticated, even exceeding it.

192



6 Analysis of the Results 6.2 Synthesis of the Experimental Results

general applicability but also ergonomic.

As regards generality, we have to premise that our assembly domain because of hard

ware constraints is quite restricted, thus the modules we developed in the previous 

chapter cannot claim applicability beyond it. However, the fact that a small group of 

them is actually capable of coping with 80% of the assembly processes on such a do

main points the fact that a similar limited set may be developed for a larger assembly 

world. We argue elsewhere (cf. subsection 3.2.3 on page 73) that the 20% we omit 

from our experimental implementation is simply more of the same, and contains no 

obstacles to implementation. As is the way with exceptions, however, the remaining 

20% of tasks would require a great deal of extra implementation, and so was omitted 

from this exploration.

Looking back at the experiments we discussed in the previous chapter, let us now 

briefly summarize the main results we gathered from them.

6.2.1 Development of a Guarded M otion

The first result we recall concerns the development of a guarded motion which allows 

our manipulator agent (Adept 1 ScAR A robot) to correct and adapt its motion to the 

environment constraints during the travel towards a target point within the work-cell. 

The module implementing it makes use of a piezo-film wrapped around the jaws of 

a two-fingered gripper. Such a film acts like a simple differential touch sensor which 

can detect the occurrence of event contacts only (cf. subsection 3.2.4 on page 80). 

Thus, our guardedmove does not perform any whole arm collision avoidance like in 

[Strenn et al. 94] and in [Feddema & Novak 94]. Nevertheless, it shows the interest

ing characteristic of reacting immediately on the occurrence of an event, a feature 

which is similar to the reflexive behaviour proposed in [Wikman & Newman 92] and in 

[Wikman et al. 93] but with the difference of being presented as a packaged module.

Our guardedmove is implemented so that it can be used as a fine motion as well as a 

gross motion. In order to do so, we have to provide as input the target location together 

with the arm speed rate. However, because of delays within the control loop of our 

manipulator agent, a fine motion application requires to limit such a rate within 3% of
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the agent full velocity. This guarantees errors to be contained within the compliance 

of the linger rubber pads around which our sensor is wrapped.

Another interesting result that we want to draw attention to concerns the outcome 

of our guarded motion. Reprising an idea from Balch, we implemented it so that 

information about the result of the motion is returned as output. However, differently 

from Balch, we encoded the information concerning each outcome with a number and 

returned at the end of its execution in just one variable which we labeled with exit 

state. This characteristic makes our guardedmove a crucial brick 011 top of which we 

can build more complex modules.

The module viewed within the behaviour-based assembly perspective may therefore be 

regarded as one of the most primitive modules (cf. definition 4.11 on page 95). Indeed, 

it may be viewed as one of the most important, though we have to observe that it 

is still a low-level unit which may not be very convenient to be used from a human 

operator’s or an automated planner’s point of view.

6.2 .2  One Assem bly Program for Similar Assemblies

The second important result which we have to consider concerns the development of 

assembly programs. As mentioned back in section 6.1 on page 191, experimenting 

with two similar assembly kits (metal and wooden benchmarks), we managed to define 

a program in terms of modular units (behavioural modules) which was capable of 

achieving their assembly simply by instantiating it with new input parameters. In this 

regard, we have to point out that the program developed for a simplified version of the 

assembly (cf. partial benchmark assembly in subsection 5.2.2 on page 136) required 

very little effort to be generalized to achieve the complete one (cf. full benchmark 

assembly in subsection 5.2.3 011 page 147).

Of course, the original modules and programs were designed with this generalization 

in mind. However, given this intention, the interesting point is that the generality was 

easily achieved, which lends support to the thesis contention that such generality is 

well within the scope of the technological resources and human ingenuity.

A similar result emerged from the assembly of a family of three electric torches. The
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program designed to assemble one member of such a group was actually capable of 

accomplishing the other two members by its instantiation with new input parameters 

typical of the particular torch to be considered. We have to remark that this program 

was not only defined in terms of modular units as the benchmark one but some of these 

units were actually those defined for the benchmark assembly.

We have to observe that the two results recalled above were obtained by testing the two 

assembly programs just on a small group of similar assemblies. However, considering 

them globally, they point to the fact that it is possible to define a robot program of 

more general use than one single assembly. The relative ease with which this was 

accomplished for these two families (torches and benchmarks) suggests that, at least 

for families of assembly, this kind of generalization is well within the scope of current 

resources.

6.2 .3  Synthesis of our Basic Set

Recalling that our final goal is to investigate the existence of a small set of elementary 

general-purpose modules capable of coping with 80% of the manufacturing processes 

(cf. section 3.1 on page 66), we have now reached the stage of synthesizing such a set 

out of our experiments. Before starting, though, it is worth also recalling that, because 

of hardware constraints, our assembly domain is restricted just to polyhedrons with 

parallel faces and cylinders. Thus, the generality and applicability of the set which we 

synthesize in this subsection has to be limited to such a domain.

The following subsubsections will discuss the various modules emerged from the ex

periments carried out in chapter 5 on page 101.

6.2.3.1 peg-in-hole as a Basic Module

Analyzing the benchmark assembly problem, we observed that it involved a peg-in-hole 

operation which is a very common manufacturing task (cf. subsection 2.3.1 on page 52). 

We did not attempt in our investigation to give a solution to the general form of such 

a problem. Nevertheless, although restricting ourselves to examine just round single 

peg-in-hole, we tackled a more general form of it involving the insertion of a peg in
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two coaxial holes which, following the terminology introduced in [Wu & Hopkins 90], 

we labelled as tandem peg-in-hole.

A close examination of the task revealed that it is actually made of two main parts: 

search for a hole, and peg insertion. Thus, the module we developed in order to 

accomplish it, which we called peg-in-hole, was making use of these two components 

which were both based on our guardedmove (cf. subsection 6.2.1 on page 193).

As regards the first component (search for a hole), we did not use any vision or optical 

system as in [Martinez & Llario 87] or [Paulos & Canny 93]). We adopted instead a 

technique consisting in tilting a peg3 with respect to the normal to the surface where the 

hole is located and in hopping on such a surface along a square spiral path: as soon as 

a hop does not detect a contact between peg tip and surface, a hole is detected. Notice 

that the idea of a tilted peg is similar to the one presented in [Bruyninckx et al. 95], 

however, differently from us, Bruynickx does not perform any search: he uses it simply 

to locate the hole boundary and hence the insertion axis, assuming of course that the 

hole lies beneath the peg. This is an important difference because the information 

about the outcome of a search for a hole can in our case be used for accomplishing 

a different task than peg insertion only, as for instance checking the presence of a 

step-wall4.

As regards the second component (peg insertion), we did not use (as opposed to 

[Strip 88]) any complicated sensing device to control the insertion. Indeed, the sensor 

employed was quite crude but the data we gathered out of it revealed to be very in

formative for controlling our agent. As regards the insertion strategy, we implemented 

a technique which allowed a manipulator agent to insert a peg through two coaxial 

holes belonging to detached parts. Such a technique is capable of coping within cer

tain limits with axes misalignments (max. \mm). However, we have to point out 

that its applicability is restricted just to round peg-in-hole tasks. Nevertheless, our 

strategy as opposed to the one presented in [Caine et al. 89] works for both chamfered 

and chamferless pegs in tilted and non-tilted holes with respect to the X -Y  plane of

3 Notice that this method applies for both chamfered and chamferless peg.

4 The search in this case would terminate with the outcome of obstacle detected during search (cf. 
subsection 5.2.1 on page 120).
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the robot frame system.

Summarizing our analysis of peg-in-hole, we can say that, although being restricted to 

particular form of pegs, the module is general enough to have wide applicability within 

our assembly domain. Thus, we include it in our set of basic behavioural modules. 

We ought to remark, though, that a further development of the insertion component is 

required in order to extend the range of peg insertions it can deal with. In this regard, 

we expect to provide peg-in-hole with an extra parameter carrying the information on 

the particular insertion required. However, our insertion implementation can still be 

used as a basis for this module enhancement for some orientation dependent inser

tions such as square, rectangular, or prismatic pegs. In any case, we expect that very 

awkward insertions such as a key in a lock may require a dedicated module. Though, 

considering that nowadays industrial products are designed so that to facilitate auto

matic assembly, this kind of tasks are not very common. Thus, a peg-in-hole enhanced 

to cope with round pegs as well as prismatic ones may well cover the great majority 

of insertion tasks.

As last remark, we have to observe that the case of a very long peg shaft, although being 

in principle a peg-in-hole operation, should not be viewed as such, because gravity and 

center of mass play a more crucial role with it than with a usual peg-in-hole task. 

As will be discussed shortly, a case like this one would be better suited to a stacking 

module.

6.2.3.2 pick-up as a Basic Module

Considering once again the benchmark assembly experiment, we observed that it in

volved another quite common operation: parts collection. In this regard, we developed 

a module based on guardedmove which we called pick-up. Such a module is the one that 

constrains most the assembly domain which we can cope with. In this respect, we use a 

simple two-fingered jaw gripper which restricts our assembly world to just polyhedrons 

with parallel faces and cylindric parts. A multi-fingered end-effector enlarges the range 

of objects our agent can manipulate, thus we expect that the development of a more 

complex manipulator would extend the applicability of this module to a wider domain 

and therefore extend its generality.
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Our pick-up as it is developed now does not perform any grasp planning as for instance 

in [Caselli et al. 93], [vanBruggen et al. 93], and [Joukhandar et al. 94], This is in line 

with our choice to work with the hybrid approach of the behaviour-based assembly 

paradigm, which assumes the use of a planner to compute this information. Thus, 

pick-up is developed so that a suitable grasping position is opportunely instantiated by 

a planner or a human operator.

The module performs always the same pattern of actions and this makes it independent 

from any particular part5. Indeed, although we experimented just with vertically down 

collections, our module is capable of performing horizontal collections. However, we 

have to observe that this is made possible by the fact that our agent is capable of 

computing relative transformations which enable it to reason in terms of the gripper 

Z-axis and not just in terms of the robot one.

Parts collection is an important operation which, although not being strictly speaking 

an assembly process, needs to be considered because many manufacturing tasks require 

at one stage or another to collect a part in order to proceed with the assembly. Thus, 

we decided to include the behavioural module implementing it in our basic set.

6.2.3.3 stack as a Basic Module

Another common operation emerged from the benchmark assembly experiment is stack

ing. In order to cope with it, we developed a stack module which, likewise pick-up, is 

based on our guardedmove. The module, although recalling a form of placing command 

in RALPH (cf. subsection 2.3.3 on page 59), does not perform any planning. It simply 

assumes a planner or a human operator to provide as input the appropriate information 

to carry out the task.

Our stack was developed and tested for our assembly world which consists basically of 

polyhedrons with planar parallel faces and with cylindric prisms. However, we have to 

point out that its applicability extends beyond such a domain because we can actually 

stack objects which need not necessarily have a planar base. This feature is possible 

because stack does not depend on the particular object our agent is holding. In other

5 Notice that the module expects the part to be collected at the location specified as input.
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words, since it has not got any knowledge of the shape of the object, it is not bound 

to it. Thus, we can still use our stack module to place, for instance, a spoon in its slot 

of a cutlery case.

Another important point regarding our stack module is the fact that it can perform 

side stacking within of course the limits dictated by parts stability. This applies well to 

our restricted assembly world of polyhedrons and cylinders6 but it may show problems 

if we try to use it to make a side stacking of a spoon in its slot as in the aforementioned 

example.

As pointed out at the end of section 6.2.3.1 on page 197, peg insertions with long peg 

shafts are not well suited for our peg-in-hole. However, provided that such a peg is 

held at the level of its centre of mass along its shaft, we can still attempt the insertion 

by employing our stack which would first move the part above the hole and then let it 

drop inside by taking advantage of gravity and mechanics. This strategy, though, does 

not give any guarantee of a successful insertion unless the hole is considerably larger 

than the shaft.

As a final comment, we observe that stack, although developed for our limited assembly 

domain, showed interesting characteristics of generality. Besides, this module used 

together with pick-up forms the basis of a pick-and-place operation which as pointed 

out earlier for pick-up, is a very important task. Thus, considering its elementariness, 

usefulness, and generality within our domain, we decided to include stack in our basic 

set.

6.2.3.4 grasp and ungrasp as Basic Modules

The last two operations which emerged from the benchmark assembly experiment were 

grasping and ungrasping. The two modules implementing them (grasp and ungrasp) 

are both based on the same kind of sensor as guardedmove. Thus, a part is successfully 

gripped if a contact between fingers and part is detected.

Both modules constrain the range of objects which our manipulator agent can deal 

with. In this respect, because we are using a two-fingered jaw-gripper, our assembly

6 Notice that cylinders are intended to be stacked on their base.
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domain results limited just to rigid prisms with parallel faces or cylinders. However, 

it is interesting to point out that we implemented our grasp and ungrasp modules in 

order to deal also with hollow parts. Thus, we can for instance collect a rigid box 

by gripping it either from outside, in this case by closing the gripper fingers, or from 

inside, in this case by opening them. Similarly if a part is held from inside, it has to 

be ungripped by closing fingers, and vice-versa if it is held from outside, it has to be 

released by opening fingers. Notice, though, that ungrasp does not keep track of how 

a part was collected, because it expects this information to be provided as input.

Both modules show general applicability on our assembly domain, thus decided to 

include both in our basic set.

6.2.3.5 insert-peg-with-spring-retainer and snapfit as Basic Modules

Analyzing the S t r a s s  assembly experiment, there emerged another interesting opera

tion consisting of mating a peg into a hole by overcoming the opposing force of a spring 

retainer at the rim of a hole. Such an operation showed similarities to the retaining op

eration studied by Kondoleon (cf. subsection 2.3.1 on page 47), however it differs from 

his because the S t r a s s  retainer is not inserted at the end in order to fix the mating of 

the parts involved but is actually an integral component of the assembly itself. Indeed, 

the presence of a spring retainer, which exerts only a temporary opposing force to the 

insertion, makes this operation more similar to a snapfit.

In order to accomplish the assembly, we developed a behavioural module called insert- 

peg-with-spring-retamer which is based on our guardedmove. Such a module solves the 

task by exploiting the mechanics of the particular parts involved and shows an inter

esting reliability for a large variety of opposing forces determined by the compression 

of the spring retaining device. However, we have to observe that the strategy adopted 

was devised for the specific parts of S t r a s s . Thus, its applicability may not extend 

beyond our restricted assembly world. Nevertheless, we think that it may still be useful 

for tasks where the retainer is not rigidly fixed but can slide along its axis like snap 

rings. Therefore, insert-peg-with-spring-retainer, although not having extensive applic

ation beyond our assembly domain, may still be useful for this kind of situations.
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Examining the snapfit aspect of S t r a s s , we proposed a different answer by developing 

a module, which we called snapfit, based on the more common unguarded motion. This 

is not bound to a particular shape of the peg as the previous one, and performs the 

mating by a direct thrust of the peg inside the retaining hole. However, we have to 

point out that such a module, although showing a considerable degree of reliability and 

robustness, has no control over unpredicted situations during the mating such as the 

presence inside the hole of an obstacle besides the retainer. Moreover, it relies on the 

assumption to know the depth of the hole as an input parameter provided either by a 

planner or by a human operator. This may not always be available, however, we can 

still determine it with our limited sensor by employing the technique for measuring 

the length of the peg shaft (cf. subsection 5.2.2 on page 137). This time, though, we 

touch first the area near the rim of the hole and then its bottom by using a long thin 

stick as a probe.

6.2.3.6 screw as a Basic Module

Considering our last assembly experiment, namely a family of electric torches made of 

a torch tube, a ring retainer, a reflector, a plastic glass, and two batteries, we noticed 

that the assembly plan for accomplishing the task involved a very common parts joining 

operation: screw fastening (cf. subsection 2.3.1 on page 52). We solved the problem 

by developing a dedicated behavioural module called screw allowing our manipulator 

agent to fasten nut-like parts to matching threaded ones.

The method implemented in the module for performing the operation is modeled on a 

human-like nut fastening which consists in consecutive twistings of the nut. However, 

differently from the approach taken in [Loncaric 87] and [Tao et al. 90], we did not 

develop it by exploiting a stiffness controlled manipulator. This is due to the more 

limited sensing capability of our agent which can just detect variation of forces greater 

than an internal threshold.

The module assumed to have available a second gripper placed on the table to be used 

as a flexible jig. As explained in subsection 3.2.4 on page 78, this hardware set up 

allowed our agent to start the thread more easily and reliably. However, we have to 

stress that our screw relies on it just for starting the thread and not for the actual
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twistings of the nut-like part. Thus, the presence of the second gripper should not be 

viewed as a crucial limitation, since the module can be easily redefined without making 

use of it. A limitation comes instead from our agent sensing capability: it cannot in 

fact distinguish between a nut just partly fastened because of a wrong start of the 

thread and nut completely fastened. The use of V-shaped jaws allowed us to reduce 

this problem, and, indeed, we did not record wrong fastening after having employed 

them.

It is interesting to point out that the module does not rely on the parts to be placed 

in a specific orientation, because, thanks to the one-turn twists performed by both 

manipulator and table gripper in opposite directions, the thread is guaranteed to start 

whatever the initial position of the two parts is. If the module is redefined without 

making use of the left gripper7, then this feature may still be implemented by letting 

our agent perform two twists in the same direction.

Our screw module, although tested just on a group of torch ring retainers, can also 

be applied for long and short externally-shaped prismatic nuts. However, it cannot be 

used for externally threaded large hollow parts when these are gripped from inside.

Another interesting remark concerns its use in combination with stack. In this re

gard, we have to point out that we can accomplish an operation of push-and-twist (cf. 

figure 2.8  on page 47) by performing stack and screw in sequence.

Taking into account the observations drawn above, we conclude that our screw module, 

although developed and tested for a rather limited assembly world, shows interesting 

features which may extend its applicability beyond the tested world. Thus, considering 

its usefulness and generality over our domain and compared them with its limitations, 

we decided to include it in our set of basic modules.

6 .2 .3 .7  flip as a Basic M odule

Analyzing once again the torch assembly experiment, we noticed that it involved an 

operation consisting in a complete reversing of a part. This operation, although not 

as common as those previously examined, does still occur and is usually intended as a

7 Table gripper.
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preparatory step preceding a specific parts joining process.

The operation is achieved first by holding a part with a gripper so that gripper and 

robot Z-axes are orthogonal, and then by reversing the orientation of this last. In this 

respect, we have to observe that it is actually closely related to a particular form of 

motion where both start and target point are spatially coincident but with the pitch 

reversed. Our guardedmove, although being capable of achieving such a particular 

motion, cannot be used to accomplish it because it gives no guarantees that it would 

rotate the manipulator wrist always in the same way in all possible arm configurations. 

This is due to a limitation of many robot control languages which specify rotations in 

terms of end positions and not directly, leaving in this way the choice of rotation 

to the interpreter depending on the particular joint angles configuration which the 

manipulator arm is in. Thus, we developed a dedicated module, which we called flip, 

based on the same outline of guardedmove but with the difference of directly driving 

the robot joints at the wrist level.

The module acts on the pitch and roll angles of the robot wrist, therefore it does not 

necessarily require to have gripper and robot Z-axes orthogonal to each other. We can 

flip any wrist position simply by computing the supplementary angle of the wrist pitch 

with respect to the robot Z-axis and then by rolling the wrist 180°.

We have to observe that the module is applicable in many arm configurations but may 

fail to perform in regions close to the manipulator main body.

As a conclusion we have to say that the task does not occur so often, however a 

module accomplishing it becomes very handy, and indeed sometimes indispensable for 

avoiding further introduction of uncertainty, when parts reorientations are required. 

Thus, considering its utility and elementariness with respect to our assembly domain, 

we decided to include it in our basic set.

6.2 .4  Basic Set

The analysis carried out in the previous subsubsections outlined a group of elementary 

modules which may constitute an embryo of a basic set. In this respect, we have to 

point out that all these modules are intended to be applied just on our rather restricted
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assembly world.

At this point let us summarize the results emerged from our assembly experiments.

The first test bed (benchmark) brought to light two very common assembly operations 

which we accomplished by developing two behavioural modules (peg-in-hole and stack). 

We noticed that during such an assembly another further operation was quite frequently 

recalled: parts collection, which was accomplished by developing a dedicated pick-up 

module. In this regard, we also developed two more modules for the actual parts 

gripping and parts releasing (grasp and ungrasp, respectively). It is important to point 

out that none of these five modules performed any planning.

In the second test bed (S t r a s s ) emerged two further operations (retaining and snapfit) 

which we accomplished by implementing two modules (insert-peg-with-spring-retainer 

and snapfit) for accomplishing the particular form of retaining defined by S t r a s s . The 

former was more bound to the particular parts involved, however we decided to keep 

it because it turns out to be useful for performing some kinds of snapping operations, 

such as for example snap ring.

The third and final test bed (torch) brought to light a very common parts joining 

process: screw fastening. However, this was not of simple nut-and-bolt type. Indeed, 

it consisted of very large diameter parts with their threads pressed from steel sheet. 

This is more difficult, and it is in fact quite tricky also for a human being too do. We 

accomplished this operation without resorting to a dedicated tool by implementing a 

module modeled on a human-like nut screwing (screw). However, we have to stress the 

point that such a module is not meant to represent a substitute of the aforementioned 

specialized screwing tools. As final remark, we have to say that from the torch assembly 

emerged also another operation involving parts reorientation. We accomplished it by 

developing a dedicated module (flip), similar to guardedmove, and capable of acting 

directly on the robot joints at the wrist level.

As a conclusion, the group of modules we synthesized out of our experiments is com

posed of 9 elements:

• peg-in-hole for peg insertions,
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• pick-up for parts collections,

• stack for laying parts down,

« grasp for gripping parts,

• ungrasp for ungripping parts,

• insert-peg-with-spring-retainer for retaining and snap ring operations,

• snapfit for snap fit tasks,

• screw for nuts screw fastenings, and

• flip for parts reorientatations.

All these modules are general enough in our domain that they can be used in many 

different situations, and at the same time they are easy to use by human operators or 

automatic planners. Anyhow, we have to stress the point that such a group represents 

just the embryo of a basic set of elementary behavioural modules which are general- 

purpose with respect to the assembly domain on which they are applicable. This 

assembly world may be extended, however this requires further hardware and software 

development. By virtue of these observations, we conclude that if we want to create a 

behavioural robot language based on the above listed modules powerful enough to deal 

with 80% of the most common manufacturing assembly processes, we need to include 

them all in the set of its behavioural commands.

An important observation which we have to draw at this point concerns their reliability. 

In this regard, although they reached in average about 98% success rate, we have to 

say that for the purpose of our thesis we considered that acceptable, since what we 

were investigating was the development of a toolkit of modules and not their specific 

reliability performance. However, we expect them to require some further development 

in order to reach the stage of industrial acceptability.

As final remark, we have to point out that the set listed above should be viewed 

as a prototype which is able to cope with 80% of manufacturing assembly tasks on 

our rather restricted assembly domain. Enhancing this domain may require some 

more modules to be added to the set. Nevertheless, based on the grounds of our
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experience, we expect their number to be rather limited because we can actually define 

assembly programs capable of dealing with similar assemblies simply by instantiating 

them with appropriate parameters. Anyhow, our work should not be interpreted as a 

theoretical proof of the existence of a basic set of behavioural modules, but it does set 

up experimental grounds to support such a thesis.

At this point, it is worth comparing our basic set first with Kondoleon’s assembly 

processes (subsubsection 6.2.4.1 here below) and then with Balch’s general-purpose 

modules (subsubsection 6.2.4.2 on page 208).

6.2.4.1 Comparison with Kondoleon’s Set

The set of basic manufacturing operations found by Kondoleon (cf. subsection 2.3.1 

on page 47) was composed of twelve elements. Comparing it with the set of modules 

we experimentally synthesized, we notice that ours does not cope with eight tasks of 

the former: push-and-twist, force-fit, multiple-peg-insertion, remove-location-peg, crimp, 

provide-temporary-support, remove-temporary-support, and weld. However, we have to 

point out that the scope of his work was the set of all the manufacturing processes which 

include feeding and shaping, assembly, and fixing, whereas ours is instead concerned 

just with assembly processes. Anyhow, it is worth making some observations for each 

operation considered by Kondoleon.

To start with, let us point out that we can easily perform Kondoleon’s push-and-twist 

task by using a sequence o f our stack and screw modules. In this regard, though, we 

need to remark that this is possible as long as the hole is large enough to let a part 

drop in. Kondoleon’s force-fit can then be accomplished within the limits of the robot 

strength by employing our snapfit module.

As regards multiple-peg-insertion, we have to observe that our modules cannot cope 

with it because we assumed at the beginning of our research not to consider it. Thus, 

we would expect a dedicated module to be developed and added to our set in order 

to deal with such a process. However, differently from Kondoleon, we considered a 

more general form of peg-in-hole operation which involves tandem insertions through 

coaxial holes located in detached parts. As regards then remove-location-peg, provide-
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temporary-support, and remove-temporary-support, we have to remark that if we assume 

to use a flexible jig or, as in our case, a two-handed robot system like the one we 

have developed ([Pettinaro & Malcolm 95b]), we can perform them by employing our 

pick-up module together with the two gripper commands grasp and ungrasp.

A special comment is required for the operation which Kondoleon labelled as crimp8. 

Such a parts joining process is nowadays no longer common due to the coming of 

cheap and reliable plastic materials during the eighties which were capable of achieving 

similar results more cheaply. Since their use made uneconomic the employment of 

metal crimping, plastic processing operations are today far more common than they 

were in seventies when Kondoleon’s survey was carried out. As a consequence, we have 

to consider the fact that some more modules may need to be included in our basic 

set in order to make it more complete and capable of coping also with this kind of 

parts joining process. However, we have to observe that plastic fastenings, although 

being common, are strictly speaking manufacturing fixing tasks and not assembly ones. 

Besides, a behavioural module accomplishing them would not be so general-purpose to 

be used in other situations not requiring plastic processing. Moreover, such a module 

would always require a manipulator agent capable of grasping or attaching a dedicated 

tool in order to accomplish the operation. Taken into account that we restricted 

ourselves to deal just with simple assembly processes, we think that dedicated modules 

performing them should be added to our set only if we decide to deal also with parts 

fixing processes.

The last comment concerns Kondoleon’s weld task. As emerged from his statistics (cf. 

subsection 2.3.1 on page 47), it is a very important operation largely used in industry, 

but, as said for metal crimping, it is actually a manufacturing fixing process and thus 

out of our scope which concerns just assembly operations. Therefore, although a more 

complete basic set should include some dedicated modules for dealing with it, we think 

that our set is not too limited because of its inability to cope with it.

The conclusion we draw out of the comparison is that our group of basic modules is 

capable of performing on our rather restricted assembly domain the great majority 

of the manufacturing assembly tasks considered by Kondoleon. However, we have to

8 Operation which consists o f joining thin steel sheets by crimping them together.
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stress that such a group of modules should be viewed as an embryo of a basic set and 

that some more modules may be required in order to deal with the other manufacturing 

processes considered by Kondoleon. In this regard, we argue that defining modules with 

a one-to-one mapping on his entire list of manufacturing tasks, or on other similar ones, 

is a viable proposition.

At this point, having compared our set of elementary modules with Kondoleon’s basic 

manufacturing tasks, what we are left to discuss is how our set compares with the 

general-purpose modules isolated by Balch.

6.2.4.2 Comparison with Balch’s General Purpose Modules

Based on grounds of our experimental results, we reached the conclusion back in sec

tion 6.1 on page 190 that it is possible to define a limited set of ergonomic and ele

mentary modules to be used for programming assembly robots.

As discussed in subsection 2.3.2 on page 53, a similar conclusion was serendipitously 

reached by Balch and Malcolm in an earlier project which consisted in developing 

software routines general enough to handle large spatial misalignments and easy enough 

to be adapted to other similar assembly tasks.

The equipment he used to carry out such a project was slightly different from ours. 

He employed a simple RTX manipulator agent with a workstation as its controller as 

opposed to our compact and more accurate Adept system, and employed an expensive 

force-torque sensor as opposed to our relatively crude and simple touch sensor.

Nevertheless, the result he reached was that the program for accomplishing his test 

assembly was expressed in terms of a small group of 23 parameterized modules (cf. 

page 53). He noticed that these modules were quite general to be employed as off-the- 

shelf software packages and he argued that they could be used as predefined general- 

purpose procedures for many other assembly applications. In this regard, we have to 

observe that the way in which he synthesized such a group of modules was very different 

from ours. Since the beginning he aimed to reach generality in a bottom-up fashion by 

developing useful routines to apply to his unique experimental test assembly. In other 

words, his initial aim was not to define a set of basic software modules with which
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to program assembly robots, but to retain as much generality as possible with which 

to handle variations in dimension and location. Since the beginning our approach 

has been instead much more focussed: we used the behavioural decompositions of our 

assemblies to look for convenient elementary modules general enough to be employed 

in as many situations as possible within our assembly domain. Anyhow, despite the 

difference of our initial aims, we both reached a similar conclusion: a set of general- 

purpose elementary assembly modules was easily within the scope of current robot 

technology and programming languages.

Comparing our basic set with Balch’s one, we have to observe that most of his modules 

are at a very low level. It has been argued that, since behavioural modules are defined 

as having a predetermined purpose, they cannot be as general as his modules with 

disjunctive purposes. He maintained that his software modules, by having more than 

one specific purpose are instead at a lower and more general level than behavioural 

modules (if these are defined as having pre-defined single purposes).

We consider that the argument against multi-purpose behavioural modules is unneces

sarily purist and restrictive, and based on our experimental results (cf. subsection 6.2.2 

and 6.2.4 on page 194 and 203, respectively), we managed in fact to define a small group 

of elementary behavioural modules which may assume different purposes according to 

how they are wrapped into more complex units.

A close examination of his set shows an important difference compared with ours: its 

size. In this regard, it is logical to wonder whether the higher number of software 

modules he found with respect to ours is due to the kind of sensor he employed, which 

is far more sophisticated than ours, or to the lower level of modularization at which 

he worked. In this respect, it is true that replacing our sensor with his would change 

the implementation of many low-level submodules. However, our behavioral modules 

should always accomplish the same task on our assembly domain and return the same 

exit state codes whatever the implementation of the supporting submodules. This 

means that modules such as stack or peg-in-hole, for instance, should always stack 

parts or insert a peg into a hole, respectively, whatever their low-level submodules’ 

implementation is. Therefore, even if we use other kinds of sensors, such as a camera, 

we would not need to add any new modules to our set to deal with them, because
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this would simply affect the low-level implementations and not the addition of new 

members to our basic set. Thus, the higher number of modules found by Balch is 

basically due to the lower level of modularization at which he worked, and not to the 

more sophisticated sensor he used. Indeed, if he had synthesized his routines at a 

higher level, he would have probably reduced his set to the one we have found.

Observing more carefully his 23 modules and comparing them one by one with our 

basic set, we notice that under the hardware and software assumptions outlined in 

subsubsection 3.2.1.1 on page 70 and in subsection 3.2.4 on page 78, we can actually 

find for several of his modules a corresponding one in our set which simulates it. 

However, because of the lower level at which his software is based, many of them are 

redundant for us.

The list here below shows briefly how Balch’s modules compare with our set.

M oves Modules, Check-Lock, Dab, Lift a n d  Press can not be per

formed directly by our modules because they are too low level. We 

have to point out, though, that one of their most frequent uses is to 

implement pick-and-place operations which we perform with a com

bination of our pick-up and stack. Thus, although our modules are 

unable to simulate them singularly taken, we do not think that this 

is a disadvantage, because their use should be hidden anyhow in a 

task-level system.

M ove Gripper, which is used for controlling the robot end-effector, may 

be easily performed by our low-level grasp and ungrasp modules.

Hopping-Follow a n d  Hopping-Spiral-Search may be achieved within 

certain limits by our peg-in-hole which has the feature of search for 

hole by hopping built-in.

Sensor Routines for interacting with a force-torque sensor, namely Get- 

Force, Get-Force- Vector, Check-Force, and Reset-Sensor are in 

our case redundant given the simplicity of the sensor we are employing, 

whose interface is already built-in in most of our modules.

Position Routines are also redundant for us because we assume that
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this kind of information is available at a very low-level which should 

be invisible to the end-user.

Relieve-Stress is redundant too, because our touch sensor triggers just 

if there are variation of forces. Thus, if a robot exerts a stress with 

one of its gripper fingers, then the reacting behaviour of our guarded- 

move, which most of our modules are based on, would trigger a signal 

allowing our manipulator to stop itself and hence the stress it causes.

Peg-in-Hole a n d  Put-Flat can finally be easily performed by our peg- 

in-hole and stack modules, respectively.

A l l  of these remarks are summarized here below in table 6.1 where we list which Balch’s 

routines can be simulated with our higher-level modules.

B a l c h ’ s M o d u le s
S im u la t io n  w i t h  

o u r  M o d u le s

Move-Ab solute, Move-Relative,
Guar ded-Move,Guarded-Move-Relative, 
Check-Lock,Lift,Dab, Press

Too low-level, 
cannot be singularly 
simulated

Hopp i ng -Fo 11 ow,Hopp in g-Sp iral-Search peg-in-hole

Move-Gripper grasp,ungrasp

Get-Force,Get-Force-Vector, 
Check-Force,Reset-Sensor,
Ge t -Po sition,Get -Po sition-Vector, 
Relieve-Stress Redundant
Contact-Position,Follow, Spiral-Search Cannot be simulated
Peg-in-Hole peg-in-hole

Put-Flat stack

Table 6.1: Comparison between Balch’s set and ours.

Observing the table listed above, we notice that the command Contact-Position, 

selected by Balch as one of the general purpose modules, is supposed to determine the 

location of a possible contact between a part and the table underneath which the force- 

torque sensor is located. Such a command as well as follow and spiral-search cannot 

be reformulated in terms of any of our modules because they rely on the possibility of 

having a continuous reading out of a sensor which we initially supposed not to have. 

However, we can approximate Follow and Spiral-Search with their corresponding 

hopping commands which, as pointed out above, can be performed by our peg-in-hole.
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As regards C on tact-P osition , Check-Lock, Lift, Dab, Press, and all the M oves  

M odules , we have to observe that they are too low level from the end-user point of 

view who should not be concerned with such a degree of detail. Thus, as long as a 

task is successfully accomplished, he should not be aware of the low-level implement

ations which allow him to do it. Our set does not contemplate specific behavioural 

modules performing them because they deal with our assembly domain at a higher 

level of abstraction. Nevertheless, this should not be regarded as a weakness of the 

description power of our set because it does allow our manipulator agent to perform 

on our restricted assembly domain 80% of the most common manufacturing tasks (cf. 

subsection 6.2.4.1 on page 206).

Summarizing, we can say that our modules can simulate some elements of Balch’s 

set but not those which directly depend on the kind of sensor employed, nor those 

which involve elementary motion of the manipulator arm. However, these particular 

ones should be invisible at our level of abstraction because they involve very technical 

details. Thus, the lack of dedicated modules to perform them should not be viewed 

as a limitation of the description power of our set which, as experiment showed, can 

reliably cope with our assembly domain.

6.3 Behavioural Robot Language

Summarizing the main achievements gathered by our experiments which we discussed 

in the previous two sections, we can say first that it is possible to define a set of 

behavioural modules with which to express the great majority of the assembly tasks 

on our assembly world and second that such a set should include: peg-in-hole, pick

up, stack, screw, flip, insert-peg-with-spring-retainer, snapfit, grasp, ungrasp. Using these 

modules directly or opportunely composing them together, we are actually able to 

represent many complex assembly tasks on our assembly domain.

At this point, given the aforementioned group of behavioural modules listed before, 

we have to outline a possible behavioural language which may be built on top of 

them. Incidentally, it is interesting to notice how different is our approach from that 

taken for the definition of knowledge-based languages (cf. [Gruver et al. 84], [Gini 87],
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[vanAken & vanBrussel 88], [Rock 89], and [ElMaraghy & Rondeau 92]). The design

ers are in such a case mainly concerned with the definition of opportune control and 

data structures, with the definition of functions to handle the data, with the specifica

tion of commands to operate the robot manipulator, and finally with the specification 

of low-level sensor and signal interface. Our approach is instead limited in defining just 

the basic elements in order to compose our modules together without getting involved 

with low-level considerations about the hardware of the particular robot system used. 

In this regard it is worth briefly synthesizing the main features which a successful and 

widespread robot language such as VAL II has.

This language is very simple compared with the great majority of computer languages 

on the market, nonetheless it has many interesting characteristics which may be of 

interest to us. We give here below a brief description of the most relevant ones.

R o b o t  L o c a t io n  is a data structure made of six components: the first three identify 

the Cartesian coordinates of the end-effector, and the other three the rotation 

about each axis, namely yaw, pitch and roll. Locations can be accessed by name 

and represented as a t r a n s f o r m a t io n  which is a robot-independent representa

tion of the position and orientation of the robot end-effector.

A location can also be defined as a precision point which is a representation in 

terms of the exact positions of the individual robot joints.

N u m e r i c  V a lu e s  allow the programmer to deal with four data types: integer, real, 

logical, and Ascii. Values can be accessed by name and can be grouped in arrays. 

Numeric values and variables can also be composed together into expressions by 

means of four kinds of operators:

• mathematical operators,

• relational operators,

• logical operators, and

• binary operators.

S t r i n g  V a lu e s  allow instead the programmer to define sequences of A s c i i  character- 

enclosed in quotes. Each string can be accessed by name, which are preceded
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by a $ character in order to distinguish them from other data types. Strings 

can also be grouped together in arrays of strings and can be composed together 

with string variables into string expressions by means of a concatenation operator 

( “+ ” ).

M o n i t o r  C o m m a n d s  allow the programmer to handle the manipulation of programs 

and data, to control the program execution and in general the system status. 

They can be classified into:

• program editing,

• program and data storage,

• program and data manipulation,

• program control,

• location definition,

• system control, and

• binary signals.

P r o g r a m  I n s t r u c t io n s  allow an end-user to program the robot to perform tasks. 

We can distinguish the following classes of commands:

• robot control which deals with the robot motion and with the hand, tra

jectory, and configuration control;

• program control which deals with the program control structures;

• input/output which deals with the user and disk file input/output, with 

external signals, and with peripheral device control;

• assignment which deals with the setting of program variables and system 

parameters.

F u n c t io n s  allow the programmer to make more sophisticated computations or tests 

and to make their results available within user-defined expressions. Among the 

many categories defined by the language we list the following functions:

• numerical functions (mathematical, robot control, robot location, constant 

values, input/output, and string manipulation),
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• location functions (transformations and precision point),

• string functions.

Looking back at the characteristics of VAL II, we have to acknowledge that the avail

ability of robot locations is very important also for us, indeed we may claim that it is 

fundamental for most of our modules. As regards numeric and string values, we think 

that they should also be included in our behavioural language because they can greatly 

simplify the composition of behaviours into more complex entities.

The operation of composition is a fundamental feature of a behavioural language based 

on our basic modules, thus it is important at this point to define clearly how to achieve 

it. To this end we introduced in subsection 4.1.2 on page 91 six operators: sequence, 

fork, select, and while-repeat, repeat-until, and for-to-repeat. By opportunely applying 

them to our set of modules, we can actually program many complex assembly tasks.

Disregarding sequence which does not require any format to be specified, since it is a 

mere list of modules run one after the other, we need now to define possible formats 

for the remaining ones.

fork This operation may be represented as a function which takes all the 

behaviours to be performed in parallel as parameters.

selection This operation may instead be modelled either on the usual if- 

then-else format, shared by many high-level computer language, or 

on the more powerfrd case-of format. Although the latter can always 

be reformulated in terms of opportune sequences of the former, it is 

better for a question of convenience to retain both of them.

while-repetition This operation may be represented with the while-do con

struct which subordinates the repetition to the truth of a predicate 

tested before each loop.

repetition-until This operation may be represented with the repeat-until 

structure which differently from the previous one subordinates the 

repetition to the falsity of a predicate tested after each loop.

for-to-repetition This operation may be finally represented with the for-to
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construct which subordinates the repetition to a counter which ranges 

from a starting value to an end one, both specified at the beginning.

Figure 6.1 here below reports a diagram summarizing the discussion above.

Sequence Operation Format Fork Operation Format

Behaviou^

Behaviour
2  ̂ fo rk(B ehaviourit Behaviour^ . . . ,  BehaviourN) J

Behaviour,

Selection Operation Formats

if < Condition > then Behaviour else Behaviour

case < Condition > of
< Label ^  : Behaviour

< Label > : 
2 . Behaviour

2

< Label : Behaviour,

< Default >: B ehav iour,
N

end

Repetition Operations’ Formats

do while < Condition > do for Counter= S t a r t  to E n d

Behaviou^ Behaviou^ Behaviour

Behaviour Behaviour
2 2 2

• # •

BehaviourN BehaviourN BehaviourN

until < Condition > end end

Figure 6.1: Proposed Formats for our Composition Operations.

At this point having proposed some formats for our operations, we need to talk about 

other two elements of a programming system: the variables and the constants. We 

know that any high-level programming language needs to provide them in order to be 

able to make any computations. Since we are outlining the definition of a possible 

language based on our set of basic modules, we think that such a language should 

allow the use of programming variables and the definition of constants. If this is not 

the case, the operations discussed before could not be even implemented.

Looking back again to the VAL I I  characteristics listed before, we think that the mon

itor commands available in VAL I I  are not really required by our language because 

they are more related to an operating system than to a robot language. Thus, we may 

assume to resort to the underlying system commands to perform them. As regards VAL 

I I  program instructions, we have to point out that they are at a very low-level and 

because of this it is very tedious to write programs with them. The modules of our 

set (cf. subsection 6.2.4 on page 204) allow us to program, instead, at a task-level in a 

more user-friendly fashion, and, as discussed in section 6.2 on page 192, we can actu

ally accomplish with them 80% of the most common assembly tasks on our assembly
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domain.

A final point to be analyzed is concerned with mathematical functions and operations. 

These are not essential features of a programming language, and indeed their presence 

is strongly dependent on which domain the language is designed for. In Computer 

Science in fact there are examples of programming languages, such as Prolog, wherein 

mathematical functions are not part of the language: they are just added for a question 

of convenience for the end-user. In pretty much the same way, considering that our 

programming domain is the class of assembly tasks which our set of modules can 

cope with, and considered that a language should be convenient to be used, we think 

that a behavioural language built on top of our set should at least provide the bare 

arithmetic operations. However, nowadays it is relatively very simple to implement 

higher mathematical functions such as logarithmic or trigonometric functions, and 

their availability becomes crucial when sophisticated sensors such as a 6-axis force 

sensor or vision are employed. Therefore, in order to avoid unnecessary limitations, 

we think that a behavioural language should provide, besides the simple arithmetics, 

a large set of predefined mathematical functions.

Location and string functions may instead be both more useful to us. The former 

because they allow complex location manipulation, such as calculation of Euclidean 

distance between points or composition of a location out of numerical components. 

The latter because they allow us to manipulate and process commands written in a 

more natural way closer to the end-user than to the robot, such as extractions of 

substrings out of a string or compositions of them. This in particular allows us to raise 

further the level of robot programming.

As a conclusion, we can say that a behavioural language built on top of our set should 

first provide the bare arithmetics together with an opportune set of high mathematical 

functions, and second include completely location and string functions.

At this point, we can summarize the main results achieved in this chapter.
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6.4 Summary

As pointed out in section 6.1 on page 190, we observed that, even if it is always pos

sible to find a large variety of assembly tasks, the range of those which most frequently 

occur in manufacturing industry is rather limited. In this respect, our research, al

though carried out on a small assembly domain, showed that it is possible to define 

programs which can be used for similar assemblies simply by instantiating them with 

opportune parameters characteristic of the particular test bed on which they are ap

plied (cf. subsection 6.2.2 on page 194). Moreover, since these programs are defined 

in terms of software units (behavioural modules) which have disjunctive multiple pur

poses, the second main achievement gathered by our experiments was that we can 

define software modules which can have a larger applicability than the one for which 

they are initially designed. In this regard, we synthesized out of our experiments 9 soft

ware modules (peg-in-hole, stack, pick-up, grasp, ungrasp, insert-peg-with-spring-retainer, 

snapfit, screw, and flip), which are capable of coping with 80% of the assembly tasks on 

our restricted domain (cf. subsection 6.2.4 on page 203). However, the two aformen- 

tioned results should not be interpreted as a proof of the necessary existence of a set of 

general-purpose behavioural modules. Nevertheless, they do set experimental grounds 

supporting such a thesis because, although the few test beds examined were not meant 

to exhaust all the possible assembly tasks, they show that we do not require to define 

a new module for every slightly different task.

Comparing our set of 9 modules with Kondoleon’s set of twelve manufacturing processes 

(cf. subsubsection 6.2.4.1 on page 206), we observed that some of them cannot be 

performed by any combinations of our group of modules because their scope is much 

larger than our assembly domain. Moreover, although some of his tasks such as force-fit 

or crimp might be simulated within certain limits by our modules, we think that a few 

more dedicated ones might be required in order to cope with all of them. Comparing 

then our set with the group of 23 software modules found by Balch, we noticed that our 

set was capable of simulating those which were at a higher level of abstraction but not 

the low level ones which directly controlled the robot arm or directly accessed sensory 

data (cf. subsubsection 6.2.4.2 on page 208). However, this should not be viewed as 

a weakness of our set, because we synthesized it so that to hide most of the technical
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details underlying the specific workcell considered.

As a conclusion, our set is capable of programming on our assembly domain 80% of 

the most common manufacturing assembly tasks.

As a final point, we dedicated the last section of the chapter to outline the basic 

features which a behavioural language based on our set should have (cf. section 6.3 on 

page 212). In this regard, we proposed briefly first the kind of formats the composition 

operations should possess, then the use of programming variables and constants, and 

finally the functions which we should consider to include in such a language, namely 

at least location, string manipulation and mathematical functions. Once again, the 

point is not to make a specific proposal for a language, but to show, by means of an 

illustrative example, that it would not be difficult to do this.
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Chapter 7

Conclusions and Further Work

This chapter, which represents the final stage of this thesis, is dedicated to summar

izing the evaluation of the results obtained from our investigations (cf. chapter 6 on 

page 189), to synthesizing the scientific contributions brought in by our work, and fi

nally to outlining possible extensions of this research. Thus, we organize the discussion 

in three sections: a summary of the analysis of the experimental results (section 7.1 

on page 220), a discussion of what we have achieved (section 7.2 on page 222), and 

a discussion of how our project can be expanded (section 7.3 on page 224). A final 

section will draw conclusions about our research (section 7.4 on page 226).

7.1 Summary of the Results

The problem tackled by our project aimed at investigating the existence of elementary 

behavioural modules with which to program the most common assembly operations 

(cf. subsection 2.3.1 on page 52). In order to carry out such an investigation, we 

restricted ourselves to deal just with 80% of the assembly tasks, since the rest were 

either variations or specialized operations, and posed no extra problems, but, as is 

the way with exceptions, would have taken a great deal of further implementation to 

handle. Moreover, due to hardware constraints, we limited our assembly world just to 

polyhedrons with parallel surfaces and to cylinders.

The first important result gathered was the development of a simple form of guarded 

move which enabled our manipulator agent to adapt its motion to environment con
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straints by exploiting event contact information (cf. subsection 6.2.1 on page 193). In 

this regard, we have to say that the module implementing it does not perform any kind 

of collision avoidance planning and may be viewed as a crude extension of the common 

unguarded move available basically in one way or another in all robot systems. Thus, 

the interesting point of it is not what it can do on its own, but the fact that, despite 

the limited information it provides, it allows more complex capabilities to be erected 

on its top by opportunely combining it with low-level robot commands.

The second result obtained in our research consisted of the fact that we managed to 

write a program for achieving the assembly of two similarly shaped benchmarks and 

another program for achieving the assembly of a small group of similar electric torches 

(cf. subsection 6.2.2 on page 194). The observation drawn out of this result was that 

it is possible to define assembly programs which are capable of coping with groups of 

similar assemblies. However, the interesting point is not that we can write a program 

capable of coping with a selected number of test beds, but is the fact that we can do it 

in terms of behavioural units having disjunctive multiple purposes. This feature, which 

allowed some of these units to be employed for both benchmark and torch programs, 

is the key to generality and is what makes them valuable programming tools, because 

they assume a purpose, and hence achieve a particular goal, according to how they are 

composed together. In this regard, we have to observe that we achieved it by encoding 

the different purposes with a numerical code returned at the end of the execution of the 

module in the form of an exit state. It is worth pointing out that such a code does not 

represent a success or a failure but simply the outcome of the task. Such a characteristic 

makes a module more general, and indeed supports our idea that general-purpose ones 

resolving within certain limits classes of assembly tasks may exist.

The third result achieved by our investigation was the synthesis of a group of 9 element

ary behavioural modules (flip, grasp, peg-in-hole, pick-up, insert-peg-with-spring-retainer, 

screw, snapfit, stack, ungrasp) which showed a characteristic of general applicability on 

our limited assembly domain (cf. subsection 6.2.3 on page 195). Such a group can be 

interpreted as an embryo of a basic set which is capable of coping with 80% of the 

most common manufacturing tasks (cf. diagram in figure 2.10 on page 53). We have 

to remark, though, that the modules of this set should not be viewed as final solutions,
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because they are so far applicable just on a small domain. In this regard, we think 

that some of them may require further development in order to cope with a larger 

assembly world and with some more different task varieties. We think in this respect 

to add a few more modules to our set, however we expect based on the grounds of our 

experience that their number is limited.

Comparing our set with the group of the 12 most common manufacturing processes 

emerged by Kondoleon’s survey, we realized that several of them can be reformulated in 

terms of the modules of our set. Indeed, we argued that it is possible to define modules 

with a one-to-one mapping with his list or with other similar ones (cf. page 208). 

However, we have to stress the point that this applies in our case only as far as our 

domain is concerned which is far smaller than that considered by Kondoleon. He 

included in fact also manufacturing fixing processes such as weld which our modules 

cannot cope with, since their scope is restricted to some assembly processes only. As 

regards other tasks such as force-fit, we showed that we can use some of our modules 

to simulate them within certain limits. Nevertheless, we expect, as mentioned before, 

a few more modules to be added to our set in order to let it cope with larger task 

domains.

Comparing then our set of 9 behavioural modules with the set of 23 general-purpose 

software modules found by Balch, we noticed that ours was smaller because it was 

synthesized at a higher level of abstraction. In this regard, we have to point out that 

our modules, although being able to simulate some of his, cannot directly perform the 

great majority of them because they are too low level. Nonetheless, our set proved to 

be as general as his on the same assembly domain but with the difference of dealing 

with the tasks at a higher level.

7.2 Scientific Contributions

As discussed in chapter 2 on page 13, one of the main reasons to which we ascribe 

the limited development of robotic systems in manufacturing assembly industry is due 

to the difficulties of robot programming. As showed there, many solutions have been 

proposed, but none of the robot-level or task-level languages developed, or even just
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proposed, lias been good enough to become a paradigm.

Our research tackled this problem within the behaviour-based assembly paradigm 

which may be an interesting alternative answer to the problem of reliably and con

veniently programming assembly robots. However, in order to get this status, we 

have to establish whether we can actually define a general-purpose behaviour-based 

assembly language. To this end, the research we carried out in our thesis aimed at two 

main targets:

• making sure of the existence of a convenient basic set of behaviours with which 

to program 80% of the assembly tasks,

• building an embryo of a possible set of them.

Looking back at the results obtained by our project, we observe that the first achieve

ment of our research is the fact that we can write an assembly program expressed in 

terms of behavioural modules for performing similar assemblies simply by instantiating 

it with appropriate input parameters. A second achievement is the implementation of 

a behavioural module with a single exit state variable encoding the different outcomes 

of the module. Such a value is returned at the end of the module execution and, ac

cording to how a module is composed with others, it enables a manipulator agent to 

achieve a certain goal instead of another. The third and final achievement is the defin

ition on a rather restricted domain of a possible group of behavioural modules which 

may constitute an embryo of a basic set. In this regard, although their scope is quite 

limited and their reliability is globally about 98%, we think that their small number is 

a sign that a limited general-purpose set of modules can be defined on a larger domain. 

However, further development of our modules would be required to extend their range 

of application. Moreover, a few more may be needed in order to enlarge the range of 

tasks which such a set can cope with.

Comparing our work with the related research projects mentioned in subsection 2.3.3 

on page 56, we have to point out that the results we have achieved are an advance 

of the current state of the art. In particular the absence of probabilistic models 

to estimate uncertainty or any models of the world (cf. [Krogh & Sanderson 86], 

[Archibald & Petriu 93], and [Nnaji 93]) reduces considerably the complexity of the
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overall system. Moreover, the fact that the architecture within which our modules are 

designed to operate does not allow them to compete with each other for the control of a 

robot is better suited to the programming of assembly agents than competitive parallel 

schemes (cf. [Noreils & Chatila 89]). As regards the level of abstraction at which our 

modules are synthesized, we have to remark that it is closer to task level programming 

than to the machine one. Thus, our modules as opposed to [Nilsson & Nielsen 92] 

do actually facilitate on our rather restricted assembly domain the programming of 

assembly agents.

Summarizing, we can say that the scientific contributions we achieved in this thesis 

are:

• the possibility of using one interpreted program, parameterized at run-time, for 

performing similar assemblies, the architecture naturally tending to simplify and 

make significant in human terms the meaning of the parameters;

• the implementation of generality in behavioural modules by means of an exit 

state encoding the possible outcomes of the task performed by the module;

• the definition of an embryo of a basic set of elementary modules.

7.3 Further Work

The last point we need to discuss concerns possible extensions of our research. In 

this regard, the first thing we have to observe is the fact that the set of 9 modules 

synthesized out of our experimental work is applicable just to a very limited assembly 

world, namely polyhedrons with parallel faces and cylinders. This was mainly due 

to the rather crude end-effector (two-fingered gripper) with which we equipped our 

manipulator agent. Thus, we think that the first point which requires to be developed 

is a pick-up module capable of dealing with a more flexible end-effector (multi-fingered 

hand). In this respect, also other modules such as grasp and ungrasp require to be 

developed accordingly in order to cope with an enlarged assembly domain.

Another important point of our research which requires further development is reliab

ility. As emerged from the experiments carried out in chapter 5 on page 101, the 9
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modules of our set achieved globally at most 96%-98% reliability rate which is still low 

compared with 99.9% required by industrial standards. For the purpose of this thesis 

this is acceptable because what we have investigated concerned the development of a 

toolkit of general modules (cf. page 205). However, they need to be enhanced in order 

to be acceptable to industry and to be a viable alternative to specialized hard auto

mation equipment. One way of doing it may be devising better strategies to perform 

them. A special remark in this respect concerns our peg-in-hole whose strategy let it 

deal just with round tandem peg-in-hole. However, we would considerably extend the 

applicability of such a module, if we could make it deal also with some form of orient

ation dependent insertions. In this regard, our strategy of thrust and correct may still 

be used as an outline in order to implement an enhanced peg-in-hole which is capable 

of dealing also with limited misaligned prismatic insertions. Indeed, since the cur

rent implementation showed encouraging experimental results, we may use the current 

strategy alongside another specialized in orientation dependent insertions. This can 

be achieved by redesigning our peg-in-hole so that to accept an extra input parameter 

acting as a selector for choosing the appropriate strategy according to the kind of peg 

insertion required. Anyhow, it is important to point out that such a selector would 

always require to be instantiated by a planner or a human operator.

Another point which we expect to be further developed concerns the possible addition 

of other behavioural module to our basic set. In this regard, we observed that our 

group of modules cope with 80% of the most common assembly tasks on our rather 

small assembly world. However, expanding both task and world domains may cause 

some more modules to be added to our group. As pointed out earlier, though, we do 

expect at our level of abstraction that their number would be quite small, possibly 

within the range of 10-15 more.

Another line of further development of our research regards the definition and imple

mentation of a behavioural language based on the modules of our basic set. In this 

respect, we gave an outline of what features we would expect such a language to have 

(cf. section 6.3 on page 212). Nevertheless, we think that a more formal definition of 

its programming elements is required. In this regard, an interesting extension would 

be the development of a user-friendly computer graphical interface (cf. [Balch 92b]).
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Such a tool would greatly simplify the composition of our modules in the same way as a 

C ad system (to which it is closely related) facilitates the design of new products. This 

interface might allow an end-user with no particular knowledge or experience in the 

field to program a robot to make a reliable assembly. This particular line of research, 

though, is not straightforward, and indeed it may be considered as a long term project. 

However, if the behavioural language which we can build on top of our set of basic 

modules has such a front-end interface, the activity of programming a manipulator 

agent would be enormously facilitated, thus helping to extend the use of robots to a 

much larger public.

7.4 Conclusions

As recalled at the beginning of this chapter in section 7.1 on page 220, the problem 

we tackled in this thesis consisted in investigating the existence of a limited set of 

elementary behavioural modules with which to program 80% of the most common 

assembly operations.

This focussed attention on the behavioural decompositions of three significant assem

blies selected because they involved very common assembly processes (cf. survey in 

subsection 2.3.1 on page 47). The experimental results achieved with this research, 

although not representing a theoretical proof and being valid on a rather restricted 

assembly world, showed that it was possible to define convenient basic modules which 

have general applicability on a certain domain. In this respect, we managed to synthes

ize 9 elementary modules showing such a characteristic at a task-level on a restricted 

assembly world:

flip j

_graspj|

insert-peg-with-spring-retainer

snapfit

peg-in- iole j

226



7 Conclusions and Further Work 7.4 Conclusions

The final conclusion we draw is that this particular group of 9 basic behavioural mod

ules is both representative and ergonomic enough on such a domain to be easily used 

either by human operators or automatic planners for programming 80% of the most 

common manufacturing assembly operations. However, it should be viewed as an 

embryo of a more complete basic set on top of which could be erected a high-level 

behavioural language loosely modelled on a successful robot language such as VAL II  

(cf. section 6.3 on page 212).
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Adept Characteristics

Appendix A

The Adept robot is a S c a r a  five-axis robotic system designed mainly for production 
applications in light material handling, parts fitting, assembly and packaging. The 
Mean Time Between Failures is at least 2000 hours.

Its main characteristics are:

• user-friendly programming language and control system (VAL I I ) ,

• extensive process control capabilities,

• minimum cycle times for material handling operations,

• high accuracy, repeatability and resolution,

• real-time sensory control,

• large working envelope,

• expandable control system,

• library of available application programs,

• all DC servo-motor operation, and

• fail-safe brakes.

The particular Adeptmodel here described has one more degree of freedom than its 
basic counterpart. The five joints are:

J o in t  1 rotation about the vertical axis at the shoulder level (max. 300°),

J o in t  2 rotation about the vertical axis at the elbow level (max. 294°),

J o in t  3 linear displacement at the end o f the arm (max. 195mm),

J o in t  4  rotation about the vertical axis at the wrist level (max. 554°),

J o in t  5 rotation about one of the horizontal axis (max. 180°).
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The first 2 joints are responsible for the horizontal positioning of the manipulator, the 
third joint for lifting and placing down objects, the fourth for orienting parts, and the 
fifth for rotating objects. In figure A .l we report a diagram of the above mentioned 
degree of freedom.

Figure A .l: AdeptRobot Joints.

The robot is equipped with 24 parallel ports available: 16 inputs (from address 1001 to 
1016) and 8 outputs (from address 17 to 24). It is also equipped with 6 serial ports of 
which 3 are currently used: the terminal (Ascii T e r m i n a l ) ,  the Tesla server1 ( U s e r  
1), and a PC ( U s e r  2).

1 This is the server to which the machines of the lab are connected.
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Robot Electric Gripper

Appendix B

The two-fingered gripper reported here below was designed by Cameron and Wyse of 
the departmental mechanical workshop. It is made of two main parts (cf. figure B .l): 
a D.C. motor and a gearing system to move the fingers.

Small Gear

Motor

W asher Big Gear

Big Screw

n n t i r a i  Encoder (not used)

DC Motor

Gearing
System X /

Fingers

Figure B.l: DAI Electric Gripper.

The motor used is an e s c a p ™  23D21-210E incorporating an optical encoder on board, 
however this last was not used. The technical characteristics of such a motor are listed 
in table B .l. The motor, as we can see from the table, has a considerable range of 
operating voltages. Experimental tests showed that increasing the voltage applied to 
the motor increases the final speed of the fingers. This is not an unexpected behaviour, 
let us see why. Since the back EMF of the motor is proportional to its speed, supplying
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Measuring Voltage V 24
No-load speed rpm 6600
Stall torque mNm 23

oz-in 3.3
Power output W 4
Av. no-load current mA 8
Typical starting voltage V 0.25
Max. continuous current A 0.39
Max. recommended speed rpm 8000
Max. angular acceleration 10J ra d /s2 91
Back-EMF constant V /1000 rpm 3.6
Rotor inductance mH 1.7
M otor regulation R /k 2 IO2 Nms 30
Terminal resistance SI 36
Torque constant m N m /A 34.5

oz-in /A 4.89
Rotor inertia kgm2 • 10“  ' 3.7
Mechanical time constant ms 11
Thermal time constant rotor s 8

stator s 580
Thermal resistance rotor-body ° C /W 5

body-ambient ° C /W 12

Table B.l: Motor Characteristics.

the motor with a fixed voltage in effect produces a proportional control system which 
increases or decreases the torque to correct errors in the final speed.

Beside controlling the speed, though, the voltage applied to the motor has another 
important implication: it determines the strength with which the fingers grasp an 
object. The torque of the motor is proportional to the current. When the motor is 
stopped there is no back EMF and the voltage produces a proportional current and 
thus a proportional torque. Of course, the higher the voltage, the higher the grasping 
force. Since we have to choose an operating voltage, it is important to make a good 
trade between a firm grasping of objects and a low gear shock for sudden stops. By 
experimenting with different voltages, we reached the conclusion that a reasonable 
value should be not less than 20V. With such a power applied to the motor the total 
closing time from the position of fingers completely opened is around 4 sec1.

The two parallel fingers are driven by means of a gearing system made of a small gear 
(32 teeth) and a big gear (64 teeth), see figure B .l. The smaller one is mounted onto 
the shaft of the electrical motor, whilst the other onto a big screw whose rotation 
makes the two fingers move (opening or closing).

The big and small gears and the big screw have diameters of 25mm, 13mm and 9.5mm 
respectively.

Because of the number of teeth of each gear, two turns of the smaller one make one 
turn of the bigger one. Every turn of the big gear, then, makes the fingers move of 
3mm.

1 The same applies for the opposite situation, i.e. from fingers completely closed to fingers completely 
opened.
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Every time the fingers grasp an object, the gears are subjected to a shock caused by 
the impact which gets stronger as the voltage applied to the motor increases. In order 
to reduce such a shock, 6 washers are added to the gripper. They are placed in such 
a way that the fingers cannot crush against each other or against the screw ends (see 
figure B .l).
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Appendix C

Two-Handed Robot System

This appendix is a summary of the two-handed robot system developed by the author 
in order to carry out the research reported in this thesis. The reader interested in the 
technical details may look in [Pettinaro & Malcolm 95b] for the full description, here 
below we give just a summary of its architecture.

The system is basically composed of three mechanical parts: right end-effector, left end- 
effector, and left wrist. Since each of them is driven directly by the robot controller, 
we may regard the three of them as independent subsystems. Thus, we identify:

• robot/right-gripper1 subsystem,

• robot/left-gripper subsystem, and

• robot/left-wrist subsystem.

They are all similar to each other, indeed the first two ones are exact copies of each 
other, thus what we say for one of them is completely applicable to the others. Nev
ertheless, let us split their discussion in two different subsections: one for the two 
robot/two-grippers subsystems and one for the robot/left-wrist subsystem.

C .l Robot/Two-Grippers Subsystems

A full description of these subsystems may be found in [Pettinaro & Malcolm 94], here 
we will limit ourselves to summarize the most salient characteristics.

The two main tasks that the gripper has to accomplish are driving the grippers’ motors 
and reading the gap between the fingers.

In order to drive the motor of one gripper, the robot controller requires two signals:

• one to activate/inactivate the power to the motor, and

1 Prom now on we will use the words hand and gripper as synonyms.
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• one to reverse the motion of the fingers2.

Because we have two grippers and because the robot used, which is an Adept, has got 
8 parallel binary output lines available, it seems reasonable to use some of them to 
perform the driving. Indeed, if we assume that only one subsystem may be active at 
one time, we may use for both subsystems the same line to activate/inactivate the 
power and the same line to reverse the polarity.

In order then to distinguish between the two grippers, we may use two extra output 
lines. A diagram of the two subsystems is given in figure C.l.

Figure C.l: Robot/Two-Grippers Sub-Systems.

The kind of gripper which we are dealing with is equipped with an electric motor 
geared onto a screw. Its spin direction makes the fingers mounted on the gripper slide 
towards each other or far away from each other. With this sort of mechanics there are 
basically two ways for reading the position of the fingers, and therefore their gap:

• using an optical shaft encoder, or

• using a potentiometer.

In the first case the encoder may be geared onto the motor and may code the gap by 
counting the revolutions of the motors. In the second case the potentiometer may be 
either geared onto the motor as before, or mounted directly onto the fingers: whatever 
way is chosen the gap is then converted into a voltage. For reasons explained in 
[Pettinaro & Malcolm 94] we chose a linear potentiometer attached to the fingers.

2 This may be accomplished by reversing the polarity of the power to the motor.
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Because a potentiometer is an analogue device, the gap is coded into an analogue 
voltage within a certain range. However, this implies that in order to read the gap 
we need another device on the other end to convert the analog signal into a digital 
one. The circuit capable of such an operation is an analogue-to-digital converter (A /D  
converter).

It is worth to mention at this point that our Adept controller is equipped with five serial 
ports (RS-232C) and 16 parallel binary input lines (cf. appendix A on page 228). Two 
of the serial ports, though, are already engaged: one with the terminal communication 
and one with the robotics lab server (Tesla). As regards the parallel input lines, four of 
them are used to monitor the touch sensors mounted onto the right and left grippers, 
whereas the other 12 are left free to the users.

In order to leave the maximum number of binary lines free for future developments, 
we decided to connect the converter to the robot controller by means of one of the 
three remaining serial lines available. To build this connection we used an AmstradPC 
equipped with an A /D  converter and a serial port. In this case the PC acts as a pure 
slave device whose only task is to keep continuously polling the different potentiometers’ 
lines and sending the corresponding readings to the robot controller. In order to do 
so, we can choose between basically two solutions:

• either reading one line at one time, sending immediately its value to the controller 
and then switching to another line,

• or keeping reading one line until the robot tells to switch to another.

The first solution implies the definition of a synchronous communication, and hence 
of a protocol. Since the delays caused by the use of a protocol may be too big to 
make a fast reliable reading of the fingers’ position, we opted for the second solution. 
However, this last requires a way to understand the different values appearing in input 
at the serial port, and also a way to tell the PC to switch the readings to another line. 
In order to do so, we need to provide extra lines from the robot to the PC. Indeed,

L in e  # 2 L in e  # 1 R e s u l t

Off Off Keep reading current line
Off On Reading Right Gripper Pot.
On On Reading Left Gripper Pot.

Table C.l: Slide Potentiometers’ Codes.

since we have two potentiometers, we need two lines to discriminate between them 
(cf. table C .l for the discrimination codes). Thus, the PC still sends data through 
the serial line asynchronously, because the robot controller tells directly which line 
has to be monitored. Figure C.2 shows a diagram of the whole fingers’ gap reading 
sub-system.
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+V_ V 1 Right Gripper Pot

’  0

- o -

Amstrad PC

_ ADC 8/
C L)

.2  ca RS-232 Adept
/  '

c
Controller

+V„

Selecting Line #1

Selecting Line #2

Left Gripper Pot

Interfacing

Box

3’ 0 -

Figure C.2: Fingers’ Gap Reading Subsystem.

C.2 Robot/Left-W rist Subsystem

The architecture of this subsystem is similar to the grippers’ one. However, the oper
ations which it performs are slightly different:

• driving the wrist to spin for at most one turn clockwise or one anti-clockwise, 
and

• reading the angle about which the wrist has actually rotated with respect to a 
central position.

As in the case of the grippers’ driving, we need one signal to activate/inactivate the 
power to the motor, and one to reverse the polarity. The way in which this subsystem 
works is exactly analogous to the grippers’ one. In order to drive the two grippers’ and 
turntable motors, we need to feed into an interfacing circuitry one binary output line 
to power the motors, one to reverse the polarity (cf. figure C .l). However, in order 
to discriminate among the three devices, we need also two extra lines: selector #1  and 
# 2  which enables to select the appropriate device to be activated (right or left gripper, 
or turntable). Given the close analogy with the grippers’ driving subsystems, we can 
easily draw diagram of the architecture as reported in figure C.3.

The mechanics of the left wrist is very different from the grippers’ one, yet the way 
in which we chose to read its rotation angles about the vertical axis is very similar to 
that to read the fingers’ gap of the gripper. The only difference consists just in the 
fact that this time we are dealing with a rotary potentiometer capable of many turns. 
In order to limit the complexity of the software which will accomplish the readings, we 
allow the wrist to rotate just one turn clockwise or one anti-clockwise with respect from 
a starting position. The rotation angle about the z-axis may therefore be computed
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Figure C.3: Left Wrist Driving Subsystem.

Starting Position
I

Rotation of 90 clockw ise . Left Gripper

Left Wrist

Figure C.4: Example of rotation anti-clockwise, 

with respect to this last (cf. figure C.4). Now since from the Adeptcontroiler point of

L in e  # 2 L i n e # l R e s u l t

Off Off Reading Current Line
Off On Reading Right Gripper Slide Pot.
On Off Reading Rotating Pot.
On On Reading Left Gripper Slide Pot.

Table C.2: Potentiometers’ Discrimination Codes.

view the left wrist pot is just another device to be read, we can use the same reading 
system used for the grippers’ pots: two parallel lines from the interfacing circuit to 
notify the PC which potentiometer line has to be read and one serial line to send the 
corresponding pot reading to the Adept. In order to realize the pot discrimination, we 
can extend the codes presented in table C .l as shown in table C.2. Because of the high 
similarities between the pot reading of the gripper and of the left wrist, we can draw 
the diagram of the architecture of this subsystem as reported in figure C.5.
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Figure C.5: Wrist Potentiometer Reading Subsystem.

Driving

1 Rijjht Grippe;

□ .□ K  
Left Gripperk ,x  

Left 
Wrist

'

Interfacing
Electronics

Driving

Activate/Inactivate Gripper

Reverse Fingers’ Motion

Sub-System Selector #1

Sub-System Selector #2

Devices’ Driving Subsystem

Figure C.6: Grippers and wrist driving sub-system.

At this point merging the devices’ driving and potentiometers’ reading subsystems (cf. 
figure C.6 and C.7 respectively), we obtain the complete architecture of the two-handed 
robotic system which we report in figure C.8.
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C.2 Robot/Left-Wrist Subsystem

Figure C.7: Potentiometers’ reading sub-system.

Figure C.8: Two-Handed System Architecture.
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