
Chapter 7 

An Ecosystems Model for 

Integrating Planning and 

Scheduling 

7.1 Introduction 

So far a general method has been developed for finding near optimal process plans for 

medium complexity prismatic parts to be manufactured in a job-shop type facility. 

However, being able to find individually near optimal process plans may be of very 

little value if there is no communication between the planning system and the ma- 

chine shop scheduler. A number of individually optimal plans may very well interact 

to produce unacceptable bottle-necks in the schedule. One of the mo’ivations for 

separating the optimisation process from the generation of possible manufacturing 

operations was to facilitate this communication. One possible scenario envisaged 

was as follows. An expert system could monitor the interactions of plans in the 

schedule and dynamically change parameters (such as machine costs, e.g. making a 

heavily used machine very expensive for some jobs) at the optimisation stage. The 

optimisation stage could be re-run for some (or all) of the jobs to find alterna,tive 

plans fitting the new constraints. However, the plan space generation sta,ge would 
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not need executing again. Ma,chine breakages could be handled in a, simi1a.r way. 

The GA method always produces a number of possible alternative plans which mah 

be all that is needed in some cases. 

However, the approach outlined above was not taken. Instead a, highly generalised 

cha,racterisa.tion of the job-shop scheduling problem was made and a technique. 

based on multi-population parallel distributed GAS, was developed to tackle it. 

This method is capable of simultaneously optimising the process plans of a number 

of components while ta,king into account interactions between them. .4t, the same 

time a. near-optimal schedule emerges. This new a.pproach to integrating process 

pla,nning a.nd scheduling is the subject ma,tter of this cha.pter. 

7.2 Background 

Research on job shop scheduling (JSS), as the most general of the classical schedul- 

ing problems, has generated a great deal of literature [80? 4, 85, 111. ,411 of this work 

has used a particular definition of the scheduling problem or very close variants of 

it. This chapter will argue that the standard definition is far more restrictive than 

is necessa.ry. In particular, it is claimed that the relationship between process pla.n- 

ning and scheduling has been largely ignored. A new technique, capable of tackling 

a highly generalised JSS, is presented. The algorithm used is highly parallel and 

ma.kes use of methods analogous to those occurring in a natural evolving ecosystem. 

Underlying the evolutionary machinery is a specialised feature-based generative pro- 

cess planner. It is shown how the technique provides a highly integrated production 

planning system, treating process planning and scheduling as inextricably interwo- 

ven parts of the same problem. 

The very large body of work on solving planning and scheduling problems has em- 

anated mainly from the fields of Artificial Intelligence and Operations Research. 

Traditional AI approaches have had limited success in real-world applications, in- 

deed their shortcomings have been thoroughly explored and documented [13]. The 
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general resource planning, or scheduling, problem is well known to be NP-Complete 

[i4]. Consequently OR techniques ha.ve been developed to give exact solut.ions to 

restricted versions of the problem, but in general, as with AI-based approaches to 

the problem, there is a reliance on heurist.ic-based met’hods. Because of the com- 

plexity and size of the search spaces involved, a number of simplifying assumptions 

have always been used in practical a,pplicat,ions. These assumptions a.re now implicit 

in what have become the standard problem formulations. In ma.ny instances this 

has led to the most general underlying optimisation problem being ignored or, more 

often, not even acknowledged as existing at all. 

The most sweeping of these simplifications involves the relationship between pro- 

cess plamling and scheduling. Scheduling is traditionally seen a.s the task of finding 

an optimal way of interleaving a number of fixed plans which are to be executed 

concurrently a.nd which must share resources. The implicit assumption is tha,t once 

planning has finished scheduling takes over. In fact there are often ma.ny possible 

choices for the sub-operations in the plans. Very often the real optimisation problem 

is to simultaneously optimise all the individual plans an& the overall schedule. This 

chapter describes how manufacturing planning has been radically recast to allow 

solutions to the simultaneous plan and schedule optimisation problem, a problem 

previously considered too hard to tackle at all. A model based on simulated co- 

evolution is described and it is shown how complex interactions are handled in an 

emergent way. Results from implementations on a parallel machine are reported. 

The potential economic benefits are obvious. 

The following section makes clear the domain definitions used in the work described. 

There follows an overview of the ecosystems model. Next the details of the model are 

described and results from two alternative implementations are given. Implications 

of the work are discussed, as is related research. The chapter closes with some 

general conclusions. 
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7.2.1 The Classical Definition of Job-Shop Scheduling 

The standard JSS problem definition is taken to be the following. Consider a manu- 

fa.cturing environment in which n. jobs or it,ems a.re to be processed by m ma.chines. 

Each job will have a set of constraints on the order in which machines can be used 

and a given processing time on each machine. The jobs may well be of different 

lengths and involve different subsets of the m machines. The job-shop scheduling 

problem is to find the sequence of jobs on ea.& machine in order to minimise a, given 

objective function. The latter will be a, function of such things a.s tota. elapsed time. 

weighted mean completion time and weighted mean lateness under the given due 

dates for each job [14]. 

More forma.lly, we are given a set J of ~2 jobs, a set M of m ma.chines, and a set 

0 of I< operations. For each operation p E 0 there is one job j, E 3 to which it 

belongs, and one machine r7zP E M on which it must be processed for a time t, E N. 

There is also a bina.ry temporal ordering relation -+ on 0 t,hat decomposes the set 

into partial ordering networks corresponding to the jobs. That is, if z + y7 then 

j, = j, and there is no z, distinct from 5 and y, such that n: + z or z --+ y. Vsing 

the minimise makespan objective function, i.e. minimising the elapsed time needed 

to finish processing all jobs, the problem is to find a start time sP for each operation 

p E 0 such that: 

Is minimised subject to: 

(7.1) 

sx - SY 2 t,, if y--)X, z,yEO 

(Si - Sj 2 tj)V(Sj - Si 2 ti), if mi = mj, i,j E 0 (7.2) 

Job priorities can be handled by instead minimising a weighted sum of processing 

times. 

In fact this is the definition of the deterministic job-shop scheduling problem, where 

all processing times are known exactly and there are no restrictions on when jobs may 
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start,. In reality ma,ny scheduling problems are not so well defined. The environment 

ma,y be lligllly dyIlaInic with new jobs of varying priorities coming in at, unpredictable 

intervals, machines breaking down, or job priorities changing. Processing times and 

the like may be inherently uncertain. The importance of the dynamic and stocha.stic 

facets of the problem will vary from application to application, but in many their 

full consideration is crucial. A grea.t deal of research in scheduling is limited to the 

deterministic case; the dynamic stocha.stic problem proving very difficult to handle. 

This issue will be returned to la,ter: it. is an area where the parallel distributed GA 

model presented here shows promise. 

A deta.iled theoretical analysis of t,he scheduling problem can be found in Garey a.nd 

Johnson 1741; well know examples of traditional approaches are those described in 

Ba.las [4], Lenstra [69], C ar ier and Pinson [ll]; general coverage of the subject can 1 

be found in Muth and Thompson [SO] and French [32]; 1 ess traditional ;-\I approa.ches 

are described in Ow a,nd Smith [S5],and Sycara et al. [102]. 

7.2.2 An Integrated View of Process Planning and Job- 

Shop Scheduling 

Very often complete fixed process plans are presented as the raw data. for the sched- 

uler. However, in many manufacturing environments there are a vast number of 

legal plans for each component. These vary in the orderings between operations, 

the machines used, the tools used on any given machine and the orientation of the 

work-piece given the machine and tool choices. They will also vary enormously in 

their costs. Instead of just generating a reasonable plan to send off to the scheduler, 

it is desirable to generate a near optimal one. Clearly this cannot be done in isolation 

from the scheduling: a number of separately optimal plans for different. components 

might well interact to cause serious bottle-necks. Because of the complexity of the 

overall optimisation problem, that is simultaneously optimising the individual plans 

and the schedule, and for the reasons outlined in the introduction, up until now very 

little work has been done on it. A number of researchers hame developed scheduling 
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t.ec-hniques t,ha,t a.lIow a small number of options in their process pla.ns [102, 1061, 

but still they are dea.ling with only a. tiny fra.ction of the whole problem. Liang and 

Dutta have also pointed out the need to combine plamling and scheduling 1701 but 

their proposed solution was demonstrated on a very small simplified problem, it is 

not at all clear if it will scale up to be able to deal with the kinds of test problems 

described la.ter. The technique presented here, developed by viewing the problem 

in a completely new way, appears t,o be the only piece of work fully addressing this 

highly generalised version of the JSS problem. Although a discussion of some related 

work can be found in Cha.pter 2. 

7.3 Overview of Ecosystems Model 

This chapter concenbra,tes on one part of a complete framework for dealing with 

a. certa.in class of design and manufa.cturing problems. The overall approach, of 

which the optima.1 planning and scheduling techniques developed in this thesis form 

a major part, wa.s introduced in the first chapter; the reader is briefly reminded of 

the framework here. This is captured, at a very high level, in Figure 7.1. A design 

system, whose description is outside the scope of this work, produces component 

and blank representations [303. Tl lese representations are compared in order to 

find out which component features are to be machined and which, if any, already 

exist in the blank. The complete space of plans for each component is implicitly 

generated.’ These spaces are searched in parallel, taking into account interactions 

between and within plans, using an ecosystem model. From this emerges a solution 

to the simultaneously optimal plans and schedule problem. The earlier, knowledge 

based, parts of the system determine the boundaries and structure of the search 

space that the emergent optimisation techniques work in. The last two modules 

of this system are the subject matter of this thesis; the plan space generator was 

‘This refers to the fact that, all the data needed to explicitly construct the search space point by 

point is made available. This amount of data is of course quite manageable, whereas the explicitly 

generated search space would certainly not be. Enumerative search on this kind of problem is quite 

out of the question. 
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Figure 7.1: Overall approach. 

described in Chapter 3, the parallel plan optimisation builds on the single plan 

optimisation work developed in the previous three chapters. 

The idea behind the ecosystems, or coevolving species, model is shown in Figure 7.2. 

The genotype (genetic encoding) of each species represents a feasible process plan 

for a particular component to be manufactured in the machine shop. Separate 

populations evolve under the pressure of selection to find near-optimal process plans 

for each of the components. However, their fitness functions take into account the 

use of shared resources in their common world (a model of the machine shop). This 

means that without the need for an explicit scheduling stage, a low cost schedule 

will emerge at the same time as the plans are being optimised. 

The data provided by the plan space generator is used to randomly construct initial 

populations of structures representing possible plans, one population for each com- 

ponent to be manufactured. An important part of this model is the population of 

Arbitrators, again initially randomly generated. The Arbitrators’ job is to resolve 

conflicts between members of the other populations; their fitness depends on how 

well they achieve this. Each population, including the Arbitrators, evolve under 

the influence of selection, crossover and mutation. It is important to note that the 

environment of each population includes the influence of all the other populations. 
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Figure 7.2: The ecosystems model. 

The following sections will fill in the details of this sketch. 

7.4 Coevolution, Arbitrators and Emergent Schedul- 

ing 

Interacting populations of separate ‘species’, the genotype of each encoding for the 

process plan of a particular component coevolve under the influence of selection, 

crossover and mutation. Selective pressure takes into account interactions between 

the different populations (process plans) and hence allows the simultaneous opti- 

misation of the plans for each component, and the emergence of a near optimal 

schedule. Each process plan ‘species’ uses the plan encoding described in detail in 

Chapter 6, where the number of features, manufacturing alternatives, and the or- 

dering constraints and operation dependencies are determined separately for each 

component using the plan space generat,or which employs the appropriate compo- 

nent/blank descriptions on each run. As will be seen later, the cost functions used 
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. 
in the ecosystems model a.re closely related to ‘the function used extensively in the 

previous t.hree chapters, COS’Tl. 

Recall tha,t a separate species of Arbitrators is required to resolve conflicts arising 

when members of the other populations dema.nd the same resources during overlap- 

ping time intervals. The Arbitra,tors’ genotype is a bit string (string of 1s and OS) 

which encodes a table indicating which popula.tion should have precedence at any 

particular stage2 of the execution of a plan, should a conflict over a shared resource 

occur. The Arbitrators can initially be thought of as a. set of S N x N tables, a.s 

shown below, where S is the maximum number of possible stages in a plal: (usually 

just the number of features) and N is the number of separate component popula- 

tions. At conflict at stage L between populations I< and J is resolved by looking 

up the appropriate entry in the Lth table. 

1 0 1 . . . 1 0 0 . 1 . . *** ... *-- *. . 0 . : 1 1 
. . . . . . 

0 1 ... 0 

0 1 .*. 1 
. . . . *. . . . : 

1 1 ... 0 

Since population members cannot conflict with themselves, and we only need a single 

entry for each possible population pairing, the table at each stage only needs to be of 

size N(N - 1)/2. As the Arbitrators represent such a set of tables flattened out into 

a string, their genome is a bit string of length SN(N - 1)/2. Each bit is uniquely 

identified with a pa.rticular population pairing and is interpreted according to the 

function given in Equation 7.3. 

f(w, n2, k> = g 
[ 

kN(N - 1) +-h+ 1) - - - 1 2 + n1p 1) 2 + 722 I (7.3) 

Where n1 and n2 are unique labels for particular populations, nl < n2, k refers to 

the stage of the plan and g[i] refers to the value of the ith gene on the Arbitrator 

genome. If f( nl, n2, k) = 1 then n1 dominates, else n2 dominates. 

‘Recall from Chapter 4 that a stage of a plan is defined in this work as that group of features 

to be processed, one aAer another without a break, on the same machine with the same setup. 
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This function needs a. few words of explana,tion. It caI; be rewritten as the sum of 

fi\:e terms a.s shown in Equation 7.4. 

./+I, 
kN(N - 1) n1 

7x2, k) = g 
[ 2 

+ ?71(N - 1) + 112 - = i-l 1 (i.4) 
id 

The first term indexes t,o the start of the section of the bit. string referring to the kth 

sta.ge (indexing starts at zero, so the first stage has k = 0). If we imagine the decision 

table being made up of N columns each of length lV - 1 (we’ll see shortly that this 

needs correcting), then the second term can be thought of as indexing further on 

to the start of the string section referring to population n1 within stage k (again 

population indexing starts at 0, so the populations are numbered 0 - (N - 1)). The 

third term then refers to the bit reserved for the (nl, n2) population pair. However. 

this 1la.s not taken a.ccount of the spaze nature of the tables - there is only one 

entry for each (7z1, 11.~) pairing which occurs in the nlth ‘column’ (nl < n2). That 

is, each ‘column’, i, only has entries for population with indecies greater than i. 

This mesas that ea.& ‘column’, i, actually has (N - 1) - 1: entries. The fourth term 

a.djusts the indexing calculation for this and t.he final -1 a.djusts for indexing from 

zero. 

By using pair wise filtering the Arbitrator can be used to resolve conflicts between 

any number of diiferent species. It is the Arbitrators that allow the scheduling aspect 

of the problem to be handled. In general, a population of coevolving Arbitrators 

could be used to resolve conflicts due to a number of different types of operational 

constraint, although their representation may need to increase in complexity. 

It should be noted that in early versions of the work to be described, the Arbitrators 

were not used. Instead fixed population precedence rules were applied. Not surpris- 

ingly, this and similar schemes were found to be too inflexible and did not give good 

results. Hence the Arbitrator idea was developed and has proved successful. 
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7.5 Early MIMD Implementation 

The first, implement&ion of the basic ecosystems model was described in [FjS]. It. 

used a set of intera.cting sequential genet,ic algorithms and was implemented on a 

MIMD parallel machine as well as on a conventiona, sequential machine. The overall 

algorithm used was a.s follows: 

earlyimp 

1. Randomly generate initial populations for each of the process plan 

populations and the Arbitrators. 

2. i = 0 

3. Cost each member of each population according to local criteria. 

4. Rank each population (including Arbitrators) according to this cost. 

5. (In parallel) simulate the passage through the machine shop of each 

set of equally ranked members of the populations. Each simulation 

involves a single member of each population. 

(a) If a conflict arises the (equally ranked) Arbitrator decides which 

‘organism’ dominates. 

(b) The final cost of each population member (including Arbitra- 

tors) is calculated taking into account waiting times. Final cost 

is first phase cost + second phase cost. 

6. Each population is bred separately with selection pressure propor- 

tional to the final cost value. 

7. If i < NumGenerations, i = i + 1, Go to 3. Else Go to 8. 

8. Exit. 

The local cost criteria, in step 3, for the process plan strings is just the value 

calculated by COSTi; that is, the machining and setup costs which must be incurred 
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by a given plan and are not effected by interactions between pla.ns for different 

components. 

The local cost criteria for the Arbitrators is derived from the final fitness of t,heir 

parents. The function is given below, the section of the offspring genome up to cp 

(crossover point) was copied from pa.rentl and the section after cp was copied from 

parent2. 

If cl-’ > ALEN, cost = cost of parent1 (active part of genome was inherited solely 

from pa.rent 1) 

Else, cost = (cp/ALEN)(cost of p arentl) + (1 - cp/ALEN)(cost of parent2) 

Where ALEN is the avera,ge useful Arbitrator length. This is a dynamic quantity 

a.s fitter plans tend to become shorter meaning that arbitrating decisions are not, 

needed for later stages as the system evolves. This quantity is calcula.ted from the 

average number of st.ages of plans which potentially overlap with stages in the plans 

in other populations. This was used a.s an alternative t,o a fully dyna.mic length 

implementation of the Arbitrators which would have been a non-trivial task. 

The second phase of the cost function involves simulating the simultaneous execu- 

tion of plans derived from stage one. Additional cost are incurred for waiting and 

going over due dates. There are a number of interesting problems here. We are 

working towards a set of optimal plans, one for each component, which when exe- 

cuted simultaneously will provide an optimal schedule. This means that most of the 

possible interactions between members of one population and all the members of 

another population are largely irrelevant. The solution used here was to rank each 

population according to the local cost functions described above and to run the 

simulation of phase two for equally ranked organisms. The coevolving Arbitrators 

were used to resolve conflicts by deciding which population had precedence at any 

stage. The Arbitrators are costed according to the amount of waiting and the total 

elapsed time for a given simulation. The smaller these two values, the fitter the 

Arbitrator. Hence the Arbitrators, initially ra.ndomly generated, are allowed to co- 
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evolve with the plan organisms. Again, the Arbitrators are ranked and a, simulation 

involves equal ra.nking members from each population, including the Arbitrators. 

This scheme allows the evolution of sensible priorities at 6he various stages of the 

simulation. After the second phase each individual’s fitness is ca,lculated a.ccording 

to its total cost. This means that selection pressure takes account of both optimisa- 

tion problems: interactions during phase two that increa,se an individuals cost will 

reduce its chances of reproduction, just as will a poor result from phase one of the 

costing. The cost of an Arbitrator after t,he second phase simulation is a weighted 

sum of the total schedule length (Makespan) and the waiting-time penalties incurred 

by the various plan populations. The actual second phase cost function used for the 

process plans is given in Equation 7.5. 

COSTsecond-phase = c IYT, x AVhlCST (L.5) 
plan-stages 

Where, T/I/T, is the waiting-time incurred at, stage s and AVMCST is t.he a,verage 

machining cost for the job shop. Many functions along simi1a.r lines could have been 

used. 

The full phase two costing algorithm is outlined below. 

phase2-cost () 

1. i = 0 

2.j =O 

3. Initialize simulation recording data structures 

4. Order population for stage j according to the ith Arbitrator,’ put 

ordered list of populations in OrdArray. The ordering is done using 

a sorting algorithm where the primitive population pair odering test 

is done according to the appropriate Arbitrator table entry. 

5. k=o 

6. Take ith member of the process plan population referred to in Or- 

dArray[k]. Simulate the execution of the jth stage of this plan, note 
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start and finish times for machine used. If another plan is already 

using the machine at desired time, wait until it is finished, note 

waiting-time. 

7. If k: < NumProcessPlanPopulations, k = k+l, Go to 6. Else Go to 

8. 

8. If j < MaxNumStages, j = j + 1, Go to 4. Else Go to 9. 

9. If i < Popsize, i = i + 1, Go to 2. Else Go to 10. 

10. Exit. 

This version of the model a.ssumes all jobs are ready for processing at time zero. 

These and other assumptions will be discussed later. 

7.6 Results of early implementation 

Figure 7.3 shows results from an implementation on a transputer ba.sed parallel 

machine. Average of ten run results for a two job problem are shown. The graph 

shows how the machining costs (COSTr) of the best individual in each population 

reduce with time, and also how the Arbitrator costs reduce. It also shows how 

the total elapsed time reduces. The Gantt charts show how the emergent schedule 

evolves. The vastly reduced number of stages in the lower chart reflects the fact that 

machining costs can be decreased by putting more operations into a single stage. 

Clearly both optimisation problems have been tackled simultaneousl:‘.. Note that 

there is some tension between the various objectives, one cost may momentarily 

rise while others drop, but the overall trend is down. A realistic model of job-shop 

was used (the one described in Chapter 3) and the components planned for are of 

medium to high complexity needing 25-60 operations to manufacture. Each job 

has a number of internal partial ordering constraints but is by no means strongly 

constrained. Typically each operation has 8 candidate machines and each of these 

machines has 6 possible setups. To simpiify matters, tool changes and machine 
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Figure 7.3: Two job results for early implementation. The boxes on the Ga.ntt charts 

represent stages of plans (grouped operations) rather than single operations. 

transfer costs were not been modelled. However, it would be a simple matter to 

include these. Results for a more complex 3 component problem are shown in 

Figure 7.4, again average of ten run results are used. The components were similar 

to those met in previous chapters. Two components were very similar, introducing 

many potential conflicts between the plan optimisation and scheduling dimensions 

of the problem. Again we see similar trends in the graphs, although with more 

tension between the various objectives. Again the emergent schedule is very tight 

with almost no waibing. Populations of size 150 were used. 
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Figure 7.4: Three job results for early implementation. The boxes on the Gantt 

charts represent stages of plans (grouped operations) rather than single operations. 
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7.7 Limitations of early implementation 

Although promising results were achieved with this model, it suffered from popu- 

lation convergence and little progress was made after a few hundred generat,ions, 

despite many attempts to cure this problem. It was also felt that the implementa- 

tion was over complicated a.nd lacked coherence at some levels. The phase one (local 

criteria) cost for the Arbitrators were rather arbitrary. The ranking process appears 

to facilitate coevolution to some extent, but since the populations are continually 

reordered there is little cominuity, from generation to generation, in the members 

being simulated together until populat,ion members are very similar. This may have 

indirectly been one of the causes of strong convergence. For these reasons this im- 

plementation was abandoned and another much more coherent version developed. 

This is based on the kind of geographically distributed GA mentioned in Chapter 6. 

7.8 Distributed implementation 

In the second implementation, the cost, hence selection, functions for plan organ- 

isms again involve two stages, but for Arbitrators now just one. The first stage 

involves population specific criteria (basic machining costs), as before, and the sec- 

ond stage again ta.kes into account interactions between populations. Arbitrators 

are only costed at the second stage. The first stage cost function for the process 

plan organisms is, as before, COSTi. Again the second phase of the cost function 

involves simulating the simultaneous execution of plans derived from stage one. The 

process plans and Arbitrators are costed as before, it is the way in which the cost 

functions are used within the GA machinery which is now quite different. 

This second, more satisfactory, implementation spreads each population ‘geograph- 

ically’ over a 2D toroidal grid, this is illustrated in Figure 7.5. Each cell on the 

grid contains exactly one member of each population. Selection is local, individuals 

can mate only with those members of their own species in their local neighbour- 

hood. The neighbourhood is defined in terms of a Gaussian probability distribution 
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neighbkrhood 

Tiny fragment of 2D toroidal grid. Member of each species at each grid location. 

Figure 7.5: Geographically distributed population. 

over distance from the individual; a suitably chosen standard deviation results in a 

small number of individuals per neighbourhood. Neighbourhoods overlap a,llowing 

information flow through the whole population without the need for global control. 

Selection works by using a simple ranking scheme within a neighbourhood: the most 

fit individual is twice as likely to be selected as the median individual. Offspring 

produced replace individuals from their parents’ neighbourhood. Replacement is 

probabilistic using the inverse scheme to selection. In this way genetic material re- 

mains spatially local and a robust and coherent coevolution (particularly between 

Arbitrators and process plan organisms) is allowed to unfold. Interactions are also 

local: the second phase of the costing involves individuals from each population at 

the same location OTL the grid. This provides a highly distributed implementation 

which consistently gave better faster results than the first, undistributed, imple- 

mentation. The notion of coevolution is now much more coherent; by doing away 

with the complicated ranking mechanism, and only using local selection, based on 

a concrete model of geographical neighbourhood, the problems and inconsistencies 

of the first implementation are swept away. 
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Although this version of the ecosystems model can be implemented in a highly 

pa,rallel way, at present, only a sequential simulation of the parallelism has been 

implemented. A fully asyncronous dist’ributed version, using many processing nodes. 

is currently being developed. the deta,ils of the present version of the a.lgorihhm arc 

now given. 

The overall algorit.hm is quite straightforward. 

OveraIl() 

1. Randomly generate each of populations, put one member of each 

population each cell on toroidal grid. 

2. Cost each member of each population (phase1 + phase2 costs). 

Phase2 cost are calculated by simulating the concurrent execution 

of all plans represented in a given cell on grid, resource conflicts 

resolved by Arbitrator in that cell. 

3. i = 0 

4. Pick random starting cell on toroidal grid. 

5. Breed each of the representatives of the different populations found 

in this cell. 

6. If all cells on grid have been visited Go to 7. Else move to next 

cell,Go to 5. 

7. If i < NumIterations, i = i + 1, Go to 4. Else Go to 8. 

8. Exit. 

The breeding a.lgorithm, which is applied in turn to the members of the different 

populations, is a little more complicated. 

Breed(current-cell,current-population) 
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1. i = 0 

2. clear NeighbourArray 

3. Pick a cell in neighbourhood of current-cell by generating x and y 

distances (from current-cell) according to a binomial approximation 

to a Gaussian distribution. The sign of the distance (up or down, 

left or right) is chosen randomly (50/50). 

4. If the cell chosen is not in NeighbourArray, put it in NeighbourAr- 

ray, i = i+l, Go to 5. Else Go to 3. 

5. If i < LocalSelectionSize, Go to 3. Else Go to 6. 

6. Rank (sort) the members of current-population located in the cells 

recorded in NeighbourArray according to their cost. Choose one of 

these using a linear selection function. 

7. Produce offspring from individual chosen in 6 and current-population 

member in current-cell. 

8. Choose a cell from ranked NeighbourArray according to an inverse 

linear selection function. Replace member of current-population in 

this cell with offspring produced in 7. 

9. Find phase one (local) costs for this new individual (COST1 for pro- 

cess plans, not necessary for Arbitrators). 

10. Calculate new phase two costs for all individuals in the cell the 

new individual has been placed in, by simulating their concurrent 

execution. Update costs accordingly. 

11. Exit. 

The binomial approximation to a Gaussian distribution used in step 3, falls off 

sharply for distances greater than 2 cells, and becomes zero for distances greater 
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than four cells. The lineas selection functions used in steps 6 and 8 are of the form 

shown in Equation 7.6. 

P(n) = an + b (7.6) 

Where a and b a,re constant coefficients and J’(n) is the probability of the nth ranked 

member being chosen. The coefficients are determined by the constraints shown in 

Equations 7.7 a.nd 7.8. 

P(1) = kP(N,,) 

e(un+b) = 1 
n=l 

(7.7) 

(7s) 

Which can be rewritten as: 

;xN(N+l)+Nb=l (7.9) 

Where Nm is the median rank and N is the maximum rank. Rank 1 is the best 

and rank N is the worst. The first constraint involves a user defined constant X: 

which determines how much more likely the first ranked individual is to be chosen 

compared with the median ranked individual. When k > 1 the first ranked is more 

favoured, this is the form used in step 6. When k < 1, we have inverse linear 

selection where the first ranked is less favoured, this is the form used in step 8. The 

second constraint ensures the sum of probabilities is unity. Using these constraints 

we can calculate the values of a and b. 

a + b = IcaN, $ kb, (from Equation 7.7) (7.10) 
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b = (I x ( 1 - klv,,, ) 

(k-l) ’ 
k # 1 (from Equation 7.10) (7.11) 

a = 1/ 
N(N - 1) t N(l - kN,) 

2 I (k-l) ’ 
(from Equations 7.8 a.nd 7.11) (7.12) 

In the results reported here a 15 x 15 grid was used, giving populations of size 225. 

7.9 Results of distributed implementation 

Results of a typical run for the same 3 job problem used with the earlier implemen- 

ta.tion are shown in Figure 7.6. Again a, very tight schedule and low cost plans are 

obtained. This time the concept of generation loses its meaning, but if we measure 

the number of evaluations needed to rea.ch a good solution we see it is much faster 

than for the earlier implementation. This was consistently found to be the case 

over many runs. Figure 7.7 shows the state of the geographical grid in terms of the 

‘total factory cost’ at ea.ch cell. This is calculated by summing the costs of all the 

process plans, including the waiting-time costs, represented at that cell. The aim 

of the overall simultaneous plan optimisation problem is to find the best cell, i.e. 

the cell with the lowest ‘total factory cost’. This will not necessarily contain copies 

of the in&vi&ally lowest cost members of each poulation, but it will contain that 

set of plans, one from each population, that interact in the most favourable way. 

It can be seen from the figure that the initial random populations give a spread of 

poor ‘total factory costs’, this is rapidly reduced to a set of very good costs spread 

throughout the whoie grid. But note that grid states have not converged. In much 

longer runs this was still found to be the case. The distributed model tends to avoid 

convergence, allowing the search to continue for a long time. 

By replacing the Arbitrators in low cost cells with randomly generated ones, higher 

cost schedules were produced demonstrating that the Arbitrators are coevolving to 

make good decisions over a.ll the stages of the plans. 
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Figure 7.6: Results of distributed coevolution model. 
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Figures 7.S and 7.9 show typical results when the system is run with a. la.rger problem, 

this time involving 5 components, all of some complexity. Again significant cost 

reductions are a.chieved. 

Very promising preliminary results ha.ve been obtained for t,his extremely complex 

optimisation problem? never before a,ttempted. The search spaces involved are 

unima,ginably huge, greater than 10 loo but this model has exploited parallelism , 

sufficiently to produce good results. 

7.10 Related Work 

Davis has done some work on using GAS to solve job-shop scheduling problems 

(Da.vis 1985), but his solution was for the simplified problem that does not take into 

account the proper relationship between planning and scheduling. Each genome 

represented an entire schedule, that approach c.a.nnot exploit the inherent parallelism 

of the problem in the sa.me way that the work described here has. In fact his problem 

was constrained in such a way that it became a flow shop problem [32]. GA work on 

more complex flow shop scheduling problems has been done by Clevland and Smith 

[16]. Hilliard et a.1 (Hilliard 1987) h ave used a classifier system (Goldberg 19S9a) to 

discover scheduling heuristics. That work may possibly tie in with ongoing research 

on enabling the Arbitrators to learn how to resolve a number of different type of 

conflicts, there is no reason why the Arbitrators should not become fully blown 

classifier systems. 

An extensive survey of the application of GAS in scheduling problem can be found in 

a journal paper by the author [54]. A b rie overview of a selection of that research f 

is given below. None of this work attempts the highly generalised version of the 

problem tackled in this chapter. 

Wren and Wren have done some very interesting preliminary work on applying GAS 

to the hard practical problem of bus driver scheduling [115]. Using a straightforward 

genetic representation of the problem, but a.n involved and insightful recombination 
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opera.t,or, they were able to find solutions as good as those produced by the best OR 

techniques. The work stemmed from a desire to find better solutions to the problem? 

not from a. wish to study GAS. There may be a lesson in that. Their paper points 

out that GAS have la.rgely being ignored by the OR community, and yet here is a 

significant result from one of the leading researchers on this particular problem. 

Another significant and very recent result, also coming from the OR community, 

is that of Dorndorf and Pesch [27]. Th y e use a GA to find optimal sequences of 

local decisions rules to be used with OR. search algorithms. For a range of static 

deterministic job-shop scheduling problems their hybrid algorithm was able to find 

shorter makespans (total elapsed time) quicker than Adams, Balas and Xawack’s 

shifting bottleneck procedure [61] and Laarhoven, Aarts and Lenstra’s simulated 

annealing approach [86]. Tl rese two techniques were generally regarded as the best 

available. Dorndorf and Pesch’s work is related to ea.rlier research, involving Pesch, 

on incorpora.ting powerful local search into a GA for the TSP [29]. 

Mansour and Fox developed a hybrid GA, making use of local hill-climbing and 

problem specific knowledge, for task allocation in multicomputers [73]. They found 

significantly better solutions than with a range of other techniques, although the 

GA was computationahy more expensive. 

Nakano [S2] tackled job-shop scheduling with a genetic encoding similar to that em- 

ployed by Fox and McMahon (described above) and closely related to the Arbitrator 

strings introduced in this Chapter. He used simple crossover with a fairly involved 

genetic repair mechanism to ensure legal offspring. On a set of classic benchmark 

problems, including the infamous 10 x 10 and 20 x 5 problems [SO] he was able to find 

solutions which compared very favourably with state-of-the art branch and bound 

techniques. However, no comparative results on computational resources needed 

were given, and the genetic repair method, as described, appears computationally 

expensive. 

Syswerda describes a GA-based system for scheduling the use of laboratory equip- 

ment [103]. H e employed a GA to find an initial sequence of tasks to feed to a fairly 
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. 
sophisticated deterministic schedule builder such that near optimal schedules result. 

His genotype was simply a list representing a task permutation. He used various 

mutation operators: select two tasks at random, place the second before the first; 

select two ta.sks at random, interchange t.heir positions; scramble a randomly chosen 

sub-list of the genotype. He experimented with order and position based crossovers 

as well as Whitley’s edge recombination opera.tor. This hybrid a.pproa.ch! where the 

GA works in tandem with a deterministic search method, produced good results 

fast enough that it could take in the dynamic aspects of the problem a.nd a.llowed 

rescheduling. 

Reeves has done some preliminary experiments on applying GAS to stocha.stic flow- 

shop problems [95]. 0 ver a range of different problem instances his algorithm con- 

sistently out-performed two other techniques from the OR literature. 

Ling was able to find good solutions to a la,rge college timetabling problem by first 

using a heuristic-based algorithm to build a reasona.ble timetable, but with some 

constraints violated, and then applying a GA to convert this into a solution with no 

constraints broken [72]. 

7.11 Future extensions 

Because this system can be run on a powerful parallel machine very good solutions 

can be found within a few minutes, because of this not much effort has yet been put 

into making the system react to sudden changes in the manufacturing environment. 

However, this is an area for future research. One possible scenario that is envisaged 

is that the system will run in the background and be continuously updated with 

feedback from the job-shop, in other word the simulated environment will dynam- 

ically mirror the actual manufacturing environment. Various local selection and 

interaction schemes are to be investigated in a new extended implementation of the 

model. As well as taking into account the general dynamic nature of a manufactur- 

ing environment, future work will make use of job priorities, varying start times a.nd 



b&h sizes. In the dynamic situation it. is undesira.ble to allow the populations to 

converge too strongly on a single solution; potentially useful partial solutions may be 

lost for good. Local selection pa.rtly counteracts this tendency, but it is likely that 

a. stochastic cost function will be necessary to fight it fully. A stochastic objective 

function would inject noise into the model. As well as preventing strong convergence, 

this is actually likely to provide a more accurate cost-model of the manufa.cturing 

processes. The scaling-up properties of the model will be investigated by using it 

with a large number of components (about 50). 

Interesting coevolutionary GA systems ha.ve recently been developed by others (Hillis 

1990; Koza 1990) in very different applications. The author is not aware of a,ny other 

para.llel GA systems that allow cooperative and distributed problem solving in the 

manner of the work described here. 

It may be possible to extend the method to encompass the notion of a ‘total ma.nu- 

facturing system ’ in which the manufacturing facility is no longer fixed. Properties 

of the manufacturing environment would also coevolve along with the component 

plans. Variations in the environment could range from minor configuration details 

to major changes in the layout, number, types and properties of cells or machines. 

7.12 Conclusions 

In conclusion, this chapter has presented preliminary results from a highly dis- 

tributed GA-based ‘ecosystems’ model which allows the simultaneous optimisation 

of the process plans of a number of components. At the same time a near optimal 

schedule for the job-shop emerges. Underlying the method is a feature-based process 

plan space generator. This work is aimed at completely re-evaluating the classical 

job-shop scheduling problem and giving an indication of the best route forward in 

advanced parallel GA applications. 
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Chapter 8 

Conclusions 

8.1 General Conclusions 

This thesis has presented a new integrated approach to process pla.nning and job- 

shop scheduling. The relationship between planning and scheduling has been re- 

assessed and the line between the two tasks has been made significantly more blurred 

than in the usual treatments. 

It was shown how scheduling is traditionally seen as the task of finding an optimal 

way of interleaving a number of fixed, or slightly flexible, plans which are to be 

executed concurrently and which must share resources. The implicit assumption is 

that once planning has finished scheduling takes over. It was shown in detail how, in 

fact, there are often many possible choices for the sub-operations in the plans. The 

conclusion was that very often the real optimisation problem is to simultaneously 

optimise all the individual plans and the overall schedule. Manufacturing planning 

was recast to allow solutions to the simultaneous plan and schedule optimisation 

problem, a problem traditionally considered too hard to tackle at all. The model 

presented is based on simulated coevolution and it was shown how complex inter- 

actions are handled in an emergent wa.y. Results from various implementations and 

for a range of problems were reported. 
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Ullclerlyi~~g this new a.pproa.ch is a. feature based process pla.nning system that, is 

used to generate the spa.ce of all possible legal process plans for a. given component.. 

This space is then sea.rched, in parallel with spaces for all other components, using 

an advanced form of genetic algorithm. The thesis described the development of 

the ideas behind this technique and presented in detail the constituent parts of the 

whole system. 

The research was related to other work in the field and was shown to make a number 

of contributions. The preliminary investiga.tions presented here show this to be a 

promising approach. 

8.2 Achievements 

The specific a.chievements of the resea.rch are as follows. 

l The development of general a.lgorithms and representation techniquec for gen- 

erating spaces of all possible process plans for a class of prismatic parts; 

l The analysis of the resulta.nt optimisa.tion problem of searching this space for 

a single near-optimal plan; 

l The development of a useful cost function to allow the application of optimisa- 

tion techniques to this problem, t.he function has a number of subtletys which 

are conducive to more efficient search; 

l An investigation into the application of traditional search techniques t.o this 

problem, namely A* and branch and bound; 

l The development of a genetic algorithm to search this space in a far more 

satisfactory way than the previous techniques; 

l An experimental investigation into the use of this technique on the process 

plan optimisation problem; 
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l The development of a sophisticated extension of this technique to handle the 

parallel opt,imisation of many process plans for different components, thereby 

tightly integrating planning and scheduling and effectively re-evaluating the 

job-shop scheduling problem by showing how the standard definition is far 

more restrictive than necessary. 

Several of the points above also resulted in general contributions t,o the field of 

genetic algorithms: 

l One of the first uses of complex integer strings; 

l An early use of heuristics with the genetic sea.rch; 

l One of the first uses of a complex ‘genotype’ to ‘phenotype’ ma,pping (that is 

string representation to candida,te solution mapping); 

l One of the first applica,tions of genetic algorithms to a highly complex real- 

world problem; 

l The first ever use of a ‘multi-species’ parallel distributed genetic algorithm. 

8.3 Future Work 

The research methodology used was to develop prototype systems aimed at proof-of- 

concept demonstrations of general techniques. As such, many simplifications were 

deliberately made to allow useful results to be produced in a reasonable time. 

The tool choice and material transfer elements of the plan optimisation problem were 

ignored. These are currently being investigated in one of the follow-up projects that 

have arisen out of the work described here. 

Certain sorts of complex feature interactions cannot at present be handled by the 

plan space generator. These include handling completely unconstrained part ge- 

ometries, and crossing features. Some of these may require further research into 
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geometric rea.soning methods whiie others may just require the straightforwa,rd cod- 

ing of further manufacturing pra.ctices. 

At the end of Chapter 7 a list of a.reas was given for future work on the parallel plan 

optimisation aspect of the work. These included ta.king a.ccount of job priorities, 

differing start times, machine brea,k downs, and other consequences of the highl! 

dynamic nature of a job-shop. Anot,her related issue is tha.t of modelling reliability 

and uncertainty by making the cost functions noisy rather than deterministic. Some 

work has started on this in another of the follow-up projects; it looks as if the 

techniques developed here are particularly suited t,o handling noise. 

8.4 Last Word 

Although there is much to be done before the techniques described in this thesis can 

be a.pplied in an industria.1 setting, it is hoped that they point the way to powerful 

new methods with the potential to increase manufa.cturing efficiency. 
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Appendix A 

This appendix gives the format of the output of the Plan Spa,ce Generator described 

in Chapter 3. Data. in t,his format provides the interfa.ce between the p1a.n space 

generator and the GA opt,imiser. 

Feature ordering contraints 

These are of the form: 

feature num 

before: list of feature nums 

after: list of feature nums 

(the sets contain those features connected by a binary (partial) ordering 

constraint to the present feature) 

One entry of the above format for each fea.ture. 

Planning Networks 

These are written out in the following format: 

Finishing feature name (or super-feature name), feature num 

LIST OF: 

finishing operation: machine num, machine name, process name, tool name, 

tool num, list of possible setups, cost 

LIST OF: 

associated roughing operation: machine num, machine name, process name, 

tool name, tool num, list of possible setups, cost 

END LIST OF 

END LIST OF 
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There is one such entry (which can be very lnrge) for each finishing feature or sulm- 

feeature. 
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Appendix B 

Journal Paper. Permission for the reproduction of this paper has been granted by 

the publisher. 

201 



INT J COMPUTER INTEGRATED MANUFACTURING, 1993. VOL. 6, NOS. 1 & 2. 74-86 

An ecosystems model for integrated production 
planning 

PHILIP HUSBANDS 

Abstract. This paper rc-evaluates the job-shop scheduling 
problem by showing how the standard definition is far more 
restrictive than necessary and by presenting a new technique 
capable of tackling a highly generatired version of’ the problem. 
This technique is based on a massively parallel distributed 
genetic algorithm and is capable of simultaneously oprimizing 
the process plans of a number of ditferent components, at the 
same time a mar-optimal schedule emerges. Underlying the 
evolutionary machinery is a specialbed feature-based gcner- 
alive process planner. 

1. Introduction 

Research on job-shop scheduling (JSS), as the most 
general of the classical scheduling problems, has gener- 
ated a great deal of literature (Muth and Thomson 1963, 
B&s 1969, Garey cf al. 1976, Graves 1981, Ow and 
Smith 1988, Carlier and Pinson 1989). All of this work 
has used a particular definition of the scheduling problem 
or very close variants of it. This paper will argue that 
the standard definition is far more restrictive than is 
necessary. In particular, it is claimed that the relation- 
ship between process planning and scheduling has been 
largely ignored. A new technique, capable of tackling a 
highly generalized JSS, is presented. The algorithm used 
is highly parallel and makes use of methods analogous 
to those occurring in a natural evolving ecosystem. 
Underlying the evolutionary machinery is a specialized 
feature-based generative process planner. It is shown 
how the technique provides a highly integrated produc- 
tion planning system, treating process planning and 
scheduling as inextricably interwoven parts of the same 
problem. 

The very large body of work on solving planning and 
scheduling problems has emanated mainly from the fields 
of artificial intelligence and operations research. Tra- 
ditional AI approaches have had limited success in real- 
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world applications, indeed their shortcomings have been 
thoroughly explored and documented (Chapman 1985). 
The general resource planning, or scheduling, problem is 
welt known to be NP-complete (Garey and Johnson 
1979). Consequently OR techniques have been devel- 
oped to gave exact solutions to restricted versions of the 
problem, but in general, as with AI-based approaches to 
the problem, there is a reliance on heuristic-based 
methods. Because of the complexity and size of the 
search spaces involved, a number of simplifying assump- 
tions have always been used in practical applications. 
These assumptions are now implicit in what have become 
the standard problem formulations. In many instances 
this has led to the most general underlying optimization 
problem being ignored or, more often, not even acknowl- 
edged as existing at all. 

The most sweeping ofthese simplifications involves the 
relationship between process planning and scheduling. 
Scheduling is traditionally seen as the task of finding an 
optimal way of interleaving a number of fixed plans 
which are to be executed concurrently and which must 
share resources. The implicit assumption is that once 
planning has finished scheduling takes over. In fact there 
are often many possible choices for the sub-operations in 
the plans. Very often the real optimization problem is to 
optimize simultaneously all the individual plans and the 
overall schedule. This paper describes how manu- 
facturing planning has been radically recast to allow 
solutions to the simultaneous plan and schedule 
optimization problem, a problem previously considered 
too hard to tackle at all. A model based on simulated co- 
evolution is described and it is shown how complex inter- 
actions are handled in an emergent way. Results from an 
implementation on a parallel machine are reported. The 
potential economic benefits are obvious. 

The following section makes clear the domain defini- 
tions used in the work described. The core techniques 
used in this research are a specialized form of feature- 
based process planning and a distributed genetic algor- 
ithm. Sect:m 3 gives a brief introduction to genetic 



algorithms and then Section 4 provides an overview of 
the whole ecosystems model. Section 5 details the 
feature-based process planning elements of the model, 
while Sections 6 and 7 describe the parallel genetic algor- 
ithm parts. Section 8 presents results fmm a massively 
parallel implementation and Section 9 concludes the 
paper with a discussion of the implications of the work. 

2. Domain of application definitions 

2.1. Proccrr planning 

The technique presented here is generally applicable 
but will be described in terms of the manufacture oi 
medium-complexity prismatic parts requiring the 
application of a number of metal-removal processes. 
Within this rramework a standard definition of process 
planning is used (Chang and Wysk 1985) namely estab- 
lishing the operations required to manufacture a part, the 
appropriate machine tool and machining parameters to 
use for each operation and the order in which the oper- 
ations should be performed. It will be seen that each 
operatton in the plan corresponds to processing a manu- 
facturing feature or group of features on the work piece. 
Hence, in this work, a process plan is essentially 
regarded as an ordered set of [feature, machine, process, 
tool, setup) tuples. Section 5 gives details of the various 
feature types used and how feature interactions are dealt 
with. 

2.2. The chsical definition of JSS 

The standard JSS problem definition is taken to be the 
following. Consider a manufacturing environment in 
which n jobs or items are to be processed by m machines. 
Each job will have a set of constraints on the order in 
which machines can be used and a given processing time 
on each machine. The jobs may well be of different 
lengths and involve different subsets of the m machines. 
The JSS problem is to find the sequence of jobs on each 
machine in order to minimizc a given objective function. 
The latter will be a function of such things as total 
elapsed time, weighted mean completion time and 
weighted mean lateness under the given due dates for 

each job (Christophedes 1979). 

2.3. An integmkd view of process planning and JSS 

Very often complete fixed process plans are presented 
as the raw data for the scheduler. However, in many 
manufacturing environments there is a vast number of 

legal plans for each component. These vary in the order- 
ings between operations, the machines used, the tools 
used on any given machine and the orientation of the 
work-piece given the machine and tool choices. They will 
also vary enormously in their costs. Instead ofjust gener- 
ating a reasonable plan to send off to the scheduler, it is 
desirable to generate a near optimal one. Clearly this 
cannot be done in isolation from the scheduling: a 
number of separately optimal plans for different compo- 
nents might well interact to cause serious bottlenecks. 
Because of the complexity of the overall optimisation 
problem, that is simultaneously optimising the individual 
plans and the schedule, and for the reasons outlined in 
the introduction, up until now very little work has been 
done on it. A number of researchers have developed 
scheduling techniques that allow a small number ol 
options in their process plans (Sycara et al. 1991, 
Tonshoff cf al. 1989). but still ihey are dealing with only 
a tiny fraction of the whole problem. Liang and Dutta 
(1990) have also pointed out the need to combine plan- 
ning and scheduling, but their proposed solution was 
demonstrated on a very small simplified problem. It is 
not at all clear if it will scale up to be able to deal with 
the kinds of test problems described later. The technique 
presented in this paper, developed by viewing the 
problem in a completely new way, appears to be the only 
piece of work fully addressing this highly generalized 
version of the JSS problem. 

3. An introduction to genetic algorithms 

Genetic algorithms (GAS) are a key technique used in 
this work. Since knowledge of the method has not yet 
spread to all scientific and technical quarters, a brief 
introduction is given here. For further details see 
Goldberg (1989) Davis (1990), and Husbands (1992). 

We are the existing proof of the astonishing power of 
natural evolution, a process of selection acting on small 
variations within a species. It is tempting to imagine that 
highly effective techniques for optimisation, and for the 
design of adaptive systems, can be abstracted from the 
logic of natural evolution. Over the past 40 or so years a 
number of researchers have tried to do just that. The 
most powerful and successful methods emerged in the 
late 1960s and early 1970s and are based on Holland’s 
genetic algorithm (Holland 1975). 

Genetic algorithms are adaptive search strategies 
based on a highly abstract model of biological evolution. 
They can be used as an optimisation tool or as the basis 
of more general adaptive systems. The fundamental idea 
is as follows. A population of structures, representing 
candidate solutions to the problem at hand, is produced. 
Each niember of the population is evaluated according to 
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some fitness function. Fitness is equated with goodness of 
solution. Members of the population are selectively inter- 
bred in pairs to produce new candidate solutions. The 
fitter a member of the population is the more likely it is 
to produce offspring. Genetic operators are used to facili- 
tate the breeding; i.e. operators that resulr in offspring 
inheriting properties from both parents (sexual repro- 
duction). The offspring arc evaluated and placed in the 
population, quite possibly replacing weaker members of 
the last generation. The process repeats to form the next 
generation. This form of selective breeding quickly 
results in those properties that promote greater fitness 
being rransmitted throughout the population: better and 
better solutions appear. Normally some form of random 
mutation is also used to allow further variation. A simple 
form of this algorithm is illustrated in Figure 1. This 
population-based survival-of-the-fittest scheme has been 
shown to act as a powerful problem-solving method over 
a wide range of complex domains (Crefenstette 1985, 
1987, Schaffer 1989, Belew and Booker 1991, Schwefel 
and Manner 1991, Davis 1990). 

The population of structures to undergo adaptation 
generally consists of strings (chromosomes) of a fixed 
length. Each element (gene) of the string represents some 
aspect of the solution and will have a set of possible 
values (alleles) mapped to various attributes. The fitness 
of such a string is measured by some objective function 
that costs the particular combination of attributes pre- 
sent. Hence the chromosomes may be, for instance, 
strings of real numbers, strings of integers, bit strings 
(string of Is and OS to be decoded into a set of parameter 
values), a permutation of some set of elements, a list of 
rules or some combination of these representations. 

The set of genetic operators developed by Holland, 
and the one generally used (possibly with domain-specific 
modifications), consists of three operators: crossover, 
inversion and mutation. Simple crossover involves 
choosing at random a crossover point (some position 
along the string) for two mating chromosomes, then two 
new strings are created by swapping over the sections 
lying after the crossover point. Multi-point crossovers are 
also frequently used. Inversion is simply a matter of 
reversing a randomly chosen section of a single string. 
Mutation changes the value of a gene to some other poss- 
ible value. The genetic operators are applied at the 
breeding stage according to a routine like the following. 
When two strings are selected for breeding, first apply 
crossover (with some high probability) and randomly 
choose one of the two new strings thus formed. Next 
apply inversion (with a medium probability) to this 
string. Each gene on the resulting string undergoes 
mutation (with a very low probability) and the outcome 
is taken as the offspring. The basic operators and the 
breeding process are illustrated in Figure 2. Note the 
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Figure I. A simple genetic algorithm 

stochastic nature of this process. All operators are applied 
probabilistically and crossover and inversion points are 
chosen randomly. 

The overall effect is to emphasize combinations of 
basic building blocks (groups of genes) that produce 
maximum fitness. 

In some problem domains it may be beneficial to allow 
dynamic length strings. This can be achieved by ran- 
domly selecting different crossover points on each parent 
rather than forcing them to be the same, although recent 
arguments (Harvey 1992) strongly suggest that changes 
in length should be restricted to be small and gradual. 
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Other operators, such as translocation (moving a section 
of the string to a new location), may also be useful. 

There are many variations on and extensions to the 
basic aigorithm. In particular, highly parallel implemen- 
tations of GAS, with ‘geographically’ distributed popula- 
tions and local selection only, appear to be the most 
powerful (Husbands 1992). 

Because Holland and his students developed GAS to 
serve as adaptive problem-solving strategies able to 
operate over a large range of environments, their GAS 
have qualities that make them suitable for many large 
combinatorial problems and string-representable search 
tasks. By a combination of selection and reproduction via 
genetic operators, they are able to find very tit structures 
by searching only a tiny proportion of the whole problem 
space. As long as the string representations and the cost 
function are accurate, GAS can conduct a successful 
search without recourse to any special domain-specific 
heuristics. The subtlety of their action prevents them 
from getting stuck on local optima and ensures that they 
simultaneously search widely separated parts of the 
problem space. This is largely due to the random 
elements in the action of the genetic operators. No 
assumptions need to be made about the search space, 
often in contra:. to the situation with branch and bound 

and various heuristic search techniques. Because GAS 
manipulate populations of legal solutions, they do not 
suffer from exponential memory usage like many ver- 
sions of branch and bound and dynamic programming, 
which attempt to build up gradually a single optimal sol- 
ution. These qualities make GAS an extremely robust 
problem-solving method. It is this robustness that makes 
them an attractive and useful search technique. 

Although the basic algorithm is computationally 
trivial, it should be noted that a great deal of ingenuity 
is often needed to derive a suitable encoding for a 
problem and to provide it with an appropriate set of 
genetic operators and a sufficiently discriminating fitness 
function. This point will be illustrated later in this paper 
when the somewhat more complex GA used in this work 
is described. 

4. Overview of ecosystems model 

This paper concentrates on two core aspects of a com- 
plete framework for dealing with a certain class of design 
and manufacturing problems. The overall approach is 
now brietly presented. This is captured, at a very high 
level, in Figure 3. A design system, whose description is 



78 P. Husbanh 

Figure 3. Overall approach. 

outside the scope of this paper, produces component and 
blank representations. These representations are com- 
pared in order to find out which component features are 
to be machined and which, il any, already exist in the 
blank. The complete space of plans for each component 
is implicitly generated. (This refers to the fact that all the 
data needed to construct explicitly the search space point 
by point is made available. This amount of data is of 
course quite manageable, whereas the explicitly gener- 
ated search space would certainly not be. Enumerative 
search on this kind of problem is quite out of the ques- 
tion.) These spaces are searched in parallel, taking into 
account interactions between and within plans, using an 
ecosystem model. From this emerges a solution to the 
simultaneously optimal plans and schedule problem. The 
earlier, knowledge-based, parts of the system determine 
the boundaries and structure of the search space that the 
emergent optimization techniques work in. The last two 

modules of this system are dealt with here (for further 
details of other aspects of the system see Husbands ef al. 
1990, and Mill cf al. 1992). 

The idea behind the ecosystems, or coevolving species, 
model is shown in Figure 4. The genotype (genetic en- 
coding) of each species represents a feasible process plan 
for a particular component to be manufactured in the 
machine shop. Separate populations evolve under the 
pressure of selection to find near-optimal process plans 
for each of the components. However, their fitness lunc- 
tions take into account the use of shared resources in 
their common world (a model of the machine shop). This 
means that without the need for an explicit scheduling 
stage, a low-cost schedule will emerge at the same time 
as the plans are being optimized. 

The data provided by the plan space generator are 
used randomly to construct initial populations of struc- 
tures representing possible plans, one population for each 
component to be manufactured. An important part of 
this model is the popularion of arbitrators, again initially 
randomly generated. The arbitrators’ job is to resol1.e 
conflicts between members of the other populations; their 
fitness depends on how well they achieve this. Each 
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Fipurc 4. The ecosystems model. 



population, including the arbitrators, evolves under the 
influence of selection, crossover and mutation. It is 
important to note that the environment of each popula- 
tion includes the influence of all the other populations. 
The following three sections will fiil in the details of this 
sketch, starting with the plan space generator. 

5. The plan space generator 

The plan space generation algorithm attempts to break 
the manufacture of a component down into a number of 
nearly independent stages. The entire space of possible 
plans can then be generated by finding all the possible 
operations to carry out each stage along with the ordering 
constraints which must exist between the stages. Essen- 
tially a stage refers to a finishing operation on a single 
feature or super-feature (a group of features treated as 
one due to some network of constraints binding them 
together) or a roughing operation on an intermediate 
feature (defined later). So each stage of the plan has a 
unique feature. super-feature or intermediate feature 
associated with it. The operations found to manufacture 
these are described in terms of [machine/process/tool/ 
setup/cost] combinations. The setup refers to the orien- 
tation of the workpiece and rhe cost refers to the 
machining cost associated with that operation. Along 
with this information the planner generates a separate 
network representing the partial orderings it has deduced 
hold between the stages of the plan. 

The simplest way to describe the algorithm in more 

detail is to start with the highest level structures it builds 
and manipulates. These are planning networks like the 
one shown in Figure 5. In common with most generative 
process planners, the manufacturing processes are 
treated as material addition operations, whereas of 
course they actually involve material removal. The 
overall strategy is to start with those features deepest in 
the component and work out towards the surface. This 
process is guided by a set of ‘critics’ constantly on the 
look out for possible feature interactions, which may 
result in deferring work on part of the component 
(Husbands d al. 1990), and by high-level considerations 
regarding datums and such like. Once a feature has been 
chosen, a finishing process to achieve its desired fmal 
state is inferred. The details of this are discussed later. 
This finishing process leaves an intermediate feature with 
various inexact properties, such as a range of possible 
surface finishes. This models the fact that most finishing 
processes can only sensibly be started from a state with 
a given range of properties. For instance, it is highly 
undesirable to end up grinding down a very rough 
uneven surface. A roughing process is then chosen to 
manufacture the intermediate feature. Remembering 
that an exhaustive set of possible manufacturing routes is 
required. for any given finishing process. any number of 
compatible roughing processes may exist. Thus a 
network like the one shown in Figure 5 is built up, 
keeping track of the interactions between finishing and 
roughing processes for each feature. These net\vorks can 
be readily extended to allow an arbitrary number of sub- 
finishing and sub-roughing processes, and hence inter- 

Finishing 
finished a-t MCN with 
PRSS using TOOL L,: seaups (SET] 

roughedonM2withPz mugkdonMlwithP3 
using T67 setups ( 1.35 ) using T67 setups (13.S.16) 

rou&d on M6 with PI 
using T61 setupr (1,235) 

Figure 5. Fragment of planning network 
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mediate features, to be handled. Each route on the 
network, from starting conditions to final feature, has its 
own subsidiary information attached, such as machining 
parameters and cost. In complex cases it may be 
desirable to weight the digerent routes or to remove 
certain nodes or connections. It is often found, when 
building up the network, that a possible roughing oper- 
ation is exactly the same as the finishing operation it is 
connected to via an intermediate feature. In this case the 
roughing node and its connections are removed and a 
connection made directly from the starting conditions to 
the finishing node. This tells us that it is feasible to 
machine out the feature by using the single process. 
Various kinds of links between the sub-networks of 

different features are built up by the planner. 
A full description of the plan space generation 

algorithm is outside the scope of this paper but see 
Husbands cf al. (1990). The latest implementation is in 
C + + (hence object-oriented) and makes use of the ACIS 
solids modeller. The component model is continually 
updated as features, intermediate features and super- 
features are dealt with. The core mechanism for process, 
machine, tool and setup selection is as follows. Feature 
objects have a list of possible manufacturing processes 
associated with them; process objects are interrogated by 
the feature objects to see if they are suitable. Process 
objects have a list of machine types usually capable of 
performing them; process objects interrogate the 
machine class to find actual machines that can be used. 
In a similar way the tools and possible setups for a given 
[feature/process/machine] combination are found. The 
solid model is used to check for access and possible 
feature interactions. 

The output from this process is a large number of 
interconnected networks like the one shown in Figure 5. 
A manufacturing plan for the sub-goal described by the 
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Fivre 6. Anteriorit) constraints. 

fragment of network shown is a route from the starting 
conditions node to the goal conditions node. Implicit in 
the representation are functional dependencies between 
sub-operations. The algorithm also discovers ordering 
constraints in the processing of the various features, 
intermediate features and super-features. This results in 
the output of a partial ordering graph like the one shown 
in Figure 6. Each of the symbols refers to a parricular 
feature, intermediate feature or super-feature. 

6. GAS for process plan optimization 

The next step in understanding the details of the full 
ecosystems model is to look at the GA-based optimization 
of a single process plan. For the rest of this paper only 
machining and setup costs will be considered. This is to 
simplify the formulae. There is no loss in generality, it is 
straightforward to see how tool change and machine 
transfer costs could be included, but for the moment a 
machine selection implies a given process and tool too. 

6.1. An obvious approach 

An obvious string encoding of a process plan is: 

This is a simple order-based encoding to be read from 1eTt 
to right: J refers to the ith feature to be processed and m, 
and si refer to the machine and setup to use for that 
operation. Each J could take on the value of any of the 
actual features (intermediate features, super-features) in 
the component as long as no ordering constraints are 
broken. The initial population, generated at random, 
would include many different orderings of the actual Tea- 
tures and many different machine and setup combi- 
nations for the features. The genotypes (genetic 
encodings) could be implemented as integer strings if fea- 
tures. machines and setups were all given unique integer 
codes. 

A suitable cost function for this encoding is 

i-N 

COST0 - ,F;, (Mo(fi, mi) + So(mi, si. mi- t, li- I)) (1) 

Where Mo(J, mi) is the basic machining cost for pro- 
cessingfi on mi. This value could be previously calculated 
according to standard formulae and stored in a table. So 
is the setup cost function, defined as: 

So(mi, Si, mf- t, Si- t)= 

0 if mi = mi- t and si = sr - t 

setup(mi, u) otherwise. (2) 



Where reluf~(m,, si) is a standard function. In English, a 
setup cost is always incurred unless the last feature to be 
processed used the same machine and setup. 

This encoding and cost function provide the basis for 
the operation of a genetic algorithm like the one 
described in Section 3. However, because the strings in 
the population will have the features in direrent orders, 
simple crossover will nearly always produce illegal off- 
spring with some features missing and some represented 
twice. Added to this is the problem of interdependent 
finishing and roughing operations being split up. Hence 
a modified crossover operator, which repairs the oflspring 
to make it legal, would have to be used. This would be 
something like the PMX operator described by Goldberg 
and Lingle (1985), but would be significantly more com- 
putationally expensive because the partial ordering and 
planning networks would have to be continually checked 
to avoid contravening anteriority constraints and oper- 
ation dependencies. Hence a rather more sophisticated 
encoding and cost function have been developed. (See 
Vancza and Marcus (1991) for another interesting 
alternative approach to this problem.) 

6.2. A mow sublle a#mach 

The genotype of a process plan ‘organism’ can be 
alternatively represented as: 

Here4 no longer refers to the ith feature to be processed 
in a plan, but to the ith reature in a fIxed ordering scheme 
that groups together interdependent operations (e.g. 
roughing and finishing operations from the same plan- 
ning network). Again mi refers to the machine used to 
process that feature and si to the setup. Each group of 
interdependent operations is terminated by a special 
symbol (C in the example above). As long as the group 
terminators are the only legal crossover points, the 
simple crossover operator will always produce legal 
plans; each member of the population following the same 
encoding and hence the same feature ordering. If cross- 
over were to occur within a group, data for dependent 
operations would be split up and illegal plans would 
probably occur on recombination (e.g. including incom- 
patible roughing and finishing operations). The mutation 
operator is also fairly involved because the gene values 
are context-sensitive due to the dependencies. This en- 
coding encapsulates the network structures of the data 
produced by the plan space generator. Each J. mi and zi 
have associated with them finite sets of possible integer- 
coded values. Because these sets are all quite different, 
bit string representations would be awkward and 
unnatural, hence so-called real-valued codes are used. It 

is probably not obvious how this new encoding is to be 
interpreted as a plan. This will become clear in a little 
while. 

Although this encoding allows the unmodified use of 
the computationally trivia1 simple crossover operator, it 
appears to ignore the ordering aspect of the search prob- 
lem. In fact it does not, this has now been transferred 
into a rather more complex costing function. This func- 
tion, COST,, shown below, is applied to the genotype 
shown above after it has been translated into a linearized 
format that can be interpreted sequentially. This is 
achieved by regrouping the features, according to a fixed 
scheme, taking into account the anteriority constraints 
and resulting in an encoding equivalent to that described 
in Section 6.1. But note that here it is only used as an 
intermediate encoding and is not the genotype on which 
the genetic operators act. This translation is computa- 
tionally inexpensive. 

i=N 
COSTI - c (MI(NI,, i) + Sl(n, i, m;)) (3) 

i=* 

MI is exactly the same function as MO from the previous 
section. COSTt performs a simulation of the execution of 
the plan. Its input data are an ordered set of (machine, 
setup) pairs, one for each operation. Ordered sets of 
operations to be processed using a particular 
machine/setup combination are built up on a 2D grid. 
S~(si, i, m,) governs the way in which these sets are built 
up. The operations in any set can be performed in iso- 
lation from those in any other set. Such a set will be 
referred to as a ‘stage’ of a job in the rest of this paper. 
These sets themsel\.es are ordered and the outcome is a 
process plan like the one shown below, where the integers 
in the sets refer to particular operations (processing of 
features). The final ordering or features is quite dilferent 
from that on the genotype and the intermediate en- 
coding, but deterministically derived (by Sl) from the 
genotype. 

1) machine: 6 setup: 5 [0,3,5,7] 
2) machine: 2 setup: 21 (1,8,12,19] 
3) machine: 11 setup: 4 [2,4,6,9,13,15] .._ etc. 

In fact COST, provides a mapping from the process plan 
genotype to its phenotype: one of the plans illustrated 
above. This involves a considerable interpretative pro- 
cess, analogous to the developmental process in nature: 
there is a complex route from DNA (genotype) to 
organism (phenotype). The essential workings of COST1 
are sequentially to process the transformed genome in 
order to group operations together in clusters which can 
then be treated as single units (stages). At the same time 
as the costs are found a fmal ordering for the operations 
is produced. This encoding ant’ cost function combi- 
nation elfectively allow a search of the combined ordering 
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and machine/setup selection space. Unlike the first sug- 
gested encoding/cost-function combination, a complex, 
but computationally cheap, interpretative process allows 
the use of computationally very inexpensive genetic 
operators. 

The definition of St (si, i, ml) is given below: 

1 

f(ri, ml) if s, m combination not pre- 
viously encountered 

f(si, m,) if i causes break-constraint in 
SI (J;, i, m;) = all grid sets, 

f(s;, m,) if i causes set incompatibility 
in all grid sets, 

0 otherwise. (4) 

Where f(s,, ml) is a simple table look-up function. Full 
details of the functions would take up too much space, 
but the following gives a brief explanation of break- 
constraint and set-incompatibility, as mentioned in the 
function defmition above. Suppose feature x is being pro- 
cessed by COSTt. It has associated with it machine/setup 
combination (mX, sX). Also suppose this combination has 
already been encountered by the objective function and 
so a corresponding set, Xl, exists on the simulation grid. 
A break-constraint occurs, in an attempt to add x to SD, 
under the following condition: 

(5) 

Where -t represents a partial ordering constraint, y and 
L are features and Sn is any set on the grid. (Note that + 
actually refers to the transitive closure of the binary 
ordering operator shown in Figure 6. That is, throughout 
the rest of this paper, a - b means that n lies somewhere 
before b in the overall ordering graph, quite possibly 
involving chains of the given atomic constraints.) So a 
break-constraint occurs for feature x with the (tax, So) 
combination when there exists some feature y which has 
already used this same combination, and has the fol- 
lowing additional property: owing to the ordering con- 
straints on the problem there exists a third feature, z, 
which must be processed after y but before x and does 
not use the same setup/machine combination. When a 
break-constraint occurs it is not possible to process all 
those features linked to a particular machine/setup com- 
bination without changing machine and/or setup part- 
way through to perform some other operation. Obviously 
the setup cost is incurred again when processing moves 
back to the original machine. As far as the mechanism of 
the simulation is concerned, if a break-constraint occurs 
in an attempt to add feature x to grid set So, a new set, 
with x as the first member, is started at the same grid 
location. 

The set-incompatibility condition is slightly more 
subtle and is defined as follows: feature x causes a set- 

incompatibility if, when we are trying to add it to some 
set, So, of features on the grid, 

A(wC.%QA(w-‘z)) (6) 

Where y, w and L are features and Sn is any set on the 
grid. The sets So and Sn are incompatible since it is not 
possible to order them in relation to each other. A new 
set must be started at the same position as SII on the grid 
and with x as the first member. At the end of the stmu- 
lation all the sets on the grid are ordered. The crucial test 
in any sorting algorithm is one for deciding whether two 
adjacent members of the array are in the correct order. 
The action or the setup function St(si, i, mi), particularly 
the set-incompatibility condition, ensures that it is poss- 
ible to order any two grid sets. The ordering condition is 
simple. If any member of set .S; has any member of set 
S, in its extended after-constraints list (defined below), 
then S; is ordered before Sj. Formally. Si + Sj if: 

3~3y((x~Si)A(ytS,)A(~fA:X’)) (7) 

Where .Si and Sj are grid sets, x and y are operations and 

‘4, “’ is the complete set of all operations lying after x in 
the overall partial ordering (extended after-constraints 
list). 

It is this encoding and cost function that are used in 
the full parallel ecosystems model as described in the next 
section. Full details of the functions can bc found in 
Husbands (1988b). A GA for optimizing single process 
plans, employing this encoding and cost function, is 
described by Husbands (1988a). and Husbands ~1 al. 
(1990). 

7. Coevolntion, arbitrators and emergent 
scheduling 

Sufftcient detail has now been accumulated to fill out 
the sketch of the ecosystems model given in Section 4. 
Interacting populations of separate ‘species’, the geno- 
type of each encoding for the process plan of a particular 
component and making use of the coding scheme 
described in Section 6.2, convolve under the inguence of 
selection, crossover and mutation. Selective pressure 
takes into account interactions between the different 
populations (process plans) and hence allows the simulta- 
neous optimization of the plans for each component, and 
the emergence of a near optimal schedule. 

Recall that a separate species of arbitrators is required 
to resolve conflicts arising when members of the other 
populations demand the same resources during overlap- 
ping time intervals. The arbitrators’ genotype is a bit 
string that encodes a table indicating which population 
should have precede bee at any particular stage (dclined 
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earlier) of the execution of a plan, should a conflict over 
a shared resource occur. There is one bit for each poss- 
ible population pairing at each possible stage. Hence the 
abitrator genome is a bit string of length SN(N- 1)/Z, 
where S- maximum number of stages possible in a plan 
and N- number of process plan organism populations. 
Each bit is uniquely identified with a particular popula- 
tion pairing and is interpreted according to the function: 

f(“l,“r,k)=g 
kN(N- 1) 

2 
+ n,(N- 1) 

m(a+ 1) 
--+a~- 1 (8) ‘7 1 ‘ J 

Where nr and nz are unique labels for particular popula- 
tions, nl < n2, k refers to the stage of the plan and g[;1 
refers to the value of the ith gene on the arbitrator 
genome. If f(nt, nl,k) - 1 then nl dominates, else nz 
dominates. By using pair-wise filtering, the arbitrator 
can be used to resolve conllicts between any number of 
different species. It is the arbitrators that allow the sched- 
uling aspect of the problem to be handled. In general, a 
population of coevolving arbitrators could be used to 
resolve conflicts due to a number of different types of 
operational constraint. 

In the full model the cost, hence selection, functions 
for plan organisms involve two stages, for arbitrators just 
one. The first stage involves population-specific criteria 
(basic machining costs) and the second stage takes into 

account interactions between populations. The first stage 
cost function for the process plan organisms is of course, 
COSTI, described in detail in Section 6.2. The second 
phase of the cost function involves simulating the simul- 
taneous execution of plans derived from stage one. 
Additional costs are incurred for waiting and going over 
due dates. When two plans require the same resource at 
the same time an arbitrator is used to resolve the prob- 
lem. The arbitrators are costed according to the amount 
of waiting and the total elapsed time for a given simu- 
lation. The smaller these two values are, the fitter the 
arbitrator is. Hence the arbitrators, initially randomly 
generated, are allowed to coevolve with the plan 
organisms. Each individual’s fitness is calculated 
according to its total cost. This means that selection 
pressure takes account of both optimization problems: 
interactions during phase two that increase an individ- 
ual’s cost will reduce its chances of reproduction, just as 
will a poor result from phase one of the costing. 

The first implementation of this model, on a MIMD 
machine, had the various populations on separate pro- 
cessors and involved a complicated ranking mechanism 
to allow coevolution to produce useful results (Husbands 
and Mill 1991), global selection was employed. The 
second, more satisfactory, implementation spreads each 
population ‘geographically’ over a 2D toroidal grid, 
which is illustrated in Figure 7. Selection is local, individ- 
uals can mate only with those members of their own 

neighbbhood 

Figure 7. Geographically distributed popv ation. Tiny fragment of 2D toroidal grid. Member of each species at each grid location. 
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species in their local neighbourhood. The neighbour- 
hood is defined in terms of a Gaussian distribution over 
distance from the individual; this results in a small 
number of individuals per neighbourhood. 

Neighbourhoods overlap, allowing information flow 
through the whole population without the need for global 
control. Selection works by using a simple ranking 

machining cost, total elapsed time 
against num generations (x axis) 

scheme within a neighbourhood: the fittest individual is 
twice as likely to be selected as the median individual. 
Offspring produced replace individuals from their 

parents’ neighbourhood. Replacement is probabilistic 
using the inverse scheme to selection. In this way genetic 
material remains spatially local and a robust and 
coherent coevolution (particularly between arbitrators 

machining cost, total elapsed time 
against num generations (x axis) 
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gantt chart, generation 0.3 jobs gantt chart, generation 180,3 jobs 

Figure 8. Results of cocvolution model. 



and process plan organisms) is allowed to unfold. Inter- 
actions are also local: the second phase of the costing 
involves individuals from each population at the same 
location on the grid. This provides a highly parallel 
model that consistently provided better laster results than 
the first, less parallel, implementation. 

Results of typical runs are shown in Figure 8. The 
graphs show how the machining costs (COSrt) of the 
best individual in each population reduce with time, and 
also how the arbitrator costs reduce. It also shows ho\* 
the total elapsed time reduces. The Gantt charts sho\x 
how the emergent schedule evolves. The vastly reduced 
number of stages after a few tens of generations reflects 
the fact that machining costs can be decreased by putting 
more operations into a single stage. Clearly both 
optimization problems have been tackled simultaneously. 
Note that there is some tension between the various 
objectives. one cost may momentarily rise while others 
drop, but the overall trend is down. A model or a real 
job-shop is used and the components planned for are of 
medium to high complexity needing 25-60 operations to 
manufacture. Each job has a number of internal partial 
ordering constraints but is by no means strongly con- 
strained. Typically each operation has eight candidate 
machines and each of these machines has six possible 
setups. To simplify matters, tool changes and machine 
transfer costs have not been modelled in great detail. 
However, it is a simple matter to include them and future 
versions of the model will be complete in that respect. 
Experiments with up to 10 jobs have been conducted. 
Very promising results have been obtained for this 
extremely complex optimization problem, never before 
attempted. The search spaces involved are unimaginabl) 
huge (greater than low), but this model has exploited 
parallelism suficiently to produce good results. 

8. Discussion 

Davis has done some work on using GAS to solve JSS 
problems (Davis 1985). but his solution was for the 
simplified problem that does not take into account the 
proper relationship between planning and scheduling. 
Each genome represented an entire schedule, but that 
approach cannot exploit the inherent parallelism of the 
problem in the same way that the work described here 
has. GA work on other scheduling problems has been 
done by Clevland and Smith (1989), and Nakano and 
Yamada (1991). Hilliard tf al. (1987) have used a 
classifier system (Goldberg 1989a) to discover scheduling 
heuristics. That work may tie in with ongoing research 
on enabling the arbitrators to learn how to resolve a 

number of diIferent types of conllicts. There is no reason 

why the arbitrators should not become fully blown 
classifier systems. Because this system runs on a powerful 
parallel machine (500 transputer), very good solutions 
are found within a few minutes. Because of this, not 
much effort has yet been put into making the system 
react to sudden changes in the manufacturing environ- 
ment. However, this is an area for future research. One 
possible scenario that is envisaged is that the system will 
run in the background and be conrinuously updated with 
feedback from the job-shop, in other words the simulate+ 
environment will dynamically mirror the actual manu- 
facturing environment. Various local selection and inter- 
action schemes are to be investigated in a new extended 
implementation of the model. As well as taking into 
account the general dynamic nature of a manufacturing 
environment, future work will make use of job priorities, 
varying start times and batch sizes. In the dynamic situ- 
ation it is undesirable to allow the populations to con- 
verge too strongly on a single solution; potentially useful 
partial solutions may be lost for good. Local selection 
partly counteracts this tendency, but it is likely that a 
stochastic cost function wilt be necessary to light it fully. 
A stochastic objective function would inject noise into the 
model. As well as preventing strong convergence, this is 
actually likely to provide a more accurate cost-model of 
the manufacturing processes. The scaling-up properties 
of the model will be investigated by using it with a large 
number of components (about 50). 

Interesting coevolutionary GA systems have recently 
been developed by others (Hillis 1990, Koza 1990) in 
very different applications. The author is not aware of 
any other parallel GA systems that allow cooperative and 
distributed problem-solving in the manner of the work 
described here. 

It may be possible to extend the method to encompass 
the notion of a ‘total manufacturing system’ in which the 
manufacturing facility is no longer fixed. Properties of 
the manuracturing environment would also coevolve 
along with the component plans. Variations in the 
environment could range irom minor conbguration 
details to major changes in the layout, number, types and 
properties of’ cells or machines. 

In conclusion, this paper has presented preliminary 
results from a highly parallel GA-based ‘ecosystems’ 
model, which allows the simultaneous optimization of the 
process plans of a number of components. Ar the same 
time a near-optimal schedule for the job-shop emerges. 
Underlying the method is a feature-based process plan 
space generator. This work is aimed at completely 
m-evaluating the classical JSS problem and giving an 
indication of’ the best route forward in advanced parallel 
GA applications. 
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