
Chapter 4 

The Process Plan Optimisation 

Problem 

4.1 Introduction 

This chapter analyses some general properties of the search spaces generated by the 

plan space generator. Methods are developed for estimating the size of a particular 

instance of the problem. A simple cost function suitable for use with most combina.- 

torial optimisation techniques is introduced. A far more subtle version is developed, 

this second function has been shown to be conducive to more efficient search. 

The networks and set of anteriority constraints produced by the plan space generator 

together define the space of possible legal process plans. The networks hold the 

alternatives for each stage of a plan and the dependencies among those alternatives. 

The anteriority constraints give the orderings of the plan steps. The set of anteriority 

constraints can be represented as a digraph like the one in Figure 4.1. I shall refer to 

such digraphs as anterior@ graphs. The numbers represent features, intermediate 

features or super features to be processed. It was pointed out in the last chapter 

that, because of the way they are defined, there is a one to one mapping between 
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operations in the process plan and fea.tures, intermediale features or super fea.tures’. 

Hence an anteriority gra.ph represents the paxtial ordering of the operations in a 

plan. A directed arc between two fea.tures on such a graph simply indicates t,hat the 

feature at, the tail of the a.rrow must be processed before the feature at the head. 

Note that the feature at the tail does not necessarily have to be processed dlirectly 

before the feature at, the head. 

The optimisation t*ask is to search this space of possible legal process plans for an 

optimal (or near optimal) plan. Since the tooling dimension is being ignored in this 

work, the search is essentially in a machine/set2lp/featzLre space. That is, the aim 

is to assign a (machine/setup) combination to each feature to be processed. These 

triplets must be ordered so as not tlo contravene any of the anteriority const,raints. 

By adding other ava.ilable information to these triplets, such as tool and process, a 

process plan is produced. The first process and tool found that are suitable for a. 

particular machine and setup combination are assumed to be used. A particular aim 

of this research was to try and make the optimisation as general as possible, that is 

to be able to give good results in a. wide range of ma.nufacturing environments. It 

follows that very specific heuristics and strong assumptions are to be avoided. It is 

clear that a highly robust search technique is needed to give good solutions to this 

problem. 

A further simplifying assumption used from here on is that each feature can be 

manufactured with at most one finishing and one roughing operation. This simplifies 

some of the details of the algorithms without detracting from the general proof of 

principle flavour of the work. It would be straightforward to lift this restriction, but 

certain aspects of the optimisation algorithms would become rather convoluted, so 

it has been decided to leave this generalisation for future work. 

‘Unless otherwise stated, throughout the rest of this thesis feature should be read as a generic 

term covering all three types listed above. 
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Figure 4.1: Anteriority Graph. The numbers represent distinct features, the arrows 

show partial ordering constraints between the features. 
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4.2 The Complexity of the Problem 

4.2.1 General Outline 

Suppose there are N features to be processed in some component (i.e. N operations 

in the process plan); the maximum number of machines inferred by the planner as 

candidates for any feature is A!, and the maximum number of setups attached to any 

feature/machine combina,tion is S,. If we ignore the tool selection dimension of the 

problem, considering the (machine/setup) combination to be of more importance, 

then the number of combinations in machine/setup space which represent legal plans 

for the component has an upper bound given by: 

c = (Az, x sny (44 

On top of this we must, of course, consider the order in which t.he features are 

processed. In the worst ca.se of no ordering constraints we have the upper bound on 

the number of possible legal process plans for this problem, namely: 

c, = (Mn x SJN x N! (4.2) 

It can be seen that in general this is an extremely large combinatorial problem. 

Indeed, for a plan with a fairly modest number of steps (say, N = 20) and al- 

ternatives at each step [say, h& = 4 a,nd S, = 4), the search space is so huge 

((A& x Sn) = 1.21 x 102”, (M, x S,)N x N! = 2.94 x 1042) that even if we ignored 

the ordering prol)lem and it was possible to cost lo6 plans per second, it would 

take 1.44 x 1O’l years to check all possible plans. Clearly exhaustive search meth- 

ods are not suitable for this problem! It is well know that the travelling salesman 

problem (TSP) is NP- complete (i.e. no polynomial time solution algorithm is know 

for it) [74] and that the job-shop scheduling problem is even worse, being NP-hard. 

Clearly the unconstrained process plan optimisation problem is harder than the 

TSP, involving an ordering problem and a resource selection problem, and so is at 

least NP-complete. Its extension into the generalised job-shop scheduling problem 



presented in Chapter i’ is harder aga.in than the traditional job-shop problem. 

The conclusions to be dra,wn are that either some sort of heuristic search, capable 

of finding a near optimal solution by considering only a tiny fraction of the whole 

problem space, must be employed, or a total enumeration method guara.nteeing 

optimality, such a.s dynamic progra.mming2 , is a.pplied when the const,raints on t,he 

problem ha.ve been determined to be sufficiently tight to reduce the search space to 

manageable proportions. These constraints are defined by the dependencies between 

alternatives at the different stages of the plan and by the partial orderings between 

the operations in the plan. 

As suggested by the calculations above, it is relatively straightforward to estima,te 

the size of the problem generated by the alternatives at each stage of !.?le plan. 

Indeed the exact number of combinations, N,, ignorifzg the ordering poble~m, is 

given by Equation 4.3. This equation uses the network and subnetwork terminology 

of the last chapter. 

j=N,, k=n jJ k=NR,i 

NC = n ( C (Sjji x C Srjik)) 

j=O i=o k=O 

(4.3) 

Where, 

iVPn = total number of planning networks; 

12 fj = number of finishing operations (subnets) associated with the jth network; 

NRj; = number of roughing operations associated with the ith subnet of the jth 

network; 

Sfji = number of setups associated with the finishing op of the ith subnet of the jth 

network; 

STjik = number of setups associated with the kth roughing operation of the ith 

subnet of the jth network. 

But how to estimate the size of the ordering problem defined by an arbitrary ante- 

riority graph is not at all obvious. In order to be able to automatica,lly decide if the 

2The dynamic prog ramming approach involves converting the optimisation problem into a num- 

ber of subproblems, these are solved sequentially in such a way that the combined optimal solutions 

yield the optimal solution to the whole problem [7]. 
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sea.rch space is constra.ined enough t,o use an enumerative method, and to examine 

its importance to the whole optimizat.ion problem, an investigation into the ordering 

problem was carried out. 

4.2.2 The Ordering Problem 

As explained in the previous section, the partial ordering dictated by the set of 

aateriority constraints can be represented as a digraph. Many attempts were made 

to devise a robust and fast algorithm which would scan a representation of such a 

graph (incidence matrix, adjacency matrix etc.) and, taking into account the degree 

of branching and so on, give an accurate answer as to how tight the constraints are. 

I!nfortunately this is an extremely hard problem and all attempts fa.iled. 

The next direction investigated was that of enumeration of the orderings. That is, 

could a polynomial time algorithm be devised which actually gives the number of 

legal complete orderings which can be formed from a given anteriority gra,ph (partial 

ordering)? This investigation ultimately failed as all the robust algorithm5 devised 

were exponential when applied to a completely general graph. The problems a.rose 

where there were nodes with multiple in-degree as well as nodes with multiple out- 

degree.3 In that situation the number of legal positions for any feature depends on 

the relative position of other features. Any reliable algorithm inevitably exploded 

into explicit enumerative search of the set of legal complete orderings of all the 

features. It came as no surprise to discover that Chapman [13] has shown that a 

related problem, that of reasoning about the effects of actions which are partially. 

ordered, is a least NP-hard. 

However, a very fast complete enumeration algorithm was produced for a special 

class of anteriority graphs and this is being used to give good upper and lower 

bounds to the enumeration problem for a general graph. This method is described 

below. 

3The in-degree of a node is simply the number of incoming arcs, that is the number of arrow 

heads pointing at the node in the anteriority graph. A similar definition holds for out-degree. 
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Figure 4.2: Special Class of Anteriority Graph 

The special class of ant,eriority graphs which were found to be easy to handle are 

illustrated in Figure 4.-. 3 This is the class of ‘out-branching’ constraints where any 

given object may be ‘before’ any number of other objects in the partial ordering, 

but at most one object can be ‘before’ it. In other words, the in-degree of any node 

must be less than or equal to one but the out-degree is unrestricted. The author was 

able to develop a simple formula to give the number of complete orderings possible 

for any problem whose constraints were of this type. 

Suppose we have nt objects subject to a set of ordering constraints whose overall 

digraph consists of a number of disjoint sub-graphs of the class described above. 

Such a case is shown in Figure 4.3. Each of these sub-graphs represents what I 

shall call an independent chained-constraint. If there were no constraints then there 

would be nt! admissible orderings. But each of the independent chained-constraints 
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contributes some reduct,ion factor to this number. So we c.an sa,y t,ha.t the number 

of admissible orderings, N,o, is given by : 

Where, 

12 cons = number of independent chained-constraints; 

cr*f; = reduction factor for the ith independent chadned-constraint. 

The crfi are calculated a.s follows: 

1 
,?t 

for a linear constraint 
Crfi = 

--$ x ntb! x flj brfij, for a branching constraint 
(4.5) 

Where, 

17, = total number of objects in the cha,ined-constraint; 

ntb = total number of objects in the maximal sub-tree emanating from a branching 

node; 

bl*.fij = reduction factor for the jth branch of the maximal sub-tree of the ith chained- 

constraint. 

And the brfij are defined, recursively, in exactly the same way as the crf; . All of 

these terms are illustrated in Figure 4.3. 

The -$ factor for a 1inea.r constraint is self evident but the branching chained- 

constraint formula needs some explanation. If the branching constraint were, in 

fact, linear, the crf would be iCT. Now, if all the objects involved in the branching 

part (??&) were free from all constraints the crf would be relaxed to -& x ?Ztb!. Of 

course they are subject to constraints and these constraints will cause a reduction 

in this figure. But each sub-branch is effectively an independent sub-constraint and 

hence the final formula is --$ x ntb! x nj brf;j, where the brf;j a.re the reduction 

fa.ctors associated with each branch. Rut the above argument can be a,pplied in 

exactly the same form to the individual branches and hence the brf;j are calculated 

by a recursive application of the same set of formulae. It was a simple matter to 
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Figure 4.3: Ordering Calculations 
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design and implement, an efficient algorithm to perform these calculations as they 

can be seen to boil down t,o counting the number of elements in trees aad sub-trees 

until linear branches are found. 

4.2.3 Upper and Lower Bound Calculations 

The formula for the special class of graphs can be used to give upper a.nd lower 

bounds to the number of complete orderings possible from any given general anteri- 

ority graph. This allows an answer as to how constrained the problem is: are there 

a. relatively small number of legal orderings or not ? The easiest way to explain how 

these bounds are calculated is to use the specific example of the anteriority graph 

shown in Figure 4.1. 

Upper Bound 

The technique used to produce a.n upper bound is to brea,k the graph down into 

a number of disjoint out,-bra.nching trees. This represents a rela.xation of the con- 

stra.ints and so an applic.ation of the formula will give an upper bound. The breaks 

are made at nodes where the in-degree is greater than one (in this case nodes 10 

and 12). The graph in Figure 4.1 is transformed into that in Figure 4.4. 

Lower Bound 

The lower bound is given by converting the general graph into a number of to- 

tally out-branching trees, without increasing the number of independent chained- 

constraints (independent sub-trees). The formula is then applied. In this case the 

constraints have been tightened. The conversion technique is to take all nodes with 

an in-degree greater tha,n one and make all but one of the in-pointing arcs out- 

pointing. Th is is done so as to preserve the largest branches and sub-trees. The 

graph in Figure 4.1 is converted into that in Figure 4.5. 
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Figure 4.4: Upper Bound Calculation 
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Figure 4.5: Lower Bound Calculation 
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Ta,ble 4.1: Upper and Lower Bound Ordering Calculations. Unconstrained problem 

Size (N!) = 2.43 x 10" 

A program was written to implement the calculations inherent in Equation 4.4 and 

the algorithms for giving the upper and lower bounds to the number of complete 

orderings. When this was a,pplied to the anteriority graph of Figure 4.1 it gave the 

following results: 

This gives upper bound/lower bound = 42.5 which indicates that the bounds are 

good relative to ea,ch ot.her. It can be seen that even for a gra.ph as seemingly 

well constrained as that in Figure 4.1, the ordering problem is immense. Results of 

the same order of magnitude were found for most of the other anteriorit,y gra.phs 

produced by the plan spa.ce generator for the various test components used in this 

research. 

The conclusions dra.wn from this analysis were that the general process plan op- 

timisation task is combina.torially vast and that effort would be most usefully put 

into developing techniques for the general, as opposed to the highly constrained, 

problem. 

The ordering problem and its effects on the quality of solutions found to the overall 

problem will be discussed again later. 

4.3 Storage of The Search Space 

All of the many programs developed for the various parts of the optimisation work 

described in this thesis were written in C. This section describes how the plan 
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spa,ce data produced by the plan space generator information is stored in C data 

st.ructures for use by the optimisation code; this will be useful in understanding some 

of the details of the object,ive functions and optimisation techniques described later. 

Knowledge of the C language should not be necessary to understand the general 

storage scheme. 

The data structures used in the main storage areas are shown in Figure 4.6. The 

information from the planning networks is stored in a static two dimensional array, 

manufacturing-info[FNUM][FINNUM], f o manuf-inf structures (records). FNUM 

is the number of features to be processed and FINNUM is the maximum number 

of finishing operations for any feature. The last field in the manuf-inf record is 

a pointer to an array of reltd-inf records. The top level records (manufinf) hold 

the manufacturing informa.tion for dominant features, that is features at the top of 

the planning networks [usually finished features). The lower level records (reltdinf) 

contain the manufacturing informa,tion for the features associated with a dominant 

feature, that is the fea.tures on the branches of the planning networks (usua.lly inter- 

mediate features). This arra.ngement allows the dependencies between finishing and 

roughing operations to be maintained. All of the features, machines, setups and so 

on are given integer codes - hence the optimisation problem is posed as an integer 

programming task. 

The anteriority constraints are stored in two forms, designed for ease of access to 

different aspects of the ordering information. Both use arrays of list pairs. Each 

feature, i, has a before list, B;, and an after list, A;. These contain all those features 

with direct ordering constraints related to i. That is, all those features attached to 

i by a single arc in the anteriority graph. Referring to Figure 4.1, & = [0, l] and 

A9 = [15]. Th e information that is often required is the set of all features to be 

processed before or after a given feature, constrained directly or indirectly. These 

will be referred to as extended constraint lists , f3fzt and A?'. These are formed by 

chaining through the B;, A; representation of the anteriority graph. Again referring 

to Figure 4.1, B,“Tt = [a,?] and ATTt = [la, 161. 
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Figure 4.6: Plan Space Storage 
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4.4 The Objective Function 

The optimisation ta.sk is to search the space of possible plans for a,n optimal, or 

at least near optimal, solution. If this is to be achieved, a way of measuring the 

relative merits of completed or partial plans must be a,vailable. This will involve 

defining functions for costing such plans. Partial plan costing is usually divided into 

a. cost for the fully coustructed part of the plan and an estimate of the cost of the 

unconstructed part. The first function may well be the same one used for costing 

completed plans. The heuristics used in the estimation are often search technique 

dependent,. 

Maay of the assumptions and simplifications made in modelling a problem for opti- 

misation are embodied in the cost, or objective, function. The details of the function 

will reflect the particular criteria being used in the definition of a, desirable F1a.n. We 

may only be interested in speed of execution or we may wa,nt to take into a.ccount 

cleta.iled operational costs for each stage of the plan. Obviously an optimisat,ion 

problem is not fully defined until a formal definition of the object,ive function is 

given. The two cost functions used in the optimisation work to be described in 

detail later are presented below. The functions can be used to cost completed plans 

or the finished part of partial plans, and hence can be used with a wide range of 

optimisation techniques. They are to be minimised. 

4.4.1 A Simple Cost Function 

One obvious way to represent a plan, or partial plan, is as a linear sequence of 

(feature,machine,setup) triplets. The plan is simply interpreted directly: features 

are to be processed in the exact order they appear using the machine a,nd setup 

indicated. This representation can be used with a search technique which builds up 

plans making sure that none of the ordering constraints are violated. Any violation 

of the constraints laid down by the plan space generator would result in an illegal 

plan - one which could not be manufa.ctured. For this reason it is better for the 
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sea.rch algorithms to deal directly with the constraints rather than indirectly by 

including them as penalties in the cost function. Hence penalties are not. used in 

this work. 

A suitable cost function for this plan representation is as follows: 

i=N 
COST0 = C (Mo(fi, mi) + SCl(mi, Si> 771;+ siwl j) 

i=l 
(4.6) 

Where f; refers to the ith feature to be processed and m; and s; a.re the machine 

and setup to be used for that operation. Mo(f;, m;) is the basic machining cost for 

processing f; on mi. This value could be previously calculated according to standard 

formulae and stored in a ta.ble. It would ta.ke into account the volume of metal to 

be removed, the speed and feed of the machine tool, and related fa,ct,ors. SO is the 

setup cost function, defined as follows: 

SO(mi, si, 

if VL; = mi-1 and si = s;-1: 

setup(m;, s;) otherwise. 
(4.7) 

Where setup(m;, s;) is a standard function which can be pre-calculated or computed 

on the fly. In English, a setup cost is always incurred unless the last feature to be 

processed used the same ma.chine and setup. Whenever the plan space genera.tor 

produces a new (feat~re,machine,setu?l) the machining and setup costs a.re calcu- 

lated. These are stored in data structures outlined in the last section. Hence both 

Mo(.f;, mi) and setup(mi, si) are reduced to table look-up. 

4.4.2 A More Subtle Variation 

As will be shown in the following chapters COSTS was used with various search 

techniques but only with limited success. A major difficulty was the extra complexity 

introduced by the ordering dimension of the optimisation problem. Hence a subtle 

extension of this function was developed that handles the ordering dimension in a 

much less direct way. This function, COSZ’~, shown below, was far more successful, 

especially with genetic algorithms. As we will see, it incorporates a heuristic, but in 
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such a way that no area of the search space is precluded from exploration, and the 

heuristic can effectively be ignored if it does not prove useful. COST, again works 

on partial or complete plans represented in the straightforward way described above. 

The crucial difference is that this time the ordering of the features is transformed 

by the cost function. 

i=N 

COST, = C(A!f~(?TLiyi) + Sl(Si,i,m;)) (4.8) 
i=l 

Ml is exactly the same function as MO from the previous section. COSTS per- 

forms a simulation of the execution of the plan. Its input data is an ordered set 

of (machine,setup) pairs, one for each operation. Ordered sets of operations to be 

processed using a particular machine/setup combination are built up on a 2D grid. 

Sl(s;, i, m;) governs the way in which these sets are built up. The operations in any 

set can be performed in isolation from those in any other set. Such a. set will be 

referred to as a. stage of a. job. These sets themselves are ordered and the outcome 

is a process plan like the one shown below, where the integers in the sets refer to 

particular operations (processing of features). The final ordering of features is quite 

different from that on the initial plan representation but it is deterministically de- 

rived (by &) from that representation and hence gives direct feedback to the search 

technique it is being employed with, assuming that technique is operating in the 

space of plans as defined by the simple representation. 

1) machine: 6 setup: 5 co,3,5,71 

2) machine: 2 setup: 21 [1,8,12,191 

3) machine: 11 setup: 4 [2,4,6,9,13,15] . ..etc 

This amounts to a. process plan which states: for the first set of operations use 

machine 6 with setup 5 and process features 0, 3, 5 and 7 in that order, then for 

the second set of operations switch to machine 2 with setup 21 and process features 

1, 8, 12, and 19 in that order . . . and so on. As further details, such as process 

and tool, are known for each operation, the process plan is easily expanded into the 
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more detailed form shown below. This is the type of plan output format used by 

the system described in this thesis. Note many of the integer codes are translated 

for greater clarity. 

1) machine: 6 (~~550) setup: 5 

a)(i20, rough, milling, tool 32) 

b)(i7, rough, milling, tool 17) 

c)(i3, rough/finish, drilling, tool 541 

d)(sl, finish, milling, tool 33) 

2) machine: 2 (br2j2) setup: 21 

a)(i16, rough, drilling, tool 503 

. . . etc 

In fact COS3!‘1 involves a considerable interpretative process, tra.nsforming the plans 

in beneficial ways. The essent#ial workings of COSZ’~ is to sequentially process the 

simple initial plan representa.tion in order to group operations together in clusters 

which can then be treated a.s single units (stages). At the same time as the costs 

are found a final ordering for the operations is produced. 

The definition of &(s;, i, m;) is given below: 

Sl(Si, i, mi) = 

Where f(s;, m;) 

f(si, mij if s, m combination not previously encountered, 

f(si, mij if i causes break constraint in all grid sets, 

f(.s;, m;) 
(4-9) 

if i causes set incompatibility in all grid sets, 

0 otherwise. 

is a simple table look-up function. It should be noted that in 

general setup costs are by no means insignificant when compared with machining 

costs; often they are considerably greater. 

The set ordering step of the simulation is not actually part of the objective function, 

as it does not effect the cost, but obviously it must be applied if the plan is to be 
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executed. Note tha.t the final order given in the plan for processing the features may 

well be different from the order in which they are present,ed to COSTS. The internal 

order of the sets is directly related to the initial order of the (fea,ture,,muc/zine,setup) 

triples. The set ordering algorithm (described later) uses the anteriority constraints 

between the features. As long as the initial order was legal so will be the final order. 

This can be seen more clearly by following the worked example presented at the end 

of this chapter. 

The roles of the constituent parts of the cost function - Ml(m;,i), the machining 

cost function, and &(s;, i, nz;), the setup cost function - are quite different. M(nli, i) 

is a simple table look-up function which returns the pre-calculated ma.chining cost of 

feature i on machine m;, a.s already explained in relation to Mo.However, S(si, i, mi) 

governs the way in which the feature sets are built up on the grid. To understand 

this we need to look at the four branches of its definition. The first branch is 

straightforwa.rd. Whenever a new (muchine,setup) combination is encountered a 

new set is started on the grid and a setup cost is incurred. Each of the sets, as 

in the brief plans shown a.bove, corresponds to a single setup cost. The features 

in the set can be processed one after another without changing machine or setup. 

To understand the second and third branches the terms break-constraint and set- 

incom@ibiZity must be explained. They amount to special conditions under which 

new sets must be started on the grid. Every time a set is created a setup cost is 

incurred. The last branch reflects the fact that if we can legally add a feature to one 

of the existing sets on the grid no setup cost is incurred. As the conditions under 

which break-constraints and set-incompatibilities occur are quite involved, separate 

sections are devoted to their explanation below. 

4.4.3 Break-constraint 

Suppose feature 5 is being processed by COSZ’~. It has associated with it (mu- 

chine/setup) combination (m,, sz). Also suppose this combination has already be- 

ing encountered by the objective function and so a corresponding set, SO, exists on 
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the simulation grid. A break-constraint occurs, in an a.ttempt to add n: to SO, under 

t,he following condition: 

3Ay((y E SO) A (2 E Sn) A (Sn # SO) A (y -+ 2) A (z + x)) (4.10) 

Where t represents a partial ordering constraint 4, y and z are fea,tures and Sn, 

is any set on the grid. That is, a break-constraint occurs for feature x with the 

(vz,, sz) combination when there exists some feature y which has already used this 

same combination, and has the following additional property: due to the ordering 

constraints on the problem there exists a, third feature, z , which must be processed 

after y but before z and does not use the same setup/machine combina.tion. When 

a break-constraint occurs it is not possible to process all those features 1i;lked to a 

parCcu1a.r machine/setup combination without changing machine and/or setup part 

wa,y through to perform some other operation. Obviously the setup cost is incurred 

a.gain when processing moves back to the original machine. 

As far as the mechanism of the simulation is concerned, if a break-constraint occurs 

in an attempt to add feature x to grid set SO, a new set, with x as the first member, is 

started at the same grid location. Referring to Figure 4.7, if the following ordering 

constraints are in force: 4 + 7 and 7 -+ 14, adding feature 14 to set [2,4,8,12] 

would cause a break-constraint if the set [1,7,11] already existed on the grid at 

(machine,setup) position (0,l). H ence a new set, with 14 as the first member, must 

be started at grid location (2,0). When the grid sets are finally ordered, [1,7,11] will 

lie somewhere between [2,4,8,12] and [14,17,21,22]. 

Remembering how the problem data is organised in the optimisation module, and 

especially how the extended constraint lists, Ayt and Brt, are defined, the above 

formal definition of a break-constraint (Equation 4.10) can be rewritten as: 

4Note, + actua 11 refers to the transitive closure of the binary ordering operator shown in y 

Figure 4.1. That is, a --f b means that a lies somewhere before b in the overall ordering graph, 

quite possibly involving chains of the given atomic constraints. 
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Figure 4.7: Example State of Simulation Grid 

3Y((mg, 4 = bz, 4) (4.11) 

A 3.+ E A;” n Brt) (4.12) 

A (mz, sz) # (mz, sz) (4.13) 

Clearly this forms the basis of the actual algorithm used to identify a break-constraint. 

4.4.4 Set-incompatibility 

The set-incompatibility condition is slightly more subtle and is defined as follows: 

feature x causes a set-incompatibility if, when we are trying to add it to some set, 

SO, of features on the grid, 

~Y((Y E S+dSn # SO)A(Y -+ z))Abh((z E Sn)A(to E SO)/'+ -+ z)) (4.14) 
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Where y, ‘w and z are fea,tures and Sn is any set on the grid. The sets SO a,nd 

Sn are incompa,tible a.s it is not possible to order them in rela,tion to ea.ch other. 

A new set must be started at the same position as SO on the grid a.nd with x as 

the first member. Referring to Figure 4.7, if we have the two anteriority constraints 

4 -+ G and 5 -+ 14, adding 14 t’o set [2,4,8,12] would ma.ke it incompatible with set 

[3,5,6,9]. Hence we must start a new set, beginning with 14, at position (2,0) on the 

grid. It is now possible to order these three sets with respect to eac.h other, [3,5,6,9] 

would come somewhere between [2,4,8,12] and [14,17,21,22]. 

Just like the break-constra.int condition, the set-incompatibility condition can be 

rewritten as: 

3YWw 4 # (%, 4) (4.15) 

A !k((mz,s3) = (m,,s,)) (4.16) 

A ~~~~((wu,s,) = (ws,)) (4.17) 

A yeBFt (4.18) 

A w~B,e”~ (4.19) 

Again, this definition forms the basis of the algorithm used to identify a set-incompatibility. 

4.4.5 Set Ordering Algorithm 

Every time a new set is created on the grid an identifying label (first element of 

set, order in which sets are created) and grid position are added to the end of a 

‘sets-so-far’ list. This array is then sorted by a standa,rd sorting algorithm. 

The crucial test in any sorting algorithm is one for deciding whether two a.dja.cent 

members of the array are in the correct order. The action of the setup function 

S(si, i, 71~;), particularly the set-incompatibility condition, ensures that it is possible 

to order any two grid sets. The ordering condition is simple. If any member of set 
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S’i has any member of set S.j in its ext,endecl a,fter-constraints list, then Si is ordered 

before Sj. Formally: 

S; + Sj if 3~3y(z E S; A y E Sj A y E A:‘) (i.e. n: + y) (4.20) 

Where, 5’; , ,Yj a.re grid sets; x and y a,re features; a,nd --+ represents an ordering 

constraint. 

Now that all t&he pa,rts of COST1 have been described in detail, it can be seen that it 

is a sophisticated extension of COSTS where features are re-grouped in such a way 

that the number of new setups is minimised! given the initial feature order. This 

cost function does not actually do any searching but, by using a. subtle (essentially 

heuristic driven) transformation, it makes the most of the plans given to it by 

whatever search technique is being used. In the following chapters it wili be seen 

that this function works very well in tandem in with a number of search techniques, 

most notably genetic algorithms. It enhances their ability to find good solutions 

in a way that, simpler functions could not. Its power lies in the way it transforms 

the feat,ure ordering aspect of the optimisation problem into a less explicit, more 

managea,ble, dimension of the whole problem, thereby reducing the load on the 

search technique employed. 

4.4.6 Assumptions 

Both the objective functions, COST, and COST,, use two table look-up functions, 

n/r(~n;,;) and f(si,mi). As long as these functions have been defined the costing 

process can proceed. One assumption made in this work is that it is possible to 

realistically define both of these functions. Much work (including some described 

here) has gone into developing such functions and so this would seem a reasona,ble 

assumption. Many companies have costing models of this sort that they use on a 

routine basis - of course it is very difficult to model all factors contributing to costs, 

but as long as these neglected aspects do Ilot, alter the result by significant, amounts 
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Figure 4.8: Anteriority Gra.ph. 

such models provide useful information. 

As mentioned earlier, in this work machine to machine transfer cost have been 

ignored. The tool dimension of the problem has been left out as have such factors as 

ma.chine reliability. In all cases this was done to allow useful results to be produced 

within a. feasible timescale. I think it is reasonable to say that it is clear how the 

work can be extended into these areas. These matt,ers are discussed further in later 

chapters. 

4.4.7 Worked Example 

To close this section on the objective functions, a worked example of the operation 

of the more complex version, COSZ’r, is presented. Suppose we have a simple 

component with six features to be machined and with the anteriority graph shown 

in Figure 4.8. Suppose the plan we wish to cost (and transform!) is presented as 

the following ordered set of (feature,machine,setup) triplets: 
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Tl1a.t is, the iniliul feat.ure order is (0:5,1.2,3,4). The machining costs a.ssoc.iated 

with this plan a.re shown in Table 4.2. .Uso, suppose that: 

Vif(s;,m;) = 20 ( i.e. all setup costs same, units a.rbitrary) (4..21) 

The first three feeatures each use different (mwckine/setup) combinat,ions and hence 

the state of the grid a.fter three iterations is as shown in Figure 4.9(a). As three 

sets have been created, three setup costs have been incurred. The cost at this stage 

would be: 

(6+20) + (14+20) + (12+20) = 66 

After another two iterations the grid is as in Figure 4.9(b). It was possible to add 

feature 2 to fea.ture 0, to make the set [0:2], without incurring a setup cost. However, 

an attempt to add feature 3 to feature 5 has resulted in a set-incompatibility with 

set, [l]. This is due to the constraints 1 + 3 and 5 --f 1. Hence a new set, [3], has 

been started at (0,l) on the grid. The cost at this sta,ge would be: 

66 + (17) + (5t20) = 108 

On the final iteration, an attempt to add 4 to set [0,2] has resulted in a break- 

constraint. This is due to constraints 2 + 3 and 3 t 4 and the fact that 3 is a 

member of another grid set. The final grid st,ate is shown in Figure 4.9(c). The total 

plan cost is: 

108 + (10+20) = 138 

The set ordering algorithm, as outlined above, would give the following sequence: 

([5~,~0,2~~~~~,[3~,[4~). So th e ea ures f t a.re to be processed in the following order: 

(5,0,2,1,3,4), quite different from the order in the initial plan representation. 

This chapter has explored the process plan optimisation problem in detail and has 

shown how suitable objective functions can be defined. The following chapters 
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Figure 4.9: Simulation Grid States 
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Table 4.2: Machining Costs 

describe how the objective functions were used with various search t.echniques to try 

and solve the optimisa.tion problem. 
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Chapter 5 

The Application of A* and Branch 

and Bound 

5.1 Introduction 

The earliest attempts a.t discovering a solution to the process plan optimisation 

problem were based on using general heuristic search. Because of the complexity of 

the problem, it was decided that this was the most promising area. of ‘conventional’ 

optimisation techniques. The techniques used were adaptations of the A* algorithm 

and the branch and bound method. 

The basic concepts of search and combinatorial optimisation were introduced in 

Chapter 2. 

5.2 The A” method 

The A* algorithm is a best first search technique which has been widely used in AI 

[45, 891. It s c h aracteristic feature is the node evaluation function, f(n). 

fb) = 9(4 + h(n) (5.1) 
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Tlie eva,luation of a node, 11, is split into two parts: ~~(71.) - the cost of the path from 

a, st,art, node to II, and h(n) - the heuristically estimated cost from 11 to a goal node. 

Expa,nsion proceeds on the node which currently has the lowest value for 1‘. All 

partial paths under consideration must be saved and so this method, like all best, 

first searches, usually becomes very memory intensive. 

In adapting this method to solve the process plan optimisation problem a node was 

taken as a [feature,setup,muchine] triplet. A start node is any such triplet where the 

fea.ture is not c.onstrained to follow any other feature in the anteriority graph for the 

component being pla,nned. A path (or partial plan) is a list of such triplets where 

no feature is represented more than once. A goal node is rea,ched when it completes 

a path emanating from a start node and including a single node for each feature 

to be processed. Obviously as the paths are built up the anteriority constraints 

must be adhered to. In order t,o strike a balance between memory and CPU use the 

current state of the sea.rch was stored using an ordered linked-list of meta-nodes. A 

meta.-node consists of four fields: an array of nodes, explicitly representing a partial 

path under investigat,ion; the value of f(n), w h ere n is the last node on the partial 

pa.th; the length of the partial path and a pointer to the next meta-node in the list. 

Since a great number of partial paths pass through each node, this method does 

not use much more memory than a back pointer technique for representing partial 

pa.ths. It allows g(Tl) to be calculated exactly using the cost function of section 

4.1 But the key consideration is that if f( n is to be at all accurate the partial ) 

paths must be represented explicitly so that the knock-on effects of the setup cost 

function, explained in the last chapter, can be accounted for without having to 

resort to enormous computations. A full node expansion consists of generating all 

possible I’f t / eu we machine/setup] triplets that can come after the triplet in the node 

being expanded taking into account the partial path it lies on (features already 

encountered) and the anteriority constraints. 

The adaptation of the A* algorithm used is outlined in Figure 5.1. 

Since a complete node expansion entails finding all the setup/machine combinations 

for each feature which can legally follow the feature contained in the node being 
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(according to f(n) 
value) in the 
ordered link-list 

Figure 5.1: Adapted A* Algorithm 
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expanded, often a, very large number of new me&nodes a.re generated on ea.& cycle 

of the algorithm. The initial stage is to find all the start nodes. A solution 1la.s been 

found when a path of length equal to the number of features to be processed has 

been generated. 

The power of the A* algorit,hm lies in the domain specific function h(n). A sea.rch 

algorithm is sa.id to be admissible if it is guara.nteed to return a.n optimal solution 

whenever a solution exists. In the case of A*, the admissibility depends on h(n). If 

h*(n) is the cheapest possible cost of a path from n to a goal node? then the heuristic 

function h(n) is said to be admissible if 

h(n) <= h*(n), Vn (5.2) 

That is, if h(n) is an optimistic estimate of h*(n), A* will return an optimal solution, 

given enough time and resources. Forma,1 proofs of this result can be found in the 

literature [89, 841 but the general a,rgument is as follows. If the solutions a,re thought 

of as points in some spa.ce, then the partial paths under consideration are subsets of 

points in that space; sets of potential solutions. Node expansion is equivalent to the 

act of splitting these subsets. As long as the estimates assigned to the subsets by h 

are optimistic and the algorithm terminates when it attempts to split the best subset 

and discovers it is a point, this point, representing a solution, cannot be inferior to 

any other. If it were, the subset containing the better point would have been chosen 

for splitting as it would have had a lower cost estimate due to the optimistic nature 

of h. 

For the process plan optimisation problem the most overly optimistic function is: 

h(n) = 0, Vn (5.3) 

Using this function A* degenerates into simple enumerative best first search (ex- 

pand the currently cheapest partial path). The process planning problem space was 
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Machine used Sun 3/60 4MIPS, 8 Mbyte workstation 

No. partial paths explored 30,000 

% real memory utilised 100 

Time I 20 mins I 

Longest length partial path explored 5 
I 

Table 5.1: A* run with first version of h(n) 

searched using this function and, as expected, the results were very poor. 

The test problem used the component and anteriority graph shown in Figure 5.2. 

This used a small machine shop model and an intermediate version of the p1a.n space 

generator to derive the search space. There were twenty features to be processed. 

Ea.ch feature could be processed on up to 3 machines and for each ma.chine between 

2 and 24 setups could be used. The majority of features could be processed on 3 

different machines with an average of 4-6 possible setups. The problem was further 

simplified by ignoring the dependencies between the finishing and roughing opera- 

tions on a feature (i.e. it wa.s assumed for all features that all roughing and finishing 

operations were compatible). However, even this simplified problem has a very large 

sea,rch space. In all of the runs reported here COSTl, explained in the last chapter, 

was used for g(n). COST,, also explained in the last chapter, gave worse results. 

The results for the h(n) = 0 run are shown in Table 5.1. 

By the end of this run we were in the painfully slow realms of virtual memory 

and the search had progressed very little. Very long runs (many hauls) made no 

further inroads. Clearly, enumera.tive best first search was completely impractical. 

However, this case highlights an important problem which often occurs even when 

more sensible functions are used for h(n). The fact that h(n) is admissible and 

the graph being searched is finite, ensuring termination with an optimal result. in 

finite time, does not mean that the search will terminate in anything like a feasible 

time. With best first search there is the additional problem of memory consI:mption. 
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Figure 5.2: Test componet and anteriority graph used in experiments. 
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Machine used Sun 3/60 4MIPS, 8 Mbyte worksta.tion 

I No. partial paths explored I 27,000 I 

I % rea.1 memory utilised I 100 I 

Time I 17 mins I 

Longest length partial path explored 5 I 

Table 5.2: A* run with second version of h(n) 

Because all candidate paths must be saved, as they n1a.y become the best at a. later 

stage, great demands are put on a,vailable memory. The estimation function, A.(R): 

should be able to produce a solution within these confines. 

Another a.dmissible function tried was: 

(5.4) 

Where, 

S = set of all features on partial path from a, start node to n; 

F = set of all features to be processed; 

~Gheapest (q = machining cost for ith feature with cheapest possible machine. 

That is, sum the cheapest possible machining costs for all the features remaining to 

be processed ignoring setup costs. This is certainly optimistic, because setup co&s 

are ignored, and hence admissable. The results for this search were similar to the 

complete enumeration trial and are shown in Table 5.2. 

There was a very slight improvement in that this search penetrated, in a more 

concentrated way, slightly further into the graph. However, penetration WG only to 

a very shallow level and the heuristic was nowhere near strong enough to prevent 

a collapse into exhaustive, and hence infeasible, search. Again much longer runs 

brought no further improvement. Attempts were made to develop more sophistica.ted 

admissible heuristics but none were any more successful. 
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h/lachine used Sun 3/60 4hUPS, 8 Mbyt,e workstation 

No. partial paths explored 28,000 

70 real memory ut’ilised 100 

Time 18 mins 

Longest length partia,l path explored 13 

Table 5.3: A* run with third version of h(n) 

The third heuristic worth mentioning was developed to try and force the search 

deeper into the gra.ph: 

h(n) = 
FNUM - IL, 

x NunZsetup x AK, + c MCcheapest(i) (5.5) 
11s i,i@S,ieF 

Where, FNUM = number of features to be processed; 

17, = number of features on pa.rtial path lea.ding to n; 

Nuwetup = number of setups used so far; 

AV,, = average setup cost. 

This heuristic adds to the previous one a. function which takes into account setup 

costs. It can be seen that this part of the estimate penalises short pa,rtial paths 

and discourages setup changes. However, this heuristic is no longer admissible as 

there is no guarantee that it gives an optimistic estimate. The results for this search 

were more encouraging than the previous two but ultimately unsuccessful. They are 

shown in Table 5.3. 

Although the search penetrated much deeper into the graph, it was still very far 

from a solution and seemed to have exploded into exhaustive search. Very long runs 

did not achieve any better results and again there was the severe problem of having 

to store parts of the linked list in virtual memory. 

Further attempts to develop better heuristics, along the lines of the above, were un- 

fruitful. None were powerful enough to prevent the search from falling over the edge 
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Ma.che used Sun 3/60 4MIPS, S Mbyte workstation 

No. solutions generated 

Time 

10,000 

30 mins 

I Lowest cost found I 356 I 

Table 5.4: Baseline random search results. 

int.0 complete enumera.tion. Consequently, this method of atta.cking the problem 

was abandoned, at least for the time being. 

5.3 Baseline Random Search 

Results for all runs were compared with a. baseline random search. For each random 

search a start. node was chosen at random, possible following nodes were then chosen 

at random making sure no ordering const,ra,ints were broken. Complete solution were 

rapidly built up using this method, but they were, unsurprisingly, very poor, as we 

will see when comparing them with results given later. For the test problem used 

in this chapter, results are shown in Ta.ble 5.4. 

5.4 The Branch and Bound Method 

The branch and bound technique for discrete optimisation problems is very widely 

used in OR work [S, 141. In this method, the total set of solutions under consideration 

is systematically subdivided into smaller sets, in such a way that large subsets of 

solutions may be discarded from consideration. When a node evaluation yields a 

result greater or less than some bound (depending on whether the aim is to maximise 

or to minimise), the entire subtree with this node as its root is barred from further 

consideration. 

There are two commonly used expansion strategies for branch and bound search; 

88 



best, first a.nd depth first. Using best first, expansion, that is alwa.ys expaading the 

node with the most fa.voura.ble evaluation: the technique is very closely related t.o 

the A* algorithm. When this form of search was employed on the test problem 

the results were? not surprisingly, a.lmost ident.ical to those for t.he ,4” algorithm. 

Similarly unsuccessful. However, when the depth first strategy was used the search 

result.ed in a. solution, albeit a poor one, being found. Depth first expa,nsion proceeds 

by always expanding the first available node. This simple strategy does not require 

all potential solutions being investigated to be saved, hence it does not suffer from 

t,he memory utilisation problems of best first search. 

The evaluation function used with bra.nch and bound search should be optimistic. If 

an optimistic estimate of the worth of some node is worse than the current bound, 

then clearly it is safe to disregard the subtree emanating from the node, a,ssuming 

the bound is sensible. The function used in t,he trials wa.s the second .f(lz) funct,ion 

mentioned in the A* section, namely: 

.f(4 = s(n) + c MGheapest(q 
i,i@,iEF 

(5.6) 

Where, 

g(lz) is the cost of path from a start node to n using the cost function COSTS 

detailed in the last chapter. 

In order to enable the search process to begin, an initial bound on the cost of a 

plan had to be c&.&ted. Since the aim was to minimise the cost an upper bound 

was needed. This bound was calculated by establishing a single legal ordering of 

all the features to be processed (using a simple depth first search of the anteriority 

graph), assigning to each feature the cheapest [machine/setup] combination local 

to that feature and then, using the chosen ordering, calculating the cost using the 

process plan cost function. This amounts to building a possible plan using a simple 

constructive heuristic and using its cost as a bound not to be exceeded. As this 

was constructed in such a way that global considerations, such as minimising the 

number of setups, were completely ignored, there will certainly be lower cost plans 

and it should be a reasonable upper bound. The upper bound found by this method 
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Machine used Sun 3/50 lMIPS, 4 Mbyte workstation 

No. pa.rtial paths explored 6,300 

Time 1.1 mins 

Initial upper bound 340 

No. solns found 4 

Cheapest soln 326 

Table 5.5: Bran& and Bound run with loose initial bound, depth first expansion 

had a cost of 340 units. ,411 outline of the branch and bound algorithm, with dept’h 

first node expansion, is shown in Figure 5.3. The details of the node expansion are 

similar to those shown for A* in Figure 5.1. 

Using this initial upper bou11c1 a better solution wa.s found very quickly - in about 

a minute a,fter expanding only a few thousand nodes - with a cost of 326 units. 

However, bettering this solut,ion proved t,oo grea,t a task. Because the depth first 

strategy means tl1a.t only t,hat part of the search tree being currently expanded 

needs explicit representation, there were no memory utilisation problems a.nd it 

was possible to do some very long runs to put the question of feasibility beyond 

reasonable doubt. Results for this search are shown in Tables 5.5 and 5.6. 

The 4 solutions found are slight variations on the same plan and were all achieved 

on the same node expansion. 

Clearly letting the search continue for a very long time did not result in any solutions 

bettering those found early on being discovered. 

Not suprisingly, when the search was started with a tighter initial bound it was 

not able to find any solutions at all. This tighter initial bound used was just the 

cheapest cost found above. Result,s are shown in Table 5.7 

Once the upper bound was reduced from a, very loose level to something a little 

tighter, the search was not able to make any headway. The bounds were not elimi- 
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Figure 5.3: Branch and Bound Algorithm 
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Ma.chine used Sun 3/50 lMIPS, 4 Mbyte workstation 

No. partial paths explored 696,396 

Time 120 mins 

Initial upper bound 340 

No. solns found 4 

Cheapest soln 326 

Table 5.6: Branch and Bound run with loose initial bound, depth first expansion, 

long run 

Machine used Sun 3/50 lMIPS, 4 Mbyte workstation 

No. partial paths explored 1,620,OOO 

Time 270 mins 

Initial upper bound 326 
- 

No. solns found 0 

Cheapest soln I none found 

Table 5.7: Branch and Bound run with tighter initial bound, depth first expansion, 

long run 
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nat,ing enough of t,he tree a,nd again the search collapsed into an exhaustive one. 

The sta.te of the seaxh was stored in the same way as with the previous A* method: 

using a linked list of meta-nodes. But a.s the expansion strategy was a. depth first 

one? there was no need to keep the list ordered and, of course, it never grew to the 

enormous length experienced with the A* sea.&. 

5.5 Failure of A* and Branch and Bound 

Both of these heuristic search techniques work by gradually building up r? solution 

as successive node expansions force paths through the search tree. The reason that 

1~ot.h failed, or at lea.st had very limited success in the case of bra.nch and bound, 

is related to the search tree structure. All the goal nodes, completing pa.ths from 

some start node which ta.ke in every feature to be processed, are effectively at t,he 

opposite side of a very dense sea.rch tree from the start nodes. In order to find a 

solution the search must penetrate very deeply into this tree. In the case of A*, the 

heuristics were not strong enough to prevent an exhaustive sweeping search. For 

branch and bound, unless very loose bounds were used, the search became similarly 

futile. The fact that, for the test case used, there were 108 possible start nodes did 

not help matters - this ensured that the search tree was impossibly huge. 

The branch and bound search with depth first node expansion was only able to 

find a solution by effectively ignoring the feature (operation) ordering aspl ct of the 

problem. On the longer run, which gave the results shown in Table 5.6, very little of 

the search effort went into reordering the features; nearly all of it went into trying 

new combinations of alternatives over part of the plan. It can be concluded that 

the process plan optimisation problem with a fixed operation order is still a very 

formidable search task. 

As stated earlier, there was a strong drive in this work to try and develop techniques 

which did not rely heavily on specific manufacturing heuristics, or at least were able 

to use a.dmissable heuristics. This early work demonstrates that this is not at a.11 
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st,ra.ightforwa,rd. The problem to be solved is a,t lea.st NP-ha.rd a.nd, in common with 

most, complex domains, admissable, or near admissable, heuristics are very difficult, 

t.o develop. 

These c.onsideratjions led to thoughts of trying to develop search techniques which 

operated in a space of completely formed solutions. .4 method which somehow 

searched through ca.ndidate plans rather than potential plans. It was decided to in- 

vestigate the use of genetic algorithms. This proved to be a very fruitful area,. The 

next chapter expla.ins the technique and shows how it wa.s successfully applied to the 

process plan optimisation problem. As well as this a number of very computation- 

ally cheap specialised heuristic-based search algorithms were developed. These too 

performed successfully and better than the branch and bound technique, they are 

a.lso presented in the next chapter. However, as will be seen, the genetic algorithm 

was t,he most general a,nd robust method. 
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