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Abstract

When building controllers for autonomous agents, such as real or simulated robots, there is

very little theoretical guidance on how complex the controller must be in terms of internal state
to be able to achieve good performance in a particular task. The underlying problem is that
it is hard to quantify the amount of internal state — memory — the controller should have
based on knowledge of the task to be tackled. This problem manifests itself in two related
questions: how complex is a given task in terms of the amount of memory a controller needs to
enable a particular agent to complete it? and how does this complexity vary depending on the
sensorimotor abilities of the agent?

In this thesis I address these questions empirically using evolutionary computation techniques,
by attempting to evolve controllers with good performance for a task while simultaneously min¬

imizing the amount of internal memory used. Boolean logic networks with memory elements
(registers) allow a natural progression from purely reactive (memoryless) controllers while be¬

ing straightforward to use with evolutionary computations. Controllers are evolved using three
kinds of representational structure — finite state machines, rule-based state machines and tree

state machines — equivalent to Boolean logic networks with memory, for which the internal
state can easily be quantified. Various evolutionary computational techniques are adapted to

support analysis of memory, including evolutionary multiobjective optimisation, a sample se¬

lection method, the design of suitable genetic operators and an elitism strategy. Performance
evaluation and evolutionary algorithm issues for noisy environments are also considered.

The evolutionary computational approaches are applied to a variety of standard grid world and

simple robotic tasks to quantify the memory needed for adequate performance. The results
demonstrate, as expected, that internal state plays a significant role in improving performance
of agent behaviours when sensors or motor actions are restricted, and is related to the amount
of perceptual aliasing present in the interaction between agent and environment. New results
concerning the "difficulty" of the standard problems are obtained. The investigation of these

problems also demonstrates the utility of the tools developed for quantifying and analysing
memory use.
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Chapter 1

Introduction

This thesis examines effects of memory on behaviors for autonomous mobile agents. The

approach is mainly divided into two topics. One is to define the complexity of tasks or behav¬
iors in terms of memory elements. The other is to investigate the relationship between sensor

processing and memory. The approach involves searching for the minimalisation of control
structures for various tasks.

Behavior-based robotics has been an feasible and attractive approach in mobile robot control

systems. It has proved that a reactive coupling between sensor readings and motor actions can

be successful in physical world environments. Brooks, who proposed the concept of behavior-
based approach, built multiple primitive behaviors to handle many difficult situations and put
the mechanism of action selection over those primitives [Brooks, 1986], Nowadays the design
of intelligent systems, especially in robotics, emphasizes the physical interaction with the en¬

vironment, that is, more direct coupling of perception to action and dynamic interaction with
the environment.

However, a general question can be raised, "Will memoryless reactive control systems be supe¬

rior to memory-based control systems or inferior in mobile robots?" Behavior-based robotics
skips planning process often seen in classical AI (Artificial Intelligence) and instead it empha¬
sizes low-level reactive modules for complex tasks. Various complex tasks can be decomposed
into subtasks or sequentialized with several subtasks. Sequential states in particular may re¬

quire memory for control systems and memory elements can serve as connectives of subtasks.

It will be an interesting and novel approach to discriminate robot behaviors from the viewpoint
of memory. It has not been studied so far to explain how complex robotic tasks are or how many

1



2 Chapter 1. Introduction

subcomponents exist. For example, one binary memory element can be used as a connective
of two subtasks. Some researchers have tackled complex tasks with recurrent neural networks
or Turing-computable machines [Floreano and Mondada, 1996; Yamauchi and Beer, 1994b;
Nordin and Banzhaf, 1997]. It indicates indirectly that memory-based controllers should be
applied to complex tasks rather than purely reactive controllers.

One of the objectives of this thesis is to provide quantitative comparisons among memory-

based controllers and purely reactive controllers for a variety of tasks. Thus, it will investigate
limitations of purely reactive systems or restricted memory systems for some tasks. It will
enable us to establish a hierarchy of complex tasks in terms of memory elements.

It seems that memory plays a role in escaping difficult situations where the information of
sensor readings is not sufficient to direct motor actions. Memory can logically expand the
information of its sensor space by accumulating a history of perceptions. Situations with the
same sensory pattern but requiring different motor actions often occur when sensor readings
are restricted. It will be a challenging topic to investigate the relationship between sensor space

and memory.

1.1 Content and Motivations

The design of control systems is not a trivial problem. Evolutionary algorithms have been a

popular approach to build controllers in mobile robots. Inspired by the process of biological
evolution, they automatically develops desirable control systems which can be adapted to com¬

plex environments [Nolfi and Floreano, 2000; Meyer et al., 1998; Gomi and Griffith, 1996;

Harvey et al., 1992], This kind of evolutionary method in mobile robots normally belongs to
the field of evolutionary robotics.

An initial population of random configurations on robot control systems, described in data
structures called chromosomes, is tested in the environment. Encoded information on each

chromosome says how to process sensor readings and how to move or manipulate motor ac¬

tions. The performance is measured for each chromosome representation. It corresponds to
how well the robot can survive the environment (i.e. its fitness). The fitter robots are given
more probability to reproduce themselves and genetic operators such as crossover and muta¬
tion are applied to chromosomes selected for breeding. As the evolutionary process continues,
the fitness of the robots in the population generally improves. The process continues for a

specified number of generations, or alternatively until a robot is obtained with fitness greater
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than a predefined threshold level.

In many agent problems, behavior complexity is an important issue and it should be carefully
investigated. In some aspects, behavior or task complexity may be represented by the com¬

plexity of its control system for the task. However, Simon [1981] suggested the following
hypothesis about behavior complexity.

"An ant, viewed as a behaving system, is quite simple. The apparent complexity of its behavior
over time is largely a reflection of the complexity of the environment in which it finds itself."
[Simon, 1981]

From this viewpoint, the complexity is the result of interaction between agent and environment.
The behavior complexity is not a simple measure, but it should be studied with many aspects
and criteria together. Memory may be one such complexity criterion. It can play a role to

decompose complex behaviors into small primitive behaviors. It is assumed that the number
of memory elements required for a given behavior or task will determine the complexity level.
Thus, a quantitative approach to memory components will be introduced to describe complexity
in the thesis.

In the thesis, Boolean memory elements will be used to discriminate the complexity of agent

behaviors, since they are of simple forms for quantification. A different number of register
bits', flip-flops, will be embedded in memory control structures. Evolutionary computation is

applied to search for the best performance with a limited number of memory elements. In the

experiments of evolutionary algorithms, the results depend on random components of chro¬
mosome selection, crossover and mutation. A single experimental result cannot guarantee the
solution and thus many runs of independent experiments are required to have a fitness distri¬
bution for a given memory structure. Such probabilistic distributions depending on memory

structure will determine what is the best control structure.

In many agent behaviors, experiments have shown that more than the necessary memory ele¬
ments are spurious. Agent behaviors are not progressed in terms of evolutionary fitness val¬
ues if the amount of memory is over the essential limit. It is meaningful to find what is the
basic memory limit to produce agent behaviors. An efficient evolutionary process with multi-
objectives is applied to obtain the minimal memory expressions of control structures. The
multi-objectives consist of behavior fitness and the number of memory states. It will easily

display what is the optimal number of memory elements required for a given task. The method

' More exactly speaking, the number of memory elements is counted.
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can relatively decrease the computation time required to take multi-experiments of independent
runs for each size of memory elements.

Evolving robot controllers in simulation and then transferring them to real robots are one of
the most efficient methods in evolutionary robotics. Simulation program for a small-sized
Khepera robot is developed. The simulation is to imitate real sensor readings and motor actions
on a Khepera robot by sampling the values. It is an efficient way to map the real situation

by sampling senor readings at each different location and angle, and forming a function to

interpolate the values. Also noise will lead to different trace of movement. The sensor and
motor mapping table will be different even for the same style of Khepera robots.

The relationship between sensor space and memory is explored in the experiments by creating
a various number of sensor states. A sensor state is defined as a state of sensory pattern that
is mapped to the same motor actions, when a robot recognizes its environment through sensor

readings at an instantaneous moment. A set of sensor states can be varied by dropping some

of the sensors or allowing multi-thresholds for one sensor. In some cases each sensor value
is transformed into a binary value by comparing with one middle point of sensor value. The

process turns sensori-motor mapping into Boolean logic circuits. As a result, the entire control

system can be represented as Boolean logic circuits with flip-flops.

1.2 Questions and Goals

This thesis presents an experimental study for the complexity issues of autonomous agent be¬
haviors in terms of memory elements. The goal of this research is to explore the possibility
and limitation of controllers in purely reactive systems, and study the importance of dynamic
elements in reactive controllers. The dynamic component will be represented as a memory

element in Boolean logic networks in mobile robots. Thus, the work will start with showing
the difference between a memoryless pure reactive controller and a memory-based reactive
controller, and explaining the memory effect in robot behaviors.

The following research questions will be answered in the thesis :

1. Is it possible to achieve many mobile robot behaviors by using Boolean logic networks
with/without dynamic elements? What are the limitations of Boolean logic networks as

robot controllers?

2. What kind of behaviors will it be hard to achieve without memory elements? If memory
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is required, how many memory elements should be added to the controller?

3. What is the relationship between complex sensor readings and memory? Will robots
need more memories if they have simple sensors of binary values or a reduced number
of sensors?

4. What is the efficient method to develop robust controllers in the noisy world? How do
we compare the performance of controllers?

The above questions are ultimately related to how to design minimal desirable controllers for
mobile robots or agent tasks, more precisely, to handling and analyzing each behavior based on

memory elements, which will determine what sort of behaviors need memory as well as how
much amount of memory is required.

In the thesis, Boolean logic networks with dynamic elements are represented as state machines.
Boolean logic networks as purely reactive controllers are applied to agent tasks and then com¬

pared with state machines. In some robotic tasks such as obstacle avoidance, exploration and
box pushing behavior, Boolean logic networks with discretized sensors are sufficient to evolve
desirable behaviors. For more complex agent behaviors, a small amount of memory signif¬

icantly improves the performance of behaviors. Especially the perceptual aliasing problem
[Whitehead and Ballad, 1991] requires internal memory for agents.

The second issue is related to the quantification of memory amount required to achieve a de¬
sired behavior. Three kinds of state machines to quantify internal states are suggested: finite
state machines, rule-based state machines and tree state machines. Behavior complexity is
estimated with the method of evolutionary multi-objective optimization where the best behav¬
ior performance is obtained for each level of memory amount. Thus, it can quantify memory

amount for the expected behavior, based on state machines. It will be demonstrated in the
grid world problems and robotic tasks. Yet there still exist complex behaviors, e.g. homing

navigation, which are difficult to achieve with state machines. It indirectly indicates there is a

hierarchy of behavior complexity beyond state machines.

The third issue handles the relationship between memory and sensors. More sensor space,

more action space and more memory have a potential of better performance and the three
criteria build a lattice structure for performance. When sensors or motor actions are restricted,
agents may require more memory to achieve desirable behaviors, since the necessary memory

amount is influenced by perceptual aliasing situations. It will be demonstrated with the woods

problems and robotic tasks.
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The last issue involves an evolutionary technique and performance evaluation. A variation
of subset selection method [Gathercole, 1998; Lee, 1998] is used to design robust controllers

efficiently in noisy environments, especially emphasizing elitism. This method is useful to
the problems requiring many starting positions or configurations in robotic tasks. The effort
test [Lee, 1998] is extended to compare the performance of evolved controllers in terms of
probabilistic distribution.

The experiments in the thesis consist of two kinds of problem sets, grid world problems and
robotic tasks. Grid world problems are provided with simplified sensors and motor actions in a

restricted environment, but imitate real-world agent tasks. Robotic tasks are simulating robotic
behaviors in the real world and we will assume a Khepera-style robot [Mondada et al., 1993].

1.2.1 Grid Problems

Grid problems have been studied for agent behaviors in the field of artificial life [Koza, 1992;
Jefferson and Collins, 1991; Teller, 1994; Ashlock, 1998; Wilson, 1994], They have one or

more agents located on a grid environment and the range of sensors is discretized. The en¬

vironment is different from the real world, but it is often used as a simple model of reality.
The restricted model of a robot agent imitates robotic tasks and also we can see how an agent

develops various agent behaviors in many situations.

Three grid world problems are studied in the thesis; the "artificial ant" problem [Koza, 1992;
Jefferson and Collins, 1991], the "Tartarus" problem [Teller, 1994; Ashlock, 1998] and the
"woods" problem [Wilson, 1994; Lanzi, 2000]. Those problems are tested to see the effect of
memory (Boolean memory) on agent behaviors.

The artificial ant problem is a problem imitating an ant's exploration and foraging behavior.
In the problem, the task of an agent is to explore its environment and collect as much food as

possible in the shortest time. The food is irregularly spread over the grid environment and a

time limit is given. The agent has one sensor in front and four possible actions; move forward,
turn left, turn right and think. Thus, how to design controllers of the ant agent is not an easy

problem.

The Tartarus problem is a simple version of a box pushing task. An agent is supposed to push
several boxes to the walls and, if possible, to the comers. The agent can detect boxes and walls
with eight sensors around it. The agent is scored according to how many boxes are pushed
to the walls. There are many possible board configurations in this problem. It is a difficult
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problem to construct successful control systems to satisfy all board configurations.

The woods problem is an exploration problem where an agent searches for the food in the
environment with woods. The task is to find the best path to the food position, starting at any

random position.

The above three problems are requiring memory elements in order to obtain near-optimal per¬

formance. A memoryless approach in control design definitely has its limitation on these
problems. Thus, they will be good examples to see what is the role of memory elements in
controllers. The study of memory effects for these problems will be discussed in detail in the
thesis.

1.2.2 Robotic Tasks

In this thesis, robotic experiments will handle various robotic tasks from primitive behaviors
to moderately complex behaviors; obstacle avoidance, wall following, exploration, corridor

following, box pushing, T-maze decision and so on.

In evolutionary robotics, simulation is an important tool for evolving robot controllers. It can

save much time and efforts required to test the real world experiments. Instead of directly
evolving controllers in the physical environment, experiments in the thesis will use simulation
programs of a Khepera robot. For some tasks, the evolved controllers will be transferred to

the real robot to test the real world environment. Robots experience much noise in sensor

readings in the real world. A Khepera robot simulation program assumes random noise in
sensor readings.

It is assumed that sensor states and memory are correlated. Simpler sensor space seems to lead
to more memory states. Thus, a robotic task will be repeated with different sensor configura¬
tions and different environments. The simplest sensor states can be constructed by binarizing
each sensor with a threshold.

Obstacle avoidance behavior is a primitive behavior for a robot to escape any obstacle or object
without any collision, but not to stagger around a position. Exploration behavior is checking the
ability of a robot to explore the whole environment. Wall following behavior is a behavior that
a robot follows walls in the environments. Corridor following is similar to wall following, but
a robot is placed in the environment with slightly more difficult situations of narrow corridors.
Box pushing behavior is a behavior for a robot to push a box to a target position. The target

can be marked with a light or walls. T-maze learning behavior is a behavior for a robot to
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remember the state of lights while following a corridor and finally take an action of moving
left or moving right at the end of corridor.

1.3 Summary of Methods

1.3.1 Boolean logic circuits with memory

In evolutionary robotics, feature extraction from sensory patterns has been emphasized as an

important tool in reactive architectures to map input patterns to appropriate control outputs

[Nolfi and Floreano, 2000]. Neural networks are one of the popular approaches to extract

features from sensory patterns. Recurrent neural networks have advantages to keep internal
memory as well as extract features. Recurrent neural networks have feedback loops among

nodes and they are recording and accumulating previous node activations. When converting
recurrent neural networks into finite state machines, recurrent neural networks include many

memory states [Omlin and Giles, 1996]. The continuous activation values of nodes with feed¬
back loops are clustered into memory states. However, it is hard to see evolving the structure

with a small number of memory states or imposing restrictions to reduce the amount of memory

on the recurrent neural networks.

An alternative control structure which can quantify memory is a combinational logic circuit,

acting on sensor values converted to binary by thresholding or comparison. Lee [1998] evolved
fairly complex reactive behaviors for a real robot using such a combinatorial logic. Such an

approach offers the possibility of adding memory in an easily quantified way. In the thesis,
three methods to construct Boolean logic memory are suggested.

One method to use a finite state machine is that the threshold of each sensor is pre-determined
and so each sensor has a binary value. It starts with the logical result from threshold setting
over each sensor so the characteristics of sensor readings are preserved in the threshold for

perception or pattern recognition. After pre-processing sensor readings, Boolean logic circuits
are evolved with a genetic algorithm. In the evolutionary approach, a model of finite state

machine, which is equivalent to sequential logic circuits [Kohavi, 1970], is applied to count the
number of memory states, instead of using the explicit form of logic circuits.

Another method to encode finite states is a rule-based state machine. Each chromosome has a

fixed number of rules with preconditions, actions and the next state to be triggered. It assumes

that sensor thresholds are pre-defined and sensor values are Boolean logic values. Precondi-
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tions of each rule are of binary format, and the best matching rule to satisfy the preconditions
will be fired to generate motor actions. Such rule-based state machines will be useful to handle
robots with many sensors.

The third method is a tree state machine with decision trees. The decision trees have a sensor

number and its threshold in the internal tree node and defines motor actions and the next mem¬

ory state in the leaf node. Evolving together motor actions and thresholds for perception will
help reflect significant thresholds of the real sensor readings. Each memory state has its own

decision tree. The decision tree is evolved with thresholds of sensor readings, motor actions
and the next memory state to be triggered.

1.3.2 Evolutionary algorithms with memory-based controllers

Many kinds of memory-based systems including recurrent neural networks have been devel¬
oped in evolutionary robotics. To order to quantify memory, the method encoding finite states

is introduced. After pre-processing sensor readings, motor actions are assigned to a memory

state and a sensor state. In case that sensor readings are binarized, the control system becomes
a finite state machine.

When a complex task requires several memory bits or memory states, it is meaningful to see

what is the minimal number of memory states to achieve the complex task. Normally many

states over the essential memory states are redundant in control systems, since they do not help

improve the performance but increase the size of the control system. The minimal number of
memory states required to achieve a complex task can determine the complexity of complex
tasks. Independent evolutionary experiments are tested with various number of states and com¬

pared with the use of performance evaluation. Also an efficient evolutionary algorithm with
multi-objectives is suggested to test concurrently controllers with various number of states.

1.3.3 Performance measure

In evolutionary computation, there exist a variety of evolutionary par ameters such as crossover

and mutate rate, selection mechanism, population size and so on. In most evolutionary exper¬

iments, the choice of parameters tends to depend on tasks. They are determined case by case.

It is suggested that fitness distribution and effort test [Lee, 1998] should be used to determine
desirable evolutionary parameters with minimal computational cost. The fitness distribution
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test is looking at the distribution of fitness curves with the same number of generations [Gold¬

berg, 1989]. It will check what conditions will be helpful in leading to an efficient performance
within the same computation time. The effort test is analyzing how early an evolution mecha¬
nism can reach a given performance and how much effort is needed to reach a pre-defined per¬

formance [Lee, 1998]. These two tests will help decide desirable control structures or strategies
as well as evolutionary parameters. In the thesis, both fitness distribution test and an extended
version of effort test will also be applied to memory-based systems and purely reactive control
systems.

1.4 Summary of thesis

The approach applied in this thesis follows the scheme of evolutionary robotics.

Chapter 2 provides an overview of evolutionary robotics. It first introduces evolutionary al¬
gorithms including genetic algorithm and genetic programming. It shows how researchers in
the evolutionary robotics have developed various control mechanisms and as well what kind of
complex robot behaviors have been handled.

Chapter 3 describes the methodology of the main approach in this thesis. It covers various

memory control structures and the corresponding evolutionary algorithms. An efficient Pareto-

optimization method is suggested to find minimal memory expressions of control structures

with desirable fitness. Performance evaluations over fitness distributions are also explained to

determine parameters and strategies.

Chapter 4 handles artificial ant problems that require memory-based systems. Experiments
first search for desirable evolutionary parameters that need the least computation time. They
are determined by two performance evaluation methods, fitness distribution test and effort test.

Experiments also demonstrate how to determine the minimal number of memory elements to

solve each grid world problem. The experiments use two schemes for statistical evaluation of
fitness distribution. One is to apply a fixed number of memory states for a single experimental
run and repeat independent runs of experiments. The other is to apply the multi-objective

concept to evolutionary computation and test various memory states in a single run.

Chapter 5 discusses grid world problems including the Tartarus problem and woods problem.
In the Tartarus problem, experiments involve how to handle random environmental configura¬
tions and again how to choose desirable evolutionary parameters. Finite state machines and
tree state machines are applied to the problem. Experiments use an evolutionary multiobjec-
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tive optimization scheme for memory analysis. Using the method, several woods problems are

investigated to see the required memory amount with a given agent configuration. It shows the

relationship between memory and the number of sensors.

Chapter 6 shows behaviors of mobile robots with simple robot models. It uses whisker-like bi¬

nary sensors and robot kinematics equations. Experiments compare purely reactive controllers
and memory-based controllers. Several robotic tasks are tested with fitness distribution, in¬

cluding obstacle avoidance, wall following, exploration, corridor following and box pushing.
The control structures for encoding memory are rule-based state machines. The complexity of
robot behaviors will be analyzed with memory concept.

Chapter 7 handles the experimental issues with realistic robot simulation. It first describes
realistic sensor models for a Khepera robot and then discusses how to select sample positions
and evaluate them in noisy environments. Several schemes are introduced to support robust¬
ness and elitism in evolutionary computation. Wall following behavior is tested with those

evolutionary methods in noisy worlds.

Chapter 8 shows the simulation results of Khepera robots. They investigate several robotic
tasks, wall following, corridor following, box pushing and T-maze decision. The complexity of
robot behaviors is evaluated in terms of memory amount. The control structures for encoding

memory are state machines including finite state machines and rule-based machines. Purely
reactive control systems with Boolean circuits, feedforward neural networks and the suggested
state machines will be compared and discussed. The relationship between sensor space, action
space and memory amount will be discussed together.

Chapter 9 has a conclusion and discussion.



 



Chapter 2

Literature Review

Evolutionary robotics is the application field of artificial life to robotics. It handles various
topics from robot control design to robot morphology. The field has a view of designing life¬
like robots and autonomous agents instead of passive robots requiring human hand-coding.
As a result, it supports the idea of automatic design of robot controllers. In this chapter, an

overview of evolutionary robotics is presented. It will generally cover what issues have been
handled by researchers and what kind of control structures have been used.

The behavior-based approach is closely related to the progress of evolutionary robotics. The

development and concept of behavior-based robotics is presented as an introduction (section
2.1). Then evolutionary algorithms, one of the main tools in evolutionary robotics, are ex¬

plained (section 2.2). Various evolutionary approaches in robotics have been studied and many

research groups have investigated the design problems and control structures. The research and
their methodologies are explained (section 2.3). Evolutionary robotics often confronts prob¬
lems with figuring out how to design controllers in simulation and reality. The next section
presents the investigation of how to evolve control systems in simulation and reality (section
2.4). The main topic that is addressed in this thesis is related to memory-based control struc¬
tures. The applications of memory-based control systems are described in the last section
(section 2.5).

Section 2.5 will be the key section related to the work in the thesis, but the earlier sections are

provided to give a solid background in the underlying technique.

13
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2.1 Behavior-based Robotics

The classical AI approach [Haugeland, 1985; Pfeifer and Scheier, 1999] has several important
characteristics, such as the use of knowledge to involve explicit symbolic representation about
the world environment and the ability to represent a hierarchical structure by abstraction and

symbolic processing. The idea means that knowledge representation and knowledge processing
are central to intelligence. Behavior-based robotics systems started against these traditions.
Classical robotics focused on representation and planning issues while assuming that the low-
level details of reliable interaction with a realistic environment would be straightforwardly
resolvable in due course. This assumption proved to be difficult, and the realisation of that
fact led to the widespread switch to behavior-based robotics. The notion of sensing and acting
within the environment began to be a main topic in Al-related robotics research rather than the
previous focus on knowledge representation and planning. Since then, robotics has been more

concerned with perception and action than with classical artificial intelligence methods [Pfeifer
and Scheier, 1999],

Nowadays the design of intelligent systems, especially in robotics, emphasizes the physical
interaction with the environment, that is, more direct coupling of perception to action and dy¬
namic interaction with the environment. A behavior is often viewed as a reaction to a stimulus

in behavior-based robotics. Similarly, reactive control in robotics is a technique for tightly cou¬

pling perception and action, typically in terms of sensori-motor behaviors, to produce timely
robotic responses in dynamic and unstructured environments. This concept avoids the use of

explicit abstract representational knowledge in the generation of response. Brooks' subsump-
tion architecture [Brooks, 1986] is the origin of behavior-based robotics, where a robot control

system is built layer by layer. Each layer is responsible for a robot behavior with the method

linking senors to motors while interactions between layers are restricted to inhibition, suppres¬

sion or message passing.

Brooks argued that the sense-plan-act paradigm used in some of the first autonomous robots
such as Shakey [Nilsson, 1969] was detrimental to the construction of real working robots. He
also asserted that building world models and reasoning using explicit symbolic representational

knowledge prevented timely robotic response and actually led robotics researchers in the wrong

direction.

Mobile robots need to be able to generate efficient behavior under complex environments. A
main idea is to draw an emergent behavior over the interaction of the robot with its dynamic
environment rather than to design robot controllers depending on human knowledge and skills.
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The design of even reactive primitive modules or sensori-motor mapping may not be simply

planned or constructed in many cases.

Evolutionary robotics is an artificial life application of behavior-based robots. The develop¬
ment of a control structure using evolutionary computation can provide emergent behavioral
control strategies in dynamically changing environments [Cliff et al., 1992; Mataric and Cliff,
1995; Gomi and Griffith, 1996; Meyer et al., 1998; Nolfi and Floreano, 2000]. In evolutionary
robotics, evolutionary algorithms modeled after biological evolution are used to develop robot
control systems. They start by encoding a robot control system as genotypes and generating a

random population of controllers. Then some evaluation task or behavior is tested over con¬

trollers in their environment, and only controllers adaptable to a given environment will survive

during the evolutionary process.

2.2 Evolutionary Computation

There are several different styles of evolutionary computation approaches such as genetic al¬

gorithms [Holland, 1975], genetic programming [Koza, 1992], evolutionary strategies [Back
and Schwefel, 1993], and evolutionary programming [Fogel et al., 1966]. All of them gain
inspiration from biological evolution.

Popular methods among evolutionary computations recently applied in mobile robots are ge¬

netic algorithms and genetic programming. Evolutionary programming is known as the first
method to follow an evolution model; evolutionary strategies are a variation of genetic algo¬
rithm. We will first see what is the difference in their operators and their computation styles.

2.2.1 Evolutionary Programming

Fogel developed evolutionary programming in his studies [Fogel et al., 1966; Fogel, 1995].
Intelligent behavior was described as prediction of the environment and a proper sequence of
action-responses to a given goal. The environment was modeled as a sequence of alphabet
symbols. He used finite state machines with internal states to predict the next symbol from a

given observed symbol, and used the input-output symbol pairs and state transitions for each
input symbol, over every state, to specify the behavior of any finite state machine given a

starting state. As a result, a finite state machine produces a sequence of output symbols for a

sequence of input symbols.
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Offspring are generated by randomly mutating each parent finite state machine. Each parent

produces a single offspring. Fogel used five types of random mutation: changing an output

symbol, changing a state transition, adding a state, deleting a state, and changing the initial
state. Mutations are selected according to a probability distribution.

In his experiment, the finite state machine structures within the evolutionary program were

tested for simple two-symbol cyclic sequences, more complex eight symbol cyclic sequences

degraded by random noise, sequences of symbols generated by other finite state machines, and

nonstationary sequences [Fogel et al., 1966], Fogel's approach showed the possibility of using
finite state machines to encode evolutionary structures, but they can also be seen as a kind
of time series prediction. It is not closely related to robotics but the underlying idea is quite
relevant.

2.2.2 Genetic Algorithm

An evolutionary approach called genetic algorithms (GAs) has been popular among engineers
and scientists, and much research related to genetic algorithms has been done [Mitchell, 1996;

Goldberg, 1989]. Holland, an inventor of genetic algorithms, showed that genetic algorithms
can play the role of an adaptive system through reproduction and evolution [Holland, 1975],
GAs maintain a fixed number of populations with its cost or fitness evaluation and apply ge¬

netic operators such as crossover and mutation to the members of the population to produce a

new generation. Each member in the population is represented as a bit string called a chromo¬
some, and a chromosome consists of a string of genes, each of which is a genetic feature of the
individual chromosome. The chromosomes for reproduction are chosen based on their fitness
in the environment. Thus, the chromosomes with higher fitness have a higher probability of

producing new offspring while the chromosomes of low fitness may disappear. Genetic oper¬

ators are of great help in preserving and broadcasting the good characteristics of high fitness

genes.

The theoretical foundation as a stochastic approach is based on the schema theorem [Holland,
1975; Goldberg, 1989]. The dynamics of the chromosome in a genetic algorithm may now be

given by the following sequence:

1. Initialize the population, typically with a random set of chromosomes.

2. Calculate the fitness(cost) of each chromosome/member in the population using the fit¬
ness function.
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Figure 2.1: An example of crossover and mutation operators in genetic algorithm (a) crossover
at position 6 (b) mutation at position 5

3. Order the population by fitness.

4. Generate the next population by the process of selecting high-fitness chromosomes of
the current population and applying genetic operators, crossover and mutation.

5. A generation is completed. Go to step 2 and repeat the above process until the desired
performance is obtained or the time limit is exceeded.

The crossover operator as one of genetic operators is a process of recombination of genes by

exchanging segments between pairs of chromosomes with crossover point selected randomly
as in Figure 2.1(a). This operator plays a role in collecting the characteristics of good genes

and guiding the search for areas of our concern. The mutation operator randomly replaces
one allele of a gene with another to yield a new type of gene as shown in Figure 2.1(b). This

compensates for the weak points of the crossover operator which only handles already existing
genes and cannot produce a new type of gene.

The hope of the GAs is that reproduction using genetic operators may allow the characteristics
of good solutions, i.e. good genes, to combine in new and better ways. A chromosome can be
not only represented with bit strings, but also with a string of real numbers. Especially neural
networks have real number encodings for chromosomes [Ijspeert, 1998; Beer and Gallagher,
1992], Also there is a structured chromosome GAs such as the SAGA (Species Adaptation
Genetic Algorithms) [Harvey, 1992a,b] which use variable length chromosomes.

Usually a genetic algorithm maintains a chromosome representation structure and manipulates
a population of gene strings. Its genetic search may be viewed often and processed through
the space of strings. As a result, a solution to a specific problem can be handled easily in the
search space of the string expression. We can see the changing population of gene strings as
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a search mechanism to find a solution in multi-modal, nonlinear spaces through reproduction,
crossover, and mutation operators. Thus, in a genetic algorithm, a high-quality solution is
found by applying a set of biologically inspired operators to individual points within a search

space. This yields better generations of solutions over time. The fitness for each member of the

population of robot controllers measures how well each individual is adaptable or executable
with respect to the chosen tasks.

2.2.3 Genetic Programming

Another evolutionary approach is genetic programming (GP) designed by Koza [1992]. Ge¬
netic programming is a variation of genetic algorithms with the difference in representations
and genetic operators. It uses tree structures of dynamic size rather than fixed length strings.
The chromosomes are represented as a tree. Unlike genetic algorithms which use bit strings,
genetic programming manipulates higher-level primitive constructs such as S-expressions in
Lisp programs. The property of abstract representation can reduce the problem search space,

thus increasing the performance of the evolutionary process. The tree expression can be seen

as a computer program.

The procedure of running genetic programming is similar to that of genetic algorithms, but ge¬

netic operators are applied to tree expressions, and functions and terminals should be defined to
solve problems. The function and terminal sets in a tree are important components of genetic

programming. The function set can be composed of various functions including mathematical
functions, such as addition, subtraction, multiplication, division, and other user-defined func¬
tions. The terminal set consists of variables and constants of a program. The terminal set is
located at the leaves of trees in genetic programming, while the functions are positioned at the
internal nodes of trees to execute an appropriate function over subtrees.

The crossover operator in GP swaps subtrees of two parent chromosomes as in Figure 2.2(a)
where the crossover point can be specified at an arbitrary branch. Mutation deletes a subtree
and creates a new random subtree as in Figure 2.2(b). These genetic operators have the effect of

generating new S-expressions to be tested for fitness while keeping parts of good expressions.

One advantage of genetic programming is that it can allow variable-length coding and utilize

computer programs. It can easily encode the characteristics of computer programs, such as

conditional execution, computation on variables and constants, and further, iterations and re¬

cursions. It has more representation power than bit strings of fixed length in a conventional

genetic algorithm.
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(b)

Figure 2.2: An example of crossover and mutation operators in genetic programming (a)
crossover operator (b) mutation operator

2.3 Evolutionary Robotics

One of the ultimate goals in evolutionary robotics is to provide a methodology to create com¬

plex behaviors automatically rather than by hand design and to find more efficient and emergent
control structures for such behaviors.

The behavior-based approach is a popular approach in robotics. It emphasizes reactive mod¬
ules to handle sensori-motor mapping for a biological stimulus-response relationship. How¬
ever, behavior-based robotics still have the problem of how to decompose a complex behavior
into primitives and also how to design an arbitration over those primitives. According to con¬

ventional behavior-based robotics approaches, simple behaviors are wired into a robot and de¬
bugged before adding the next behavior. Then, each new behavior is again wired into the robot

by hand design [Brooks, 1986; Harvey et al., 1996; Arkin, 1998]. Evolutionary robotics has
been suggested as an alternative to develop control structures automatically in behavior-based
robotics [Lee et al., 1997; Lee, 1998], Evolutionary robotics incrementally and emergently
evolve complex robot control systems instead of attempting to figure out each behavior step by
hand design.
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Many research groups have worked on evolutionary robotics recently and each group has shown
its own special characteristics in its approach and experiments. We will discuss those different
robotics experiments and methods in this section, and it will help us understand what behaviors
can be tested and obtained with restricted sensors in a given environment.

2.3.1 Classifier Systems

The evolutionary approach for general control systems was first tested by Goldberg in a gas

pipeline application. [Goldberg, 1983, 1989]. He used classifier systems which consist of
binary rule-based systems without a variable state. The success of the genetic algorithm was

first demonstrated with classifier systems in control problems.

conditions actions

Figure 2.3: Diagram of classifier systems

In classifier systems shown in Figure 2.3, genetic operators are used on a set of rules encoded
by bit strings. The basic structure of a classifier system is a rule-based system where precon¬

ditions for a set of rules are examined to see their applicability given the current situation. The
preconditions have fixed-length bit encoding with values of { 0, 1, #(don't care) }. The action
part of the rule is also a fixed-length encoding with the values of { 0, 1 }.

Classifier systems apply reinforcement learning [Holland, 1975; Sutton and Barto, 1998] as

well as evolutionary learning. The credit assignment problem, as one of main problems in
reinforcement learning, is the problem of apportioning credit or penalty for overall outcomes
of the system to each of the internal components or subsystems. It normally depends on their
contributions to overall outcomes. We have difficulty in determining precisely which compo¬

nent has changed the overall performance in complex environments and also how much it has
contributed.
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contributed.

Classifier systems employ a bucket-brigade algorithm for the credit assignment problem in
reinforcement learning [Holland, 1975; Goldberg, 1989], To implement the algorithm, each
rule called a classifier is assigned a quantity called its strength. The strength value is adjusted
to reflect the usefulness of the rule in the environment. The algorithm gives rewards to all active
rules at the time when the reward is received. Rewards are also given to the classifier rules that
contributed to the activation of the rules. Thus, the bucket-brigade algorithm handles the credit
assignment problem for each active rule, evaluating the results of the chosen actions, while a

genetic algorithm creates new rules using genetic operators.

Colombetti and Dorigo [1993] has used a classifier system on a real robot to demonstrate

phototaxis, learning to approach both stationary and moving light sources, to escape a predator
and find a food resource, and to follow a moving light hidden behind wall [Colombetti and

Dorigo, 1993]. A hierarchical architecture of classifiers was built for desired behavior sets and

coordinating classifiers. After generating control results in simulations, they transferred them
into a real robot. They developed behavior analysis and training (BAT) methodology to design
and build learning autonomous robots [Dorigo and Colombetti, 1998].

Another approach combining the power of production rules and genetic algorithms is the
SAMUEL system developed at Naval Research Lab, USA [Grefenstette and Schultz, 1994].
It was tested on a Nomad 200 robot. The task for the robot was to leam how to avoid obstacles

and to safely navigate to a specific goal region in a cluttered environment within s predeter¬
mined time using 52 sensory inputs, tactile, sonar and infrared sensors. When transferred to
the physical robot it performed with an 86 % success rate.

As defined above, classifier systems are based on production rules of binary strings and have
difficulty in managing continuous values. Another popular controller is a neural network con¬

troller which can, by contrast, map continuous input spaces into continuous output spaces.

2.3.2 Sussex University Group

Recently evolutionary robotics research has concentrated on using proximal sensing devices
such as infra-red sensors, mechanosensory whiskers and bumpers, or active ranging devices
including ultrasound sensors. In fact, sophisticated navigation requires visual sensors, but
conventional vision processing needs extensive computation power. It is difficult to incorporate
vision techniques into evolutionary approaches using current technology [Mataric and Cliff,
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1995; Meyer et al., 1998; Harvey et al., 1994].

Only a few groups have tested evolutionary robotics including vision. Sussex group first studied
the evolution of a visually guided robot, using a neural network architecture and simulation
model involving ray-tracing computer graphics before it was tested on a real robot [Cliff et al.,
1992], They used two photoreceptors, each of which had a 4 x 4 square cross-section of its
receptive field. The robot was evolved to find the center of a circular room without explicit
reference to visual processing. The photoreceptors did not handle the variation and distribution
of each pixel value and the sensor input to the network was an averaged intensity, so it is hard
to say it is evolved for visual processing.

Harvey et al. [ 1994] developed a gantry robot allowing for 50 Hz frame rates from a 64 x 64
monochrome CCD camera to off-board computers. They used the evolutionary approach over

neural network controllers and visual morphology of receptive fields to produce visually guided
behaviors in the real world. The sensory input was taken as an estimate of the average image
intensity of the pixels within a receptive field.

Their evaluation task was to make controllers capable of an elementary visual discrimination
between a rectangle-shaped target and triangle-shaped target. They first evolved the robot
controller to move towards a large white rectangular target in a dark visual environment. Then
towards a much smaller white rectangular target, and then finally to move towards a small
white triangle instead of a small white rectangle. When they observed the active part of the
evolved neural network, the visual morphology of the network using two receptive fields proved
sufficient for shape discrimination between the oriented edges of the triangular target and the
vertical edges of the rectangular target.

As an extension of the above study, Smith [ 1997] also has used an evolutionary approach for
a vision robot. His football playing Khepera robot controller with a one dimensional CCD
camera was evolved in simulation to find the ball and push it into the goal and then transferred
into the real world successively. The controller was a recurrent neural network with 16 visual
inputs and 16 hidden units.

2.3.3 Mondada, Floreano and Nolfi Approach

Floreano and Mondada [1994] applied genetic algorithms to a real robot in real time instead
of using simulation. Evolutionary computation determined weights and thresholds in a re¬

current network for obstacle avoidance. They used an evaluation fitness function with three



2.3. Evolutionary Robotics 23

components: the forward speed of the robot, the speed of rotation during a given time slot, and
sensor activation. This fitness function has been often used among many evolutionary robotics

experiments for obstacle avoidance.

They also tested some complex behaviors using a neural controller scheme, including a hom¬

ing behavior where a Khepera robot locates a battery charger and periodically returns to it
[Floreano and Mondada, 1996].

Nolfi evolved a garbage collecting behavior as well as target approach behavior [Nolfi and
Parisi, 1995; Nolfi, 1997a,b; Nolfi and Floreano, 2000]. The robot has a grip sensor to detect
if it is holding an object. It also has infrared sensors on the left and right sides, and motor

outputs for two wheels and a trigger output for object pickup and release. His target approach
behavior involves classifying objects by distinguishing small cylindrical objects, large cylin¬
drical objects and walls. The activation level for each of the eight IR sensors was recorded
for many different orientations and different distances to reflect a real environment model in
simulation. The size and shape of Khepera, the physical environment, and the robot position
were accurately modeled in the simulation. Nolfi first succeeded in classifying objects with a

simple feedforward neural network from input node to output node without any hidden nodes.
Then he tested a garbage collecting behavior with emergent modular architectures. Garbage

collecting is a non-trivial behavior consisting of several primitive behaviors: exploring the en¬

vironment avoiding the walls, recognizing the target object, placing the robot body to pick up

the target, picking up the target, moving toward the wall, placing the body near the wall, and

releasing the object. Even in this case, he has succeeded with his special modular architectures
without any memory neurons.

2,3.4 Case Western Reserve University

Beer and Gallagher [1992] also used neural networks in an evolutionary approach. The evolu¬
tion of recurrent neural networks was investigated for adaptive agent control with chemotaxis
and locomotion control for a six-legged robot where the neurons are based on the continuous

Hopfield network model [Hopfield, 1982] with full connections between neurons. The network
consisted of sensory neurons for chemical signals, motor outputs, and interneurons. Later they
showed experiments with a neural network controller for locomotion in a real 6-legged robot
where each leg is controlled with a 5-unit Hopfield-style network [Gallagher et al., 1996],

Yamauchi and Beer [1994a] demonstrated the successful evolution of continuous-time recur¬

rent neural networks for landmark recognition and navigation. They first tested the landmark
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a = a3+4; b = d - d; e = d + a4; d = d* 10; c - d | 7;
d= a2 >> at; a = c - 3; c= b & c; b = e >> 6; motorl = c * 9;
b=al - d; a = c4 << a; d = d + d; d = b & 0 ; c - e & e;

d=a2 + 2; d = a* 4; c=d | 8 ; e = c » b;
c= d >> 1; d = a- 5; ooT3O motor2 = a | e;

Table 2.1: Assembly instructions developed for obstacle avoidance by Nordin and Banzhaf
[1995]

recognition using temporal sequences of sonar sensor readings on a Nomad 200 robot and then

explored navigation behavior to reach a goal within an environment of landmarks. After simu¬
lation, they transferred the evolved controllers to a real robot. The results showed that dynamic
neural networks could be evolved to integrate temporal sensory perceptions in decision making
while the robot turned around the landmark object, and then extended to take control actions to
reach a goal based on the decision. However, their landmark navigation was only tested with a

simple environment; goal, agent, and two landmarks positioned in serial.

Before the previous example of sequence learning, Yamauchi [1993] applied the same neu¬

ral network structure to a Nomad 200 robot for both predator escape behavior and obstacle
avoidance behavior together.

2.3.5 Genetic Programming Approach

Koza [ 1992] used genetic programming over simulation of robots for wall following and box

pushing behaviors. The robot was assumed to have 12 sonar sensors, a bump sensor, and a set
of several sensor primitives and action primitives, but the experiment was not representative
of a noisy reality in many respects including sensor positions, even though they made a good
controller for the given environment.

Reynolds [1994] has also tested genetic programming for corridor following. His experimen¬
tal environment was simplified in sensor and motor properties, so we cannot assert that the
developed controller can work well in real environment.

Nordin and Banzhaf [1996] have used genetic programming in a real Khepera robot for the
task of obstacle avoidance and object following. They applied genetic operators to assembly
language level instructions handling register operations. They used real-time learning with a

physical robot using genetic programming. To overcome the long learning time needed they
devised a second method, involving learning from past experiences stored in memory, which
made a speed-up to the algorithm [Nordin and Banzhaf, 1997]
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Lee and his group evolved controllers with circuit networks based on genetic programming
for complex behaviors, and used a hybrid genetic algorithm/genetic programming approach
to co-evolve controllers and morphologies [Lee et al., 1996, 1997], They have also shown
that a complex behavior can be decomposed and evolved in its composite parts with genetic

programming where its primitives and arbitrators can form a complex behavior without any

memory element [Lee et ah, 1996]. The controllers evolved in simulation were transferred into
a real robot. They succeeded in pushing a box to a specific goal marked with light using this
method.

2.3.6 Legged Locomotion Robots

Most evolutionary robotics experiments have worked mainly with two-wheeled robots, such as

the Khepera and Nomad 200. In the future, legged robots have much potential to be explored
and studied in a complex environment.

Lewis et ah [1994] used genetic algorithm methods to evolve the weights for a neural controller
for a robotic hexapod rather than using a traditional neural learning method such as back-
propagation. Fitness functions were defined for first learning oscillatory controls for each of
the legs and then coordinating the oscillations to produce effective gaits.

Gait et ah [1997] evolved the optimal gait parameters for a 8-legged walking robot. To control
gaits, the desirable phase and duty cycles for leg movements were searched. Gruau and Quar-
tramaran used a cellular encoding method for an 8-legged OCT-1 robot [Gruau, 1995; Gruau
and Quartramaran, 1997]. The method encodes a grammar tree to control the division of cells
which grow into recurrent neural networks based on a developmental model.

2.3.7 Other Evolutionary Robotics Experiments

Ram et ah [1994] applied an evolutionary approach to find a desirable set of parameters for
reactive behaviors such as obstacle avoidance and moving to a goal for navigation. Miglino and
his group succeeded in evolving a robot controller in a Khepera robot for obstacle avoidance
using a two-layer feedforward neural network without a hidden layer [Miglino et ah, 1995].
They first used a simulation and transferred the best controller to a real robot. Mayley's work
was to evolve a feedforward neural controller for wall following in a Khepera [Mayley, 1996].
Some weights were defined in gene encodings as plastic and updated by Hebbian learning.
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Some research has been done on evolving neural controllers with developmental models to

grow a neural structure. Development is an integral part of biological evolution. Genetic
changes are not directly reflected in phenotype changes. A complex developmental process is
involved between genetic representation and phenotype information. The developmental model
follows the natural mechanism of evolutionary systems and provides a compact chromosome

representation. It has the effect of building a complex structure incrementally and encouraging
modular design of control systems.

Gruau [1995] used a cellular developmental process for modular neural networks. Instead of

explicit representations for the construction of the robot's controller morphology, implicit spec¬

ifications of the robot architecture was considered. The development of neural networks from

genotype to phenotype has the form of genetic programming in the approach. Eggenberger
[1996] evolved a neural controller with the developmental method to avoid obstacles, and seek
or avoid light. Michel [ 1996] used a developmental method for wall following and obstacle
avoidance.

Meeden [1996] applied a recurrent neural network to four-wheeled mobile robots to control
a forward/backward movement and steering. The task was to keep moving, avoid wall obsta¬
cles, and seek or avoid light. The results showed the evolutionary weight update gives better

performance than the backpropagation learning method in this situation.

Baluja [1996] evolved a neural network controller for an autonomous land vehicle. He used
a 15 x 16 pixel array for vision input and a 3 layer feedforward neural network for desirable

steering. His experimental results showed the evolutionary computation outperforming back-

propagation method on average.

Salomon [1996] suggested an efficient evolutionary strategy which encoded each parameter as

floating-point numbers and applied mutation to all parameters at the same time by moving a

self-adapted step size for each parameter. He developed a Braitenberg-style neural network
which can produce obstacle avoidance behavior on a Khepera robot. In his experiment, it took
a few hours to evolve control networks in the physical robot.

2.3.8 Other Behavior-based Robots

Most evolutionary robotics experiments so far have used simple sensors. This is due to the fact
that evolutionary computation requires much time in finding desirable controllers. A good uti¬
lization of sensor information is often seen in associative learning or self-organizing mapping
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in behavior-based robotics. In that case, it can be seen as many memory elements are involved.
For example, each neuron unit of a self-organizing network plays the role of a memory unit.
Some applications of self-organizing networks have given good hints on how to achieve diffi¬
cult task processing.

A research group at the University of Edinburgh has studied ways to increase a robot's behav¬
ioral repertoire through a connectionist associative memory [Nehmzow and Smithers, 1991;
Nehmzow and McGonigle, 1994], They built an internal state space representation to develop

navigational competence in a mobile robot using a self-organizing network. Distinct physical
locations in the real world are memorized and recalled with feature recognition techniques.
This method successfully provides robust and flexible behavior

Lambrinos [1995] has tested homing navigation behavior similar to that seen in many insects
which use a light compass. His Khepera mobile robot was equipped with ambient light sensors

and infrared sensors. The robot was able to learn to associate light sensor inputs with proper

motor actions. For his obstacle avoidance behavior, he used a Braitenberg-style network with
infrared proximity sensors. A Kohonen self-organizing network was used to form an appropri¬
ate connectivity pattern between sensor inputs and motor outputs and thus create an adaptive
light compass. Scheier and Lambrinos [1995] applied the self-organizing map to a garbage
collecting behavior which has components for avoiding obstacles, classifying objects, grasping
objects and taking them to the nest.

2.4 Methodology

The above research reviews are presented with research groups or the evolutionary approaches
and applications. In evolutionary robotics, an important issue is how to evolve controllers. Cur¬
rently the most popular method is to evolve neural controllers in simulation and transfer them
to the physical environment. A precise simulation of a real world environment is a very difficult
problem. Generally, when the controllers are transferred to the real world, their performance

degrades.

Simulated computation can be executed at even faster speeds than a real-time evolutionary

computation method. Simulation transfer controllers can save much time, but have a potential
to be significantly degraded in a physical environment if the simulation environment does not
reflect the reality very well.

We can divide experiments in evolutionary robotics into three cases: evolving the controller
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in simulation only; evolving the controller in simulation and testing in the real world; and
evolving the controller in a physical robot. Research in each of the three cases is described
below. For some special cases, we can see evolution of the hardware for robot controller and
of the morphology and controller together.

2.4.1 Evolving Neural Network Controller in Simulation Only

In this case, the robots have been studied in simulation, but people are still exploring the de¬

signing of a real robot.

Beer and Gallagher [1992] tested robot morphology and control actions in simulation before
their real hexapod robot was built. Cliff et al. [1992] tested visually guided robots in simulation
before designing their gantry robot. Many robotics experiments are in progress using simula¬
tion. Simulation can save much of the time needed to find desirable controllers and can be used

to test the plausibility of control structures and robot morphology to prepare for real design.

Ijspeert, while still at Edinburgh University, tested a neural network model for motor control
of the lamprey and salamander [Ijspeert et al., 1997]. He used a genetic algorithm to find
desirable parameters over a continuous-time dynamic recurrent neural network model with 3
state neurons. He developed a good animal robot model using a central pattern generator.

2.4.2 Evolving in Simulation and Testing in a Physical Robot

When a simulation shows a reasonable degree of accuracy to the real robot and environment,
the best control structures developed over many generations can be transferred to the actual
robot and expected to work.

Jakobi et al. [1995] studied the effects of simulation noise level in his experiments. According
to his results, when the noise levels in simulation are significantly different from the real noise
in the real robot, the transfer from the simulated controller to real world is not effective. He

also found that the simulation will not produce a good performance if the complexity and
interactions of robots with the environment increase. Jakobi [1998] provided some guidelines
for constructing simulations that would probably allow successful transfer of evolved behavior
to reality.

Miglino et al. [1995] used the method transferring the best simulation controller to the physical
world. They applied statistical analysis of real sensor noise to the simulation and saw that more
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realistic noise levels can provide more feasible solutions, reducing the gap between simulation
and reality. They also used the technique of capturing a model of the actual sensor and motor
behavior of the particular robot in the simulator, thereby making transfer easier.

There have been many other applications to transfer the best controller in a simulation to real
robots [Cliff et al., 1992; Nolfi, 1997b; Lee, 1998], This method is currently the most feasi¬
ble approach in evolutionary robotics, while considering computation time and real solutions

together.

2.4.3 Evolving Controllers in a Physical Robot

Some robotics research groups have attempted to design robust controllers by evolving control
structures in the real world [Floreano and Mondada, 1994, 1996; Nordin and Banzhaf, 1996].
The real-robot evolutionary robotics experiments take a long time to find a stable desirable
controller, but their controllers reflect reality well. There is a tradeoff between time and control
effects. Thus, the method of evolving controllers directly in physical robots has been tested

only with simple behaviors such as obstacle avoidance and object following.

2.4.4 Evolving Hardware for a Robot Controller

Evolvable hardware is currently a hot research topic. Direct coupling between hardware and
environment not only gives a fast response time to events in the environment but also allows
direct evolution of robot control hardware without a software program. The following is one

example of evolvable hardware experiments.

Thompson [1995] experimented with evolving reconfigurable electronic circuits to produce
control hardware for autonomous mobile robots. For control hardware, he used Field Pro¬

grammable Gate Arrays (FPGA) which can encode a variety of digital logic functions. He first
demonstrated by evolving a millisecond oscillator circuit from nanosecond logic gates, which

generated output spikes at about 4 kHz. Then he showed wall avoidance behavior using an

electronic circuit controller and two sonar inputs on the left and right sides. His physical semi¬
conductor circuits were based on dynamic state machines whose temporal dynamics followed
the physical characteristics of the hardware circuit elements. Thus, the behavior of the dynamic
state machine involved a stochastic component, resulting from the asynchronous sonar inputs
and asynchronous state transitions, even though it directly drove the motor outputs according
to the raw echo signal input and the current state.
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2.4.5 Evolving Morphology and Controller in Simulation

A group at Sussex University developed visually guided robots using a recurrent neural network
for the task of room centering [Cliff et al., 1992], They used a vision simulation model based on

a real robot, and explored the possibility of evolving together visual sensors and control neural
networks for navigation. The genotypes of variable-length chromosome described position and
acceptance angles of each of the two photoreceptors and also the weights and connectivity of
the control networks.

Sims [1994] developed a novel approach to evolving robotic creatures using genetic algorithms.
Sims' work has been tested only in simulation. The simulations allows for the evolution of not

only the agent's controller, but also its morphology. Genotypes encoded as directed graphs are

used to produce phenotype structures for three-dimensional kinematic systems. He succeeded
in developing several evolved creatures for swimming and walking.

Lee et al. [1996] showed that it was possible to co-evolve robot controllers and robot body
plans. For instance, the robot body plan in a mobile robot may include sensor types and posi¬
tions, body size, wheel radius, and motor time constants. The robot body as well as the robot
controller can influence the behaviors of the robot, and the evolutionary approach is developed
for the evolution of both controllers and bodies together for specific tasks.

2.5 Memory-based Controllers

This section is directly related to the main approach of this thesis. There have been much re¬

search done to investigate the importance of memory in complex problems. The approaches
have emphasized memory encoding, but have neglected quantitative comparisons among memory-

based systems and reactive systems. Also there have been no methods so far to measure the
amount of memory needed to achieve a task.

Reactive systems in mobile robots are often seen as a direct coupling between perception and
action without any intermediate processing. But in fact many real robot systems following a

behavior-based approach actually use several memory elements to handle the control problem

correctly and efficiently. Even Brooks worked on subsumption architecture with memory ele¬
ments [Brooks, 1986]. Memory is a medium for temporal information processing in reactive
systems. However, there has been little research about the effect of memory in behavior-based
robotics.
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Sensor/Actuator C onnection

Figure 2.4: An example of a recurrent neural network (Reprinted from [Cliff et al., 1992])

2.5.1 Neural Networks in Evolutionary Robotics

Many evolutionary robotics approaches have been tested using recurrent neural networks to

generate complex behaviors as mentioned in the above sections. A recurrent neural network
has at least one feedback loop among its nodes unlike a feedforward neural network; a neuron

feeds its output signal back to inputs of other neurons. The presence of feedback connections
assumes a delay of the output activations of neurons. Also repeated looping of activation
through the recurrent connections can accumulate activations and maintain memory. Figure
2.4 is an example developed for a visually guided robot by a group at Sussex University [Cliff
et al., 1992],

Recurrent neural networks as robot controllers have been largely developed using genetic al¬

gorithms and proved to be very useful and effective, because the genetic algorithms provide a

way of 'training' a recurrent network without assuming a pre-specified output trajectory. Their
neural network encodings actually use continuous functions, but the interactions between neu¬

rons are unpredictable. They may often represent the unstable internal states of the continuous
systems which makes it hard to analyze theoretically.

In some robotic tasks perceptual information alone is insufficient to uniquely determine the
appropriate action, for example, when robots go to the fourth nominally identical door in a cor¬

ridor. It may be necessary to integrate the partial perceptual cues with previous actions or per-
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ceptual information to decide proper actions. Many tasks, such as landmark-based navigation
and sequential behaviors, require that an agent also be able to integrate perceptual information
over time in order to determine the appropriate course of action [Yamauchi and Beer, 1994a,b].
In evolutionary robotics, this ability is usually provided by evolving continuous-time recurrent
neural networks which, for instance, can be evolved to generate a fixed sequence of outputs

in response to an external trigger occurring at varying intervals of time [Yamauchi and Beer,
1994b],

2.5.2 Boolean Logic Networks in Evolutionary Robotics

Some evolutionary robotics experiments have shown that purely reactive systems without mem¬

ory can implement various primitive behaviors: for example, object avoidance and exploration
behaviors, and box-pushing to a target signalled by an environmental marker [Lee, 1998; Kim
and Hallam, 2001]. These needed only a purely reactive controller with binary sensory inputs.
More complex combinations of such behaviors can be realized using stateless switchers to ar¬

bitrate between the primitives. Rather than using neural networks, Lee et al. [1997] achieve
these results by evolving a Boolean logic network using genetic programming (GP).

In Lee's approach for robotics using Boolean logic networks [Lee, 1998; Lee et al., 1997], each
behavior is a purely reactive controller with no internal state. Its control structure is a combi¬
national logic circuit, evolved using GP, acting on analog sensor values converted to binary by

thresholding or comparison (the thresholds and comparison functions are also determined by
GP evolution). Such an approach offers the possibility of adding memory in an easily quantified
way.

Kube and Zhang [ 1993] showed that for a social behavior of box pushing, the arbitrator of ac¬

tion selection can be implemented for cooperative behavior by a Boolean logic network without
any internal memory. The task was to locate and push a heavy box with a group of robots. The
box pushing required the net force of at least two robots in the same direction and thus a suc¬

cessful group of robots had to cooperate to push a box.

Nilsson [1994]'s teleo-reactive (T-R) program suggests a circuitry of Boolean logic in agent
control. The T-R program is an agent control program to direct the agent to a goal by consid¬

ering changing environmental situations. It consists of production rules in priority which each
rule has a condition and an action:

K \ —t a\
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K2 —> «2

Km t am

Ki is a condition for sensory inputs and a, is the corresponding action. These condition-action
rules assume continuous evaluation of sensory inputs. He argued that the continuous execution
is distinguishable from the conventional production systems and the T-R sequence can be im¬
plemented by circuitry. Figure 2.5 shows a neural network implementation of a T-R sequence

program [Nilsson, 1994] where AT, is a linear threshold function of sensory features. Thus, the
conditions are represented as conjunctions of sensory features. The neural network diagram
is similar to Brooks' subsumption architecture in which a high priority module can suppress

lower level modules. However, the construction of circuitry shows the potential of Boolean
logic networks in mobile robot control.

Figure 2.5: A teleo-reactive program to implement a neural network (dotted line: inhibition)
[Nilsson, 1994]

Kauffman [1993] modeled a genetic regulatory system using a Boolean logic network to rep¬

resent the coupling between the various active or inactive genes. He observed that Boolean
networks are a very powerful idealization which we can use to consider a very broad class of
continuous nonlinear systems. Switching systems are good idealizations of many nonlinear
systems [Kauffman, 1993; Hopfield, 1982].

A Boolean logic network with internal memory is equivalent to finite state machines [Kohavi,
1970], Finite state machines are very useful for describing aggregations and sequences of be¬
haviors [Arkin, 1998]: they can represent the interaction of behaviors, the behaviors active at
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any given time and the transitions between them. They have been used to accomplish various
high-level goals with complex behavioral control systems consisting of a set of primitive be¬
haviors [Arkin and MacKenzie, 1994; Gat and Dorais, 1994]. Finite state automata provide
a good mechanism for expressing the relationships between various behavior sets and have
been widely used within robotics to implement control systems [Arkin, 1998], Brooks [1986]
also used a variation of finite state automata—augmented finite state machines—to implement
behaviors within his subsumption architecture.

2.5.3 Memory in Grid World Problems

Especially in grid world problems, the importance of memory has been studied by many re¬

searchers. Grid world problems have restricted environments and their agents have simple
value sensors. They are normally noise-free worlds and the tasks demonstrate the limitations
of memoryless policies.

Wilson used a zeroth-level classifier system (ZCS) for his animat experiments [Wilson, 1994].
The original formulation of ZCS has no memory mechanisms, because the input-output map¬

pings from ZCS are purely reactive, but Wilson suggested how internal temporary memory

registers could be added. Adding an internal memory register consisting of a few binary bits
can increase the number of possible actions in the system. Following Wilson's proposal, one-

bit and two-bit memory registers were added to ZCS in Woods7 environments by Cliff and
Ross [Cliff and Ross, 1995]. They argued that ZCSM (ZCS with internal memory) would
manipulate and exploit the internal states appropriately and efficiently in non-Markovian envi¬
ronments. Their experiments used simplified models and were quite different from real robotic
experiments. But, they showed the potential and importance of internal states for robot behav¬
iors. Bakker and de Jong [2000] proposed a means for counting the number of states required
to perform a particular task in an environment. Such state counts extracted from finite state

machines can be a measure of the complexity of agents and environments. They applied their

methodology to a fixed simple simulated environment such as the Woods7 environment [Wil¬
son, 1994] instead of real robotic environments.

There have been other approaches to encode state information in evolutionary computation. A

representation for sequential actions is to use 'progn' function in genetic programming, which
has been tested in various applications [Koza, 1992]. The 'progn' function executes a series
of actions and then returns the result of the last statement. An example of 'progn' functions is
shown in Figure 2.6.
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(if-food-ahead (move)
(progn3 (left)

(progn2 (if-food-ahead (move)
(right))

(progn2 (right)
(progn2 (left) (right))))

(progn2 (if-food-ahead (move)
(left))

(move))))

Figure 2.6: An example of progn function (this is developed for Santa Fe trail problem by Koza
[1992])

(if-then-else (Less (Read 3) (Read 17))
(Write 3 (ADD (Read 3) (Read 1)))
(Write 1 (Read 5)))

Figure 2.7: An example of indexed memory (if (memory[3] < memory[17]), then add mem-
ory[l] to memory[3]; otherwise store memory[5] to memory[l]) [Teller, 1994]

Another representation for state information is to use indexed memory [Teller, 1994], Indexed

memory is an array of registers which can store and retrieve values. Genetic programming
employs 'read' function to retrieve a register value and 'write' function to store a temporary
result at a certain memory location. In this representation, it needs a set of programs to trigger
a particular memory element to write a temporary result at the appropriate time, and also a

set of programs to trigger and read a specified memory at the proper time. An example of the
indexed memory program is displayed in Figure 2.7.

The concept of multiple interacting programs has been developed to represent state informa¬
tion [Angeline, 1998]. It evolves, instead of a single program, several symbolic expressions
of dynamical systems to refer to the output of each symbolic equation. Thus, the output of
an equation may be an input for all other equations. Angeline [1998] argued that his method
is more efficient than Teller's indexed memory approach. A set of symbolic equations corre¬

sponds to a set of state programs. A program is assigned for a state, and each symbolic equation
can have a term to refer to each of the others. This set of programs is similar to recurrent neural
networks in that the output of one equation can be connected to the inputs of the other equa¬

tions. Figure 2.8 is a program example for the Santa Fe trail problem which has one sensor and
four output actions [Angeline, 1998],

The incorporation of state information permits the evolved control structure to behave better
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Aq = A2 ■ NoFood • A2
A\ A2 + 1.434651 / NoFood
A2 = 0.852099 / NoFood
A3 = A2 / (-0.198859 + A2 + 0.200719) • (-0.696450{A\- A3) / A3)

Figure 2.8: An example of multiple interacting programs (NoFood is a sensor and Ao, ...,A3 are
the actions for no operation, right, left and move, respectively) [Angeline, 1998]

start: 2 —y 8

if even if odd deciders

0 2 -> 9 0 -A 9 (ITE X5 (Com x3) (-1X5))
1 4 -> 5 2 -A 3 (ITE x5 (Com x3) (-1x5))
2 2 —>• 6 3 -A 9 (ITE X2 X3X7)
3 2 -> 2 1 -A 2 (ITE X6 X3 (Odd X4))
4 2 -» 5 0 -A 0 (ITE (Odd 0) x7 (—1X7))
5 0 —» 6 0 -A 0 (< -1 (ITE 0 x3 0))
6 2 —>■ 0 3 —y 8 (- (< x3 x3) (—'X4) )
7 1 -> 4 0 -A 8 (Com (> (-o:8) x5))
8 1 -y 0 2 —y 5 (ITE x7 (<> x5 x7) (Odd X]))
9 1 -» 3 2 -A 0 (ITE x5 (Odd -1) (-1X1))

Figure 2.9: An example of GP automata [Ashlock, 1997]

using past information than a pure reaction to the current sensor inputs. Finite state machines
have been used in evolutionary computation to incorporate state information [Fogel et al., 1966;
Ashlock et ah, 1995; Miller, 1989]. Finite state machines should have their transitions from
discretized sensor readings. It is believed that clustering or feature extraction over the sensor

space will improve the ability of finite state machines.

GP-automata was proposed to extract features with genetic programming as well as to maintain
the structure of finite state machines for state information [Ashlock, 1997]. GP-automata is a

set of states, each of which is associated with a transition function, an action, and a parse tree.
The transition function has a mapping from the current state to the next state, and the response

action will be the output of a controller. Both transition function and response action will be
invoked by the parse tree result. This structure has the advantages of both finite state machines
and genetic programming search. It, however, still has a limitation of sensor states, even though
it can easily tackle many sensors using genetic programming. An example of a GP-automaton
is given in Figure 2.9. The notation '2 —> 8' means 'output 2 and go to state 8'. Each state has
its own decider and environment information around an agent is processed with the decider.
The decider result determines what will be the next action and the next state, depending on
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whether the decider result is even or odd.

2.5.4 Hidden States in Reinforcement Learning

McCallum [1996] defined a hidden state as any world state information not provided by the cur¬

rent immediate perception of a mobile agent. The hidden state problem in robotics research is
related to reactive systems [Brooks, 1986, 1987; Kaelbling, 1986]. Purely reactive systems take
the current perception as their only internal state space to be linked with motor actions. Some
robotics research have emphasized purely reactive agents [Maes and Brooks, 1990; Mahade-
van and Connell, 1991; Chapman and Kaelbling, 1991; Sutton, 1991]. Considering interactions

among environments and agents, the control outputs only depend on the current perception in
reactive systems.

In some non-Markovian1 environments, purely reactive control could not succeed in solving
hidden state problems [Whitehead, 1992; Singh et al., 1994; McCallum, 1993]. Hidden states
often appear when sensors have a limited range of view about the surrounding environment
or when there are a limited number of sensors. Such hidden state problems are often called

perceptual aliasing problems [Whitehead and Ballad, 1991]. When an agent has only partial
information about the surrounding environment through its sensory inputs, but the environmen¬
tal situation requires different actions, the agent suffers from the perceptual aliasing problem.
An alternative to this problem is to find actions leading to the situation where the agent has no

ambiguous sensory pattern [Nolfi and Floreano, 2000], However, this strategy is not a funda¬
mental solution to the perceptual aliasing problem and it is effective only when the agent can

find at least one sensory pattern with no aliasing problem. Some reactive robots experience
hidden states and their control systems are not truly purely reactive [Brooks, 1991].

Many control systems extend the internal state space with a combination of the current per¬

ception and memory of past perceptions and actions as shown in Figure 2.10; classical linear

systems with time differential components need this kind of control structure [Kuo, 1991]. A
PID controller can be represented as C{t) = K\E{t) + Kj fE(t)dt + ^3 ^§7^ where C(t) is a
control output and E(t) is a control input. For its discretized system, C„ = W\Cn~\ + W2En +

W3En-1 +W4£„_2.

McCallum [1996] argued that internal memory should be added to solve perceptual aliasing
problems in non-Markovian environments. He developed a reinforcement learning algorithm

1 The environmental features are not immediately observable, but they have dependencies upon past states.
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Figure 2.10: A diagram of a control system (small squares are delay elements)

incorporating memory to prevent hidden states. When an agent suffers from hidden states, the

perceptions cannot directly define the agent's internal state space. Its decision will depend on

the current perception and internal memory about past perceptions and actions. Memory plays
a role to disambiguate aliased perceptions.

Colombetti and Dorigo [1994] developed ALECSYS, a classifier system to learn proper se¬

quences of subtasks by maintaining an internal state and transition signals which prompts an

agent to switch from one subtask to another. The size of memory states and how to use internal

memory are defined at design time in their approach. In contrast, many classifier systems with
internal memory define the amount of memory at the beginning and the system should learn
how to use internal memory. Similar to the ZCSM experiments [Wilson, 1994], Lanzi [2000]
has shown that internal memory is effective with adaptive agents and reinforcement learning,
when perceptions are aliased. Stolzmann [2000] used anticipatory classifier systems where

previous sensor values are remembered and used to disambiguate hidden states. There has
also been research using a finite-size window of the current and past observations and actions
[McCallum, 1996; Lin and Mitchell, 1992],

2.6 Summary

In this chapter, the background of evolutionary robotics is described. It first starts with behavior-
based robotics and their concept. Then three kinds of evolutionary algorithms are explained.
Genetic algorithms and genetic programming will be the main tools in the thesis. The issues
in evolutionary robotics and the various approaches are described. The research groups and
their methodologies are shown with a history of the research. The design of controllers is di¬
vided into three categories; evolving controllers in simulation only, evolving controllers and
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then transferring them into a physical robot, and evolving controllers in physical robots. In the
thesis, controllers evolved in simulation will be demonstrated.

As one of the main themes, the study of memory-based controllers is explained in detail in
this chapter. One of the representative approaches in memory-based systems is using recurrent
neural networks. They have proved powerful in many application fields. Also as a simple con¬

troller, Boolean logic networks have been considered. When memory is added to Boolean logic
networks, it is equivalent to finite state machines. A variation of classifier systems, ZCSM, has
been applied to grid world problems to show the effect of internal memory. Genetic program¬

ming with indexed memory or with sequential function is one of several popular approaches
that have a memory structure. Some researchers have used memory as a tool for solving hidden
state problems and designed a reinforcement algorithm maintaining internal memory.

In the thesis, Pareto optimization is used to consider two constraints, behavior performance and
memory amount, with evolutionary algorithms. It will find robot controllers with the best per¬

formance for each level of memory amount, and will determine the minimal memory structure
for the best performance. The evolutionary techniques assume that the interesting properties
of the task can be encoded into a fitness function that evaluates candidate solutions; for robotic

problems, this is non-trivial. Those issues will be discussed in detail in the next chapter.



 



Chapter 3

Methodology

In this chapter, various issues of methodologies for evolutionary experiments are introduced.
The approaches for controller design, fitness function, performance measurement and multi-
objective methods will also be described. They are the main tools used to investigate the

performance of various memory structures and to analyze many experimental results.

The first section handles how to construct memory-based controllers and their genome rep¬

resentations. The proposed memory-based controllers, finite state machines, rule-based state

machines and tree state machines, have state-based structures where it is easy to quantify the

memory amount required for a given task. The application of each structure will depend on

agent tasks. Also the issue of how to define fitness functions is described. In the follow¬
ing section, the measure of probabilistic distribution for fitness in evolutionary computation is

given to estimate the behavior performance. The evolutionary algorithms have characteristics
of stochastic and random distribution. They can be handled with sampling theory over fitness
results. Deciding desirable evolutionary parameters and efficient control strategies is an inter¬
esting problem in the evolutionary approaches. They can be determined through the suggested
performance measures.

One of the main questions in the thesis is how many memory elements are required for a given
robotic task. It also involves the question of what is the best performance for given memory

elements. A population of variable state machines is considered in evolutionary algorithms
and a novel evolutionary method will search for genomes with the best behavior fitness and
minimal amount of memory. Through a Pareto optimization technique, the best solutions will
be introduced for each given number of memory elements. Thus, the concurrent evolutionary
search for the minimal but optimal control system will decide the complexity of control systems

41
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required to achieve robotic tasks.

3.1 Structure of the robot controller

Evolutionary robotic approaches frequently use recurrent neural networks as controllers for

complex behaviors [Meyer et ah, 1998; Harvey et ah, 1992; Floreano and Mondada, 1996],
combined with genetic algorithms to determine the network structure or parameterization. Such
networks make effective controllers, offering the possibility for creating many possible dy¬
namical systems with a variety of attractors, but it is hard to analyze them theoretically and to

quantify the amount of memory a particular network provides to an agent.

We suggest that finite state machines have more possibilities for analysis of memory by their
discrete expressions even though they are less powerful in representation than recurrent neural
networks. One of the research goals is to explain the relation between memory effect and

complexity of behaviors, and to demonstrate this relationship by evolving controllers with a

small number of memory elements instead of pure reactive systems.

3.1.1 Memoryless approach

A memoryless reactive approach has a controller mapping functions from sensation to motor

actions. The set of actions depend only on the current sensation. Purely reactive systems

define one mapping function without any internal memory. If a feedforward neural network is
constructed for the mapping, it may be a good solution for the reactive system, by the fact that
it can approximate any continuous function with an arbitrary number of hidden nodes [Homik
et al., 1989].

There have been many memoryless reactive approaches in evolutionary computation and rein¬
forcement learning [Kaelbling, 1986; Nolfi, 1997b; Lee, 1998],

3.1.2 Finite State Machines

A finite state machine can be considered as a type of Mealy machine model [Kohavi, 1970;

Hopcroft and Ullman, 1979], so it is defined as M — (Q,Z,A,8,X,qo) where qo is an initial
state, Q is a finite set of states, X is a finite set of input values, A is a set of multi-valued output

values, 8 is a state transition function from Q x E to Q, and A. is a mapping from gxl to A,
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where X(q,a) will have one of the output set A. 8(q,a) is defined as the next state for each state

q and input value a, and the output action of machine M for the input sequence 01,02,^3, ...,an

is 'k(qo,ai),X(qi,a2),'k(q2,a2),...,X(qn-i,an), where qo,q\,q2, ••■■,qn is the sequence of states
such that 8(qic,aic+i) = q^+i for k — 0, ..,n — 1.

There are several ways to represent finite state machines. Table 3.1(a) is an example developed
for wall following behavior. It has four-bit output, where the first two bits are for the left
wheel motor and the other two bits are for the right wheel motor. The output for motor control
is divided into four levels, fast backward(OO), slow backward(Ol), slow forward(lO), and fast

forward( 11). The chromosome representation follows the content of the table in sequence as

follows:

01011 01011 11000 11000 01001 10000 11110 11000

If we increase the number of levels for the output, it is necessary to increase the number of bits
for the expression. The schemata expression of genes in Table 3.1(b) is a multivalued integer
string instead of a binary string. This scheme reduces the length of genes, thus increasing the
convergence speed to optimal points. The gene coding is defined here as a sequence of the
pair (state number, state output) of each sensor value in canonical order of state number. For

example, the gene coding in Table 3.1(b) used for exploration task is represented as:

275 050 047 335 243 350 160 001 337 326 073 306 376 267 306 003

Each building block corresponds to (qx,ao,qy,a\,qz:a2,qw,ci3) for each current state <7,, where
qx = §(<7o00),.., qw = 8(qi, 11), X(q,-,00) = ao,.., X(qi, 11) =03 with the above Mealy ma¬

chine notation. With the integer representation of chromosomes, one crossover point is al¬
lowed only among integer loci, and the crossover rate is applied to each individual chromo¬
some, while the mutation rate is applied to every single locus in the chromosome, instead of
each building block or the whole individual chromosome. For example, if the mutation rate is
0.1, then one over 10 integers will experience the mutation and the mutation will change one

integer value into a new random integer value. The integer encoding does not only greatly re¬

duce the gene coding size, but also it will help find the desirable finite states efficiently because
the crossover point is restricted by the boundary of the state numbers and output values. When

binary strings allow the crossover in the middle of bits for state numbers or output values, the
crossover point folding area causes a mutation effect on the bits and changes the state number
instead of keeping the old value. From the finite state machine, Boolean logic circuits with

flip/flops can be extracted. Figure 3.1 is the Boolean logic circuit with one memory element,
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state input 00 input 01 input 10 input 11
10

11

qo,L= 10 ,/? = 11
qo,L = 10,/? = 01

q0,L= 10,R = 11
<7i,L = 00,/? = 00

q\,L = 10,/? = 00
qi,L= 11,/?= 10

quL= 10,R = 00
qo,L= 10,/? = 00

(a)

state input 00 input 01 input 10 input 11
10 qi,L = 1,R = 5 qo,L = 5,R = 0 qo,L = 4,/? = 7 <73,L = 3,R = 5
11 q2,L — 4,R = 3 <?3,L = 5,/? = 0 qi,L = 6,/? = 0 qo,L = 0,/? = 1
12 <73,/, = 3,/? = 7 <73,L = 2,R = 6 qo,L = 7,/? = 3 <73,L = 0 ,R = 6
13 12,L = 1,R = 6 qi,L — 6 ,R = 7 <73,L = 0,R = 6 qo,L = 0 ,R = 3

(b)

Table 3.1: Examples of finite state machine

Right Sensor H>°-

Left Wheel Motor

Right Wheel Motor

Figure 3.1: Boolean logic network with a memory element

which is equivalent to Table 3.1(a).

The encoding of the Mealy machine can easily represent sequential states as shown above.
However, it needs a complete encoding for each state and scales badly with growing machine

complexity.

3.1.3 Rule-based State Machines

A variation of a finite state machine is a rule-based system with binary inputs, similar to a

classifier system. This structure also has a memory configuration where each rule belongs to a

state, with the current state information always held globally. Each rule keeps the information
of the matchable current state and the next state, much like tags in a classifier system.

When we have a small number of sensors and a few number of states, the gene encoding size
of finite state machines is reasonable. But, the search time for the optimal gene or solution
to desirable behaviors increases rapidly with the length of the chromosome. When we have
n sensors, m motor actions and 5 states, the length of the chromosome for the representation
of finite state machines will be s(m + 1)2", assuming all the sensors have binary-values. For
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example, when we need many sensors and several states, the gene encoding size increases

exponentially.

A possible alternative is to use a set of rules where each rule has a state information and a

sensor representation of short length. This structure is similar to a classifier system. Genetic
operators are used for a set of rules encoded by bit strings. The basic structure can be seen as a

rule-based system where preconditions for a set of rules are examined to see their applicability,
when given the current situation. The preconditions have fixed-length bit encoding with values
of 0, 1, #(don't care). The action part of the rule is also a fixed-length encoding with the
values of motor action. Unlike a classifier system, evolutionary computation with a set of rules
does not use any reinforcement learning1: the genetic algorithm creates new rules with genetic
operators and a set of rules is tested for a given environment by evaluating the results of the
chosen actions. As a result, this helps to construct a desirable set of rules for the best behavior
even if it requires many sensor readings. Using a set of rules, where each rule has a state
information and a sensor representation, k rules in a set, n sensors, m motor actions and s states
results in a genome of length k(n + s + m), which is linearly proportional to the number of
sensors.

A set of rules including states is defined as a machine M = (g.Z, A,S,/V, <yo) where qo is an

initial state, Q is a finite set of states, £ is a finite set of input values, A is a finite set of multi¬
valued output values, 8 is a state transition function from Q x X to Q, and A. is a mapping
from Q x £ to A, X(q,A) will have one of the output set A, where q,A is an element of Q,£,
respectively. Each rule R, in machine M is defined as

Ri(M) — (A,-, ((/,-, q^),/),) — ((a,i. O,?. 0^3..... Ctm). {(j}. tq), (dn. t/z2. da..... dun))

where A, is an input string or sensor value, D, is a motor output string, c/, is the current state
before rule activation, q* is the next state after rule activation.

Oil 0,2 O/3 <7; 4* di\ da di3 ... dim

In the rule structure, we can divide a set of state rules into several classes depending on states.

We assume each rule should necessarily satisfy the condition of the current state to activate
itself. State information can be generated from the best rule to match the current sensor read¬

ings. As shown in Figure 3.2, the state information can be seen as a medium to activate a set

1 We are only interested in constructing Boolean logic circuits with evolutionary computation, since reinforce¬
ment learning allows dynamic features of weights for rule discovery
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motor output

a set of rules

a setof rules

setpfriMes

ccococco Sensor

Figure 3.2: Diagram of a set of state rules

of rules, like neurotransmitters among neurons. When the current state, e.g. q\, is set, it can

activate only a set of rules which has state q\ and the best rule among them will decide the next
state 92, which will activate another set of rules.

We assume that each rule is responsive to sensor readings and when the condition matches the
current sensor readings, the rule action is activated. The firing activity of each rule depends on

the number of matching conditions of the rule, and if there is a complete matching rule, the
rule's activity is the highest. Each rule's motor actions are summed up as final motor action
values depending on its activity. For the z'-th motor value M, can be calculated as follows:

Mi = Y^PnRni
n

where pn = ^^,An = e~z^, and An is an activity of the zz-th rule, Rm is the z'-th motor action
of the n-th rule, z is the number of preconditions matching with the current sensor values, a2 is
a constant for activity degree, M, is the z'-th motor action. In this mapping, rules interact with
each other to decide the final motor output.

Another way is to choose the single best matching rule in a winner-take-all strategy. If there
is no rule whose condition matches the sensor readings completely, the best matching rule is
selected. The best matching rule not only generates the next state, but also decides the motor

output by itself. In our experiments, the evolutionary algorithm has shown a better performance
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using this winner-take-all method.

The structure of rule-based state machines can be compared with the methods of radial-basis
functions and fuzzy systems [Powell, 1987; Moody and Darken, 1989; Haykin, 1994; Zadeh,
1965; Jang et al., 1997].

3.1.4 Tree State Machines

Finite state machines and rule-based state machines can easily encode memory states, but they
have the restriction of sensor values. Sensor readings are binarized to have logical values and
thus it may ignore the potential of continuous-valued sensors. There is an alternative way of

allowing variable thresholds for sensors. However, they still have the difficulty of representing
multi-thresholds for each sensor, since the encoding size is greatly increasing. Thus, a tree
structure to process sensor readings and the technique of encoding memory states are combined
together. It will be called a tree state machine.

Definition 3.1 (Sensor state) A sensor state is defined to be a set of sensor values that have
the same motor outputs and the same memory state to be activated next. It is defined within a

fixed memory state. If the same notation is used as in the finite state machine,

e(s') = {s*mqi,sl) = h(qi,s*) A = 8(tf/,s*)}

where Z is a mapping from Q x E to A, and 8 is a state transition function from Q x E to Q.

A sensor state is an equivalence class over observed sensor values, such that all the sensor

values in the sensor state have the same motor actions and the same next memory state in the
transition functions. The sensor state equivalence classes form a partition of the set 57 of sensor

values as shown in Figure 3.3. The function 8 maps from a sensor value s' to a set of sensor

values, which belongs to sensor states o^.k = 0,1,2,.... Then the set 57 for a state q, is the set

{a*,} of all sensor states. Within the same sensor state, all the sensor values induce the same

future actions for the next time step.

In finite state machines, there are n£=1/*(Sjfc) sensor states where II is the product of each value,
n is the number of sensors and pi is a function from a sensor to the number of partitions formed
by thresholds. This structure is quite efficient to evolve memory-based systems or sequential
processes, while the number of sensors is not large. As an alternative, a rule-based system was

designed to handle evolving controllers with many sensors. Even in this case, the number of
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sensor states is restricted. When 20 rules are tested for a chromosome, it means a maximum of

20 sensor states are allowed.

A set of state trees is defined as a machine M — (Q, T,S, A, go) where qo is an initial state, Q is
a finite set of states, T is a set of trees assigned to a state, S is a set of sensors and A is the set
of multi-valued output values. A tree 7] is assigned for a state q,. Each tree 7} in machine M is
defined as

Ti(M) = {(Sk,q*k,Dk)\Sk er,q*ke Q,Dk e A}

where T is a set of sensor states, and a sensor state is defined with n decision boundaries
as Sk = (rki,okUBki) A (rk2,ok2,Qk2) A ...(rkn,okn,dkn), and then (rkj,okj,Qkj) is a decision
classifier for the sensor okj 6 X. rkj is a relation operator which will be an element of the set
{>,>,<,<} in a decision tree, okj G X is the j-th sensor, and Qkj- is a threshold for the y-th
sensor. We can omit insignificant sensors in the sensor state equation by evolving decision trees
for sensor states.

For each sensor state, 8, X are defined for the next state and motor outputs. 5 is a state transition
function from Q x F to Q, and A. is a mapping from Q x T to A, X(q,A) will have one of
the output set A, where q,A is an element of Q. T, respectively. For the 7-th sensor state,

(q*,Dj) = (q*. (d,\,dl2,<7,3,...,d,m)) will be the form of a terminal value in evolved decision
trees. Dt is a motor output string, and q* is the next state after the activation of motor output
for a given sensor state.

A sensor state determines the next memory state and motor actions. Thus, this structure is
similar- to the rule-based system, but it has more flexibility in representation and also it allows
to evolve thresholds for each sensor. It is expandable to generate many sensor states so that the

system can handle the environment.

GP-automata has been applied only with two sensor states for several experiments [Ashlock,
1997] as shown in Figure 2.9; two sensor states were determined by odd or even values of
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deciders. By the definition of sensor states, two sensor states say that one memory state can

have a maximum of two actions and two transitions of memory states.

In the approach of tree state machines, we allow more than two sensor states using a tree

structure. In the above tree state machine, we can theoretically generate an infinite number
of sensor states. For any sensor, we can continue to divide each sensor space with multi-
thresholds. There may be issues of how many sensor states will be useful to construct desirable
controllers and also of how complex functions will be helpful for a fixed number of sensor

states. It is presumed that these issues will depend on experimental tasks.

3.2 Fitness Function

In evolutionary robotics, the fitness function is used to evaluate the performance of controllers
and control structures, or morphology. Normally fitness functions for robot controllers have
constraints to estimate the performance for desirable behaviors. However, it is a non-trivial

problem to choose such constraints and also it may be often the case without knowledge of how
to represent the expected behaviors with constraints. Even if relevant constraints are obtained,
there is still a problem of combining all constraints for desirable behaviors. Some fitness
functions can have difficulty in making progress of evolution to expected behaviors, since they
are too deceptive or they define only behavioral outcome of an evolutionary controller.

Nolfi and Floreano [2000] proposed three factors for the fitness function framework. The first
factor is a functional-behavioral aspect to define whether the fitness function evaluates specific
function components of the controller or whether the fitness function evaluates the behavioral
outcome. The second factor is an explicit-implicit aspect to estimate the amount of constraints
and variables for the fitness. The third factor is an external-internal aspect to define whether
constraints and variables included in the fitness are computable using information available to
the evolving agent. They insisted that those three factors determine the characteristics of the
evolution of autonomous agents. The difficulty of fitness functions depends on the factors.
In many cases, the fitness function cannot exactly describe good controllers for autonomous

agents. Thus, the choice of fitness functions is one of difficult decisions.

In the thesis we handle several grid world problems and robotic tasks. Grid world problems
consist of the artificial ant problem, the Tartarus problem, and the woods problem. In robotic
experiments, several robotic tasks such as wall following, exploration, obstacle avoidance, box

pushing, corridor following and T-maze decision are investigated. Those tasks reflect various



50 Chapter 3. Methodology

fitness characteristics for behavior performance. For some behaviors, the fitness function is
defined by the penalty function to estimate penalty or cost for expected behaviors. The perfor¬
mance of a controller can be evaluated with the penalty or cost that the controller produces. It
can be easily encoded as a penalty fitness.

When two or more constraints are given, combining constraints with relative weights can be a

possible solution, but the fitness greatly depends on the relative weights. In our experiments,
two constraints, behavior performance and memory amount, are mainly used to find genome

controllers with the best performance and the minimum amount of memory. Instead of com¬

bining two constraints with relative weights, Pareto optimization is used to collect controllers
to satisfy two independent constraints. It will show various robot controllers with the best
behavior performance for each different level of memory amount.

The performance of controllers, defined by the fitness function, are compared one another to

determine which controller is better. However, evolutionary runs are stochastic and a single
run cannot support such a decision. Thus, the probabilistic distribution of trial runs should be
considered.

3.3 Performance Test

In evolutionary computation, we are inclined to compare different strategies or different param¬

eter settings. An easy way is to compare the distributions of fitness results of those strategies.
Some strategies may reach optimal solutions at a slow speed but better fitness, while others
reach desirable solutions at a fast convergence speed but with worse fitness. In many exper¬

iments we need a large number of generations to reach optimal solutions. Also independent

experiments can be tested with a rather small number of generations to obtain desirable solu¬
tions within an error bound. This will determine how much effort is required to obtain a certain
success level for controllers. Two performance tests will be applied to several tasks to compare

various strategies and to see memory effects.

3.3.1 Fitness Test

When many independent experiments are run, the fitness results for each one will differ some¬

what. Unless the fitness function is deceptive, the fitness performance will follow a trend of
fitness curves over generations. We may assume that the fitness curve follows a Gaussian dis-
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Figure 3.4: An example fitness distribution

tribution at a fixed number of generations. However, the number of runs for each experiment
will be restricted, since one evolutionary run takes much computing time. Figure 3.4 shows an

example penalty-fitness distribution obtained from 25 runs in an experiment. The distribution

rarely follows a Gaussian distribution and in many cases it shows a skewed form. For various

configurations or strategies, a set of independent runs are taken to compare performances. An
easy way is to see the average fitness value at fixed generations.

We take a Student's t test over sample runs with a given strategy [Cohen, 1995], It allows us to
see confidence intervals of the average performance in the sample distribution. The population
standard deviation is unknown, so it is estimated from the sample standard deviation where
o is the standard error of samples. Thus, 95% confidence intervals should be

r- a - a l
F — fo.025 -7= > X + tQ 025 -7= J •

V« \/n

where n is the number of samples.

The data in Figure 3.4 have an average x = 54.75 and standard deviation a = 14.51. Its con¬

fidence interval will be [54.75 — 5.99, 54.75 + 5.99] = [48.76, 60.74], when a /-distribution is
assumed.

When we test the confidence intervals with bootstrap methods, it is a little different from our

/-distribution test. Normally the confidence interval of the bootstrap method [Cohen, 1995]
seems narrower than that of /-distribution. The estimated mean among two methods will de¬
pend on a sample distribution. From the above example runs, the bootstrap sampling method
generated 5000 values of x*, the estimated mean calculated from bootstrap samples. The dis-
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tribution of estimated mean values is given in Figure 3.5. From these data, the 95% confidence
interval for the mean in terms of the standard normal distribution is [x— 1.96af-, x+ 1.96af»] =

[52.56 — 6.74, 52.56 + 6.74] = [45.82, 59.30], As a result, r-test and bootstrap test give similar
results for an unknown distribution. In this thesis the fitness test will mainly check the confi¬
dence interval using the f-test, since it tends to cover more often the range of the worst case

fitness.
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Figure 3.5: Sampling distribution derived from the bootstrapped distribution (5000 samples)

3.3.2 Effort Test

We are interested in obtaining a successful controller with minimum efforts in evolutionary

experiments. If we increase the population size or the number of test environments2, it will be
more effective to find desirable controllers. However, if a successful controller is determined
with the lowest computing cost, the applied methodologies can be recommended.

To determine the effort that evolutionary computation has tried to obtain a desirable robust
controller, we assume that a single independent experiment is repeatedly run until a successful
controller is found. A better strategy or methodology will have a smaller number of runs to
find a successful controller. This performance test can be differentiated with the comparison of
fitness distributions under different strategies.

This effort test was suggested by Lee [1998] to see the performance of different strategies for
evolutionary experiments. He used the measure of the average computing cost needed before

.J"

r-

-i

2To build robust controllers, robots should be evolved and tested at many starting positions in various
environments.
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the first success run. In this thesis, its measure is extended more rigourously to show the
confidence intervals of the effort cost in this thesis.

For a given success rate p over the controller test, the average number of trial runs before the
first success run can be calculated as

1
£(X) =5>(1 "/>)* = "

x=\ P

Therefore, the effort cost before the first success will be jC where C is a unit computing cost
per run.

When it is assumed that a + (3 independent experiments experience a successes and (3 failures,
the distribution of success rate p can be approximated with a Beta distribution (see appendix
A). The Beta probability density function is given by

/fea-|i) = fi(a+l'.|3+l)f'°('~'')P
where B(a+ 1,P + 1) = fj/?a(l — p)$dp = r^rfo+p+2)"^ anc* 1) = «r(n)- A random
variable X is defined as the amount of trial cost with a success probability p. The expected
value and variance of the cost for the random variable X will be as follows:

E(x) = -pa(l-p)?'dpJo p S(cc+l,P+l)
a + P+ 1

= C-
a

V(X) = E(X2) - [E(X)]2 = C2 • (a+a2^(f)+ ^
Similarly a negative binomial distribution can be defined such that a random variable Y is the
number of failures before the first success. In this case, it will be a well-known geometric
distribution.

m = \
var) = ^

where p may be approximated with a"^|2 (appendix A) in the experiments and thus the ex¬
pected trial cost will be = a^~}~2C.
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Figure 3.6: Probabilistic density functions of Beta distribution (degree: 25)

Two distributions show similar forms of expected costs, but the variances are different. When
a different number of trial experiments are given with the same success probability p = a"p_j_2 >

the variance of Beta distribution will depend on the number of experiments.

Now we want to define confidence intervals about success/fail tests for a given strategy. If the
number of experiments is large and the success rate is not an extreme value, then the distribution
will be close to normal distribution. For most robotic tasks, evolutionary computation requires
much time to test many experiments. The distribution of success probability will follow a beta
distribution unlike a Gaussian distribution. Figure 3.6 shows the pdf functions f(p, a, (3) over

a different number of success cases among 25 runs. The beta has very diverse distributions
depending on the success cases. For a small or large number of successes, the distribution
is far away from standard normal distribution. Thus, the following numeric approach will be
used for confidence intervals. Assume that a random variable X with a beta-distribution has the

upper bound xu and the lower bound xj for confidence limits such that P(xi < X < xu) = 1 — £

and P(X < xi) = e/2. Then we can assert that is a (1 — e) • 100 percent confidence
interval.

If a success probability p is beta distributed, the confidence limits x/,xu can be obtained by

solving the following equations:

e
_ r" pa(l-p)p

2 Jo fl(a+l,p+l) P
e

= H ^(l-p)P
2 JXuB(a+l,P+l) P

From the lower and upper bound probability x/,xu, the 95% confidence effort cost will be
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estimated with [—C, — Cl.•*« •*/

For example, when 10 independent experiments are tested for a robotic task, assume that 9
successes and 1 failure happen for a given strategy. The 95 % percent confidence interval can

be estimated with the above two integral equations with e = 0.05. If we solve the equations in
terms of xpxu, then

0^5 = p P9(\-pY
2 Jo 5(9+ 1,1 + 1)

0-05
_ /" fV-P)\dpJxu 5(9+ 1,1 + 1) y

1 \xj° - 1 Oxj1 = 0.025, 1 lxl° - lfoj1 = 0.975,

which gives an approximate solution jq = 0.587,xr — 0.977. Thus, [0.587,0.977] is a confi-

[(7977^' 07587 ^dence interval for a success rate p in this example. The effort cost interval will be [k4^C, Q^oyC]
= [1.02C, 1.70C] and its mean a+^+l C is 1.22C. We can estimate that 1.02-1.70 times the
computing time of a single run experiment will be spent to obtain the first success with 95%
confidence.

This effort test will be applied to check the performance of many single experiments in a short

period of time. By repeating the single experiments with the same number of generations,
we can decide a distribution over success rate. If it is evolved with good strategies or proper

parameters, the success rate will be high enough. Otherwise, the success rate will be lower.
The success rate distribution for each strategy will be compared to determine which strategy is
more efficient.

3.4 Multi-Objective Optimization

In the robotic tasks, we are interested in finding a genome controller satisfying both the minimal
expression and the best fitness together. The number of memory states and performance fitness
are independent measures and the problem is one of multiobjective optimization problems.

Unless prior information about control structure is given, the design of the control structure

should consider its structural complexity. The complexity is estimated with memory in our

problems. The criterion for memory complexity will follow the minimum description length
(MDL) principle [Rissanen, 1978, 1989]. We prefer the best performance with the minimal
control structure and thus two criteria, fitness performance and memory amount, are used for
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desirable controllers. It may be tested with a regularization method that considers the relative
importance of the memory criterion with respect to fitness performance. Instead of allowing
several regularization parameters, various Pareto optimal solutions under the two criteria will
be investigated. This optimization process will be achieved with evolutionary algorithms.

Evolutionary algorithms have often been used for optimization of several conflicting objectives.
This multiobjective optimization searches for multiple solutions in a single run. There exists
a set of Pareto optimal solutions in a multiobjective optimization problem instead of a single
optimal solution. Many classical optimization methods work with a single solution at each
iteration, and multiple Pareto solutions can be obtained by applying the methods more than
once with varying parameters, thus finding one distinct Pareto solution for each iteration. In
contrast, evolutionary algorithms can work with a population of solutions, and the genetic
search has its inherent parallelism. Therefore, many Pareto-optimal solutions can be obtained
together in a single optimization run.

Evolutionary algorithms for multiobjective optimization have been studied since Schaffer's
work [Schaffer, 1985]. A large number of applications have been tackled with the approach. In
our experiments, a special-purpose evolutionary multiobjective optimization (EMO) approach
is developed for robotic tasks. It will find Pareto optimal solutions, the best behavior perfor¬
mance for each number of memory states.

The fitness function can be defined with cost or penalty and for the penalty fitness, evolutionary
algorithms will search for the minimal fitness. Thus, the minimization of cost as an objective
can be achieved with evolutionary algorithms. We will assume that there are m objectives to be
minimized for multiobjective optimization3.

Definition 3.2 (Dominate) A vector X = for m objectives is said to dominate
Y = (yi .y2, ■■■,ym) (written as X <Y) if and only if X is partially less than Y, that is,

(Vie l,...,m,Xi < yi) A (3i e 1 <yt)

Definition 3.3 (Pareto optimal set) A Pareto optimal set is said to be the set of vectors that
are not dominated by any other vector.

{X = (xi,...,xm)|-.(3Y = (yuy2,...,ym),Y -<X)}

3 If the objectives are to be maximized as a benefit function, the relational operator should be changed reversely.
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Figure 3.7: Pareto ranking example (a) Goldberg method (b) Dominating rank method

A population of vectors can be classified into classes of dominance levels [Goldberg, 1989].
We can apply a procedure of selecting non-dominated vectors (it means that vectors are not

dominated by others) for the first dominance level. This procedure compares each element
vector with every other element in a population and checks if it is dominated by any other
vector. The resulting set of non-dominated vectors are marked as the first level and removed
from the population of element vectors. The procedure of selecting non-dominated vectors

is applied again to choose the next (second) dominance level. By repeating the selection of
non-dominated vectors and their deletion, a hierarchy of dominance levels is achieved.

The vectors of the first-level dominance class are a set of possible Pareto optimal solutions
and they should be given more probabilities to reproduce the next generation in evolutionary
algorithms. The above Pareto ranking method designed by Goldberg [1989] is given in Figure
3.7(a).

A ranking method is used where the number of dominating vectors are counted in a population
instead of using dominance levels (this ranking method was first suggested by Foncea and
Fleming [1993]). Nondominating vectors will be given a rank 0, and then the rank of a vector
will be defined as how many vectors dominate the given vector, that is, the number of other
vectors dominating the vector.

There are two main issues to be addressed when applying evolutionary algorithms to multiob-

jective optimization problems. EMO algorithms are required to have a good search operator
and fitness assignment to find the global Pareto-optimal solutions. Also they need to address



58 Chapter 3. Methodology

how to maintain a diversity of the population to prevent a biased distribution of solutions. The
fitness assignment method and diversity will be mentioned below for the ranking method.

3.4.1 Fitness Assignment

The ranking method considers dominating relationships among solution vectors in multiobjec-
tive optimization.

For any vector X in a population, we define a dominating set over X as

d(x) = {y ew\Y -<x, lew}

where T* is a set of all vectors in a population.

Thus, the rank function will be given as

rank(X) = Card(d(X))

where Card is a cardinality function to count the number of elements in a given set. This
rank function will not be consistent with the result of dominance levels suggested by Goldberg
[1989]. Within the same dominance levels, the rank function results may be different, de¬

pending on the distribution of vectors in a population. EMO with the dominating rank method
will assign fitness to the result of the rank function, that is, the number of dominating vectors.

Figure 3.7(b) shows examples of how the above method assigns fitness to vectors.

3.4.2 Diversity in Pareto optimization

In general, discontinuity in the Pareto-optimal search space may lead to difficulty in an mul-

tiobjective evolutionary algorithm. It needs an efficient way of keeping diversity among dis¬
continuous regions (see Figure 3.8). In this kind of problem, solutions can be obtained in local

sub-regions, but competition among local regions may neglect to search some sub-regions and
it may lose diverse solutions with a biased distribution. This diversity problem is one of the is¬
sues in EMO approaches. In our experiments, behavior performance is defined for each number
of memory states. Solution space is discontinuous and we need to escape biased distribution of
Pareto solutions.

Thus, we keep an elite pool of the best chromosomes for each number of memory states. Every
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Figure 3.8: Multiobjective solutions in discontinuous Pareto space

generation the best chromosomes for each number of states in a population are collected and
compared with the pool members. If the best chromosome in the population is better than the
pool member for a specified state, the pool member is replaced. Otherwise, the pool member
is still maintained in the elite pool. In this way, the elite chromosome for each state is stored.
To keep diversity of Pareto solutions, one random member in the elite pool is selected and
inserted into a new population. Such random selection for memory states will assist a uniform
distribution of Pareto solutions. It is also effectively related to elitism strategy.

When we use tournament selection with a tournament of size four, a similar strategy can be

applied. A population is shuffled into groups of four chromosomes for tournament selection.
In each group of size four the two best chromosomes are crossed over to produce two new

offspring that replace the two worst fit chromosomes in the group and a mutation is given for
each new chromosome. The two best chromosomes also reproduce themselves for another two

offspring. This process can retain the two old best values in the group of four and a variance of
the whole population's fitness values can be reduced.

In multiobjective Pareto optimization, the rank cannot be linearly ordered. The dominating
ranking method is applied to this tournament selection of size four as shown in Figure 3.9.
When more than two offspring have the the same rank, the two best chromosomes are selected
randomly without any bias to an objective. In this tournament selection, this random selection
also plays an important role on providing a diverse population in the next generation.

3.4.3 Variable State Machines

A minimal expression of controllers to achieve a given goal is desirable. FSM approaches
need to find the minimum number of states in terms of simple design. If a task can be com-
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Figure 3.9: Dominating rank method in a tournament selection of group size four

pleted with a purely reactive system, it is represented as a 1-state FSM. We have developed
an evolutionary algorithm with Pareto optimization for variable state machines. This does not

only handle evolving compact representations of controllers, but also fitness distribution over

variable states can be analyzed to determine a desirable number of memory elements. Two

objectives, behavior performance and the number of memory elements, are used in Pareto opti¬
mization. Pareto optimization will try to maximize behavior performance as well as minimize

memory states and thus a minimal expression of controllers can be searched out.

Unlike many applications of multiobjective optimization, a genetic pool should allow variable
length chromosomes in the experiments of variable state machines. The size of finite state
machines depends on the number of states and thus variable states have a different length of
genome controllers.

In the experiments, a tournament selection of size four is used for Pareto optimization. A popu¬

lation is initialized with random length chromosomes. The two best chromosomes are selected
with the dominating rank method as mentioned above. They reproduce themselves and the
two worst chromosomes are replaced by two new offspring that experience one point crossover

followed by mutation. In the application of variable state machines, a variable number of states
should be permitted and generated to keep its diversity in a genetic pool. Thus, new offspring
are produced with a size modifying operator, crossover and mutation by turns.

There are three different methods for a size-modifying operator as shown in Figure 3.10. When
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Figure 3.10: Genetic operators for variable state machines

new offspring are reproduced, memory states are randomly selected for the new offspring to

produce diverse state machines. Thus, the chromosome size for each chromosome will depend
on the pre-defined memory states. The following size-modifying operators will be used to

reproduce new offspring such that they share same of the characteristics of the parents.

With the first operator, the number of states for the offspring chromosome string is chosen at
random and the chromosome size is thereby fixed. Then it concatenates several copies of one

of the parents. If it exceeds the chromosome length, it is cut by the pre-defined length. This
is repeated for the other offspring, but the offspring is generated from the other parent - see

Figure 3.10(a).

With the second operator, the number of states for the offspring is randomly chosen and so the
chromosome length is calculated. It concatenates a copy of one parent and a copy from the
other parent and then repeats to concatenate two copies alternately. The chromosome is cut
at the pre-defined length. Another offspring is generated with alternate copies of parents but
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starting with the other parent - see Figure 3.10(b).

With the third operator, similarly the number of states for offspring is randomly chosen. It
maintains one copy of one of the parents and if its size is larger than the pre-defined chromo¬
some length, it is cut by the length. If it is smaller than the length, random strings are added
to the copy to build it up to the pre-defined length. Another offspring is generated in a similar

way, but instead it starts with a copy of the other parent - see Figure 3.10(c).

After applying the above size-modifying operator, crossover of different length is executed on

the two offspring. The crossover point is selected inside both chromosome strings after aligning
the prefixes of the two strings. During this crossover process, the bit flipping mutation can be
used to change one integer value in the strings.

The size-modifying operator is applied to 75% of new offspring, in experiments with variable
state machines. When it is not used, the offspring keep the size of their parents as shown in
Figure 3.10(d).

3.5 Summary

In this chapter, several methodologies for evolutionary algorithms are introduced. Control
structures are based on state machines to help quantify the amount of memory required to
achieve a given task. We suggest three kinds of control structures, finite state machines, rule-
based state machines and tree state machines. They each have advantages and disadvantages in
representation complexity and application levels. Finite state machines are useful for a small
number of sensors, but they easily catch memory components in controllers. Rule-based state

machines can be used for a large number of sensors, but they need a matching process between
environmental states and conditions of each rule. Tree state machines can be used with a genetic

programming to evolve multiple decision trees where a tree is defined for each internal state.

They allow a continuous range of sensors, but are rather slow at obtaining desirable solutions.

Many evolutionary runs for a given control structure or given parameter setting are performed
to see the fitness distribution. A fitness test and an effort test will be applied to see distinct
differences among control structures and to determine desirable evolutionary parameters. The
two tests are based on confidence intervals of experimental samples to produce significance
statistics.

A special purpose EMO approach is developed to find the memory requirement for each robotic
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task or agent problem. It manages a pool of variable state machines to compete against each
other in a given environment. It uses genetic algorithms with variable-length coding. Also
the approach employs a dominating rank method with elitism to accelerate the convergence to

Pareto-optimal solutions. From the EMO results for memory analysis, we can easily analyze
how many memory elements are required to reach a given performance or what is the limit of

performance for a given number of memory elements.



 



Chapter 4

Artificial Ant Problem

In this chapter, evolutionary algorithms are applied to the artificial ant problem. The artificial
ant problem is a well-known problem that various evolutionary algorithms have handled. In
this problem, an agent must follow irregular food trails in the grid world to imitate an ant's
foraging behavior. The trails have a series of turns, gaps, and jumps on the grid and ant agents
have one sensor in the front to detect food.

The artificial ant problem, as an agent problem, simplifies sensor readings and motor actions.
Agents have restricted information of the surrounding environment. Yet they are supposed to

collect all the food on the trails. Two trails, the Santa Fe trail and the John Muir trail, are

handled with an ant agent in this chapter. The ant model is easy to characterize, but the task
requires memorizing various environmental situations. The ant problem is one of the difficult
problems that purely reactive systems cannot solve, and a desirable agent behavior should

depend on memory elements. Thus, the artificial ant problem is a good example to see memory

effects in behavior performance.

Several evolutionary issues are also discussed in this chapter. First, several factors are de¬
scribed; exploration time, the number of generations and population size, which are related
to the computing cost for evolutionary runs. Then, the application of both the fitness test and
the effort test to choose good parameter values for those factors is discussed. Also it explains
how to find a desirable mutation rate and how to choose a genome selection mechanism. In a

similar way, it discusses what control structures can help solve the artificial ant problem with a

very limited sensor. Finite state machines are used to measure the amount of memory needed
for the given task. The memory-based control structures, performance measure and Pareto op¬

timization method mentioned in chapter 3 will be tools used to recognize the relevance and

65
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Figure 4.1: Artificial ant trails (a) John Muir trail (b) Santa Fe trail

importance of memory to solve the problem.

4.1 Artificial Ant Problem and Memory

The artificial ant problem is a simple navigation task that imitates ant trail following. The first
work, by Jefferson and Collins [1991], used the John Muir trail, and another trail, called Santa
Fe trail, was studied with genetic programming by Koza [1992], The trails are shown in Figure
4.1. The task is for an artificial ant agent that must seek all the food lying in a grid and follow
the irregular trail for the food.

This problem was first solved with a genetic algorithm to test the representation problem of
controllers by Jefferson and Collins [1991]. A large population of artificial ants (65,536) were

simulated in the John Muir trail with two different controller schemes, finite state machines

and recurrent neural networks. In the John Muir trail, the grid cells on the left edge are wound
adjacent to those on the right edge, and the cells on the bottom edge are wound adjacent to
those at top. Each ant has a detector to sense the environment and an effector to wander about
the environment; one bit of sensory input to detect food and two bits of motor actions to move

forward, turn right, turn left and think (no operation). Its fitness was measured by the amount
of food it traverses in 200 time steps. At each time step, the agent can sense the environment
and decide on one of the motor actions. The behaviors of ant agents in the initial population
were random walks. Gradually more food trails are traced by evolved ants.
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(if-food-ahead (move)
(progn3 (left)

(progn2 (if-food-ahead (move)
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(move))))

Figure 4.2: Control strategy for Santa Fe trail by Koza's genetic programming [Koza, 1992]

state input 0 input 1
do d\,L doM
di d2,P d2,M
d2 d3,P 73,#
73 dAiP dA,M
dA do,M dO,M

state input 0 input 1
do <77,7? 76, M
7i <76, N d2,R
d2 d5,P d5,M
73 <70, dl,L
dA d2,L <75, M
<75 de,N dA,M
<76 do,R 76, M
<77 <72,# 72, L

state input 0 input 1
7o d5,R 76,^
7i do,R 70,N
72 dA,M 73,M
73 de,R 73,M
74 75, M 7o, L
75 d3,M dA,L
76 7I,7? 72, M
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Figure 4.3: Finite state machines for Santa Fe trail problem (a) 405 time steps, with 8 states (b)
379 time steps, with 8 states (c) 356 time steps, with 16 states (input 1: food-ahead, input 0:
no food ahead), output set is L (turn left), R(turn right), M (move forward), N (no-operation)

From an analysis of the Sante Fe trail, the best controller will be a 165 time step controller to

memorize the entire trail perfectly. Since there are 89 food cells, 55 blank cells and 21 turns in
the closest path to be traversed, 89 + 55 + 21 = 165 time steps will be the best solution. In this
case, much information is needed to memorize the trail path. For the John Muir trail, there are

89 food cells, 38 blank cells and 20 turns. The most efficient controller needs 89 + 38 + 20 =

147 time steps to memorize the entire trail path.

Koza [1992] applied genetic programming to the artificial ant problem with the Sante Fe trail
(see Figure 4.1(b)), where he mentioned it as a slightly more difficult trail than the John Muir
trail, because the Sante Fe trail has more gaps and turns between food pellets. Instead of finite
state machines, he used several primitive functions to evolve controllers. Sensor information is
first processed with a if-food-ahead function. It has two conditional branches depending on

whether or not there is a food ahead. The progn function connects an unconditional sequence

of steps. For instance, the S-expression (prog left move) directs the artificial ant to turn left
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and then move forward in sequence. Koza used a similar fitness measure to evolve controllers
as in the John Muir trail problem, that is, the amount of food ranging from 0 to 89 traversed
within 400 time steps. In his experiments, a genetic program did not specify the explicit state,
so the evaluation of the S-expression is repeated if there is additional time available. Figure 4.2
is one of the best control strategies found [Koza, 1992],

A simple model of memory-based systems is a Boolean circuit with flip/flop delay elements. A
Boolean circuit network with internal memory is equivalent to a finite state machine [Kohavi,
1970], Its advantage is to model a memory-based system with a well-defined number of states,
and allows us to quantify memory elements by counting the number of states. This control
structure is useful to agents with a small number of sensors, since the chromosome size in
finite state machines is exponentially proportional to the number of sensors.

For the Santa Fe trail problem, finite state machines are encoded as an integer string as men¬

tioned in chapter 3. The chromosome represents a state transition table in a canonical order and
its initial state is 0 by default. Finite state machines were first evolved such that ants collect all
the food in the grid world. The strategies in Figure 4.3 were easily obtained in a small number
of generations when 8 states and 16 states were assumed. The state transition tables are reduced
from the original state transitions by removing redundant state transitions. If one looks into the
strategy in Figure 4.3(a), the result is almost the same as the Koza's genetic programming re¬

sult in Figure 4.2, even if they are of different formats. The only difference between them is
that the genetic programming result has a redundant expression (progn2 (left) (right))
in the middle of the S-expression. Its primitive functions progn2 and progn3 were intention¬
ally set for sequential actions, and these can be represented as a set of states in finite automata.

Moreover, Figure 4.3(a) is not the best strategy in terms of its efficiency, and it takes 405 time
steps to pick up all 89 pellets of food, while Figure 4.3(b) and Figure 4.3(c) controllers take
379 time steps and 356 time steps, respectively.

Generally, when we need a sequence of actions, (Ai,A2,A-$, ...,A„) which cannot be reducible,
it requires n states in finite automata, that is, |~log2rc] Boolean memory elements in switch¬
ing circuit networks. Koza used a progn function in many applications [Koza, 1992], which
corresponds to a sequence of states in finite automata.

Figure 4.2 has a different representation of memory states, but it is equivalent to an evolved
FSM in Figure 4.3(a). The result indirectly implies that five internal states are sufficient to
collect all 89 pellets of food. We will investigate later what is the minimal amount of memory

required to achieve the task.
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4.2 Experimental Issues

Many evolutionary approaches related to the artificial ant problem considered the fitness as the
amount of food that the ant has eaten within a fixed number of time steps [Jefferson and Collins,
1991; Koza, 1992; Angeline, 1998; Silva et al., 1999]. They showed the potential to solve the
problem, but the approaches were only demonstrated with the best case of their own fitness
performance. They neglected comparing their approaches with others through performance
measures. Quantitative or qualitative comparisons among strategies or control structures are

much needed in evolutionary computation.

Thus, the following issues are raised for the artificial ant problem.

• In the artificial ant problem the ants are given a fixed number of time steps to explore the
environment. If the maximum allowed amount of time is changed, what will happen to

the performance?

• If mutation rate is changed, is it a significant factor to influence the performance?

• What kind of selection mechanism in evolutionary algorithms, linear rank selection,
tournament-based selection or fitness-proportional selection, with/without elitism, will
be useful to solve the artificial ant problem?

• Is it possible for a pure reactive control system to solve the artificial ant problem?

• One needs to find out how many memory states are required to solve the artificial ant

problem. What is the maximum amount of food that the ant can eat with each level of

memory amount? Can we obtain the solutions in a single run of evolutionary computa¬
tion? How close can a given number of memory elements get to reach the most efficient
strategy?

The first three questions are related to parameters in evolutionary computation. They are com¬

mon problems of interest with many evolutionary approaches. They will presumably depend
on what kind of tasks or applications are tested. It is suggested that both the fitness test and the
effort test explained in chapter 3 should be used to compare strategies or parameter changes.
It will also be useful to compare control structures. The main problems of concern here are

the last two issues, related to memory. These issues will be addressed in the thesis for many

problems ranging from simple to complex tasks.

The experiments for the above issues were tested for the John Muir trail and the Santa Fe trail
together. A performance comparison will help us understand which problem is more difficult
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to solve. It should be answered in conjunction with how the difficulty or complexity of tasks
can be defined.

In the artificial ant problems, the penalty fitness function F is defined as follows:

where tA is the number of time steps required to find all the food, or the maximum allowed
amount of time if the ant cannot eat all of them. Qf00j is the amount of food the ant has eaten,
a is a scaling coefficient and it is set to 2. This fitness function considers finding the minimum
amount of time to traverse all the food cells. It will be equivalent to a well-known traveling
salesman problem [Paradimitriou and Steiglitz, 1982],

In terms of computation time, the computing cost C can be estimated with the following for¬
mula:

where 8 is a scaling coefficient of a delay time for one robot action, P is a population size, G is
the number of generations, T is the exploration time, and S is the number of trials for a genome

agent in random environments. Each of the four parameters is assumed to be independent;
strictly speaking, G and P, for instance, are not independent since the computing time of the
mate selection process for each generation may depend on the population size. The number of
trials S is related to how many trials are evaluated for one fitness calculation and it has many

factors such as starting positions of a robot, the number of tested environments and repeated
evaluations in random or noisy environments.

The experiments with 800 time step exploration have double1 the computing cost of 400 time
step experiments and four times that of 200 time step experiments if the same population size
and the same number of generations are applied. Similarly a population size of 200 will have
double the computational cost of a population size of 100. The number of generations is also a

variable part in the computing cost.

' This may not be true in terms of computation time. When an ant succeeds in collecting all food before 800
time steps, the exploration process can instantly stop not to wait for the whole 800 time steps to complete. But we
assume that the whole 800 time steps are spent for one experiment.

F — tj4 Ct • Qfood (4.1)

C=8PGTS (4.2)
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4.3 Decision of Parameters in Evolutionary Computation

4.3.1 How to Determine Computing Cost Parameters

From the computing cost equation 4.2, exploration time, the number of generations and pop¬

ulation size, are variable factors in the artificial ant problem; the number of trials is fixed
here. The parameters of the minimal computing cost are determined for later experiments on

memory-based controllers.

— Exploration time

We are first interested in determining whether or not the maximum allowed amount of time to

explore is an important factor. The question is about whether the artificial ant will find good
trails more easily when the amount of exploration time is increased.

Figure 4.4 shows the fitness curve over generations with different exploration time, using ge¬

netic algorithms. Finite state machines are taken as control systems for every artificial ant

experiment. Each independent experiment was run 25 times. A maximum of 16 states were

allowed and 10,000 generations were applied for all experiments. The population size was 100
and a tournament-based selection method was used. In the tournament selection, the group

size four is applied, the two best chromosomes breed and the two worst are replaced by new

offspring. The new offspring are reproduced through crossover and mutation over the two best
chromosomes. The crossover rate was 0.6 and mutation rate was 0.1 (the above tournament

selection takes a half of population for elitism, and so the high mutation rate will give more

chance of diversity to a new population. Various mutation rates will be investigated in section
4.3). The error bars of 95% confidence intervals are displayed with the average fitness over 25
runs by assuming that the fitness values follow /-distributions. When the amount of exploration
time increased, the standard deviations of fitness values tended to decrease. Also all 89 food

pellets are collected earlier by the ants. There should be a rigorous way to measure this perfor¬
mance. Thus, the effort test mentioned in chapter 3 is used to compare the performance with
various exploration times. The performance cannot be estimated with the fitness test in this
case. There is no significant difference of fitness after 10,000 generations among the various

exploration time experiments.

Table B. 1 (see appendix B) shows a collection of success cases from the experiments. A success

is defined as the case that all 89 food pellets are collected by the ants. We are interested in how

early the success is achieved. An efficient method will lead to more frequent success cases
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(a) (b)

(e) (f)

Figure 4.4: The Santa Fe trail experiments with various exploration time (dotted: the fitness
that all food are collected) (a) 300 time steps (b) 400 time steps (c) 500 time steps (d) 600 time
steps (e) 700 time steps (f) 800 time steps
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within a smaller number of time steps. It seems that there is a tendency to find more efficient
strategies when exploration time is increased. With a maximum exploration time of 800 time
steps, there were 9 successful experiments among 25 experiments after 10,000 generations
such that all 89 food pellets are picked up by the ants within 230 time steps. In contrast, 3
experiments were successful with 400 exploration time steps. If we assume that the success

rate follows a beta distribution, the confidence interval can be estimated with equation 3.1. In
these experiments, the 95% confidence interval of success rate for 800 exploration time steps is
[0.202, 0.557], and the 95% confidence interval for 400 exploration time steps is [0.044, 0.302],
It is not significantly different in this case, although the performance with 800 exploration time

steps is better.

If we compare experiments where all 89 food pellets are eaten within 240 time steps, 18 suc¬

cesses are achieved among 25 experiments for 800 exploration time steps, but only 7 successes

for 400 exploration time steps. The 95% confidence intervals are [0.522, 0.856] and [0.143,
0.478], respectively. Thus, it can be said that 800 time step runs are statistically more effective
than 400 time step runs, although it needs twice as much exploration time to find solutions for
control strategies.

It will be a fair idea to consider how much effort is performed to achieve the solutions. This
can be measured with the effort test instead of only seeing the success rate. In the evolutionary

experiments, the effort cost is proportional to the computation time consumed to acquire desir¬
able solutions and it can be represented with the notation of the computing cost in equation 4.2.
Therefore, one can assume that the effort cost consists of population size, maximum exploration
time, the number of generations, and the number of trials for a genome agent in random envi¬
ronments. In Table B. 1 (see appendix B) experiments, a chromosome was tested once (there is
no randomness in the artificial ant environment and it has only one starting position) and pop¬

ulation size was 100. Only exploration time is a variable and so the 800 exploration time step
run can be said to take double the effort of the 400 exploration time step run with the condition
that other factors are constant in the experiments. According to the effort test, jC is the aver¬
age effort cost where p is a success rate and C is the computing cost for a single experiment.
From the 95% confidence intervals for success probability, the effort cost can be estimated as

[0478^"' 0 I4.3C] = [2.09C,6.99C] for 400 time step test and [q^ZC, 03522C] = [2.33C, 3.83C]
for 800 time step test, where C is the effort cost for a single 400 time step experiment. For the
effort cost, two experiments are not significantly different. However, the 400 time step test has
more variance in the performance of its resulting control structures.
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Generations
Time G< 3,000 G < 4,000 G< 5,000 G < 10,000
300
400
500
600
700
800

4 [2.15C3,11.44C3]
8 [1.93C3,5.81C3]
10 [2.10C3,5.35C3]
9 [2.69C3,7.42C3]
12 [2.62C3,5.85C3]
15 [2.61C3,4.92C3]

6 [1.71C4,6.48C4]
14 [1.36C4,2.70C4]
15 [1.63C4,3.08C4]
13 [2.14C4,4.49Gt]
17 [2.11C4,3.63C4]
20 [2.20C4,3.29C4]

15 [0.98C5,1.85C5]
18 [1.17C5,1.92C5]
17 [1.51C5,2.59C5]
16 [1.88C5,3.38C5]
17 [2.11C5,3.63C5]
23 [2.05C5,2.67C5]

22 [0.78Cio,1.07C10]
23 [1.02Cio,1.33Cio]
22 [1.31Ci0,1.79C10]
22 [1.57Cio,2.15Cio]
22 [1.82Cio,2.51Ci0]
24 [2.02Cio,2.49Cio]

Table 4.1: Effort costs for exploration time with generations in the Santa Fe trail problem: C,
is the basic unit effort cost for a single exploration time 400 step experiment (a success within
278 time steps). Each pair of values represent the number of successes among 25 experiments
and its 95% confidence interval for effort cost.

(a)

900 200 300 400 500 600 700 800 900

1

. .. {..1

alloted time amount

(b)

200 300 400 700 800 900 200 300 400 700 800 900

(C) (d)

Figure 4.5: Confidence intervals for effort costs with different numbers of generations (a) 3,000
generations (b) 4,000 generations (c) 5,000 generations (d) 10,000 generations
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— Number of generations

The estimated effort costs for experiments where all 89 food pellets are picked up within 278
time steps (corresponding to the fitness value 100 = 278 - 89 * 2) are given in Table 4.1. It shows

experimental results with several exploration times and generations. The confidence intervals
after different numbers of generations, 3000, 4000, 5000 and 10000 generations, are shown in

Figure 4.5. For the effort cost of different generations, C4 = Cj^,Cs = C3|,Cio = Q-y was
applied. For experiments with 3,000 and 4,000 generations, there is no significant difference
in effort performance among different exploration time runs. However, experiments of 5,000

generations or more show that 300-400 time step runs are significantly better in terms of effort
cost than the 700-800 time step runs. In the experiments of 300 time step runs, the effort cost

has a large variance for experiments less than 5000 generations. Thus, we may recommend
that 400 time step runs will economically and reliably have good solutions of fitness 100.
It also means that 400 time steps are adequate to explore the environment with evolutionary

algorithms.

As shown in Table B.5 (see appendix B), it seems that it is extremely difficult to collect all
89 food pellets with only 200 exploration time steps for the Santa Fe trail. Even if 20,000

generations are tested (not shown in the table), evolutionary runs could not get the solution.
In Figure 4.5 (c)-(d), experiments of 10,000 generations have significantly higher levels of
effort cost in many cases than those of 5,000 generations. This suggests that 10,000 generation

experiments spent too much effort to reach desirable solutions of fitness 100.

— Population size

population size population size

(a) (b)

Figure 4.6: Confidence interval for effort costs with various population sizes (a) 5,000 genera¬
tions (b) 10,000 generations
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Generations
Psize fitness (time limit) G < 5000 G< 10000

50 100 (278) 8 [1.93C5,5.81C5] 17 [1.21Cio,2.07Cio]
72 (250) 1 [5.O9C5, IO5.7IC5] 3 [3.32Cio,22.96Ci0]
62 (240) 1 [5.09Cs, IO5.7IC5] 1 [5.09C]0,105.7 IC10]

100 100 (278) 18 [2.33C5,3.83C5] 23 [2.05Cio,2.67Cio]
72 (250) 3 [6.63C5,45.91C5] 12 [3.00Cio,6.68Cio]
62 (240) 2 [7.96C5,81.77C5] 7 [4.19Cio,13.96Ci0]
52 (230) 1 [10.18C5,211.42C5] 3 [6.63Ci0,45.91Cio]

150 100 (278) 22 [3.14C5,4.29C5] 24 [3.03Cio,3.73Ci0]
72 (250) 13 [4.28C5,8.99C5] 19 [3.04C10,4.21Cio]
62 (240) 9 [5.39C5,14.83C5] 15 [3.91C10,7.39Cio]
52 (230) 9 [5.39C5,14.83C5] 11 [4.76Cio, 11.28Cio]

200 100 (278) 24 [4.04C5,4.98C5] 25 [4.00Cio,4.61Cio]
72 (250) 10 [6.73C5,17.13C5] 23 [4.10Cio,5.34C10]
62 (240) 6 [9.16C5,34.56C5] 15 [5.21C10,9.86Cio]
52 (230) 2 [15.9IC5,163.53CS] 12 [6.OOC10,13.37Cio]

Table 4.2: Effort cost confidence intervals with various population size in the Santa Fe trail (C,-
is a basic unit effort cost for a single experiment with population size 50 and exploration time
400 steps, Cio = 2C5 )

The effort cost is also proportional to the population size. Table B.2 (see appendix B) shows
the number of successes within a given time limit for a fixed population size 50, 100, 150 and
200. The confidence intervals of effort costs are recorded in Table 4.2, using the information
of success cases in Table B.2. Increasing the population size does not improve its evolutionary
search. Population size 100 is significantly better in effort cost than population size 200, but
there is no significant difference between population size 50 and 100 as shown in Figure 4.6.
Population size 50 has a large variance at 5,000 generations. Thus, population size 100 will be
a good parameter for these evolutionary experiments.

To test the same effort cost but with different parameters, three experiments are designed with
double the effort cost of (P = 100, G = 10000, T = 400). It is presumed that those are of the
same effort cost by the equation 4.2. In Figure 4.7, experimental results are displayed with (P =

100,G = 10000, T = 800), (P = 200,G = 10000, T = 400), (P = 100,G = 20000, T = 400).
They are not significantly different in performance, but increasing the number of generations
causes the most effect to acquire desirable solutions. It again assures us that 400 time step runs

are sufficient for exploration time, because 800 time step runs are not better than the other runs

with the same effort cost.

From the experiments with the Santa Fe trail, we can say that instead of increasing population
size, it is slightly better to increase the number of generations if an assigned computational
time for the evolutionary task is limited. It supports the idea that solutions gradually progress

from old populations as the evolution process continues. An appropriate exploration time is
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time limit to explore
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Figure 4.7: The Santa Fe trail problem results with the same effort cost (o: (P — 100,G =

10000,T = 800), o: (P = 200,G = 10000, T = 400), +: (P = 100,G = 20000,T = 400), *:
(P = 100,G = 10000, T = 400))

another important factor and if it is over a certain limit, the performance does not improve with
the similar effort cost given.

4.3.2 How to Determine the Mutation Rate

The above experiments used a mutation rate of 0.1. The mutation rate is another variant in evo¬

lutionary computation, which can significantly affect the performance. Different mutation rates
of 0.01, 0.02, 0.03, 0.05, 0.1 and 0.2 were tested with the same evolutionary configurations.

Figure 4.8 (a)-(f) are the results with different mutation rates, but with the same population size
100, exploration time 400 steps and 10,000 generations. Tournament selection of group size
four was applied to all mutation rate experiments.

The fitness distributions are not significantly different for the mutation rates ranging from 0.03
to 0.1 and they are better than mutation rate 0.01 and 0.2. Mutation rate 0.1 seems to reach
solutions stably with small variance. When the effort test is applied to the fitness data as shown
in Table 4.3, the rates 0.02, 0.03 and 0.05 are significantly better than the rate 0.1 for fitnesses
50 and 25, with 5000 generations. It is hard to reach low penalty fitness values with a mutation
rate of 0.1. It is due to the fact that high mutation rates become close to a random search. With
a mutation rate 0.2, the evolutionary computation cannot reach fitness 100 and it has a very



78 Chapter 4. Artificial Ant Problem

Figure 4.8: Mutation rate experiments in the Santa Fe trail problem (a) mutation rate 0.01
(b) mutation rate 0.02 (c) mutation rate 0.03 (d) mutation rate 0.05 (e) mutation rate 0.1 (f)
mutation 0.2
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Generations
mutation rate fitness G < 5000 G <10000

0.01 100 7 [2.09C5,6.98C5] 13 1.43CI0,3.00C10]
50 5 [2.54C5,11.14C5] 9 1.80Cio,4.94Cio]
25 5 [2.54C5,11.14C5 ] 5 [2.54Cio,11.14C10]

0.02 100 15 [1.30C5,2.46C5] 18 1.17C10,1.92Ci0
50 10 [1.68C5,4.28C5] 14 1.36Cio,2.71C10
25 3 [3.32C5,22.96C5] 9 1.80Cio,4.94Cio

0.03 100 21 I.07C5,1.54C5 21 1.07Cio,1.54Cio
50 17 1.21C5,2.07C5 20 1.10C10,1.65Cio
25 7 2.09C5i6.98C5 14 1.36Cio,2.71Ci0

0.05 100 17 1.21C5,2.07C5 22 1.05Cio,1.43Cio
50 12 1.50C5i3.34C5 17 1.21C,o,2.07Cio
25 3 [3.32C5,22.96C5] 8 1.93C10,5.81Cio

0.1 100 21 [I.07C5,1.54C5] 23 1.03C10,1.34Ci0
50 1 [5.O9C5, IO5.7IC5] 8 1.93Cio,5.81Cio
25 0 7.57C5, C5 0 7.57Cio, — Cio

0.2 100 0 7.57C5, C5 0 7.57Cio, — Cio
50 0 7.57C5, C5 0 7.57Cjo, — Cio
25 0 7.57C5, C5 0 7.57Cio, Cio

Table 4.3: Effort cost confidence intervals with various mutation rates in the Santa Fe trail:
each pair represents the number of successes and confidence intervals (Q is a basic unit of
effort cost for a single experiment with population size 100 and exploration time 400 steps,
Cio = 2C5 )

high effort cost2. From the table, one can determine that the desirable mutation rate is 0.03 for
the experiments. It is worth noting that low mutation rates help to obtain very good solutions
below fitness 25, but they have a few bad results out of 25 runs, causing large variances as in
Figure 4.8(a)-(d).

The effort cost of experiments for 10,000 generations doubles that of 5,000 generations. If
more successes are obtained with many generations, the effort cost will not increase so much.
If the fitness of solutions does not improve significantly, many generations will waste compu¬

tation time. For example, the effort cost to achieve fitness 100 does not improve much while
continuing the evolutionary processes after 5,000 generations with a mutation rate 0.03, 0.05
and 0.1. Thus we can conclude that 5,000 generations are sufficient for fitness 100.

4.3.3 How to Determine the Selection Mechanism

The selection process in evolutionary computation handles how to choose the best chromo¬
somes for breeding. The three main ones are: Among the many kinds of selection mecha¬
nisms in evolutionary algorithms, fitness-proportional, rank-based and tournament-based. The

2No success is found with mutation rate 0.2, but its estimated success rate is not zero, since it is assumed that
sampling has taken over unknown probabilistic distributions.
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(a) (b)

Figure 4.9: Fitness-proportional selection experiments in the Santa Fe trail problem (a) muta¬
tion rate 0.03 (b) mutation rate 0.1

fitness-proportional method, often using roulette wheel selection, gives higher probability to

better fitness chromosomes. The probability is proportional to the fitness value. The rank-
based method first sorts a population by fitness and gives higher probability to higher rank
chromosomes in the population. The probability is based on relative rank in the population and
so it is dynamically changed even for the same fitness chromosome, according to the fitness
distribution of chromosomes in the population. The tournament-based method can be seen as

a local rank-based method. A group of individual chromosomes are first randomly chosen in a

population and the selection of good chromosomes in a group follows the rank-based method.
The best chromosomes in the group breed with high probability.

The best selection mechanism for the Santa Fe trail problem can be determined using the same

process to decide an appropriate mutation rate. The experiments used a population size of 100,
mutation rates 0.1 and 0.03, a crossover rate 0.6, a exploration time 400 steps, and 10,000 gen¬

erations. A maximum of 16 states were allowed for the expansion of states. In the experiments,
the fitness-proportional and rank-based methods use elitism to keep the best chromosomes from
an old population. This elitism strategy significantly influences the performance. In the tour¬
nament selection, the group size four is applied, the two best chromosomes breed and the two
worst are replaced by new offspring. They are reproduced through crossover and mutation over

the two best chromosomes.

Three different selection methods were applied to the Santa Fe trail problem with two different
mutation rates 0.1 and 0.03. The tournament selection method was already tested with various
mutation rates as shown in Figure 4.8. Figure 4.9 shows the result of the fitness-proportional
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(a) (b)

Figure 4.10: Rank-based selection experiments in the Santa Fe trail problem (a) mutation rate
0.03 (b) mutation rate 0.1

Generations

selection mutation rate fitness G < 5000 G < 10000

fitness-proportional 0.1 100
50

14 [ 1.36C5,2.7 IC5]
0 [3.68C5, Cj]

19 [1.13C10,1.77C10]
3 [I.66C10,11.46Cio]

fitness-proportional 0.03 100
50

17 [1.21C5,2.07C5]
2 [1.98C5,20.44C5]

20
9

I.IOC10,1.65Cio
0.90Cio,2.47Cio

tournament-based 0.1 100
50

21 [I.O7C5,1.54Cs]
1 [2.55C5,52.85C5]

23
8

1.03Cio,1.34Ci0
0.97Cio,2.91Ci0

tournament-based 0.03 100
50

21
17

I.O7C5,1.54C5
0.60C5,1.04C5

21
20

1.07C,o,1.54Cio
0.55Cio,0.83Cio

rank-based 0.1 100
50

0
0

7.57C5,--C5
3.68C5, C5

0
0

7.57Ci0,--C10
3.68C10, C10

rank-based 0.03 100
50

0
0

7.57C5,--C5
3.68C5, C5

0
0

7.57Cio, C10
3.68C10, C10

Table 4.4: Effort cost confidence intervals with selection mechanisms in the Santa Fe trail: each

pair represents the number of successes and confidence interval (C, is a basic unit effort cost
for a single experiment with population size 100 and exploration time 400 steps, Cm = 2C5 )

method. It has a similar performance to a tournament selection with mutation rate 0.1 in Figure
4.8(e). Figure 4.10 shows rank-based selection and it has a much worse performance. Each
configuration experiment was repeated 25 times with the same population size of 100. Using
a fitness test based on /-distribution on mutation rate 0.03 and 0.1, the fitness-proportional
method and tournament selection method are significantly better than the rank-based selection
method with confidence interval 95%.

The experimental results with two different population sizes 50 and 100 are shown in Table B.3
(see appendix B). By observing success cases among 25 runs for each configuration, the effort
test result was built in Table 4.4. According to the effort test result, tournament selection has
better performance than the other methods. Fitness-proportional selection is not significantly
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different from tournament selection with population size 100, even though it has a slightly
lower performance. Especially with a small-size population of 50, the tournament-based selec¬
tion is significantly better than any other selection method. Mutation rate is an important factor
in influencing the performance in both tournament selection and fitness-proportional selection.
In this experiment, what is the best mutation rate has not been searched for all the selection
methods. To compare selection methods more strictly, the best mutation rate, crossover rate

and other parameters need to be investigated together.

4.3.4 Summary of Evolutionary Parameters

This section was devoted to determine various evolutionary parameters for the Santa Fe trail
problem. First, the fitness test and effort test were applied to the computing cost parameters

including exploration time, the number of generations and population size. 400 exploration
time steps could reach fitness 62 (240 time steps) with a reasonable effort cost. 5000 gen¬

erations was sufficient to reach fitness 100. Population size 100 was appropriate for various
fitness levels. Several mutation rates were also tested and mutation rate 0.03 could obtain good
solutions of low penalty fitness, although it has large variances. When three selection mech¬
anisms, fitness-proportional, rank-based and tournament-based methods, were compared, the
tournament-based selection method was better with small-sized population 50 than the other
methods. Fitness-proportional method had similar performance to tournament-based method
with population size 100.

4.4 Decision of Memory States

One of the main interests is how many memory states are required for ants to traverse all the
food cells. This should also be addressed together with the question that a given time limit of
exploration may influence the number of memory states.

4.4.1 Fitness Test for Memory Analysis

We have run many experiments over a different number of memory states. To quantify mem¬

ory amount, finite state machines are applied to the artificial ant problem. For each different
state machine, 25 independent runs are repeated and them fitness distribution is considered for

analysis of memory states. From the results of parameter decision experiments, a population
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generations

Figure 4.11: The Santa Fe trail experiments with a different number of memory states; com¬
parison for 4 states, 5 states, 6 states, 7 states and 12 states (dotted: the fitness where all food
is collected)

size of 100 and 400 time steps were employed for ant exploration. Tournament selection of
size four was adopted with mutation rate3 0.1 and crossover rate 0.6.

The memory requirement for the task can be determined by the average fitness of multiple
runs, that is, the fitness test. Each number of memory state has its own fitness curve with 95%
confidence intervals and it will be checked if the average fitness can reach the boundary of
desirable performance. The result is displayed in Figure B.l (see appendix B). According to
the figures, four memory states or less4 are inadequate for the artificial ant problem. Thus,
memoryless reactive controllers fail to cover all the food. To cover all 89 food pellets, at least
five states are needed. In this case, without the help of the effort test, it is clear that fives states

3Mutation rate 0.03 has better performance than 0.1, but it has a large variance in the fitness distribution. Thus
only the results for mutation rate 0.1 will be displayed.

4Results of memory states from one to three are not shown, but their performances are lower than four-state
performance.
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or three register bits are required for this problem. The result of genetic programming in Figure
4.2 by Koza [1992], which used five memory states if an redundant expression is removed, is
confirmed with the analysis of memory requirements by FSM experiments.

We still have a question of how many memory states are required if a time limit is given
for ants' successful traversals, or whether or not ants can collect all 89 food pellets within
the time limit. One can guess that the shorter time limit will lead to more memory states to
record environmental states. In the previous experiments, maximum 16 states were allowed
for memory space. Then more memory space, maximum 20 states, was used to find efficient
controllers, and the same set of evolutionary parameters for exploration time, population size
and mutation rate were applied. However, the search for new evolutionary parameters may be

required5. We assumed that the evolutionary parameters determined in the previous experiment
would be independent of the amount of memory.

Through evolution the most efficient controller to cover all food pellets with the smallest time
steps was a 173 time step controller with fitness -5 (= 173- 89*2) in the experiments as shown
in Figure 4.12. This is comparable to the optimal performance of 165 time step, in which case

the controller memorizes the entire trail completely.

From Figure B.l (see appendix B), the very low fitness 100 (278 time steps for time limit) can

be rarely reached with less than eight states, while more than four states could succeed to cover

all the food on the grid. The fitness distributions gradually improve up until 11 states. After 11
states, increasing the number of states does not improve performance. Instead they show small
variances when compared to 10 or 11 states. There is a hierarchy of fitness performance in
terms of the number of states as shown in Figure 4.11. Better fitness implies that ants explore
the trail environment more efficiently and it reduces the number of time steps needed to collect
all the food. Thus, more states have more ability to explore the environment within a short
time limit. They memorize the environmental states and trigger the next actions promptly by

sequentializing a series of actions.

The number of states in finite state machines (FSM) in the experiments is not exactly the same

as the number of states that the evolved controllers use for exploration. It allows a maximum
limit over the number of finite states. The Hopcroft algorithm can minimize the number of finite
states for a given finite state machine [Hopcroft and Ullman, 1979]. The Hopcroft algorithm

5Maximally allowed memory amount changes the chromosome length. It may influence evolutionary
parameters.
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state input 0 input 1
<7o 1\i,R 10,M
<7i 14, M In,M
12 113,R 1xq,M
13 1u,M Ixi, M
14 115,M lo, M
15 12, R 115, M
16 19,M 1X2, M
11 <712, R 16,M
18 12,M 1u,N
19 18, M 12, M

<710 1X2, M 1\o,M
911 11,L 19,M
<712 15, M 1x,M
<713 1I,R 1X4,M
<714 1\i,M <714, M
<715 113,M 1\l,M
<716 1i, L 1\2, M
111 13,M 116,M

(a)

Figure 4.12: The best evolved control structure FSM in the Santa Fe trail problem (a) transition
table (b) state diagram (input 1: food-ahead, input 0: no food ahead, output set is L (turn left),
R(turn right), M (move forward), N (no-operation))

removes redundant states and combines separate but equivalent6 states into one state. When
the algorithm is applied to the finite state machines of evolved controllers, the controllers did
not fully use the given search space and several states turned out to be redundant. As a result,
the control structures evolved are not of compact representation.

Figure 4.13 shows the histogram of the minimized number of states for evolved controllers. The
evolved controllers when minimized, with maximum states ranging from 15 to 20 states, are

collected. The average number of states was 10.77 and it is consistent with the result that more

than 10 memory states has stable fitness curves for the Santa Fe trail experiments in Figure B.l

(see appendix B). For all the experiments ranging from 4 to 20 states, controllers that do not use

all memory states are often evolved in spite of a given maximum memory limit. If the memory

amount is over a limit value, e.g. 11 states, most evolved controllers have spurious states.

Normally evolving controllers need room with more than the required memory amount. More

Equivalent states are defined as states with the same state transitions and the same outputs
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Figure 4.13: Distribution of the minimized number of finite states over the best controllers in
the Santa Fe trail (the best controllers with more than 14 states)

free space in the chromosome representation can give a chance of developing desirable state

transitions easily, obtaining compact representations of controllers directly through evolution.

To find out an appropriate number of states for a given exploration time limit, experiments with
a fixed number of states should be repeated many times as described above. A few runs may

not guarantee that a given number of states in the FSM can reach solutions, and one cannot

guess in advance how many states are needed to acquire desirable agent behaviors. It requires
much effort and time for the analysis of memory states and their relation with agent behaviors.
For the Santa Fe trail problem, each of the various memory states, ranging from 4 states to 19
states, had 25 runs for its fitness distribution. A total of 17 • 25 = 425 runs were performed to

analyze the memory states.

4.4.2 Pareto Optimization For Memory Analysis

An evolutionary multiobjective optimization (EMO) approach is developed so that a single run

can show the best performance for each number of memory states. The method is related to
the optimization of two objectives, memory structure and behavior fitness through evolutionary
algorithms. Thus, it belongs to the field of multiobjective optimization problems. It is proposed
that Pareto optimization to search for both the minimal memory structure and the best task
behavior should be applied to control systems. Memory hierarchy is defined as the number
of states in finite state machines. If we know what is the limit of the best behavior fitness

for each number of states, we can easily explain the behavior fitness hierarchy in terms of
memory. EMO approach will enable us to determine the complexity of behaviors in a single
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configuration experiment, while evolutionary computation with only one objective, behavior
fitness, requires separate independent experiments to differentiate memory capacity.

(a) (b)

(c) (d)

Figure 4.14: Pareto optimization without elitism in Santa Fe trail problem (a) population size
25 (b) population size 50 (c) population size 100 (d) population size 200 (dotted: 1,000 gener¬
ations, dotdashed: 5,000 generations, dashed: 10,000 generations, solid: 20,000 generations)

Figure 4.14 shows the results of Pareto optimization for both control structure and control per¬

formance. In this experiment, tournament selection of group size four without elitism strategy
was applied. Each chromosome should be ranked in terms of Pareto distribution and its rank
is determined by the number of dominating vectors - the details are described in chapter 3.
Multiobjective optimization for both the number of states and the trail fitness was run 25 times.
Equation 4.1 was applied for the trail fitness. Mutation rate 0.03 and crossover rate 0.6 were

used. The best fitness results with 95% confidence intervals are displayed after 1000, 5000,
10000 and 20000 generations; the error bars in Figure 4.14 show 95% confidence intervals
of the r-distribution. They have concave curves for memory states versus behavior fitness at
a fixed number of generations and as the evolutionary process continues, the curves gradually
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move to the inner side towards achieving better fitness. Increasing the population size improves
the performance and it reaches low fitness earlier during the same generations. However, un¬

like the previous experiments with a fixed number of finite states, the method could rarely reach
under fitness 50.

(a) (b)

(c) (d)

Figure 4.15: Pareto optimization with fitness elitism in the Santa Fe trail problem (a) popu¬
lation size 25 (b) population size 50 (c) population size 100 (d) population size 200 (dotted:
1,000 generations, dotdashed: 5,000 generations, dashed: 10,000 generations, solid: 20,000
generations)

Elitism is quite essential to obtain good solutions even in Pareto optimization. It keeps previous
best chromosomes and manages gradual improvements of population fitness. A fitness elitism
was first applied to the Pareto optimization. The individual with the best trail fitness, regardless
of the number of states, is preserved for the next generation. It helps find solutions of low trail
fitness. It tends to deepen its search with large-sized memory as shown in Figure 4.15. Fitness
elitism often fails to find good solutions for a small number of states, because the elitism of
the best trail fitness gives a biased direction towards the trail fitness in Pareto optimization and
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neglects the search for the minimal memory states.

89

(a) (b)

(c) (d)

Figure 4.16: Pareto optimization with /V-state elitism in the Santa Fe trail problem (a) popu¬
lation size 25 (b) population size 50 (c) population size 100 (d) population size 200 (dotted:
1,000 generations, dotdashed: 5,000 generations, dashed: 10,000 generations, solid: 20,000
generations)

Thus, it is proposed that a diverse state elitism, that is, a uniform distribution of elitism over

states should be used in the Pareto optimization. It will be called N-state elitism. A pool
of the best solutions, in terms of Pareto optimization for (the number of states versus trail
fitness), are maintained for elitism. They are the chromosome strings with the best trail fitness
for each number of state machines. A state counter is randomly chosen and then the best
FSM chromosome with as many states as the state counter is selected among the pool of the
best solutions for elitism in every generation. The best FSM will be inserted into the new

population. This method will help to search for the best solution for each number of states.

Figure 4.16 shows the results of the A-state elitism method. Better concave curves over (fitness
versus memory size) are produced. Compared with the experiments shown in Figure B.l, this
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parameters Generations
method fitness G < 10,000 G< 20,000

no elitism 100 13 [10.38Ci,29.17Ci] 74 [2.54C2,3.69C2]
50 0 [70.87Ci,--Ci] 9 [15.22C2,52.94C2]

fitness elitism 100 54 [3.33Ci,5.29Ci] 71 [2.46C2j4.39C2]
50 3 [26.1 1Ci,206.61CI] 8 [14.59C2,54.43C2]

TV-state elitism 100 136 [1.50Ci, I.86C1] 165 [1.27C2i1.48C2]
50 8 [14.59Ci,54.43Ci] 43 [4.04C2,6.89C2]

(a)
Generations

selection method fitness G< 10,000 G <20,000
no elitism 100 86 [4.47Ci,6.23Ci] 160 [2.61C2,3.08C2]

50 0 [141.74C,, Ci] 0 [141.74C2,--C2]
fitness elitism 100 130 [3.12C!,3.90Ci] 156 [2.67C2,3.17C2]

50 3 [52.22Ci, 413.22Ci ] 29 [11.17C2,21.88C2]
TV-state elitism 100 187 [2.29Ci,2.57Ci] 206 [2.12C2,2.29C2]

50 34 [9.81C] ,18.13Cj ] 99 [3.95C2,5.31C2]

(b)

Table 4.5: Effort test for selection method in the Santa Fe trail problem (a) population size 50
(b) population size 100 (each pair represents the number of successes and confidence interval,
C, is a basic unit effort cost for a single experiment with population size 50 and exploration
time 400 steps, C2 = 2C\)

method shows quite similar performance results as experiments of fixed state machines after
running 20,000 generations.

Figure 4.16 shows the average trail fitness monotonically decreasing in terms of the number
of states. One can determine what is the appropriate number of memory states for a given
trail fitness. From the figure result, The figure shows that more than 10 states gives a stable
fitness distribution and this is consistent with the experiments in Figure B.l (see appendix
B). Figure B.2 shows the Pareto distribution of the best case controllers with 25 runs. When
the population size is increased, the performance is improved. Although the elitism strategy
is employed, selection by tournament-based ranking is mainly biased towards the small-sized
state machines. The small-sized state machines have a much higher chance to reproduce new

offspring, since small-sized state controllers with the same trail fitness have priority over large-
sized states. It helps to optimize the size of memory elements for a given trail fitness and thus
it will try to find compact representations of controllers without redundant memory states.

Table 4.5 shows the effort test over three Pareto experiments with no elitism, fitness elitism,
and /V-state elitism. Each experiment was run 25 times to sample fitness results. The number
of successes is counted for more than 10 states machines, ranging from 11 states to 19 states;

we assumed independent experimental runs for each number of states. The total number of
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possible successes will be 225 for each experiment (= 9*25); only 25 trial runs are used for
the whole configuration. /V-state elitism is significantly better than the other two methods by

comparing the effort costs. This fact can also be proved by the fitness test in Figure 4.14-4.16.
With TV-state elitism for the fitness 100, population size 50 is significantly better in effort cost

than population size 100, and 10,000 generations are better than 20,000 generations. However,
for fitness 50, population 100 is slightly better than population size 50 and similarly 20,000

generations are slightly better than 10,000 generations. This says that for solutions as good as

fitness 50, much evolutionary time is required.

4.5 John Muir Trail

In the John Muir trail problem, ant agents have the same style of sensors and motor actions.
Even though it is known that it is seemingly easier than the Santa Fe trail problem, it will be
checked with experimental results for memory analysis.

Jefferson and Collins [1991] showed in their experiments, with the John Muir trail shown in

Figure 4.1(a), that 81-scoring7 finite state machines can be evolved typically within 20 gener¬

ations with a population of 65,536 chromosomes. The 20-65536 se 106 ants were evaluated
while evolving. In our experiments, 2,000 generations with a population of 100 were sufficient
to obtain 81 scores for every independent experiment as shown in Table B.5 (see appendix B).
Tournament selection with group size four was applied, and the best half of the chromosomes
in a population were reproduced. Thus, a total of 2000 • 100/2 + 50 « 105 ants were tested to
find desirable solutions. In addition, we succeeded in evolving a finite state machine that had
a perfect score 89 within 167 time steps. The John Muir trail results of success cases within
a given time limit are shown in Table B.4. The results show that the effort cost of exploration
time 300 steps is significantly smaller than that of exploration time 700 steps. From Table B.4,
300 time steps are sufficient for exploration in the John Muir trail. As in the Santa Fe trail, the
John Muir trail requires at least five states to collect all the food. Both trail problems have the
complexity of three bit registers.

Evolving controllers in the John Muir trail can be compared with the Santa Fe trail, using the
same evolutionary parameters (see Table B.l and Table B.4- appendix B). A success is defined
as the case of when all 89 food pellets are collected within a given time limit. It is shown that
the former trail needs less time for a success and as well has more success cases with the same

7The score fitness was defined as the amount of food to be collected by an ant agent.
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Figure 4.17: Pareto optimization with TV-state elitism in the John Muir trail problem (a) pop¬
ulation size 25 (b) population size 50 (c) population size 100 (d) population size 200 (dotted:
1,000 generations, dotdashed: 5,000 generations, dashed: 10,000 generations)

fitness or within a time limit bound. It is also true for collecting less than 89 food cells as

shown in Table B.5. Figure 4.17 shows the result of Pareto optimization for memory structure
and trail fitness in the John Muir trail. The performance of population size 25 is similar to that
of a larger size population. Experimental results with 10,000 generations in the John Muir trail
have as good a performance as 20,000 generations in the Santa Fe trail (compare Figure 4.16
and Figure 4.17). To get under fitness 100 in Santa Fe trail, nine states are needed as shown in
Figure 4.16. In the John Muir trail, six states are enough to reach under fitness 100 and eleven
states under fitness 50. Thus, we can conclude that the Santa Fe trail is a more difficult trail. As

a result, the experiments support the intuitive idea8 that Sante Fe trail problem is more difficult
than John Muir trail problem.

sKoza [1992] mentioned this difficulty without measuring performance.
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4.6 Summary

The artificial ant problem has one binary sensor and one environmental configuration. Rela¬

tively many memory states are required to remember environmental features. Its performance
is measured by how many time steps are required for ant agents to collect all food on a trail.

Both a fitness and an effort test were applied to determine desirable evolutionary parameters

or strategies. They proved valuable in the decision of mutation rate and selection mechanisms
as well as parameters related to computing costs, population size, the number of generations
and exploration time. In many cases, the effort test was useful where the fitness test could not

discriminate the performance. Regarding selection mechanisms, tournament-based selection
was better than other methods, especially in the Santa Fe trail problem.

The performance evaluation methods can be applied to decide many kinds of evolutionary

parameters or test the difference of two distinct methodologies. Evolutionary computation
is stochastic and a few evolutionary runs are not sufficient to compare various parameters or

control strategies. The tests based on sampling theory are quite useful and they have much
potential for application.

To develop more efficient strategies in the artificial ant problem, agents need more memory

states according to the memory analysis and also there is a limit level of memory over which
the performance is rarely improved. The evolutionary multiobjective optimization (EMO) ap¬

proach is presented to obtain the minimal expression of the best controllers. It can produce

compact representations of controllers in terms of memory requirement and also reduce the

computation time required in the fitness test. Elitism was an important technique to accelerate

convergence to solutions even in the EMO approach. A'-state elitism, maintaining a pool of the
best trail fitness for each number of states, showed the best performance among three EMO
methods, fitness elitism, N-state elitism and no elitism. The N-state elitism EMO approach
will be applied to various tasks in the following chapters.

Two artificial ant problems, Santa Fe trail problem and John Muir trail problem, requires five
memory states from the memory analysis. More memory space and more efficient strategy
allows ants to memorize the environment. It may be different from general purpose controllers.
For example, the best evolved controller in Santa Fe trail with 18 internal states shows bad
performance in John Muir trail. Rather a small number of memory states can work on both
trails. For future work, the relationship between problem space and memory amount should be

investigated.



 



Chapter 5

Grid World Problems

In this chapter, the importance of memory is demonstrated with experiments on grid world
problems. Two problems, the Tartarus problem [Teller, 1994; Ashlock, 1998] and the woods

problem [Wilson, 1994; Lanzi, 2000] are used to investigate the ability of memory-based sys¬

tems: They have been investigated by many researchers to explore memory-based systems and
they are well known as difficult problems to solve with memoryless control systems [Teller,
1994; Wilson, 1994],

The Tartarus problem is a box pushing task. One agent has a maximum of eight sensors to
detect the surrounding environment. This problem requires a new evolving structure to handle

many sensors. Also the environment has too many configurations for evolutionary computa¬
tion to handle, so a sampling process is applied to choose random environments. Finite state

machines with three sensors are first applied to solve the problem and then tree state machines
to cover eight sensors are used. For each control structure, the effect of memory is explained.
The woods problem is a goal-search problem for an agent to try to find a goal position, starting
at random initial positions. The agent has eight sensors and it needs to find the shortest path
to the goal. We discuss the potential of evolving memory-based control structures to solve the

problem and how it works to improve performance. Also it is investigated how the choice of
sensors can influence the performance and memory requirement to achieve tasks.

In grid world problems, sensor readings and motor actions are simplified without any noise.
The restrictions of agent sensors and motors distinguish them from robotic agents in reality, but
they have been studied by many researchers to imitate real robotic tasks or study conceptual

modeling for agent behaviors. The above two problems, the Tartarus problem and the woods

problem, have been referred to as difficult problems requiring memory elements.

95
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(a) (b)

Figure 5.1: Examples of the Tartarus environment (a) initial configuration (b) final configura¬
tion with score 8

5.1 Tartarus problem

The Tartarus problem was originally designed by Teller [1994], It has a 6 x 6 board envi¬
ronment and six boxes randomly distributed in the inner 4x4 grid. A single agent has eight
sensors for its eight nearest neighbors, each of which can detect a box, wall, or empty space.

The agent has three motor actions: move forward, turn left or turn right. The agent can move

forward only if there is an empty space in front of the agent itself or there is a box in front with
an empty square beyond it. Attempting to push two boxes, or a box against a wall, results in no

movements. The agent can have four possible directions and the direction can be changed by
two operations, turn left or turn right. In the initial configuration six boxes are randomly placed
in the inner grid and an agent is put in an empty random position in the inner grid, facing in a

random direction.

The agent's goal is to push all six boxes to the walls. After a given exploration time passes,

the agent gets a score by checking the number of boxes against walls. Score two is given for
boxes in corners and score one for boxes in non-corner edge positions. The maximum score

that the agent can achieve is thus 10. Eighty time steps are allowed for an agent and the time
limit will lead the agent to find an efficient strategy for high score. Figure 5.1 shows examples
of the Tartarus environment.

The Tartarus problem is different from the artificial ant problem in many respects. An agent has
several sensors with integer values to distinguish two objects, wall, box, and empty space in¬
stead of binary values. Its environment is small in size, but random configurations are allowed.
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More precisely, an agent has eight sensors to look around the environment and there are more

than 300,000 Tartarus boards ( «i6 Cq - jo Q • 4 = g^- • • 4). The agent position and box
positions are randomly selected in the initial configuration of the Tartarus environment, while
the artificial ant problem has one fixed configuration for an agent. It has been pointed out that
this problem requires intelligent use of states and so it is one of the benchmarking problems
for memory states.

It has been shown that agents using memory in the Tartarus problem have an advantage over

agents that do not use memory [Teller, 1994; Ashlock, 1998; Silva et al., 1999]. There have
been many evolutionary approaches to handle the Tartarus problem. Teller used indexed mem¬

ory in tree structures with genetic programming [Teller, 1994]. Also recurrent neural networks
have been evolved to solve the problem [Balakrishnan and Honavar, 1996; Silva et al., 1999].
New structures with memory encoding, called GP-automata and ISAc (If-Skip-Action) lists,
have been applied [Ashlock, 1998]. The research so far has focused on how a memory archi¬
tecture can be organized to solve the problem. However, the complexity level of the Tartarus

problem itself has not been considered seriously. Its complexity will be measured by the struc¬

ture of evolved controllers with the best performance, and thus the complexity level of control
systems will be investigated for this problem.

The following issues for the Tartarus problem will be answered in this section.

• How can we set up parameters in evolutionary algorithms?

• The Tartarus environment has many possible board configurations. How can the evolu¬
tionary computation manage all possible configurations?

• Is it possible for Boolean logic circuits with flip/flops to solve the Tartarus problem?
How many memory elements are required to obtain satisfactory behavior?

• A Tartarus agent has eight sensors to detect its environment. Are all the sensors neces¬

sary? Or are only a subset of the entire sensors sufficient to produce its proper behavior?
Is there any relationship between the number of sensors and the number of memory

elements?

• FSM has a scaling problem in chromosome size. Is there any alternative to the memory

architecture?

The first two issues handle evolutionary algorithm parameters such as population size, the
number of generations, exploration time and the number of initial configurations or trials. The
other three issues are related to memory.
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5.1.1 Evolutionary Parameters

An FSM approach has been used to tackle the artificial ant problem, but for the Tartarus envi¬
ronment, an agent has eight sensors each of which needs three different values to detect wall,
box or empty space. If an FSM is constructed with integer encoding for this problem, the

genetic algorithm needs to have a chromosome size 38 • 2n= 13,122n for a n-state machine.
It is not practical to evolve controllers with this structure. Thus, it is suggested that only the
three sensors at front, left and right among the 8 neighbor sensors should be used to detect the
environment. The chromosome length can be reduced to a reasonable size 33 • 2n = 54n for a

n-state machine.

The Tartarus problem intrinsically has a large number of possible configurations and it is not

efficient to evaluate a controller over all of these while evolving. The N-K sampling method1
is applied to this kind of random environment [Kim and Hallam, 2001; Lee, 1998; Gather-

cole, 1998]. First, N initial configurations to represent the entire possible configuration of
environments are randomly selected. Every generation K samples among N configurations are

evaluated for each genome controller and as the evolutionary process continues, it intermit¬

tently but regularly evaluates all of N configurations for the best chromosome and records its
fitness. This strategy can reduce greatly computation time and effectively accumulate the result
of evolving controllers in random environments. Ultimately it will find the best controller to

survive in the N environments. In the Tartarus problem, N = 10,000 is used; it is presumed
that it is large enough to cover the whole Tartarus environment. The number of random boards,
K, is fixed for one experiment. K boards are randomly selected among N configurations each

generation and all the individuals in the same population are evaluated with the same K boards.
N boards are evaluated every 50 generations for the best chromosome in the experiment and
the best fitness results are saved.

We are interested in deciding what evolutionary parameters are most influential to find desirable
solutions. Exploration time was fixed at 80 time steps for every experiment; 80 time steps was

often used to explore the Tartarus environment [Ashlock, 1998]. Maximally eight states in the
FSM were allowed. Each experiment was run 25 times and it employed a mutation rate of
0.0055 and a crossover rate of 0.6. Tournament selection with group size four was applied as

used in the artificial ant problem.

The fitness test was applied to various parameter experiments, involving population size and

'Gathercole called it a random subset selection. It will be discussed in detail in chapter 7.



5.1. Tartarus problem 99

generations generations

(c) (d)

Figure 5.2: Experiments with various sample size in the Tartarus problem with 8 states and
population size 50 (a) 5 samples (b) 10 samples (c) 20 samples (d) 50 samples (dashdot: aver¬
age over K samples, solid: average over N boards)

the number of sample boards. Experiments with a fixed number of random sample boards
were first tested with a different size population (see Figure C. 1 -C.3 in appendix C). In N-
K sampling, K — 10,20,50 was used with 5000 generations2. For each fixed sample size
K, the performance of a large-sized population was slightly better than that of a small-sized
population. However, their performance was not significantly different. The same can be said
of varying number of random samples with fixed population size. Sample size 50 had slightly
better performance than sample size 10 in the experiments with population size 25, 50 and 100,
but it was not significant. Figure 5.2 shows the difference of performance on sample size 5, 10,
20 and 50 with population size 50. Sample size 5 is significantly worse than any other sample

2Lee [1998] did some systematic investigation of the subset (sample) size using the average effort measure.
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parameters Generations

population time steps boards < 1000 <2000 < 3000 <4000 <5000 effort cost

20 80 10 0 0 0 0 0 [1.51C, C]
25 80 10 0 0 0 0 0 [1.89C, C]
50 80 10 0 0 1 4 4 [2.87C, 15.26C]
100 80 10 0 0 1 3 8 1.93C,5.81C]
200 80 10 1 2 5 8 10 3.37C, 8.56C]
20 80 20 0 0 0 3 6 0.92C,3.46C]
50 80 20 0 0 4 6 6 2.29C, 8.64C]
100 80 20 1 2 4 7 9 3.59C,9.89C]
200 80 20 0 5 8 11 11 [6.34C, 15.04C]
20 80 50 0 1 6 8 9 [1.80C,4.94C]
50 80 50 1 3 7 10 11 [3.96C,9.4C]
100 80 50 2 6 8 11 14 [6.81C, 13.54C]
200 80 50 0 1 7 11 14 [13.62C, 27.09C]
20 80 100 0 5 6 8 9 [3.59C,9.89C]
25 80 100 0 2 7 10 11 [3.96C,9.40C]
50 80 100 2 5 9 13 15 [6.52C, 12.32C]
100 80 100 4 9 11 15 16 [12.54C,22.56C]
200 80 100 3 10 15 17 18 [23.34C,38.30C]

Table 5.1: Test with various configurations in the Tartarus problem (effort cost is evaluated for
5000 generations, C is a unit cost for a single run with population 100 and 10 random sample
boards)

size and thus we can conclude that sample size 5 is too small for the Tartarus problem. When
the sample size is smaller, there is a larger gap between the performance over K boards and
the performance over N boards. The N-K sample method improves the performance over N
boards by evolving controllers for K boards. When sample size K is small, it has a little slow

convergence speed to increase the performance over N boards.

Various parameters for population size, the number of sample trials and the number of gen¬

erations were tested for effort cost. Each parameter experiment was run 25 times and then
the number of successes was counted; a success3 is defined as the case when the fitness value

averaged over 10,000 boards is greater than 7. The effort test, estimating the computing cost
with the number of runs required to find the first success, was taken over the number of suc¬

cess cases. Table 5.1 shows the effort cost for various parameters. In terms of the effort cost,

population size or the number of sample trials are not significant factors. In the experiments,
exploration time is fixed. The effect of the remaining parameters, the number of samples, the
number of generations and the size of population, was investigated. When population size or

the number of samples is increased, the computing cost C given in equation 4.2 is increased.

Population size 200 and 100 random boards can obtain 18 successes at 5000 generations, but

3This success is hard to achieve within a small number of generations and it takes many generations; the exper¬
iments will show the limit of memory-based control structures and so it should be run for a long time. Previous
approaches show performance below score 6 with 250 generations.
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population boards generations # success effort cost

200 10 5000 10 1.68C, 4.28C]
200 20 2500 9 1.80C, 4.94C]
200 50 1000 0 7.57C, C]
200 100 500 0 7.57C, C]
100 10 10000 13 1.42C.3.00C]
100 20 5000 9 1.80C,4.94C]
100 50 2000 6 2.29C, 8.64C]
100 100 1000 4 [2.87C, 15.26C]
50 10 20000 9 [1.80C,4.94C]
50 20 10000 15 [1.30C,2.46C]
50 40 5000 12 [1.50C,3.34C]
50 50 4000 10 [1.68C,4.28C]
50 100 2000 5 [2.54C, 11.14C]
40 50 5000 12 [1.50C.3.34C]
25 80 5000 9 [1.80C,4.94C]
25 100 4000 10 [1.68C,4.28C]
20 10 50000 17 [1.21C.2.07C]
20 20 25000 17 [1.21C,2.07C]
20 50 10000 17 [1.21C.2.07C]
20 100 5000 9 [1.80C,4.94C]

(a)

population boards generations # success effort cost

200 10 5000 10 1.68C,4.28C]
100 20 5000 9 1.80C, 4.94C]
50 40 5000 12 1.50C,3.34C]
40 50 5000 12 1.50C.3.34C]
32 62 5000 15 1.30C.2.46C]
25 80 5000 9 1.80C,4.94C]
20 100 5000 9 1.80C,4.94C]

(b)

Table 5.2: Effort test on various configurations at the same computing cost in the Tartarus
problem (a) variable generations (b) fixed generations (C is a unit cost for a single run)

the most intensive computing cost was invested to get the result. The effort cost reflects such a

computing load. In terms of the effort cost, population size 20 and sample size 20 has the most
efficient and economical effort to find the first success in Table 5.1.

Table 5.2 shows the effort test results at the same computing cost. If the population size is
fixed at 200, 100 or 50, using a larger number of generations is more effective than using
a larger number of random boards. Even if the number of random sample environments is
fixed, increasing the number of generations is more effective rather than the population size.
Thus, increasing the number of generations is recommended for good performance, instead of
changing population size and the number of trials for random boards, if the same computation
cost is assumed. When population size is small, it is desirable that the number of trials for
each chromosome should be over or equal to 20. The experiments also compare the effects of

population size and the number of random boards, when the number of generations is fixed at
5000. From Table 5.2(b), one can say that varying the number of random boards or varying the
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size of the population is not significantly effective in terms of the effort cost when they run at
the same computing cost.

9n 1 1 1 1 1 1 1 1 1 9

8 - - 8
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Figure 5.3: Comparison of finite state machine and GP-automata with 8 states, population size
20, 100 random boards, (a) finite state machine (b) GP-automata (dotdash: the average over K
sample boards, solid: the average over N(= 10,000) boards)

The above FSM approach is compared with the GP-automata suggested by Ashlock [1998]. In
GP-automata, eight sensors are allowed to see the surrounding environment and sensor readings
are handled in tree structures using genetic programming. Each state has its own tree and state

transitions as shown in Figure 2.9. Figure 5.3 shows example results which demonstrate that
finite state machines outperform GP-automata when the same computing cost is given (more

figures are in Figures C.4-C.5 in appendix C). Generally the performance of GP-automata

degrades with a small population. In contrast, the FSM approach is not influenced by the
population size. This may be due to the fact that genetic programming tends to develop new

good offspring through crossover of individuals in a large sized population rather than with
the mutation operator [Nolfi and Floreano, 2000], The FSM approach used only three sensors

among the eight possible sensors. The above results indirectly show that the three sensors are

sufficient to generate desirable behaviors.

5.1.2 Memory and Pareto Experiments

Various numbers of memory states were tested and the fitness distributions with 95% confi¬
dence intervals were examined (see Figure C.6 in appendix C). A 1-memory state machine
corresponds to a memoryless reactive control system and its average score is poor, below 1. As
the number of memory states increase, the average performance improves remarkably. Around

500 1000 1500 2000 2500 3000 3500 4000 4500 5000

generations
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parameters Generations

# states population time steps boards < 1000 <2000 <3000 <4000 <5000 effort cost

2 100 80 50 0 0 0 0 0 [7.57C, C]
4 100 80 50 0 0 0 0 1 [5.09C, 105.71C]
5 100 80 50 0 0 0 1 3 [3.32C,22.96C]
6 100 80 50 1 3 3 4 6 [2.29C.8.64C]
7 100 80 50 1 3 5 10 11 [1.59C.3.76C]
8 100 80 50 2 6 8 11 14 [1.36C.2.71C]
10 100 80 50 1 5 7 9 10 [1.68C, 4.28C]
12 100 80 50 1 1 5 10 14 [1.36C,2.71C]

Table 5.3: Effort test with various memory states in the Tartarus problem (effort cost is evalu¬
ated for 5000 generations, and a success is defined as the case whose average score is above 7.
C is a unit cost for a single run with population 100 and 50 random sample boards)

6 states, it reaches peak performance. For more than 6 states, there is no significant change.
Thus, this fitness test says that the Tartarus problem requires at least 6 states to obtain satis¬
factory performance (above score 6.5) and purely reactive systems cannot solve the problem.
Table 5.3 also proves it requires at least six states to get good performance. The table shows
the number of successes among 25 trials with many generations. The performance of six states
or more is significantly different from that of five states or less in effort cost with 5000 genera¬

tions.

Multiobjective optimization over memory size and performance is applied to see a hierarchy of
memory-based control structures. Figure 5.4 shows the result of evolving the best controllers
with a given number of states. Pareto results also specify the limitation for each number of
states. As shown in Figure 5.4(c), six states or more have a plateau curve in fitness performance.
The FSM controllers with more than six states do not use their full memory state for the best

performance; any additional memory states over six is redundant. It thus shows that six states
are sufficient for the performance. The result is consistent with the experiments in Figure C.6.

It was shown that mutation rate can be chosen using the fitness test and effort test in the artifi¬
cial ant problem. Mutation rate may be a factor even in the EMO approach. The chromosome
in EMO has a variable-length coding. Various mutation rates were tested with the Pareto op¬

timization method. In the Pareto experiments, mutation rate is not significantly effective as

shown in Figure 5.5. However, mutation rate 0.0053 is slightly better in average fitness than
the other mutation rates. It seems that the following mutation rate4 is a rule-of-thumb with the

4This rate has been observed effective in our experiments of tournament selection, and it corresponds to the
change of two genes per chromosome. We need more experiments to say if the mutation rate is better than any
other rate.
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number of states number of states

(c) (d)

Figure 5.4: Pareto results in the Tartarus problem with population size 100 (a) 10 samples
(b) 20 samples (c) 50 samples (d) 100 samples (dotted: 1,000 generations, dotdashed: 5,000
generations, dashed: 10,000 generations, solid: 20,000 generations)

experiments of tournament selection.

rate =

chromosome size
(5.1)

When we assume that seven states are desirable for the Tartarus problem, mutation rate 0.0053
was calculated with the above formula.

Another experiment is to use a variable mutation rate in Pareto optimization. Evolutionary mul-
tiobjective optimization (EMO) uses variable length chromosomes for variable states. When
chromosomes with various sizes are created for new offspring, variable mutation rates depend¬

ing on the chromosome size are applied to each offspring. Figure 5.5(d) shows the EMO result.
It is slightly better than the other mutation rates at three states and four states with 1000 gener-
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number of states

(c) (d)

Figure 5.5: Pareto results in the Tartarus problem with various mutation rates; population size
100 and 50 random samples (a) mutation rate 0.0053 (b) rate 0.008 (c) rate 0.01 (d) variable
rate (dotted: 1,000 generations, dotdashed: 5,000 generations, dashed: 10,000 generations,
solid: 20,000 genera tions)

ations.

5.1.3 Tree State Machines

The FSM approach is powerful in obtaining state transition functions and count the number
of memory elements, but it still has shortcomings in handling many sensors. In the Tartarus

problem, an agent has eight sensors. It is very difficult to represent all sensor states in an

FSM. A dynamic structure to represent features in sensor readings is a tree structure which can

increase or decrease its size. In the dynamic tree structure, a leaf node corresponds to a sensor

state and it has motor actions and the next state transition. All the internal nodes traversed from
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(a) (b)

Figure 5.6: Tree state machine in the Tartarus problem; population 100 (a) 10 samples (b)
50 samples (dotdash: the average over K sample boards, solid: the average over N(= 10,000)
boards)

the root node are linked together by logic AND operation over sensors and their thresholds. The
structure is similar to a decision tree often used to classify data. Instead of defining class at leaf
nodes shown in decision trees, motor actions and the next state transition are specified at leaf
nodes.

The chromosome of a tree state machine is defined as a set of trees and each state has its

own decision tree. Thus, a tree state machine has trees as many as the number of states. The
crossover operator on tree state machines is defined as swapping a subset of trees of two par¬

ents and it is similar to the crossover in the finite state machines since some part of the whole
chromosome is exchanged among two parents. The mutation operator is defined for one chro¬
mosome and it has two different schemes: One is to delete a subtree and create a new random

subtree, and the other is to choose two subtrees among a set of trees for one chromosome and
then swap two subtrees.

The tree state machine can expand sensor states up to its maximum limit, which can be defined
by the user. Various sample sizes are tested with tree state machines. Tree state machines can

easily expand the sensor space and so eight sensors are applied to the Tartarus problem. Max¬
imally eight states or ten states were allowed and their performance did not show significant
difference. Figure 5.6 shows the result obtained with population size 100 and maximum eight
states. Its performance is worse than FSM approach and it has more variance.

Like GP-automata, the tree state machine reaches fitness 4 with a small number of generations,
but it needs many generations to go over fitness 6.5. A genetic algorithm with FSM on the
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Tartarus problem gradually increases the fitness and normally attains a fitness of over 6.5. It
is believed that this is owing to the difference of search style between genetic algorithms and

genetic programming. A genetic algorithm constantly improves its solution by the mutation
operator, while genetic programming uses tree structures which are not significantly improved
by the mutation operator.

5.2 Woods Problem

Wilson [ 1994] suggested that temporary memory can be added to a zeroth-level classifier sys¬

tem (ZCS) to solve problems in non-Markovian environments. It includes a few binary bits in a

memory register to be set or reset by actions. The Woods problems has often been mentioned in
association with the perceptual aliasing problem. The environment includes many ambiguous
situations that require different actions. There have been many variations of the woods environ¬
ment: Sutton [ 1990] 's gridworld, McCallum [ 1996] 's maze, maze 10 [Lanzi, 1998], woods 102
and woodsl4 [Cliff and Ross, 1995], They range from simple to complex environments. They
have been tackled with classifier systems or reinforcement algorithms [Lanzi, 1998, 2000],
The reinforcement systems are mainly based on purely reactive systems [Kaelbling, 1986].
The memory-encoding methods with reinforcement learning have been mostly successful on

the woods problems [Lanzi, 2000; Cliff and Ross, 1995].

A woods environment is a grid world where agents have discrete sensors and a limited num¬

ber of motor actions. An agent explores the environment to find its food but there are many

trees as obstacles to block moving forward. The agent can recognize the status of each of its
eight neighboring cells through eight sensors and so process only local information about its
surrounding environment. The performance of a strategy or solution to a woods problem is
measured by the average number of time steps needed to reach the goal from all possible initial
cells. An optimal solution will be the minimum average steps to the goal.

The proposed method for memory analysis, evolutionary multiobjective optimization (EMO),
was applied to woods problems. The penalty fitness function is defined as follows:

Fs = TTF Xmin(40'^>G)) (5-2)
1^1 pes

where S is the set of initial cells, G is the goal position and d(u,v) is the path length from

position u to position v. If the goal is not reachable from a cell, then the path length becomes
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infinity and a high penalty value 40 is taken; 40 time steps are assigned for each initial cell and
if agents can reach the goal from an initial cell, the number of time steps spent for exploration
will be the path length from the initial cell to goal. The fitness Fg is the average time step taken
from any empty cell to the goal. There may be at least one cell which cannot reach the goal
when a strategy is applied. In this case we say the strategy cannot solve the problem.

To prove that a given woods problem cannot be solved by specialized control systems, for
example, purely reactive systems, we need to test all possible strategies which belong to the
class of purely reactive systems. This is a very exhaustive search. In the experiments a control
structure is given to solve the problem and evolutionary search will be applied with the control
structure to try to find the best performance. If every trial is unsuccessful in finding a solution,
then we assume that the control structure is not suitable for the problem. The proof of solv¬
ability of control structures for problems cannot be validated by theoretical foundation and it
is based on experimental sampling data.

In the woods problems, FSM structure was used for memory analysis. Crossover rate was 0.6
and mutation rate followed the equation 5.1. Tournament selection with group size four was

applied. For significance statistics, the EMO method was applied for memory analysis in the
following woods problems instead of the fitness test and effort test.

5.2.1 WoodslOl Problem

Figure 5.7(a) shows a simple maze that belongs to the class of the woods problems. It was tested
to show hidden states by McCallum [1996] and it is called McCallum's maze or woodslOl.
In the woodslOl environment, an agent is placed at any empty cell and it can take an action
towards one of four directions per one step; up, down, left and right. Normally woods problems
allow eight directional moves by considering diagonal movements, but we give restrictions on

motor actions. This makes the problem more difficult. The task is to find one food cell at the
middle bottom in the shortest path. If a food cell is seen as the goal, this navigation problem
becomes a goal search problem.

This problem cannot be solved by purely reactive agents. At some cells with marks in Figure
5.7(a), agents have the same sensory patterns but need different actions. In the picture, an agent

should move left at one cell and move right at the other. It has been shown that temporary

memory can help solve such perceptual aliases [Cliff and Ross, 1995; McCallum, 1996]. A

question can be raised, 'How many states are required to solve the perceptual aliasing problem
in woods environments?'. An evolutionary multiobjective optimization (EMO) approach was
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Figure 5.7: WoodslOl environment (a) grid world (b) memory analysis (*: 10 generations, t>:
30 generations, o: 50 generations)

cell no. trajectory path length
0 D(l) U(0) U(0) R(0) R(0) D(0) D(l) 7
1 U(0) R(0) R(0) D(0) D(l) 5
2 R(0) R(0) D(0) DO) 4

3 R(0) D(0) D(l) 3
4 D(0) D(l) 2
5 D(l) 1
6 R(0) L(l) L(0) D(0) D(l) 5
7 L(l) L(0) D(0) DO) 4
8 U(0) L(l) L(0) D(0) DO) 5
9 DO) U(0) U(0) L(l) L(0) D(0) D(l) 7

Table 5.4: An evolved solution of woodslOl problem (each symbol in the trajectory represents
motor action and state number in FSM, U: up, D: down, L: left, R: right)

applied to find the solution. The answer is two states. Even if four sensors5 are used for an agent

instead of eight sensors, the result still shows that two states are sufficient for this problem and
more than two states are superfluous. When four sensors are used, it has six aliased positions.
Sensor limitation increases the complexity of the problem by generating more sensor aliases.
However, according to memory analysis, the problem requires two states as seen in Figure
5.7(b). Instead the agent with four sensors will need more time steps to find the goal. It
wanders around the environment, looking for the situations which can trigger proper actions.

From the EMO approach, the best solutions are easily obtained within a small number of gen¬

erations. An example solution is given in Table 5.4. It is noteworthy to see how it handles
sensor aliases with internal memory. Cell 6 and cell 3 have the same sensory pattern. At cell
3, an agent moves right, down and down. At cell 6, it first moves right and sees a corner at

5Four sensors among eight are selected with front, back, left and right directions
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Figure 5.8: Woodsl02 environment (a) grid world (b) memory analysis (*: 10 generations, t>:
30 generations, o: 50 generations)

right. Then it changes its state and turns left. The agent is now at cell 6. It experiences the
same sensory pattern as at cell 3 but it has a different internal state and thus moves left, down
and down. Cell 0, 5 and 9 also have the same sensations6. By utilizing internal memory states,

the agent can reach the goal from any initial cell. Increasing the number of aliases does not

necessarily require increasing the number of internal memory states. Agents can efficiently use

their internal states by distributing sensor states over memory states. The EMO approach can

find compact forms of internal states to achieve desirable solutions. In the woods 101 problem,
one bit of memory register is sufficient even for 4-sensor agents. Its performance has a total
of 43 steps; this is the total length of the path from all initial positions to the goal. Its average

score is 4.3 time steps, which is the fitness value shown in Figure 5.7(b).

5.2.2 Woods102 Problem

A new environment called woods 102 was designed to have more difficult situations than woods
101 [Cliff and Ross, 1995], This environment is more complex than woodslOl: there are sev¬

eral cells requiring different actions with sensor aliases marked in Figure 5.8(a). Cliff
and Ross [1995] mentioned that two bits of memory are sufficient to disambiguate the sen¬

sor aliases. We give restrictions on sensors such that four sensors are used. An agent will

6It is assumed that agents have binary sensors and so they cannot distinguish trees and food
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Figure 5.9: MazelO environment (a) grid world (b) memory analysis (*: 10 generations, >: 3C
generations, o: 50 generations)

experience more ambiguous situations with this sensor limitation.

When the EMO method with memory states ranging from one to four is applied, it shows that
this problem still requires two states as in Figure 5.8(b). Thus, a one bit register can solve
the problem. However, a memoryless policy - a one state machine - cannot handle perceptual
aliasing and starting at many empty cells, the agent cannot reach goal. It has a high penalty in
its fitness and Figure 5.8(b) shows that it is easily distinguishable from memory-based policies.
Woods 102 has more sensor aliases than woods 101. In this problem, increasing the number of
internal states improves performance. The EMO method was again applied to this problem
with memory states from two to five, because one state performance is very different from the
performance of machines with more than one state. This will give memory-based approaches
a chance to search for the best performance (see Figure D.l in appendix D). As a result, two
states produce the best solution of 155 time steps in total or an average of 5.96 steps to the
goal. The three state strategy has 146 time steps or an average of 5.62 steps and the four state

strategy has 137 time steps or an average of 5.27 steps. More than four states have the same

performance as four states. Thus, the best performance can be achieved with 2-bit registers.

5.2.3 MazelO Problem

MazelO is a problem tested by Fanzi [1998] and it has three aliasing positions when eight
sensors are taken. He used an extension of XCS classifier system [Wilson, 1995] with internal

memory to handle the problem. He emphasized the importance of exploration strategy in the
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experiments to accelerate the convergence to an optimal solution. One bit of internal memory

is sufficient to disambiguate the aliasing problems in the mazelO environment [Lanzi, 1998].
In the EMO experiment for the mazelO problem, four sensors are used for an agent instead of
eight sensors. This generates many sensor aliases as shown in Figure 5.9(a). Cells 4, 8 and 13
share the same sensory input, as do cells 1, 2, 6, 10, 11, 15 and 16, as do cells 3, 7, 12, and 17.

Figure 5.9(b) shows the result of the EMO method for 50 generations. Its performance is not

optimal, but we can infer from the diagram that more than two states are required to find near-

optimal strategies. The memory less policy fails to solve the mazelO problem and two states
are sufficient to escape perceptual aliases. When more than 100 generations are run 25 times
with the EMO method, the most of the best strategies are obtained; memory states range from
two states to six states in this experiment (The result is displayed in Figure D.2 - see appendix
D). As expected, memory with more than three states does not improve solutions of three
internal states. Memory is not only a tool to escape perceptual aliasing, but also it plays a role
of improving the performance by recording or marking environmental situations.

Table 5.5 shows the trajectory of the best performance. Two states give a performance of a total
141 time steps, an average of 7.83 time steps. Three states show the best performance with total
125 time steps, an average of 6.94 time steps (see Figure D.2 in appendix D). Starting at cell
17 with two internal states, an agent enters the hall of cell 10 at cell 9, visits cell 11 and turns
back to cell 9. The agent cannot distinguish the situations of cell 5 and cell 9 and follows the
given hall. As a result, it wastes time at cell 9 and it takes 15 time steps to the goal from cell
17. Adding one more state escapes this dilemma by memorizing environmental situations and
taking a series of actions. Starting at cell 17 with three states, an agent skips entering cells 10-
11 from cell 9 and goes straight to cell 8. It thus takes a total of 11 time steps to the goal from
cell 17. The agent with three states records or marks the environmental situation at cell 14. At
the time of passing cell 14, one internal state is marked and this marking makes the agent go

straight without being distracted at cell 9. When cell 13 is a starting position, the agent does
not have this sign for directions and so it visits cell 10 and 11. Furthermore cell 8 and cell 13
are not distinguishable in perceptions and going down the hall from cell 8 to cell 7 is the best

policy. Visiting cell 11, starting from cell 13, cannot be avoided.

5.2.4 Sutton's Gridworld

In Sutton's gridworld [Sutton, 1990] as shown in Figure 5.10(a), an agent can sense eight

neighbouring cells and takes one of four directional moves. The environment has 46 empty
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cell no. trajectory path length
0 R(l)> R(l)> D(l), D(0), D(l) 5
1 U(0), R(l), R(l), D(l), D(0), D(l) 6
2 U(0), U(0), R(l), R(l), D(l), D(0), D(l) 7
3 D(l), U(0), U(0), U(0), R(l), R(l), D(l), D(0), D(l) 9
4 L(l), R(l), R(l), D(l), D(0), D(l) 6
5 L(0), L(l), R(l), R(l), D(l), D(0), D(l) 7

6 U(0), L(0), L(l), R(l), R(l), D(l), D(0), D(l) 8
7 D(l) 1
8 L(l), D(l), D(0), D(l) 4

9 L(0),L(1), D(l), D(0), D(l) 5
10 U(0), L(0), L(l), D( 1), D(0), D(l) 6
11 U(0), U(0), L(0), L(l), D(l), D(0), D(l) 7
12 D(l), U(0), U(0), U(0), L(0), L(l), D(l), D(0), D(l) 9
13 L(l), D(l), D(0), U(0), U(0), L(0), L(l), D(l), D(0), D(l) 10
14 L(0), L(l), D(l), D(0), U(0), U(0), L(0), L(l), D(l), D(0), D(l) 11
15 U(0), L(0), L(l), D(l), D(0), U(0), U(0), L(0), L(l), D(l), D(0), D(l) 12
16 U(0), U(0), L(0), L(l), D(l), D(0), U(0), U(0), L(0), L(l), D(l), D(0), D(l) 13
17 D(l), U(0), U(0), U(0), L(0), L(l), D(l), D(0), U(0), U(0), L(0), L(l), D(l), D(0), D(l) 15

(a)

cell no. trajectory path length
0 R(l) R(l) D(l) D(2) D(l) 5
1 U(2) R(l) R(l) D(l) D(2) D(l) 6
2 U(2) U(2) R(l) R(l) D(l) D(2) D(l) 7
3 D(l) U(0) U(2) U(2) R(l) R(l) D(l) D(2) D(l) 9
4 L(l) R(l) R(l) D(l) D(2) D(l) 6
5 L(0) L(l) R(l) R(l) D(l) D(2) D(l) 7

6 U(2) L(0) L(l) R(l) R(l) D(l) D(2) D( 1) 8

7
8

D(l)
L(l) D(l) D(2) D(l)

1
4

9 L(0) L(l) D(l) D(2) D( 1) 5
10 U(2) L(0) L(l) D(l) D(2) D(l) 6
11 U(2) U(2) L(0) L(l) D(l) D(2) D(l) 7
12 D(l) U(0) U(2) U(2) L(0) L(l) D(l) D(2) D(l) 9
13 L(l) D(l) D(2) U(2) U(2) L(0) L(l) D(l) D(2) D(l) 10
14 L(2) L(0) L(0) L(l) D(l) D(2) D(l) 7

15 U(2) L(2) L(0) L(0) L(l) D(l) D(2) D(l) 8
16 U(2) U(2) L(2) L(0) L(0) L(l) D(l) D(2) D(l) 9
17 D(l) U(0) U(2) U(2) L(2) L(0) L(0) L(l) D( 1) D(2) D(l) 11

(b)

Table 5.5: Evolved solutions of maze 10 problem (a) 2 internal states (b) 3 internal states (each
symbol in the trajectory represents motor action and state number in FSM, U: up, D: down, L:
left, R: right)
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Figure 5.10: Sutton's grid world (a) grid world
best solution with 4 sensors (d) Pareto result (*:
generations)

(d)

(b) the best solution with 8 sensors (c) the
50 generations, i>: 200 generations, o: 500

cells, 30 distinct sensor states and one goal position. Littman [1994] used a branch-and-bound
algorithm to find the best memoryless policy. The best memoryless strategy takes a total of 416
steps, an average of 9.04 steps (= 416/46) to reach the goal. Especially at cells with three trees
on the right side (there are three cells marked with '*') the best memoryless agent experiences

ambiguous perceptions and takes inefficient movements, even though it can reach the goal from
any initial cell. The agent chooses a roundabout way due to perceptual aliasing situations.

When internal memory is used, two internal states yield an optimal strategy with performance
of 410 total steps to goal, an average of 8.91 steps. Its trace is displayed in Figure 5.10(b). Two
directional signs at one cell means that internal states are involved to give agents appropriate
actions. Internal states can be seen as milestones to say which direction is appropriate and they
are determined by the past history that the agent has experienced.
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When four sensors among all eight sensors are taken as in woods 101 experiments, its perfor¬
mance is worse than eight sensor experiments. Agents have more sensor aliases for a tree on

the right. The memoryless strategy cannot solve this problem unlike eight sensor experiments.
There are several cells from which the goal cannot be reached. Its performance deviates from
the fitness of memory-based strategy as shown in Figure 5.10(d). The best policy with two

states has a performance of total 418 time steps, an average of 9.08 steps to goal. The best

strategy as shown in Figure 5.10(c) is different from the eight sensor strategy in Figure 5.10(b).
An agent chooses to go down when it first sees a tree on the right side. If there are trees on the

right and below, it is bounced back to go up with an internal state marker. Otherwise, the agent

moves right. The EMO method shows that more than two states have a similar performance
as displayed in Figure 5.10(d). One can say that two states are sufficient for this problem with
four sensors. However, 418 time steps is not an optimal solution with four sensors. An optimal
strategy with four states was found with a total of 416 time steps. In this strategy, two addi¬
tional states record the perceptual situation (it is marked in Figure 5.10(c)) where a tree is
detected on the left side and after moving right in two steps, another tree is seen on the right
side. It thus blocks going down when the agent sees a tree on the right side and the agent can

go straight up, while two or three state machines waste time to go down and return to the cell.

If an agent can recognize every feature about the entire environment, it will obtain an opti¬
mal performance of 404 steps from all empty cells, average of 8.78 steps to goal. However,
the agent has only local information about its neighboring cells. Internal memory states help

agents overcome the shortcomings of the local information about the environment. The per¬

formance of memory-based policy is quite close to the optimal performance of 404 steps. The
number of sensors is also an important factor to obtain efficient solutions. In this problem, an

optimal memoryless strategy with eight sensors has the same performance as an optimal four-
state strategy with four sensors. Reducing sensors or restricting sensor range often requires
increasing internal states. In other words, more sensors for agents will have more chances to

develop purely reactive controllers.

5.2.5 Woods 14 Problem

Woods 14 is a Markovian environment designed by Cliff and Ross [1995] with eight sensors

available on the agents. It has a simple linear path of empty cells and agents need to go through
a field of trees. At each cell an agent experiences a different sensation and only one appropriate
action among eight directional moves should be taken to reach the goal. Cliff and Ross [1995]
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Figure 5.11: Woodsl4 environment (a) grid world (b) memory analysis (*: 100 generations, >:
500 generations, o: 1000 generations, o: 5000 generations)

showed that ZCS with internal memory cannot succeed in developing desirable control systems
in the woods 14 problem. Woodsl4, shown in Figure 5.11(a), is a very difficult problem for ZCS
to solve because it requires long chains of actions before the reward is given. Also ZCS tends
to create conflicting, overgeneral classifiers producing inappropriate actions. A conflicting
overgeneral classifier is one that matches multiple sensations and does not cover appropriate
actions for each sensation. This happens when the rule for its sense vectors are overgeneralized
with the don't care term '#'.

An FSM with eight sensors, allowing 256 distinct sensor states, was evolved to solve the
woods 14 problem with a perfect score, average 10 time steps. Without difficulty, evolution¬
ary computation succeeded in finding an appropriate strategy. When only four sensors are

used as in the woodslOl problem, this woods 14 problem generates complex situations. Most

empty cells have sensor aliases because of the sensor limitation. The problem becomes a non-

Markovian environment.

EMO analysis for four-sensor agents shows that the memoryless policy fails to find solutions to
the woods 14 problem. Even two or three states could not succeed in solving the problem; there
are starting cells from which the agent cannot reach the goal. As shown in Figure 5.11(b),
there is a hierarchy of complexity with memory size. For two or three internal states, their
performance is located between the memoryless strategy and the four state strategy. It depends
on how many empty cells were successful to find the path to the goal. An optimal memoryless

policy has 5 empty cells that can be connected to the goal. The other 14 cells failed to reach
the goal. With two states, the goal is reachable from only 11 empty cells. Three states gives 17
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cell no. trajectory length
0 0(2), 0(3) 2
1 4(2), 0(3) 2
2 7(1), 0(2), 0(3) 3
3 3(0), 7(1), 0(2), 0(3) 4
4 3(1), 3(0), 7(1), 0(2), 0(3) 5
5 0(2), 2(2), 6(0), 3(1), 3(0), 7(1), 0(2), 0(3) 8
6 2(2), 6(0), 3(1), 3(0), 7(1), 0(2), 0(3) 7
7
8

4(2), 6(1), 2(2), 2(2), 6(0), 3(1), 3(0), 7(1), 0(2), 0(3)
7(1), 6(1), 2(2), 2(2), 6(0), 3(1), 3(0), 7(1), 0(2), 0(3)

10
10

9 0(0), 4(2), 7(0), 3(1), 6(1), 2(2), 2(2), 6(0), 3(1), 3(0), 7(1), 0(2), 0(3) 13
10 4(2), 7(0), 3(1), 6(1), 2(2), 2(2), 6(0), 3(1), 3(0), 7(1), 0(2), 0(3) 12
11 3(1), 6(1), 2(2), 2(2), 6(0), 3(1), 3(0), 7(1), 0(2), 0(3) 10
12 3(1), 0(0), 4(2), 7(0), 3(1), 6(1), 2(2), 2(2), 6(0), 3(1), 3(0), 7(1), 0(2), 0(3) 14
13 7(1), 7(0), 3(1), 6(1), 2(2), 2(2), 6(0), 3(1), 3(0), 7(1), 0(2), 0(3) 12
14 7(1), 7(0), 4(2), 7(0), 3(1), 6(1), 2(2), 2(2), 6(0), 3(1), 3(0), 7(1), 0(2), 0(3) 14
15 7(1), 6(0), 7(1), 7(0), 4(2), 7(0), 3(1), 6(1), 2(2), 2(2), 6(0), 3(1), 3(0), 7(1), 0(2), 0(3) 16
16 7(1), 6(0), 7(1), 6(0), 7(1), 7(0), 4(2), 7(0), 3(1), 6(1), 2(2), 2(2), 6(0), 3(1), 3(0), 7(1), 0(2), 0(3) 18
17 0(2), 0(3), 7(3), 6(1), 6(0), 7(1), 7(0), 4(2), 7(0), 3(1), 6(1), 2(2), 2(2), 6(0), 3(1), 3(0), 7(1), 0(2), 0(3) 19
18 4(2), 0(3), 7(3), 6(1), 6(0), 7(1), 7(0), 4(2), 7(0), 3(1), 6(1), 2(2), 2(2), 6(0), 3(1), 3(0), 7(1), 0(2), 0(3) 19

Table 5.6: An evolved solution of woods 14 problem (each pair of numbers in the trajectory
represents motor action and state number in FSM, 0: down, 1: right, 2: up, 3: left, 4: lower
right, 5: upper right, 6: upper left, 7: lower left)

successful cells among the total of 19 cells. The diagram in Figure 5.11(b) shows how closely
a given number of states can achieve solutions.

One of the best solutions with four state machines, as in Table 5.6, shows how to handle per¬

ceptual aliasing. Cell 13, 14, 15 and 16 have the same sensory pattern. They are surrounded

by trees in all four directions. Cells 13 and 14 need the same action of moving to the lower
left, while both cell 15 and cell 16 need an action of moving to the upper left. The strategy first
tries to move lower-left and if the situation is unchanged, then it tries to move upper-left. The
two actions are sequentialized with internal states, depending on sensations. Cell 0, 5 and 17
have sensor aliases. Cells 0 and 17 prefer to take an action of moving down, but cell 5 needs
an action of moving to the upper-left. These kinds of sensor aliases require internal states to

escape cul-de-sacs. Internal states place marks on each sensor alias state and then block taking
the same action. For instance, an agent first moves down at cell 5, changes its internal state,
returns to cell 5 and then moves to the upper-left. The agent does not memorize sensation
values and puts milestones at particular sensations. In this way internal memory can be easily
represented by Boolean logical values or finite states.

If the number of sensors is decreased, more sensor aliases may occur, but not necessarily. In¬
stead of four or eight sensors, two sensors are selected among eight sensors to see the influence
of sensor limitation. First, FSMs with two sensors, front and right sensors, are evolved and the
EMO analysis in Figure 5.12(a) shows that three internal states are not sufficient to solve the
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Figure 5.12: Memory analysis over the woodsl4 environment with one or two sensors (a)
two sensors, front and right (b) two sensors, front and left (c) two sensors, left and right (d)
one sensor, front (*: 500 generations, o: 1000 generations, o: 2000 generations, o; 5000
generations)

problem7 ; there are 9 initial cells which cannot reach goal for the best three-state machine. In
the experiments with one or two sensors, penalty 80 is used instead of 40 in equation 5.2 to see

a clear distinction of solvability for each state machine. In this case four state machines can

solve the problem with a total 301 time steps to reach the goal from all empty cells while four-
state agents with four sensors have a score of total 198 time steps8. When two sensors in front
and left are selected, it still required four states to solve the problem and the performance is im¬
proved with a total of 245 time steps to the goal as shown in Figure 5.12(a)-(b). For three state

machines, there are two initial cells which cannot reach the goal. However, the selection of two

7We assume that the problem cannot be solved with a specified control structure when no experimental run
among 25 runs is successful to solve the problem

8These score solutions may not be optimal, and they are obtained from 5,000 generations
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Figure 5.13: Perceptual aliasing in the Woodsl4 problem (a) two sensors, front and right (b)
two sensors, front and left (c) two sensors, left and right (d) one sensor, front (each Greek
symbol represents sensor aliases)

sensors on the left and right makes the wood 14 problem more difficult. Even with five internal
states, there are still three cells from which the agent cannot reach the goal. Six or more states

could solve the problem. Figure 5.12(c) shows a significant change of performance between
five states and six states. Even if there is a limitation on the number of sensors, what sensors

are selected will be an important issue to solve problems and produce good performance.

When only one sensor, the front sensor, is used, four states are sufficient to solve the problem
with a total of 371 time steps to the goal. Thus it unexpectedly outperformed the result of two
sensors on the left and right. Three state machines had 14 cells which failed to reach the goal.

Restricting sensors generally degrades the performance, but it does not say definitely that more

internal states are required, considering results of two sensors on the left and right as well as

only one sensor in front. It is notable that two sensor results including the front sensor are better
than the result with only one front sensor, even though all of them require four states to solve
the wood 14 problem. In Figure 5.12(d), the best performance of the one sensor experiment
even with many states is significantly worse than the performance of two sensor experiments
including the front sensor.

Figure 5.13 shows perceptual aliases for a different set of sensors. The required amount of
memory is not related to the number of total aliases. One can say that a sequence of perceptual
aliases, that is, how ordered they are, is a more important factor in estimating memory amount
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Figure 5.14: Partial order relation on performance with sensors in the woods 14 problem
(S/?, SL, SR, SB are sensors in front, left, right and back)

needed to achieve a task.

We can build a partial ordering relation on the performance for a various number of sensors.

For SA C Sb, where Sa,Sb are a set of sensors, the performance G keeps the partial order for
the same amount of memory, M.

More sensors can see the environment better. Also for M\ <M2, the partial order relation holds
with a given set of sensors.

Using the above property, the following partial order relation will be inferred for the perfor¬
mance of robotic tasks or agent problems.

where SA C SB, and M\ < M2.

When a pair of sensors and memory is not ordered with each other, for example, there is no

subset relation between SA and SB, or SA C S8 and M\ > Mi, the performance order cannot be
predictable. It will depend on tasks and environmental situations. The partial order relation
in the woodsl4 environment is displayed in Figure 5.14. If the front sensor is included, at

G(SA,M)<G(SB,M)

G{SA,M\) <G(SA,M2)

G{SA,M\)<G(SBIM2)
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most four memory states are required to solve the problem. When the number of sensors is
increased, the performance becomes better. Thus, it is presumed that agents with front, left
and right sensors will solve the problem with four states and have performance in the range

(198 <G<245).

5.3 Summary

In this chapter, two kinds of problems and their memory analysis are presented.

The Tartarus problem is more complex than the Santa Fe trail. It has many random environ¬
ments and also eight sensors are used for an agent. When only three sensors among eight
sensors are selected with the FSM approach, it shows similar results to other methods with

eight sensors. Also the fitness and effort tests determine how many random samples are effec¬
tive. Evolutionary multiobjective optimization (EMO) is applied to find the minimal structure

with the best fitness. From this memory analysis, the Tartarus problem requires six or seven

states to process sensor information appropriately.

Woods problems are goal search problems with perceptual aliasing. Five woods problems,
woodslOl, woodsl02, mazelO, Sutton's gridworld and woodsl4, were solved with EMO anal¬

ysis. The woodslOl environment requires 2 states to solve the problem, and woods 102 also
needs two states to reach the goal from any initial cell but four states for an optimal solution.
The maze 10 problem was solved with three states for four-sensor agents and Sutton's gridworld
can be solved with two states. Reducing the number of sensors to four sensors requires four
states for an optimal solution. Woods 14 requires four states for an optimal solution with four
sensors. As observed in the mazelO problem, the number of sensors influences the necessary

memory size. Reducing the number of sensors or sensor range has the potential of creating
more sensor aliases. The memory required to solve a problem is not necessarily proportional
to the number of aliases. Instead it is more concerned with what kind of sensor aliases are

experienced in the path. In the case where the same patterns are serially placed in the path, it
may increase the memory size requirement. Memory plays an important role to solve sensor

aliases and improves the performance. The EMO approach was effective to find the minimum
number of memory elements and see a hierarchy of performance depending on memory size.

All the problems described above show that purely reactive systems are inferior to memory-

based systems. However, they prove that a large number of memory elements are not nec¬

essarily required. A small number of bits are sufficient to evolve desirable behaviors. Many
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complex control designs have been suggested for agent problems. The problem set provided in
this chapter may be simple, but the results indirectly imply that simple reactive systems with
small-sized memory are effective in agent problems.



Chapter 6

Simple Robot Model and Tasks

In this chapter, several robotic tasks are explored to see the effect of memory in reactive sys¬

tems. In many respects, robotic tasks are different from the grid world problems described in
the previous chapter. Robots can have a variety of sensor ranges and motor actions and they
interact dynamically with environments. Reactive systems in mobile robots are often seen as a

direct coupling between perception and action without any intermediate processing. However,
some behavior-based approaches have used a small amount of memory in their reactive robot
controllers. Thus, a variety of robotic tasks will be investigated with internal states through
evolutionary computation techniques. They will explore the effect of adding known amounts
of memory to purely reactive systems in a variety of tasks. The memory elements will be rep¬

resented in the form of a set of rules with states, equivalent to a Boolean logic network with a

fixed number of 1-bit registers.

It is assumed that robots have simple binary sensors to detect environments. Sensors consist
of whisker-like sensors and light vector sensors to say if there is any object or light ahead. A
simulated robot for five tasks-obstacle avoidance, wall following, exploration, box pushing,
and corridor following-with two sensor or four sensor configurations is applied to compare

the performance of stateless and memory-based controllers. Its controller is a rule-based state

machine, which will be evolved with genetic algorithm. The rule-based state machine will not

only make it easy to quantify the size of memory but also overcome the shortcomings of finite
state machines.

Sensor models and control structures for robots are first described and then each robotic task

and its fitness function is explained. Each robotic task and behavior performance are discussed
with the effect of memory on the resulting evolved robot behaviors. The bulk of this chapter is

123
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based on the paper [Kim and Hallam, 2001].

6.1 Methods

Some evolutionary robotics experiments [Lee, 1998] have shown that purely reactive systems
without memory can implement various primitive behaviors: for example, object avoidance and
exploration behaviors, and box-pushing to a target signalled by an environmental marker need

only a purely reactive controller with binary sensory inputs, and more complex combinations
of such behaviors can be realized using stateless switchers to arbitrate between the primitives.

Rather than using neural networks, Lee et al. [1997] evolve a Boolean logic network using ge¬

netic programming (GP). In this approach, each behavior is a purely reactive controller with no

internal state [Lee, 1998; Lee et al., 1997]. Its control structure is a combinational logic circuit,
evolved using GP, acting on sensor values converted to binary by thresholding or comparison
(the thresholds and comparisons are also determined by the GP evolution). Such an approach
offers the possibility of adding memory in an easily quantified way.

In this chapter, we will investigate the effects of memory on Boolean logic circuits by evolving
state machines. A simulation program is used to explore robotic tasks but without noise. Even

though it is different from reality, we can simulate some of the important properties of robot
control systems and easily test how robotic tasks are related to internal memory. The effect of

adding known amounts of memory to purely reactive systems in a variety of robotic tasks will
be explored. Robotic tasks in noisy environments will be studied in the following chapters.
Each section will describe a set of experiments that reveal behavioral and performance differ¬
ences between a purely reactive controller and a memory-based reactive controller evolved for
various particular tasks, and will explain the effect of memory on the resulting robot behaviors.

The experiments on a variety of tasks use simple robot models where robot kinematics are sim¬
ulated but sensor readings are binarized. The robot model is a Khepera-style robot [Mondada
et al., 1993], with binary sensors in front to detect any wall or obstacle. The sensor detects the
intersection of an object with a fixed length ray projected along the sensor's pointing direction
and computes the distance to the nearest such intersection along the ray1. The sensor values are

binary, derived by thresholding the distance provided by the sensor, and sensor readings just
say if any object is near the robot within some limit in the direction of the sensor. These binary

'Those sensors are ray-based distance sensors without any explicit acceptance cone, rather than modelled on
infrared sensors.
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Figure 6.1: Robot model and kinematics in simulation (a) robot model (b) robot kinematics
geometry

sensors do not give any quantitative value of how close to any obstacle the robot is. They are

whisker-like sensors. In the experiments, robots have two sensor configurations: two infrared
sensors with angle 45°, 135°, or four infrared sensors with angle 45°, 80°, 100°, 135° as shown
in Figure 6.1(a). Two light sensors are used in a box pushing task.

The Khepera-like robots consist of two drive wheels on a common axis controlled by two
different motors. The motor actions for the left and right wheel vary the rotational velocity of
the two wheels, that is, the robot's motion and trajectories. Kinematics on the left and right
wheels will lead to the following path at the same angular speed co.

(R-L)W = Vh (R + -)co — vr

where / is the wheel base length, and vr,v; are the right and left wheel speeds, respectively.
Thus,

(Vr - Vi)
2 Vr — V; ' /

When v/ = vr, the radius R becomes infinite and the robot moves straightforward. If two wheel
speeds are different, the robot will show a curved motion with radius R as shown in Figure
6.1(b). As a result, the robot will change its direction smoothly. From the robot kinematics, the
following trajectory equation can be derived [Dudek and Jenkin, 2000].

(*\
/

\ o' /

^ cos(coAt) — sin(wAr) 0 \
sin(coAt) cos(wAr) 0

0 0 1

^ Rsin(0)) ^
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6
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where 0 is the robot heading direction, (x,y) is the current robot position and (x',y') is the next
robot position. In simulation, 3 bits, eight possible values, {-16.0, -11.4, -6.9, -2.3, 2.3, 6.9,
11.4, 16.0} were allowed for each wheel action; each motor action controls the forward and
backward speed such that robots can navigate even in narrow environments.

A finite state machine proved to be useful to quantify internal states in the grid world prob¬
lem. However, it has shortcomings of encoding chromosomes for many sensors and several
states, since the gene encoding size is exponentially increasing in terms of the number of sen¬

sors. An alternative representation is a rule-based state machine described in chapter 3 (section
3.1.3). It consists of a set of rules where each rule has preconditions and actions as well as

state information. Each rule is fired only when sensor values match the preconditions of the
rule. Also the state of the firing rule should necessarily match the current state. The sensor

preconditions have fixed-length bit encoding with values of 0, 1, #(don't care), since sensors

are binary-valued. We used the best matching rule policy to determine the next state and motor

actions; choose the best matching rule among many rules to satisfy sensor conditions and the
current state status, and then take the next state transition and motor actions of the rule.

Each rule has its own matching score. The matching score of a rule can be calculated by

summing matching scores of each sensor. Each sensor receives a positive score +1 when a

sensor value is exactly the same as the corresponding precondition of a rule, or a penalty score

-10 when it is different from the precondition. If the precondition is '#', then it receives a

score 0. As a result, the matching process will prefer the exact match with sensor values or

the default('#') match. Figure 6.2 shows an example of scoring rules to find the best matching
rule. A rule with the highest matching score is selected as the best matching rule. Also the
rule should necessarily match the current state to be activated. State transition information
can then be generated from the best rule to match the current sensor readings. In the rule
structure, we can divide a set of state rules into several classes depending on the controller
state. The state information can be seen as a medium to activate a set of rules, switching the
controller between different sensorimotor couplings. In the experiments, 20 rules are used for
each genome controller. At each time step, the robot reads sensor values from the modeled
sensors and the control action determined by the chosen rule is applied to the motors.

Genetic operators, crossover and mutation, are used for a set of rules encoded by integer strings;

especially motor actions and state number are encoded by integer strings. The rule-based state
machines have a similar form to classifier systems, but they do not employ reinforcement learn¬

ing such as the bucket brigade algorithm [Holland, 1975]. The reinforcement learning will have
more potential of representation power than the evolutionary computation with a set of rules. In
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Figure 6.2: Matching process in a rule-based state machine

our experiments, the reinforcement learning will not be considered, since the dynamic weight
change is beyond the power of Boolean logic networks.

In the rule-based state machines, memory amount is encoded with maximally allowed number
of states for state transitions. We will describe a set of experiments that reveal behavioral
and performance differences between a purely reactive controller and a memory-based reactive
controller evolved for various particular tasks, and where appropriate we discuss the effect of
memory on the resulting robot behaviors.

6.2 Experiments

We tested five different tasks—obstacle avoidance, wall following, exploration, box pushing,
and corridor following—with two or four infrared sensors. Khepera-like kinematics simulation
was used with the genetic algorithm over rule-based state machines. Crossover rate was 0.6
and mutation rate was 0.01 for evolutionary computation.

Each evolutionary run proceeds thus: N different initial positions for the robot are randomly
selected in the arena in Fig. 6.3, to provide robustness in the evolved controller; evolutionary

computation chooses K positions randomly without replacement2 from the N initial positions at
each generation and evaluates the new control strategies at those positions and uses the fitnesses

2Selection without replacement will give more chances to experience various environmental situations.



128 Chapter 6. Simple Robot Model and Tasks

100 120 140 160 180 200 0 20 40

0 20 40 100 120 140 160 180 200

(C)

00 120 140 160 180 200

(b)

100 120 140 160 180 200

(d)

Figure 6.3: Obstacle avoidance behavior (a) arena with initial positions (b) reactive controller
with 2 sensors (c) reactive controller with 4 sensors (d) 2 state machine controller with 4 sensors

thereby computed for selection of parents in the genetic algorithm; every 10 generations con¬

trollers are re-evaluated at all N positions. This N-K sample method3 reduces the computation
time, but also it has the effect of running over all initial positions regularly in the evolutionary
run. We used K = 5 and N = 10 in our experiments and elitism strategy was not applied. For
significance statistics, we run 10 tests for each configuration of controller structures for each
of five behaviors, respectively.

6.2.1 Obstacle Avoidance

For obstacle avoidance behavior, we put cylinder-shaped boxes as obstacles randomly in the
arena as shown in Figure 6.3. The fitness function Fq is defined as a penalty function as follows:

3This method is similar to the random subset selection by Gathercole [1998], and it will be discussed in detail
in chapter 7.



6.2. Experiments 129

F0 = P-^{a{ML{t)+MR{t)) + $\ML{t)-MR{t)\/{2*L) + yC(t))

where P is the base of penalty, L is the robot wheelbase, MR(t)(MR(t) the left(right) wheel
motor output at time t, C(r) is a collision detection function, and a = 0.1, [} = 0.5, y = 5.0 are

scaling coefficients for each term. If a robot collides with any obstacle, C(t) will be set to one

from that time onwards; otherwise it is zero. This collision factor encourages the controller
to escape obstacles without collision. Usually y is set to a high value, and when the robot

experiences a collision the controller will have a very low fitness. The fitness calculates the
difference between forward speed and rotation speed, to encourage motion as straight as pos¬

sible. This experiment comprised controller evaluations lasting 2000 time steps, a population
of 100 controllers and 4000 generations of the genetic algorithm.

For this task, memory-based controllers give a little better performance than reactive, but not

significantly so. The number of sensors is more important as shown in Figure 6.3. When a

robot has only two sensors, it cannot move straight forward due to collision with obstacles. It

just staggers around a local area.

6.2.2 Wall Following

To evolve wall following behavior, we assumed there are many "energy tanks" in the arena

the robot is exploring. If the robot finds one of these energy tanks, it acquires energy and can

explore more area before its energy is exhausted. We assumed the robot loses its energy when

moving. By placing the energy tanks near the walls of the environment and rewarding the
agent for visiting them, we encourage the evolution of wall-following behavior: the fitness can

be roughly calculated as the number of visited energy tanks and the energy level the robot has.

Thus, a fitness function Fw is a penalty function defined as follows:

Fw = P-{\-0.1C)E
E = al?V(i) - (1 -C){B-yr)

{1 if energy tank i is visited0 otherwise

where P is the base of the penalty, C is a collision detection flag, N is the number of energy

tanks in the environment, E is the remaining energy after exploration, and T is the number of
time steps it takes the robot to visit all energy tanks. B is the initial energy which was set to 50,
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Figure 6.4: Wall following behavior (a) arena with initial positions and energy tanks (b) reactive
controller (c) 2 state machine controller (d) 10 runs test

and a = 5, (3 = 1 ,y = 0.05 are scaling factors. We assume energy tanks are located at divisions
around the wall and obstacles as shown in Figure 6.4 on a 20cm by 20cm grid (the whole arena

was 200cm by 200cm).

If it collides during exploration, robot movement stops and calculates the fitness function Fw
with C = 1, otherwise C = 0. Energy E is changed every time step, by losing a small proportion
of energy with initial energy setting.

In this experiment each controller generated by the genetic algorithm was evaluated for 2000
time steps; the population size was 100 and the evolution ran for 4000 generations.

In this task, a 2-state machine is significantly better than the pure reactive controller—see Fig¬
ure 6.4(d), where we run 10 tests for each configuration and the error bar shows 95% confidence
interval. In some initial positions, the reactive controller cannot find the wall and it circles in
the free space (see Fig.ure6.4(b)). The memory-based system is able to distinguish whether
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Figure 6.5: Exploration behavior (a) reactive controller with 2 sensors (b) 2 state machine
controller with 2 sensors (c) reactive controller with 4 sensors (d) 2 state machine controller
with 4 sensors

the robot has found a wall and to switch behavior when this occurs, as in Figure 6.4(c). The
stateless controller adopts an appropriately curved path to follow a wall, but in free space such
a path results in circling motions. With the 2-state controller, if the sensors read clear, the robot
moves straight forward until it finds a wall; after detecting a wall the robot switches to a curved

path strategy. For this task, the number of sensors does not improve the behavior, and the robot
with 4 sensors shows similar movements to that with 2 sensors.

6.2. Experiments

6.2.3 Exploration

For exploration behavior, we used the same environment as that in the test of obstacle avoidance
behavior as shown in Figure 6.5. For this behavior, we can apply the above energy distribution
idea over the whole environment for the fitness function, but we used a different calculation
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method. The fitness function is defined as follows:

Fe = ~^p{i) logp(i')

where N is the number of small divisions, p(i) is the probability that the robot has stayed in the
z'-th section and can be calculated dividing the number of time steps the robot has moved in the
z'-th area by the total time steps the robot runs.

Using this entropy measurement rewards the robot for visiting all areas of the environment uni¬
formly, while the energy tank mechanism encourages the robot to visit the whole environment.
As before, population size 100 with 4000 generations with 2000 time steps for each controller
were used in each experiment.

There was no significant difference between reactive and memory-based controller in terms of
fitness, but the state machine was a little better than a reactive controller on inspection of its
behavior—see Figure 6.5. When a robot has two sensors, it shows wall following behavior. 3-
state machine and 4-state machine behavior was similar to 2-state machine and in many cases

3-state and 4-state machines evolved into a 2-state machine controller. It appears that the 2-
state machine is most desirable in this behavior. The 2-state machine controller shows a very

delicate wall following behavior in Figure 6.5(b). Increasing the number of sensors allows the
robot to move fast around the environment, because it reduces the possibility of collision by

seeing the environment well.

6.2.4 Box Pushing

We assume a circular box is located in the arena and a robot moves the box into a target

position indicated by a light. The robot uses its obstacle sensors to detect the circular box
and ambient light sensors to detect the light. We simplified the light sensor value to binary
values to say whether the light is close to the left or right sensor, or the light is positioned
behind the robot. Thus, the information of two light sensors can represent the direction of
light. Control structures with a different number of memories were tested to see if the memory

causes differences in the robot's performance. The fitness function FB is defined as a penalty
function as follows:

Ffl = 2~f(aW(f) + PD(f)+'VC(0)

where W(t) is the distance between robot and box, D(t) is the distance between box and light,
and C(t) is the collision detection function. In the experiment, we set a = 0.1, |3 = 1.0, and
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Figure 6.6: Box pushing behavior (a) 2 state machine controller with 2 sensors (b) 10 runs test
with angle 45° (dotted : reactive, dashdot : 2 states, solid : 3 states)

7=50.0.

It was hard to evolve box pushing behavior with random initial positions—in a real application
it would be combined with exploration behavior. Robots are initially positioned near box. 1500
time steps for each random gene controller were used with initial robot positions around the
circular box. Robot controllers with a different number of sensors have shown similar fitness

values and behaviors. We run 10 tests for each configuration and the error bar shows 95%
confidence interval. The fitnesses of reactive, 2-state, 3-state, and 4-state machines are not

significantly different as shown in Figure 6.6.

6.2.5 Corridor Following

For this task, we use a similar fitness method tested in wall following behavior. We assume

energy tanks are located on every 20cm by 20cm grid division without obstacle. We want to

design a robot controller to explore all empty places and pass through even narrow corridors.
Thus, energy-tank resource search method will encourage robots to visit all empty grid areas.

The fitness function Fq is a penalty function defined as follows:

Fw = P-(l-0JC)aI?=xV{i)
1 if energy tank i is visited
0 otherwise

V(i) =

where P is the base of the penalty, C is a collision detection flag, and N is the number of energy

tanks in the environment.
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Figure 6.7: Corridor following behavior (a) corridor environment with 10 initial positions (b)
2 state machine controller with 2 sensors (c) 10 runs test with 2 sensors (d) 10 run test with 4
sensors (dotted : reactive, dos-dashed : 2 states, dashed : 3 states, solid : 4 states

In this experiment each controller generated by the genetic algorithm was evaluated for 1000
time steps; evolution ran for 5000 generations with the population size 100.

When we run tests with 10 initial positions, they tend to have local minima of fitnesses. Tests
with 4 initial positions outside the narrow corridor shown in Figure 6.7 can easily get the low
fitness values; robot wanders around the wall with those initial positions but are reluctant to

move inside the narrow corridor, because it has more probability to collide with the wall. N-
K sampling method for starting positions produced few results that tests with all 10 initial

positions identified as good controllers.

Instead we used six difficult positions located inside corridor among 10 initial positions. In
this corridor following task, a 2-state, 3-state, 4-state machine is significantly better than the
pure reactive controller when only 2 sensors are used— see Figure 6.7(c). All six positions
are checked for each controller configuration and the error bar shows 95% confidence interval.
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In some initial positions, the reactive controller cannot pass all grid areas or it experiences
collision inside corridor. The memory-based system use its memory bit very efficiently to

adjust their turning angle carefully. It shows more careful movement in a narrow corridor than
reactive controller. As a result, it reduces the probability of collision with the wall and the robot
can pass through narrow corridor with more safety.

For this task, the number of sensors improves the behavior, and the robot with 4 sensors can

see the environment well and reduce the collision probability. To evolve controllers with 4
sensors shows better performance than those with 2 sensors as shown in Figure 6.7(c)-(d). Its

convergence speed was faster and test fitnesses were improved as well. In case with 4 sensors,

the fitnesses of reactive, 2-state, 3-state, and 4-state machines are not significantly different.

6.3 Summary

In this chapter, robotic tasks were tested to see the memory effect. A simulation program is
developed to model a Khepera-like robot. It has two or four infrared sensors, two light sensors

and two wheel motor actions. Instead of allowing continuous-valued sensors, the sensor values
were binarized to obtain Boolean logic networks for robot controllers.

Using the representation of binary sensor readings, rule-based state machines were applied
to control structures. In rule-based state machines, a fixed-memory controller is represented
as a collection of rules conditioned on the sensory state and on the controller's internal state.
The rules thus implement the transition function of a finite state machine, and are similar to a

classifier system [Goldberg, 1989]; they provide an economical way of representing the con¬

troller for evolution using a genetic algorithm. The controller structure originates from finite
state machines and the genetic representation is a multivalued string instead of a binary string.
This scheme reduces the length of genes. In the experiments, the chromosome representation
follows an integer encoding for output action and state number.

In the experiments, we have seen the potential of memory-based systems with simplified robot
models. Infrared sensor readings are similar to whisker sensors. Some robotic tasks such as

wall following behavior utilize internal states to decompose them into subtasks or sequentialize
motor actions. The internal states are also influenced by the number of sensors in a robot. When
the number of sensors is increased, it has a tendency of reducing the necessary memory size
for tasks.

For robotic tasks, experience of various environmental states is necessary for evolving con-



136 Chapter 6. Simple Robot Model and Tasks

trailers. There exist many situations in an environment or several environments that robots
should handle. The computation time for evolving is proportional to the number of such sam¬

ple situations. Thus, N random possible positions are collected and during the evolutionary

process, K samples are selected among N possible positions for evaluating one genome. This
N-K sampling is an efficient method in obtaining desirable controllers using evolutionary al¬
gorithms - this will be discussed in detail in the next chapter.

In reactive systems, mobile robots work efficiently through a tight state-free coupling between

perception and action. We investigated the effect of allowing the controller small amounts of

memory in five different behaviors, obstacle avoidance, exploration, wall following, box push¬

ing, and corridor following. In simple behaviors such as obstacle avoidance and exploration,
a reactive system without memory elements is sufficient to control a mobile robot. The num¬

ber of sensors has more influence on performance of such behaviors than the amount of state
available.

In some behaviors, such as wall following and corridor following, the memory element plays an

important role by allowing the controller to specialize its behavior depending on context—for
instance, free-space versus close to a wall. The amount of memory available is not significant
for these tasks as tested here, because the tasks themselves only require a couple of states to be
distinguished. Adding more memory does not improve performance.

In this chapter we explored the effect of adding known amounts of memory to purely reactive
systems in a variety of tasks. Using a rule-based state machine approach, we construct con¬

trollers for a simulated robot for five tasks—obstacle avoidance, wall following, exploration,
box pushing, and corridor following—with two sensor configurations using evolutionary com¬

putation techniques, and compare the performance of stateless and memory-based controllers.
For obstacle avoidance and exploration no significant difference is observed; for wall-following
and corridor following, stateless controllers are significantly worse than memory-based but in¬

creasing amounts of memory give no significant increase in performance for wall following
and corridor following. The need for memory in these cases reflects a need to discriminate
sensorimotor contexts to effectively perform the task.



Chapter 7

Robot Model and Sample Selection
Method in Noisy Environments

In this chapter, realistic simulation methods and the evolutionary techniques are investigated.
The study suggests an efficient methdology which will be applied to the next chapter. Sensor
readings and motor actions in the simulation are subject to noise, since real robotic environ¬
ments cannot avoid noise. Noise normally makes robotic tasks more difficult and so evolving
controllers in noisy environments requires much effort to find robust controllers.

A real Khepera robot is first modeled with the same configurations in a simulation program for
evolutionary algorithms. The sensor readings in a real robot are sampled to support realistic
simulation. Unlike whisker-like binary sensors tested in chapter 6, infrared sensor readings
have a continuous range with cone bearing. Also random noises are added to sensor readings
and motor actions.

This chapter also discusses several other issues, including sample selection, the design of robust
controllers and elitism strategies in evolutionary computation. The sample selection issue con¬

cerns how samples in the N-K sample method can be selected. Two methods, random selection
and dynamic selection [Gathercole, 1998; Lee, 1998], are applied to evolve robotic controllers.
Multiple evaluations on a genome controller are considered to avoid noise-sensitive results, and
the average or the worst case of evaluations are suggested to produce robust controllers in noisy
environments. The issue of the N-K sample method to support robustness is also related to the
elitism and it will be explained how the elitism can be applied in the N-K sample method.

As an example robotic task, wall following behavior is tested with various reproduction selec-
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Figure 7.1: Khepera robot simulation model (a) robot sensor configurations (a: angular posi¬
tion of each sensor on the circular board, (3: angular direction of each sensor) (b) cone-bearing
area of each infrared sensor

tion mechanisms, sample selection methods, robust fitness methods and elitism. The desirable
methods suggested in the result will be applied to various robotic behaviors in the next chapter.

In the previous chapter, binary sensors like whiskers are modeled for infrared sensors of a robot.
A more realistic simulation method is required to see real robot behaviors. Instead of whisker¬
like sensors, the sensor range for each infrared sensor will be shaped with a cone-bearing,
because the real infrared sensors cover almost cone-shaped areas. Figure 7.1(a) shows the
detection ranges and angles of eight infrared sensors in a real robot. The developed simulation
program will follow such real robot configurations. An example of sensor ranges with cone-

bearing angles in a simulation program is shown in Figure 7.1(b). It models 40 degrees bearing
angles with a set of 30 sensor points in a cone area. The sensor values are computed by

estimating the detection point and its appropriate sensor value with the 30 sensor points. A
random noise ±10% is added to the sensor values. The wheel dynamics are also subjected to
random noise. A random noise of ±10% is added to the motor speeds for the two wheels, and
the direction of the robot is influenced by ±5% random noise.

In simulation, the world environment has a binary map to help sensor processing detect any

object easily. Instead of calculating each sensor detection area directly, objects and walls are

masked with one in the environment array. If one of the 30 points which belong to an infrared
sensor is overlapped with any masked area, its proper sensor value is recorded; each of the

7.1 Robot Models
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(a) (b)

Figure 7.2: Infrared sensor readings of Khepera robot (a) diagram of measurement (b) sensor
readings in simulation and a real robot (dotdashed line: whisker-like sensor readings, solid line:
sensor readings in real robot, dotted line: limit boundary (sensors cannot be tested above the
boundary, since a robot collides with the wall), points: simulated cone-bearing sensor readings
with noise)

sensor points has the magnitude of the proximity sensor at the corresponding distance1. From
that point, a more exact sensor value is estimated by measuring the interpolated detection point
with any object.

To observe sensor values in realistic simulation, the sensor reading method by whisker-like
sensors is compared with that by cone-bearing infrared sensors. We assume that a robot is
positioned near a wall and then the direction and distance of each sensor to the wall is measured
with sensor readings as shown in Figure 7.2(a). First, whisker-like infrared sensors are assumed
to have one ray reflection to detect any obstacle and their obstacle detection will depend on its
cutting threshold to binarize its sensor readings. The binary values will say whether or not an

object is detected with the sensors. If one sensor value is greater than the given threshold, then
we can say that an object is detected with the sensor. Otherwise, it is recognized as there is no

obstacle in front of the sensor. Figure 7.2(b) shows three dashdot curves for detecting the wall
with threshold 150, 250 and 500; infrared sensor values range from 0 to 1023.

The sensor readings on a real Khepera robot are measured by changing the distance and angle
of the robot to the wall. The cutting threshold 500 is assumed to detect walls and its detection
range is displayed in Figure 7.2(b) with a solid line. Simulated cone-bearing sensors are shown
together with many dot points. It is assumed that they have ±10% noisy signals and its cutting
threshold for detection is still 500. The dot points are very close to real sensor readings by

'This point scanning method was used with 15 sensor vectors in Khepera simulation package 2.0 [Michel, 1996]
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forming a cloud around the detection line of a real sensor, while whisker-like sensors cannot

approximate the real sensors by even changing the cutting threshold.

The motor actions for both left and right wheels are restricted to the set {—8, —6, —4, —2, 2, 4,
6, 8} and only eight possible actions are allowed for each wheel. They thus have 64 possible
combinations for two wheel motors. For neural network controllers, the motor actions will have

integer values ranging from —8 to 8; neural network outputs are continuous but separated into
integer values, since the real Khepera robot control uses integer values instead of real values.

7.2 Experimental Issues in Realistic Simulation

In realistic simulation, noise is involved in the processing of sensor readings and motor actions.
A random noise significantly influences the performance and even the same controller may pro¬

duce remarkably different results on different occasions. Unless a controller can handle noisy
signals appropriately, it increases the possibility of experiencing collisions with obstacles. The

evolutionary robotics approach may evolve robust controllers with rare collisions. The perfor¬
mance will be compared for various controller structures in the noisy world. As shown in grid
world problems in the previous chapter, it will be investigated if memory-based controllers
are superior to purely reactive systems. The potential of controllers evolved in noisy world
environments is to produce desirable controllers indirectly for the real world application.

We define a sample set over starting positions as a set of trial positions used while evolving.
It can be positions over several environments depending on how many environments are used
for robot experiences. In evolutionary computation, we cannot test all possible positions and
directions of robots even in one environment. Instead we assume randomly chosen situations
will represent the whole set of environmental situations. Thus N random positions are used on

behalf of the whole environment. In evolutionary robotics, robots need to experience various
environmental states. For every generation each chromosome can be tested for its fitness over

all N positions. If N is large, the evolutionary process will need much time, since the com¬

puting time is proportional to the number of trials, N as seen in equation 4.2. In the previous
experiments in chapter 6, the N-K sample method was applied to reduce computation time and
also cover the whole set of positions. In the experiments K samples were randomly selected

among N positions for each generation and the fitness of each chromosome was measured over

K sample positions. It is supposed that the random selection of K positions will most likely

give an equal probability to each of the N positions.
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In the robotic experiments, a robot can be placed at any position and direction to test its ro¬

bustness in the environment. Many tasks, for example, wall following, obstacle avoidance and
corridor following, will require such robustness. Some evolved controllers have shown they are

successful only at a few positions but they easily collide with obstacles at difficult situations.
In evolutionary experiments, we assume that the robot should be successful, if possible, at any

random starting position to obtain robust controllers for a robot behavior. Thus the design of
such desirable controllers should be linked with fitness in the evolutionary approach.

The above problems are related to the following two issues:

• How to handle robust controllers in the noisy world environments

• How to select sample positions among noisy environmental situations

The issues ultimately determine how to design robust controllers efficiently. Before several
tasks are evolved for memory analysis, the efficiency of evolutionary mechanisms for the se¬

lection of trial samples (sample positions) is studied. This selection problem has been men¬

tioned as subset selection in the application of evolutionary algorithms to classification prob¬
lems [Gathercole and Ross, 1994; Gathercole, 1998]. Lee [1998] did some systematic investi¬

gation of the subset size using the effort measure in his robotic experiments. For evolutionary
robotic experiments in this thesis, we will call it sample selection or trial selection.

7.2.1 Sample selection

In the previous chapters, the N-K sample method was applied to the Tartarus problem and the
robotic tasks, instead of evolving controllers with the whole N positions. Those tasks have
noisy-free environments and the random subset selection scheme [Gathercole, 1998] has been
used; samples with the subset size K are randomly selected among N positions.

There is an issue of how to select K samples among N positions for every generation. Gath¬
ercole and Ross [1994] developed a dynamic subset selection method for evolutionary algo¬
rithms, which can be used to choose training examples probabilistically in classification prob¬
lems. The method gives more priority to the training samples which are difficult to classify
or have not been selected. At each generation, the subset size, difficulty and age terms are

handled to compute the appropriate probability of selection for training cases. They showed
that the dynamic subset selection method was better than random subset selection.

Motivated by their work, a dynamic sample selection method is suggested for evolutionary
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(a) (b)

Figure 7.3: Distribution of samples using sample selection method (a) examples of frequency
distribution (dotted: dynamic selection, solid: random selection) (b) mean of frequency distri¬
bution over 25 runs (dotted: dynamic selection, solid: random selection)

robotics problems in addition to random sample selection. While the dynamic subset selection
[Gathercole and Ross, 1994] uses a mixture of difficulty and age to generate a selection, the
dynamic selection in the thesis will only consider the difficulty level of each sample. Every

generation the chromosome with the best fitness over the K positions is collected. This chro¬
mosome is then evaluated over N positions and it will show a spectrum of fitness from difficult
positions to easy positions to be evolved. From the fitness distribution, sample positions are

selected by giving more chances to difficult positions. Those selected sample positions will
be applied to a population of chromosomes in the next generation. In this selection scheme,
worse fitness will have more probability to be selected as a sample position, using the roulette
wheel method over fitness. If a few positions have bad performance, the evolutionary pro¬

cess will focus on those positions so as to improve the performance on the N positions. The
roulette-wheel selection in terms of fitness will choose samples with replacement and thus it
dynamically decides K samples. We will call this selection method dynamic sample selection.

While evolutionary process progresses with the dynamic selection, each sample of N positions
has been selected many times, depending only on fitness distribution of samples. The dynamic
sample selection does not include the age term of how long samples have not been selected
in the evolutionary process. It might happen never to select some subset of the N samples.
However, it is presumed that it will depend on what kind of N samples are collected. Some

sample may be unselected with dynamic sample selection, when the sample is quite similar to
another and it is easy to evolve on.
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Figure 7.4: An example of different trace results on the same controller in a noisy world

In the experiments of wall following in noisy world, N sample positions were randomly chosen
in the environment. Each sample received many chances to be selected without considering
the age term, even though the frequency distribution of the dynamic selection was not so uni¬
form as the random selection. Figure 7.3 shows the frequency distribution of wall following
experiments on N = 30 sample positions with K = 5.

7.2.2 Robustness in the noisy world

The performance for one genome over N positions is measured as follows:

1 N
F = ^ Wjfj

Ek= 1 Wk j= 1

where fj is a fitness for the robot starting at the y'-th sample position and wj is the weight
parameter depending on the level of importance. F will give the weighted average performance
at any position among N starting positions. We will assume the weight wj = 1, for j — 1,...,N
in the experiments.

The world environment is so noisy that every run of the same controller has different trace
results (see Figure 7.4). In this situation, an evolutionary result for one run is not reliable. Even
the best controller cannot guarantee that it will work correctly with the same performance.
To avoid this problem, one controller should be tested over all starting positions with many

runs. If it shows stable results, it is reliably accepted as a desirable controller in a noisy world.
However, such a test with many repeated runs will be computationally infeasible.

The controller chromosomes in a population are evolved with the average fitness over sampling
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Figure 7.5: N-K sample method

positions. They are not evolved for the whole set of robot situations. In the N-K sampling
approach, the best chromosome for the K positions is not exactly the same as the best chro¬
mosome for the whole N positions. Every generation the best chromosome for the K positions
is collected and then tested for the whole N positions. Figure 7.5 illustrates an example of
the N-K sample method in the noisy world. In the previous N-K sample experiments without
noise, chromosomes are evaluated for the N positions intermittently instead of every genera¬

tion; for example, for the Tartarus problem2, the best chromosome for K positions is evaluated
over N positions every 50 generations and for robotic tasks in chapter 6, all chromosomes in a

population are evaluated over N positions every 10 generations and then the best chromosome
is recorded.

To build robust controllers, we cover three issues, robust fitness, robust N-K sample method
and elitism for robust controllers.

- Robust fitness

If the fitness result for the N positions is the best case so far, then it keeps the best chromo¬
some. For a noisy world, every run of experiments will have a different fitness result. The best
chromosome in a population is evaluated several times and its average score will represent the
fitness of the chromosome.

1
average

1 N

E wtfj) (7.1)

where m is the number of runs for the same controller and fj is a single run fitness for the

2The Tartarus problem has a large N = 10,000 and the whole population was not evaluated on the N positions.
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no. computing cost method

1 pK + Nm Genomes are evaluated on K positions once
2 pN + Nm Genomes are evaluated on N positions once
3 pKm + Nm Genomes are evaluated on K positions multiple times
4 pNm Genomes are evaluated on N positions multiple times

Table 7.1: Four possible schemes in the N-K sample method (p: population size, nr. number
of trial runs)

y'-th sample. For noisy world, \faj — fbj| > 0 for the a-th and 7>-th run, 1 < a,b < m, while
I faj ~ fbj\ — 0 without noise.

The other way is to record the worst case performance instead of the average score of m runs.

Among m runs, the worst case score will consider the worst scenario which may happen when
the controller is taken. It chooses the worst case result with the minimum fitness3.

N N N

Fworst — min( ^ rjf\y, £ rjf2j, ..., ]T rjfmj) (7.2)
j= l j= l 7=1

where rj — • This measure will play a role of avoiding noise-sensitive controllers.

- Robust N-K sample method

In the robotic experiments, five runs are applied for one single controller on N positions and
the robust test with multiple evaluations is restricted to the best controller in a population4.
The average or worst score of five runs5 for the best controller is recorded. If the average or

worst fitness over five runs is bad, then the controller is regarded as sensitive to noise and it is
automatically discarded.

The following schemes can be applied for the N-K sample method to find robust genome con¬

trollers.

• Genomes in a population are evaluated on K positions once, but the best chromosome is
evaluated again on N positions multiple times.

• Genomes in a population are evaluated on N positions once, but the best chromosome is
evaluated again on N positions multiple times.

• Genomes in a population are evaluated on K positions with multiple trials, but the best

3If the penalty fitness is assumed, the run with maximum fitness will be the worst case.
4All the chromosomes in a population can be evaluated with multiple trials, but the number of trials significantly

influences the computation time.
5Five runs may not be enough to obtain robust controllers, but experimentally, it shows a reasonable result, even

though it cannot perfectly catch noisy-sensitive controllers in some cases.
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chromosome is evaluated again on N positions with multiple trials.

• Genomes in a population are evaluated on N positions multiple times and find the best
chromosome.

The computing cost for each scheme is displayed in Table 7.1. The best strategy for robust¬
ness is the fourth method, but it requires many evaluations (pNm) for one generation; strictly
speaking, the second and the fourth method may not be seen as sample selection schemes. The
first strategy is most economical way of reducing the computing cost, even though it may ne¬

glect the chance of some chromosome to be the best chromosome for the N positions. In our

experiments, the first strategy shown in Figure 7.5 was mainly taken to find robust controllers6.

- Elitism in the robust N-K method

One important factor in evolutionary robotics is related to elitism. The effect of elitism has
been emphasized for evolutionary strategies in chapter 4 (section 4.4.2). In the N-K sample ap¬

proach, the best genome in a population, which has the best fitness for the K sample positions,
is re-evaluated for the whole N positions with multiple trials, using equations 7.1 -7.2. With
this process, the best chromosome for the N positions and its best fitness can be checked every

generation for elitism. The elite is then inserted into a new population of the next generation.
This has a tendency to accelerate the convergence speed to the optimal control structures. The
experiments in this chapter will examine the effect of such elitism in a robotic task.

The Evolutionary Multiobjective Optimization (EMO) approach has produced feasible solu¬
tions to analyze fitness performance in terms of memory size (see chapter 4-5). EMO concur¬

rently searches for the best controllers for each number of states. If the N-K sample method
is used with the EMO approach, the chromosomes in a genetic population are evaluated once

over K positions7. There are variable state machines in a population of chromosomes. The best
chromosomes for each number of states are collected and then they are evaluated multiple times
over N positions to support robustness. If they are better than the previous best chromosomes,

they are stored. Otherwise, they are discarded. Through this process, the best chromosomes
for each number of states will be updated every generation and thus a pool of the best chromo¬
somes will be maintained. For every generation, one of the best chromosomes in the pool will
be selected for the elitism where a state number is randomly chosen.

6In most experiments coming, only the best chromosome for the K positions receives multiple trial evaluations.
For the T-maze problem in the next chapter, every genome in a population is evaluated multiple times.

7This can be modified with multiple evaluations over K positions or N positions. It corresponds to one of the
methods in Table 7.1.



7.3. Experiments with Wall Following 147

7.3 Experiments with Wall Following

The robust N-K method is studied with a robotic task, wall following behavior. It will inves¬

tigate desirable methods for elitism, reproduction mechanisms and sample selection methods.
The choice of methodology will be applied to various robotic behaviors in the noisy world in
the following chapter.

When wall following behavior is tested in the previous chapter, energy tanks are placed near

walls and robots are evolved to visit as many tanks as possible. In the same way, it is assumed
that energy tanks are placed around walls and robot agents are trying to visit energy tanks.

The fitness is estimated with the number of energy tanks that a robot agent has visited. If a

robot agent can visit all energy tanks within a limited amount of time, we can say that the agent

is successful for the wall following behavior. Random noise will increase the possibility of

colliding with walls. The collision will have a high penalty and thus the fitness is defined as a

penalty function as follows:

fw = P-V+C(T-tc) (7.3)

where P is the base of the penalty (P — 100 is set), V is the number of energy tanks that a robot
has visited, and T is the maximum time steps for exploration, which is set to 1200 time steps in
the experiments. If collision occurs, the exploration stops and the fitness is calculated with the
collision time tc. C is the binary collision flag to say if a robot has collided with any obstacle.
The arena size is 100 cm by 100 cm. The environmental configurations are similar to Figure
6.4 and the arena has 46 energy tanks. The optimal fitness will be 54 (=100-46) as the least
lower bound.

7.3.1 N-K Sample Experiments

In this experiment, 30 random positions are selected as starting positions as shown in Figure
7.6. Using realistic simulation, sensor readings and motor actions are influenced with ±10%
random noise. 200 generations and population size 50 were used for evolutionary experiments.
Desirable robot controllers are required to have correct wall following behavior for every start¬

ing position. We applied the N-K sample method with N = 30, K = 5 to this problem.

In the initial generations, the robots were successful at following walls at only a few starting
positions. As the evolutionary process continues, successful controllers were found to follow
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Figure 7.6: World environment for wall following (a) 30 random positions and directions (b)
energy tanks
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Figure 7.7: Examples of average fitness of the same controller over IV = 30 positions and K = 5
samples (each symbol represents an evolutionary run)

walls, starting at all positions. In some cases, the evolutionary computation had locally optimal
controllers, following walls at almost all positions except a few difficult positions. The optimal
controllers robustly follow walls at every starting position even with noise. To support robust¬
ness, the best chromosome in a population is evaluated over N(= 30) positions five times. It is
often observed that controllers produced very different fitness results, starting even at the same

positions; they may correctly follow walls or collide with obstacles depending on noise states.
This indirectly indicates that five runs may be insufficient to detect noise-sensitive controllers.

Figure 7.7 shows the fitness distribution of the best controllers for each generation. They are

evaluated five times over K samples and N positions to see the correlation. Normally the best
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(a) (b)

Figure 7.8: Examples of fitness curves in noisy environments (a) bad controller (b) good con¬
troller (dotted: the best chromosomes for K samples, solid: the best chromosome for N posi¬
tions)

chromosome for the K positions is not exactly the same as the best chromosome for the whole N

positions and also the fitness performance between two evaluations may not be proportionally
correlated as shown in Figure 7.7. The correlation, of the average fitnesses over K samples and
N positions, is very low in many cases; however, performances with better fitness show a little
higher correlation. Figure 7.8 also shows the gap of performance over the K samples and N

positions. The best chromosome over K samples does not guarantee to have optimal solutions
over N positions, even though it has potential. This problem can be overcome by using the
elitism for robust controllers.

The best performance over N positions is checked for every generation and the best chromo¬
some over N positions with multiple runs will be used for the elitism. In Figure 7.8, the best
chromosome over K samples for each generation is evaluated over N positions five times. The
average score in equation 7.1 is drawn with dotted lines and shows much fluctuation. The chro¬
mosome with the best value of the average score is stored as the elite while the evolutionary
runs continue. The elite chromosome is separately evaluated over N positions five times; it is
assumed that this chromosome is the best for N positions by keeping the best value chromo¬
some using equation 7.1. The fitness evaluation of the elite is shown in Figure 7.8 with solid
lines and the average of five evaluations over N positions with the elite genome is not constant,
either. The fitness curves for the best chromosomes over N positions still have a fluctuation of
fitness, but it is supposed that desirable controllers should have a small fluctuation of fitness,
regardless of noise as shown in Figure 7.8(b). Using the idea, good controllers can be chosen
by checking whether the fitness curves are stable without much fluctuation.
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Figure 7.9: Fitness curves with different sample size (dotted: K = 5, dashdot: K = 10, solid:
K = 30)

sample size # success effort cost

K = 5 15 [1.30C5,2.46C5]
*■= 10 17 [1.20Cio,2.07Cio] = [2.42C5,4.15C5]
K = 30 19 [I.2IC30,1.77C30] = [6.79C5,10.65C5]

Table 7.2: Sample size and the effort cost interval in N-K sample method (C; is a unit computing
cost for a single run, C30 = 6Cs,C\o = 2Cs)

Figure 7.9 shows the average fitness result over N positions for three different sample sizes
K = 5,10,30. Two state machines were tested for the experiments with fitness-proportional
selection and elitism. For each experiment, 25 runs were used to evolve controllers. In terms of
fitness test, they were not significantly different. Thus, the effort test can be checked to see the
performance. If a success of a single run is defined as the case in which the average fitness is 60
or below, K = 5,10,30 have 15, 17, 19 successes, respectively. Table 7.2 shows that increasing

sample size tends to increase the computing cost with a small improvement over the number
of successes. When the computing cost of each experiment is transformed into the cost for 5
samples, the samples with K — 10,30 are not as effective as K = 5. Thus, the experiments with
N-K sample method will use K = 5 by default.

7.3.2 Sample Selection and Robustness Experiments

Fitness-proportional selection and tournament-based selection are popular reproduction meth¬
ods in evolutionary algorithms. In the experiments, we are interested in observing the effect of

dynamic sample selections. It is also an important matter in evolutionary robotics as well as

in classification problems. As mentioned above, two sample selections are applied: one is the
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chromosome reproduction sample selection robustness elitism # success effort cost

tournament-based

random selection
average case no 12 1.50C.3.34C

yes 11 1.59C.3.76C
worst case no 12 1.50C,3.34C

yes 8 1.93C.5.81C

dynamic selection
average case no 14 1.36C.2.71C

yes 11 1.59C, 3.76C
worst case no 13 1.43C, 3.00C

yes 13 1.43C, 3.00C

fitness-proportional

random selection
average case no 9 1.79C.4.94C

yes 19 1.13C, 1.77C
worst case no 12 1.50C.3.34C

yes 17 1.21C.2.07C

dynamic selection
average case no 13 1.42C,3.00C

yes 22 1.05C.1.43C
worst case no 9 1.79C.4.94C

yes 20 1.10C, 1.65C

Table 7.3: Evolutionary tests on chromosome selection schemes, sample selection methods,
robustness and elitism

random selection of samples and the other is dynamic (fitness-proportional) selection. In noisy
environments, a controller should be repeatedly tested and two different measures, the average

case and the worst case measure, can be considered. Table 7.3 shows the possible combinations
over the evolutionary measures and their performance.

The control structures in the experiments were finite state machines with two internal states;
wall following behavior requires two internal states with binary sensors, from the experiments
in the previous chapter (see section 6.2.2). The performance evaluation is based on effort costs

using 25 runs on each configuration. It will estimate how much effort should be spent to achieve
desirable solutions. The baseline of performance is fitness 60 (equation 7.3) which corresponds
to visiting more than 40 energy tanks without collision, on the average at every starting position.
Two sensors at angles 45°, 135° were used with random noise ±10%. Crossover rate 0.6 and
mutation rate 0.02 were used with 200 generations in the experiments.

From Table 7.3, it can be seen that the fitness-proportional method is better than the tournament-
based method in reproduction mechanism for wall following behavior, when elitism is applied.
The elitism of the chromosome with the best fitness for N positions in the N-K sample method
is very effective in the fitness proportional method. The evaluations of multiple runs with the
average case and the worst case performance in equations 7.1-7.2 are not significantly different.
Both measures are useful to remove noise effects in evolving controllers in noisy environments.

The random selection and dynamic selection methods are not significantly different in their
performance, although dynamic selection method is slightly better than random selection in
tournament-based reproduction. Also in fitness-proportional reproduction the dynamic selec-
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tion method shows a little better performance than random selection, except the worst-case

fitness experiments of multiple evaluations without elitism. In terms of the effort cost, one

cannot assert that dynamic selection is superior to random selection. However, it shows its
potential for better results.

It seems that accelerating the performance with elitism is more influential in performance than
screening out bad chromosomes sensitive to noise. Also dynamic selection with the N-K sam¬

ple method can be recommended when elitism is applied.

7.4 Summary

The robotic experiments in this chapter are distinguished from grid world problems. They allow

noisy sensor readings and dynamic robotic movement by motor actions. Most importantly

noisy sensor readings create the following issues:

• How to model sensors

• How to choose samples in the N-K sample method

• How to obtain robustness and elitism in the N-K sample method

A realistic sensor reading is obtained with sampling sensor values in a real Khepera robot.
Infrared sensors have 40 degrees bearing cones; 30 points in the cone area are examined to

determine whether each point touches any object. Then random noises are added to sensor

readings and motor actions as observed in real robots. Such realistic robot models imitate
robots working in real environments. This method requires much computational time as the
coordinates of sensor points for infrared sensors need to be calculated.

Some researchers used an efficient tabular method for all sensor readings and motor actions
[Miglino et al., 1995; Lee, 1998]. If distance and angle between a robot and an object are

given, they are looked up in the sensor table to find the appropriate values. It can reduce the

computation time of the evolutionary process. Instead the method requires careful efforts to
measure a sensor value corresponding to each distance and angle for an object. For future
work, we need to find an efficient method with less effort to obtain sensor samples in real
robots. Thus, the following method can be proposed. After taking sensor points and their
values for each infrared sensor, more fine-grained values can be collected by testing them at

many possible distances and angles and these can then be saved into sensor tables. If the sensor
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tables are employed in evolutionary computation, it will reduce the computing cost and closely
match real sensor values.

The N-K sample method was examined and applied in this chapter. This method was applied
for the Tartarus problem in chapter 5 and for robotic tasks in chapter 6. It was based on random
subset selection method [Gathercole, 1998]. Normally K samples can be randomly selected
from N positions for every generation. In some cases, when difficult positions (hard to evolve)
receive more attention and time, it can accelerate the convergence to solutions. Thus, a vari¬
ation of dynamic sample selection [Gathercole and Ross, 1994] based on fitness-apportionate

probability is suggested instead of uniform probability on sample selection; the higher penalty
fitness, the more chance to be selected as K samples. This method can easily see what positions
are hard to evolve by checking how many times each sample is selected during evolutionary
runs.

Realistic simulation with noise needs a variation of the N-K sample method. Noise in sensor

readings may produce different behavior results on the same genome controller. A single fitness
test does not guarantee to have robust controllers. Thus, multiple evaluations are applied on

a chromosome and then the average score or the worst score is considered to represent its
fitness. This will have the effect of removing noise-sensitive controllers. If multiple evaluations
are applied to every chromosome in a population, it will increase the evolutionary time in
proportion to the number of evaluations. When the N-K sample method is used for many

starting positions, the best chromosome in a population will receive multiple evaluations on N
positions. The best scoring chromosomes that also have stable fitness curves will be selected
as desirable controllers.

Various methods of reproduction, sample selection and multiple evaluation schemes were

tested for wall following behavior. Tournament-based and fitness-proportional reproduction
methods were tested for reproduction, random selection and dynamic selection for the N-K

sample method, and the average and the worst fitness for multiple robust evaluations. Elitism
was also tested to see its significant effect. For wall following behavior, fitness-proportional
method was better than tournament-based method. The average case and the worst case per¬

formance were not significantly different. Dynamic selection was a little better than random
selection, though they were not significantly different. Elitism was a most influential factor
to improve performance even in noisy environments. The chromosome with the best multiple
evaluation score over N positions was selected as the elite and it was then inserted into a new

generation. This accelerated convergence speed to the design of optimal robust controllers.

Increasing sample size to a large extent had a tendency of increasing the computing cost with
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a small improvement over the performance.

The methodology suggested in this chapter will be applied to several robotic tasks in the next

chapter. The average score of multiple evaluations and dynamic selection for the N-K sample
method will be used with (N = 30, K = 5). The method is quite useful to design robust con¬

trollers to cover many sample positions in noisy environments. Various robotic behaviors will
be demonstrated with memory analysis.



Chapter 8

Robotic Tasks in Noisy Environments

In this chapter, robotic tasks are investigated with realistic simulation involving noisy signals
in sensor readings. The effect of memory is examined in a variety of tasks. Robotic kinematics
and sensor readings simulate real robotic tasks closely. The simulation results will indicate
what real robot performance looks like.

Some robotic tasks tested in chapter 6 - wall following, corridor following and box pushing -

will be studied again to see the difference between whisker-like sensors and realistic sensors as

well as to cover how to design robust controllers and how to find desirable controllers with high
performance in test environments. Also, T-maze decision behavior is explored as an example
of a difficult case for purely reactive controllers.

The evolutionary multiobjective optimization (EMO) method will be applied to see signifi¬
cance statistics results on variable state machines in noisy environments, as well as fitness tests
and effort tests. Experiments will test various control structures including feedforward neural
networks and rule-based state machines from two sensors to six sensors in addition to finite

state machines. The controllers are evolved to see memory effects depending on the number of
sensors or sensor range.

To find successful controllers, several test environments are introduced for each task and
evolved controllers will be evaluated for the test environments. Two criteria, a collision factor

and a fitness factor, are considered for choosing the best controllers in the experiments. The
process of selecting desirable controllers will be demonstrated with their behaviors.

155
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8.1 Methods

The experiments on a variety of tasks will use realistic Khepera models where robot kinematics
(see section 6.1) are simulated and sensor readings are sampled in a real Khepera robot. In¬
frared sensors have 40 degrees bearing cones where sensor values are estimated with 30 points
distributed in the cone area (see section 7.1). The method used in the simulation program is
not so efficient as a tabular method [Miglino et al., 1995; Lee, 1998] to record sensor readings
and motor actions in a real robot. However, it requires less efforts to measure sensor values at

possible distances and angles to every object. In experiments, random noises are added to the
sensor readings and motor actions. Sensor readings ranges from 0 to 1023 and will be bina-
rized with threshold 500 for state machines. To see the effect of sensor range, state machine
controllers will be compared with neural network controllers evolved over real-value sensor

range.

There are ambient light sensors at the same angle positions as infrared sensors. The light
sensors can detect light intensity in a given environment. In the simulation experiments, two

light sensors at angle 22° and 158° are used. The light intensity is estimated with two factors,
the distance of the light sensor from a lamp, and the lamp's angular deviation from the centre¬
line of the sensor.

Wall following, corridor following, box pushing and T-maze behavior will be investigated to
see memory effects on the behavior performance. For wall following, corridor following and
box pushing, N-K sampling will be applied with N = 30, K = 5 since they have relatively many

sample positions. Test environments have 100 sample positions, respectively. Evolved con¬

trollers will be evaluated for each environment 10 times and its average score will be recorded.
The average of multiple evaluations with dynamic selection method and N-K sampling are used
in evolutionary computation.

For T-maze decision behavior, multiple evaluations will be applied to every chromosome in a

population, while for other behaviors multiple evaluations are used for only the best chromo¬
some in a population. For each task, memory-based controllers and purely reactive controllers
are compared. The evolutionary multiobjective optimization (EMO) method is applied to quan¬

tify memory amount for significant differences in performance. Also finite state machines,
rule-based state machines and neural networks are applied to the tasks. Evolving feedforward
neural networks can produce the best solution for purely reactive controllers with a continuous
sensor range.
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8.2 Wall Following Behavior

8.2.1 Experimental Issues

Wall following behavior with realistic simulation was tested in the previous chapter to see N-
K sampling and sample selection issues in noisy environments. The same fitness function in

equation 7.3 is used with 1200 time steps for a single run. The environment is shown in Figure
7.6 with 30 random starting positions. Thus, N-K sampling with N = 30, K = 5 is used.

For wall following behavior, the following issues will be addressed:

• Are memory-based controllers better than purely reactive controllers for wall following
behavior? For significance statistics, are the fitness test and effort test useful to determine
how many memory states are required when realistic noisy simulation is applied?

• Is the EMO approach better than the fitness test for memory analysis?

• Feedforward neural networks are one of the purely reactive controllers. Is the neural
network control structure more powerful than state machines with binarized sensor read¬
ings?

• How can we choose desirable controllers with several test environments?

8.2.2 Purely Reactive Controllers vs. Memory-based Controllers

In the previous experiments with whisker-like binary sensors (chapter 6), two internal states
were required to achieve wall following behavior. Now we investigate if more realistic sen¬

sor modeling will influence the memory requirement. Evolutionary computation will find the
best control structure even in the noisy world environments. Tournament selection of group

size four is used for the test. The two best chromosomes in a group will be copied to a new

population and they will also be reproduced with genetic operators. Mutation rate is set to 2
over chromosome length, crossover rate is 0.6 and population size is 50. To see the memory

effect, finite state machines are applied to control structures. 25 runs are tested to validate the
performance and each single run uses 200 generations.

Only two infrared sensors at 45° and 135° in front are first used and the threshold for binarizing
sensor values is 500. Two different random noises over sensor readings and motor actions were

used to see the effect of noise: ±5% and ±10% noise. The results of random noise ±5%

and ±10% were not significantly different in performance and ±10% noise had a slightly
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Figure 8.1: Fitness curves with 25 runs for wall following behavior (a) ±5% noise (b) ±10%
noise (dotted: reactive, dashdot: 2 states, dashed: 3 states)

larger standard deviation (error bars) than ±5% as shown in Figure 8.1. Considering the t-

distribution over fitness data from 25 runs, memory-based controllers were significantly better
than purely reactive controllers in the case of random noise ±5% with 95% confidence intervals
as shown in Figure 8.1(a). There was no remarkable difference between two and three states.

Two state machines were a little better than three state machines in the average performance,
but the difference was not significant. It is partly because three state machines have a longer
size in their chromosome representation and the mutation rate is dependent on the chromosome

length. The realistic model experiments have similar results to simple model experiments in
Figure 6.4.

When ±10% noise is added to sensor readings and motor actions, the performance of purely
reactive controllers is close to that of memory-based controllers, as shown in Figure 8.1(b).
Thus, the effort test was applied to the experimental results. When we assume that desirable
controllers have the penalty fitness 60 or below (equation 7.3), purely reactive controllers had
no such performance at any run, while two or three state machines had 12 successful controllers

among 25 runs. The best performance among 25 runs with purely reactive systems was 68.5
on the average for 30 positions, which means that 31.5 energy tanks were visited among the 46
tanks in total. The best performance with memory-based controllers was 54 which corresponds
to visiting all energy tanks in the arena. We can say that the performance is significantly
different in terms of the effort cost; the effort cost interval (95% confidence) for 12 success

is [1.50C, 3.34C] while that for no success is [7.57C, 1030.93C] where C is a computing cost
for a single run. Using the effort test, we can see a clear difference between purely reactive



8.2. Wall Following Behavior 159

Figure 8.2: Comparison of the best performance between memoryless and memory-based sys¬
tems for wall following behavior (a) purely reactive system (b) 2 state machines

controllers and memory-based controllers. The results support the conjecture that two states

are sufficient for wall following behavior regardless of sensor modeling.

Figure 8.2 shows wall following behaviors by the best chromosomes for purely reactive con¬

trollers and two state controllers. In Figure 8.2(a), the memoryless reactive system has circular
movements to detect any wall and begins to follow walls when any sensation is recognized. On
10 starting positions among 30 positions, the robot shows circular movements and the perfor¬
mance becomes degraded since the robot cannot scan other areas. Once any wall is detected, the
controller shows good performance to follow walls and visit all energy tanks. Wall following
behavior with two state machines is demonstrated in Figure 8.2(b). The behavior is decom¬
posed into two simple behaviors: one is to go straight to reach any wall when the robot sees no

obstacle and the other is to follow walls by repeating two actions of turning right and moving
forward. There is a conflict of perceptions in the two primitive behaviors. The sensation of
no obstacle in front should be distinguished between the two behaviors and internal states can

solve the conflict by memorizing each distinct situation, but purely reactive controllers have a

limitation on the problem because they cannot separate the perceptual aliases.

The experiments have used two sensors so far and two more infrared sensors at 78° and 102°
were added to see the effect of more sensors. Four sensors can reduce fluctuation of fitness

curves and prevent collision with obstacles by perceiving better the surrounding environment,
as shown in Figure 8.3. The fitness curves of 25 run experiments for purely reactive controllers
with 4 sensors have smaller standard deviations over the average performance than those with
2 sensors, when ±10% noise are used. However, adding sensors does not improve fitness
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Figure 8.3: Fitness curves with four sensors (a) purely reactive control (b) comparison over
different internal states (dotted: reactive, dashdot: 2 states, dashed: 3 states)

performance. Purely reactive control systems still show circular behavior in the arena if robots
are placed at positions far from walls. Their trace results are almost the same as the results
shown in Figure 8.2(a); at 10 places among 30 positions, the robot has circular behavior and
cannot follow walls.

Figure 8.3(a) shows the fitness curve of purely reactive control with 4 sensors. Compared
with 2 sensors, it shows very small-sized error bars. The surrounding environment can be

perceived better and collisions can therefore be prevented. Collisions often occur because of
wrong perceptions from noisy sensor signals. Increasing the number of sensors will reduce
the probability of misleading perceptions and thus decrease the collision rate. Figure 8.3(b)
shows that purely reactive systems and memory-based systems have no significant difference
over fitness distribution. Considering the effort test, memory-based systems have 4 successes

(fitness is below 60) while purely reactive systems have no success. Their difference is not

statistically significant.

Memory-based systems with four sensors have a larger size of chromosomes and worse per¬

formance than those with two sensors, and thus it is more difficult to evolve optimal control
structures at the same computing cost. It will require more generations to see the gap between
purely reactive systems and memory-based systems. The significance test can be improved
with the following memory analysis on variable state machines.

100 120 140 160

generations
80 100 120 140 160 180 200

generations

(a) (b)
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(a) (b)

Figure 8.4: Memory analysis over wall following behavior with 2 sensors (a) population size
50 (b) population size 100 (dotted: 5 generations, dashdot: 100 generations, solid: 300 gener¬
ations)

8,2.3 Memory Analysis with the EMO Approach

The evolutionary multiobjective optimization (EMO) approach is applied to variable state ma¬

chines as control architecture in order to analyze the best performance over quantified memory

states. Two different population sizes were tested to see the effect of memory for wall follow¬
ing behavior with 2 sensors, as shown in Figure 8.4. For significance statistics, 25 runs are

tested and their error bars are displayed together at the same generations. When the number of
generations is increased, the performance becomes close to optimal, visiting all energy tanks
(fitness 54). There is a significant difference between memoryless (one state) approach and
memory-based (more than one state) approach. However, two states are not significantly dif¬
ferent from more than two states, though more than two states are a little better in the average

performance. From the figures, one can just say that more than two states are easily leading to
a little faster convergence. When 1000 generations were tested, the performance of two states
became close to that of other multi-states with a small gap between them. In Figure 8.4(a)-
(b), larger populations show better performance, as expected. Increasing the population size in
evolutionary computation requires the effect of more computing effort to reach solutions.

Using the fitness test over various states with four sensors, it was hard to see the difference
between memoryless controllers and memory-based controllers as shown in Figure 8.3. The
EMO approach was also applied over variable state machines with four sensors. The result in
Figure 8.5 shows that memory-based controllers are significantly better than purely reactive
controllers and two or more states are not statistically different. From the above results, it is
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states

Figure 8.5: Memory analysis over wall following behavior with 4 sensors, population size 100
(dotted: 5 generations, dashdot: 100 generations, solid: 300 generations)

inferred that the wall following behavior requires two states, or 1-bit memory regardless of the
number of sensors. The EMO approach proved it was very effective for taking the significance
test on fitness distribution as well as for obtaining solutions for each number of states. Also
it can generate solutions of strictly increasing performance for the number of states, unlike

independent runs for each number of states.

8.2.4 Neural Network Approach

The next experiments for memory analysis involve the evolution of neural networks. Feed¬
forward neural networks can be one of the best control architecture in purely reactive control
systems, since they can in principle represent any mapping from sensor readings to motor ac¬

tions. For neural network controllers, the motor actions will have integer values ranging from
—8 to 8, while previous experiments have eight possible motor actions. The neural network

outputs are discretized into integer values from real continuous values. Neural networks used
six infrared sensors in the front of the robot, each of which produces a continuous integer value

ranging from 0 to 1023.

In neural networks weight parameters are encoded into integer values from -128 to 127 with
8 register bit representation. One hidden layer and four nodes in the hidden layer are used for
control structures. Then the chromosome representation will be a series of weight parameters
from input layer to hidden layer and from hidden layer to output layer. When genetic algorithms
were applied to neural networks, successful neural network controllers with four hidden nodes
were found with 200 generations and population size 50. Crossover rate was 0.6 and mutation
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Figure 8.6: Neural network diagram for purely reactive controllers

rate was 2 over chromosome length. Figure 8.6 shows the neural network structure as the
controller.

Figure 8.7 shows the successful wall following behaviors of some of the best chromosomes.
The result in Figure 8.7(a) is quite similar to the behavior with two state machines in Figure
8.2(b). The robot first goes straight until it reaches any wall or obstacle and then follows walls
by changing motor actions depending on continuous-valued sensor readings. Figure 8.7(b)

displays a different style of neural network controller which has a circular movement to detect
walls. The circular radius is larger than that in Figure 8.2(a). Neural network controllers have
a finer scale of motor actions which can produce the circular movement with a larger radius;
its motor actions are 7 and 8 for left and right wheels, respectively. The radius of circular
movement depends on the difference between motor actions for left and right wheels. Purely
reactive controllers with binarized sensors, shown in Figure 8.2(a), had motor actions 6 and 8
for left and right wheels, respectively. If real values are allowed for motor actions, evolutionary

computation will be able to evolve neural networks into circular movements with much larger
radii.

Figure 8.7 shows neural network controller with six sensors. A different number of sensors was

tested to see if the number of sensors influences performance with neural networks. Figure 8.8
is the fitness distribution with two sensors (45°, 135°), four sensors (45°,78°, 102°, 135°) and
six sensors (22°,45°,78°, 102°, 135°, 158°). Their performance is not significantly different,
which indirectly implies that two sensors are sufficient to evolve wall following behavior for
a given environment. Neural networks have continuous ranges on sensors and motor actions.
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(a) (b)

Figure 8.7: Examples of neural network controllers for wall following behavior
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Figure 8.8: Fitness curve of neural network controller for wall following behavior (dotted: 2
sensors, dashdot: 4 sensors, dashed: 6 sensors)

From the experiments on neural network controllers, it is inferred that the performance of
purely reactive systems can be influenced by their sensor range and variety of motor actions.

8.2.5 Testing Controllers in Various Environments

Robot controllers were evolved over 30 random positions and directions in one environment.
To prove the usefulness and robustness of evolved controllers, the controllers were tested in
several environments. The puipose of testing controllers is to see what kind of controllers
are robust and applicable to various environments. The testing will check whether memory

structure and sensor configurations are important to adapt controllers to environments. Also,

4
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it will show whether controllers adapted to one environment can be easily applied to other
different environments.

Various control structures are investigated in the experiments. To see the relationship between
memory and sensor configurations, different numbers of sensors (two, four and six) were tested
with variable states. Also, feedforward neural networks were evolved to be compared with
finite state machines. The neural networks had a fixed number of hidden nodes (four), and a

different number of sensors were tested. The neural network structure is used to investigate the
limitations of purely reactive systems.

The testing environments consist of four environments, envO, envl, env2, env3. The first
environment (envO) is the same as the evolved environment in Figure 7.6 and has 30 starting

positions. The second environment (envl) has the same arena with the same objects but 100
new random positions are generated as shown in Figure 8.9(a). This environment is used to
test how well the evolved controller will work when robots start at different positions and
directions. The third environment (env2) consists of various objects including sharp corners,

as shown in Figure 8.10(a). The environment has 100 random starting positions. It is an

environment with many difficult positions and it is easy to collide with objects. For successful
behaviors, robots should move carefully while following walls. The fourth environment (env3)
includes cylinder-shaped objects instead of polygon-shaped boxes, as shown in Figure 8.11(a)
and 100 positions and directions are randomly selected for starting positions.

The chromosomes with the best performance are first collected by evolving robots in the en¬

vironment envO shown in Figure 7.6. Each evolved controller is evaluated 10 times for each
of the four environments and its performance is recorded in Tables E. 1-E.3 (see appendix E).

They show the average performance and standard deviation over 10 evaluations. Data from the
two best controllers with desirable performance in four environments are collected into Table
8.1.

Table 8.1 shows the results of two components of performance measurement. One is to check
how many collisions occur for each environment by testing controllers at all starting positions.
The other is to see the fitness which is related with how many energy tanks are visited. The
fitness is averaged over starting positions that experience no collision. The optimal fitness
(penalty fitness) is 54 for envO and envl, 37 for env2, and 76 for env3. The two component

measures, collision and fitness, are estimated with 10 runs to see the distribution. Desirable
controllers should have the least collisions and the best fitness. In the experiments, there was

no perfect controller; no collision and the optimal fitness. When a controller is evolved for the
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(a) (b)

Figure 8.10: Test environment env2 for wall following (a) 100 random positions and directions
(b) an example of testing the best two-state machine at one position

Figure 8.9: Test environment envl for wall following (a) 100 random positions and directions
(b) an example of testing the best two-state machine at one position

environment envO, the controller normally has a good performance in the environment envl
but it shows unstable performance in the environments env2 and env3. The evolved controller
can be adapted to the given environment but it is not guaranteed to have a desirable performance
to unknown environments.

Regardless of control structures or the number of sensors, the best controller evolved in envO
was normally successful in envl at nearly all 100 random positions, exceptions at one or two

positions. The difficult positions were so near a wall, and the robot collided with the wall
within the first few time steps. However, if the robot is placed a little distance further from
the wall to look around the environment, it can follow walls without collision. When the best

controller is applied to env2, it has a higher probability of colliding with obstacles, since the
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control structure envO envl env2 env3

2 sensors, 1 state C5*

c6*

0.1 ±0.3
0.0 ±0.0

0.7 ±0.7
0.6 ±0.7

3.3 ±0.6
2.9 ±0.9

2.6 ±1.6
0.1 ±0.3

2 sensors, 2 states C3*

Cg*

0.0±0.0
0.0±0.0

1.2±0.8
2.0 ±0.0

4.6 ±0.7
3.8±0.7

0.5 ±0.7
0.0 ±0.0

2 sensors, 3 states Co*

C5*

0.0 ±0.0
0.0±0.0

o.o±o.o
0.0 ±0.0

4.4 ±0.5
4.1 ±0.9

0.0 ±0.0
0.0 ±0.0

2 sensors, 4 states Cl*

C8*

0.0±0.0
0.0±0.0

0.0 ±0.0
0.5 ±0.5

4.7 ±0.9
4.0 ±0.0

0.1 ±0.3
0.6 ±0.7

4 sensors, 1 state CO*

C3*

0.0 ±0.0
0.0 ±0.0

0.0 ±0.0
0.5 ±0.5

o
o

d
o

-Ho
o

o
o

0.3 ±0.5
1.7 ±0.9

4 sensors, 2 states CO*

C5*

0.0 ±0.0
0.0±0.0

0.6 ±0.5
1.0 ±0.0

1.4±0.5
0.0 ±0.0

0.6 ±0.8
1.0 ±0.0

4 sensors, 3 states C2*

C7*

0.0±0.0
0.0 ±0.0

0.6 ±0.8
4.0 ±0.0

0.8 ±0.9
2.1 ±0.9

0.3 ±0.5
1.6±0.8

4 sensors, 4 states C2*

C5*

0.0 ±0.0
0.0±0.0

0.5 ±0.5
0.5 ±0.7

0.7 ±0.9
3.0 ±1.2

0.7 ±0.6
0.5 ±0.7

2 sensors, neural CO*

C9*

0.0 ±0.0
0.0 ±0.0

1.9 ±0.3
1.3 ±0.6

34.2 ±2.8
54.8±3.8

7.0±0.0
0.1 ±0.3

4 sensors, neural C2*

C5*

0.0 ±0.0
0.0 ±0.0

0.0 ±0.0
1.0 ±0.0

2.4± 1.5
6.6 ±1.0

0.8±0.4
4.9 ±0.3

6 sensors, neural Ci*

C5*

0.0±0.0
0.0 ±0.0

0.0 ±0.0
0.0±0.0

2.4±0.7
1.0±0.0

0.1 ±0.3
0.1 ±0.3

(a) collision test

| control structure envO envl env2 env3

2 sensors, 1 state C5*

C6*

68.18 ±0.72
68.21 ±0.62

69.92 ±0.33
69.83 ±0.29

40.00 ±0.19
37.07 ±0.13

82.98 ±0.53
82.03 ±0.30

2 sensors, 2 states C3*

Cg*

54.00 ±0.00
54.00 ±0.00

54.00 ±0.00
54.00 ±0.00

46.76±0.19
38.96 ±0.06

77.98±0.11
76.84±0.24

2 sensors, 3 states Co*

c5*

54.00 ±0.00
54.00 ±0.00

54.00 ±0.00
54.00 ±0.00

44.58±0.10
39.27 ±0.12

78.91 ±0.04
76.89 ±0.33

2 sensors, 4 states Cl*

Cg*

54.00 ±0.00
54.00 ±0.00

54.00 ±0.00
54.00 ±0.00

39.82 ±0.22
41.83 ±0.08

76.80±0.19
78.04 ±0.07

4 sensors, 1 state CO*

C3*

67.71 ±0.94
68.27 ±0.91

69.67 ±0.37
69.90 ±0.32

38.43 ±0.14
45.74±0.40

81.61 ±0.41
83.67 ±0.36

4 sensors, 2 states co*

C5*

54.36 ±0.03
54.00 ±0.00

54.37 ±0.02
54.00 ±0.00

49.27 ±0.04
38.29 ±0.30

78.92 ±0.29
76.10 ± 0.31

4 sensors, 3 states C2*

C7*

54.00 ±0.00
54.00 ±0.09

59.19 ±0.59
54.00 ±0.00

49.46 ±0.10
37.45 ±0.24

81.67 ±0.28
77.88 ±0.42

4 sensors, 4 states C2*

C5*

54.00 ±0.01
54.01 ±0.02

59.15 ±0.27
54.16 ±0.20

49.62 ±0.12
48.01 ±0.38

81.81 ±0.21
79.11 ±0.11

2 sensors, neural co*

C9*

56.46 ±0.59
55.66± 1.15

60.25 ±0.64
59.70 ±0.67

50.84±0.32
49.62 ±0.65

77.92 ±0.44
77.78 ±0.21

4 sensors, neural C2*

C5*

55.57 ±0.94
55.71 ±1.13

59.54±0.67
59.20 ±0.67

49.57 ±0.43
56.81 ±0.94

77.05 ±0.55
77.84±0.31

6 sensors, neural Cl*

C5*

54.00 ±0.00
54.61 ±0.60

57.66 ±0.24
58.86 ±0.63

41.18±0.09
46.89 ±0.12

78.91 ±0.09
77.19 ±0.60

(b) fitness performance

Table 8.1: Comparison of performance with various control structures for wall following (each
data shows the average fitness and standard deviation over 10 evaluations)
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(a) (b)

Figure 8.11: Test environment env3 for wall following (a) 100 random positions and directions
(b) an example of testing the best two-state machine at one position

environment has many sharp corners and it is difficult to perceive the corners with a small
number of sensors.

Neural networks with two sensors (at 45°, 135°) have bad performance with many collisions in
env2; they have more than 30% failures. The evolved neural network controllers have circular
movements with large radii and the behavior improves fitness in envO by visiting almost all

energy tanks around the wall. However, it makes robots liable to collide with obstacles in
env2. Moreover, two sensors are insufficient for looking around the surrounding environment.
In contrast, finite state machines with two sensors are more careful at following walls, making
smaller circular movements, since a restricted set of motor actions produces a small-radius

circling.

The evolved neural networks with six sensors have two kinds of controllers as shown in Figure
8.7. Two neural network controllers (co,ci in Table E.3 - see appendix E) were tested in
different environments. The controller with circular movements (ci) had almost no collision in
the test environment env3, while the go-straight controller (co) experienced collisions at a rate

of roughly 20%. The go-straight controller was not successful at wall following from many

positions and thus it had worse fitness. It has a very weak strategy at concave corners and it
does not know how to escape difficult situations. It seems that the go-straight controller needs
internal states to handle each difficult situation or complex sensorimotor mapping, and more

hidden nodes may be required.

Noisy sensors and motor actions often influence the perceptual states on robots with a few
sensors. Increasing the number of sensors gives more potential to obtain robust controllers.
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Adding sensors can help robots recognize perceptual situations better even with noisy sensor

readings. It will prevent misunderstanding environmental states due to noise and can solve
perceptual aliases partly. The collision rate for neural network controllers can be reduced by

increasing the number of sensors from two to six as shown in Table 8.1(a). This also happens
for state machine controllers; four sensors have smaller collision rates than two sensors (see

test environment env2).

Internal states play an important role in achieving desirable performance. Two state machines
with two sensors or four sensors are better in fitness performance than even neural networks
(see Table 8.1(b)). Purely reactive systems with continuous sensor range and expanded motor

actions still have restrictions in wall following behavior, even though they improve the perfor¬
mance. Thus, one can say that wall following behavior requires at least two internal states.

From Table 8.1, the best control architecture is the controller C5 with 4 sensors and 2 inter¬
nal states. It has almost no collision and uniformly good fitness performance in every test
environment. Figure 8.9(b), 8.10(b), and 8.11(b) show its behavior. Without the continuous
sensor range used in neural networks, the behaviours demonstrate that only binarized sensor

information is sufficient to process perceptions appropriately. In the experiments, two criteria,
collision and fitness, were used to select desirable controllers. The criteria for selection of de¬
sirable controllers will be more complex if characteristics of behaviors are added such as how
safely robots move and how properly robots escape difficult situations. These are therefore
multi-criterion selection problems.

According to the results in Tables E.1-E.3 (see appendix E), evolved controllers are so diverse
that they often produce different performance in the same environment. Evolving robot con¬

trollers requires much environmental experience in order to obtain robust controllers working in
diverse situations. Generally evolved controllers in an environment work correctly in the given
environment. In evolutionary computation, sampling should be carefully used to produce the
ability of handling difficult situations and to prevent unpredictable environmental states.

8.3 Corridor Following

Corridor following is similar to wall following behavior. The task is to follow narrow corridors
from one end to the other end. Figure 8.12(a) shows the environment and 30 random positions
selected in the arena. The environment has narrow corridors in the middle of the path and
robots need to pass through corridors appropriately to enter a small room at the end of corridor.
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Figure 8.12: World environment for corridor following (a) 30 random positions and directions
(b) energy tanks in the environment

Narrow corridors are not open fields, so robots tend to hesitate to go through them since there
is a higher probability of collision. Random sample selection with the N-K sample method
had difficulty in obtaining desirable controllers for narrow corridor following, as mentioned
in section 5.2.5. Thus, the dynamic selection method is applied with five samples among 30
positions, instead of random selection. With realistic simulation, a random noise ±10% is

employed for sensor readings and motor actions. Similar to wall following behavior, the same

style of fitness calculation is used. For exploration time, 1200 time steps are assigned for each
genome controller. The energy tanks are distributed around walls as shown in Figure 8.12(b),
which will lead robots to follow corridors.

Evolutionary computation for corridor following uses the same fitness function given in equa¬

tion 7.3. The experiments first investigate memory analysis for how many states are required
for corridor following. The basic control structure is a finite state machine tested in wall follow¬

ing behavior. Memory and its corresponding performance will be analyzed with the number of
sensors. Neural networks are also compared with single-threshold state machines. The sensor

range and the number of sensors are relevant factors related to perceptual aliases. It is believed
that the aliases influence the need of memory. Various control structures and their performance
will elucidate the relationship between sensors and memory.

The best chromosomes with stable and robust performance are selected and applied to several
corridor environments. The testing environments consist of three mazes with 100 random robot

positions and directions as well as the environment used for evolving. The fitness and the num¬

ber of collisions are considered as criteria to choose desirable controllers. Two performance
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(a) (b)

Figure 8.13: Memory analysis with 2 sensors for corridor following (a) 25 runs without re¬
moving bad runs (b) 25 runs with removing bad runs (dotted: 60 generations, dashdot: 100
generations, solid: 300 generations)

measures will be useful to select safe and robust controllers.

8.3.1 Purely Reactive Controllers vs. Memory-based Controllers

In this environment, robots are always close to corridors and so they will not need the effort of

exploration to reach a corridor; for wall following, robots need to go straight or make a circular
movement to approach a wall. We still have the question of whether or not corridor following
requires internal memory. The EMO approach was quite effective to investigate the memory

hierarchy and fitness performance, instead of running each state machine controller indepen¬
dently. Thus, the EMO approach was first applied to two-sensor robots. For significance tests,
25 experiments were run with 300 generations and a population size of 100. The average fit¬
ness was estimated with 95% confidence intervals as shown in Figure 8.13. Purely reactive
systems and memory-based systems with more than two states are significantly different as in
Figure 8.13(a). The EMO that runs on two-sensor robots had a wide performance distribution,
and in some runs the fitness was stuck with a high penalty value even after 300 generations.
Those runs were removed and new experimental runs with better performance were inserted
into the pool of 25 run data. Figure 8.13(b) shows the new diagram of memory analysis. In
this figure, memory-based systems with two states or more are significantly better than purely
reactive systems.

In many cases, two sensors are sufficient to follow corridors within 1200 time steps. If more

than 1200 time steps is given for exploration, robots can succeed in visiting all energy tanks.
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Figure 8.14: An example of corridor following behavior (a) purely reactive controller with two
sensors (b) two state machine controller with two sensors (c) neural network with two sensors
(d) purely reactive controller with four sensors

The maze-style arena has a room with a small exit at the end of the corridor in the middle
section. Purely reactive control systems have difficulty in finding the exit directly and repeat

moving around inside the room as shown in Figure 8.14(a). This behavior tends to be sensitive
to noise. In some cases they easily find the exit by accident and in others they stagger around
the room for a long time. They normally get a low score for visiting energy tanks within a

limited time amount, because they spend much time in the room and cannot cover other areas.

Memory-based systems with at least two states follow walls closely and so efficiently find the
exit. Figure 8.14(b) shows their different behaviors. In two state controllers, for instance, state

information is used to sequentialize two kinds of motor actions: move forward quickly, and
move forward in the right direction when there is no sensation. This helps speedy movement
in a narrow corridor. The memory analysis in Figure 8.13 shows the difference in performance

efficiency rather than the outcome of whether robots can succeed in following corridors without
collision; for wall following behavior, internal memory is used to achieve the task in open areas.
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Figure 8.15: Memory analysis with 4 sensors for corridor following (a) 25 runs without re¬
moving bad runs (b) 25 runs with removing bad runs (dotted: 60 generations, dashdot: 100
generations, solid: 300 generations)

When the EMO approach was applied to four-sensor robots, purely reactive systems and memory-

based systems were not so different in performance with 95% confidence intervals as shown in

Figure 8.15(a). By trial and error, bad performance runs were discarded and 25 good running
experiments were collected to see the EMO result. Figure 8.15(b) shows significant difference
in performance between purely reactive systems and memory-based systems. In a similar way

to two-sensor robots, memory sequentializes two kinds of motor actions to speed up when no

sensation is detected. When 1200 time steps are assigned, the performance of memory less

systems is lower than that of memory-based systems. However, purely reactive systems with
four sensors can achieve perfect scores at every position with 2000 exploration time steps.
More than two sensors can easily detect environmental situations and their corridor following
is smoothly working. The two sensors in front (78°, 102°) among four sensors can detect how
close to walls the robots are, and they play a significant role of avoiding collision. If robots
feel too close to walls with the front sensors, they first move backwards in a biased direction
and then move forward. When two-sensor performance is compared with four-sensor perfor¬
mance (see Figure 8.13 and Figure 8.15), four-sensor robots show much better performance
than two-sensor robots with the same size of memory. Furthermore, memoryless controllers
with four sensors are slightly better in average fitness than multi-state controllers with two

sensors, though it is not a significant difference (this will be checked in detail while testing
controllers).

Neural networks, as examples of purely reactive systems were evolved with two and four sen¬

sors. One hidden layer with four hidden nodes were used for every experiment. The corridor
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environment can have an optimal fitness of 49 (51 energy tanks are placed in the arena) and
neural networks achieved this optimal fitness. Figure 8.14(c) shows neural network control be¬
havior with two sensors. The controller utilizes the information of continuous sensor range and
constructs local features in sensor readings. For instance, when the neural network recognizes
the sensation that the robot is very close to a wall, it produces motor actions for moving back¬
ward in the left direction until the right sensor is free of sensation. Then it continues to follow
corridors. This kind of behavior has often been observed with two binary sensors and memory

states. Neural networks can process a continuous range of sensor readings and effectively use a

quantitative information over sensors. However, relatively many weight parameters are used in
neural networks. It is notable that controllers with a few states and binarized sensors do almost

as well as feedforward neural network controllers with continuous sensor ranges.

8.3.2 Testing Controllers in Various Environments

The arena in Figure 8.12 is used for evolving controllers. The environment, called envO, has 30
random starting positions. Various controller structures are evolved to find the best fitness in
the environment. The same arena, but with 100 new random positions, will be tested to see how
correctly evolved controllers work in the given environment. This environment, named envl,
is shown in Figure 8.16(a). An environment, env2 is created with long corridors in the zigzag
path. The corridor is so narrow that only one robot can move in the path, and 100 positions
are randomly selected in the arena, as displayed in Figure 8.17(a). Another environment, env3,
with a maze-style arena and narrow corridors, shown in Figure 8.18(a), will be tested with
100 random positions. For the environments envO and envl, 51 energy tanks are distributed
and for the environments env2 and env3, 55 and 60 energy tanks are placed at blank spaces

(one space is assumed as a 10 cm by 10 cm square space). The optimal fitness for envO,
envl, env2 and env3 is 49, 49, 45 and 40, respectively. The best controllers were obtained
via the evolutionary process with N-K sample method and then they were tested over four
environments. Each controller chromosome was evaluated 10 times. Two sensors and four

sensors were tested with states ranging from one to three, respectively. Also, feedforward
neural networks were evaluated with two and four sensors. The average number of collisions
and the average fitness are listed with standard deviations in Tables E.4-E.6 (see appendix E).
The best evolved behaviours with minimal collisions and the best fitness are shown in Table

8.2.

For two sensors, purely reactive controllers with binarized sensors are worse than two state
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Figure 8.16: Test environment envl for corridor following (a) 100 random positions and direc¬
tions (b) an example of testing the best two-state machine at one position
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Figure 8.17: Test environment env2 for corridor following (a) 100 random positions and direc¬
tions (b) an example of testing the best two-state machine at one position

controllers in fitness performance, while the former is better in collision performance than the
latter. Purely reactive systems tend to take safe and slow actions. There is a trade-off between
the two measures, collision and fitness performance. When the fitness performance becomes
better, the number of collisions is increased (see 07,09 performance with 2 sensors, 1 state for
test environments). Two state controllers much improved the fitness performance for every

environment. Three state controllers have similar performance to two state controllers but
reduced the number of collisions.

Adding two more sensors in front remarkably reduced the number of collisions for every state

machine, while it did not improve the fitness performance to a large degree. More sensors

means more information about the surrounding environment and thus the number of sensors
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Figure 8.18: Test environment env3 for corridor following (a) 100 random positions and direc¬
tions (b) an example of testing the best two-state machine at one position

can significantly influence the design of robust controllers. Neural networks with only two
sensors have good fitness performance and rare collisions. They have a finer scale of sensor

readings than binarized sensor modeling and they easily adapt themselves to find local features
for sensors. Even in neural networks, four sensors improved the performance of collision and
fitness.

Two state machines with two sensors have several collisions in test environments. Two-sensor

robots cannot easily detect sharp comers in front. It rarely happened that robots collide with
sharp comers during their initial movements. However, once robots began to follow corridors,
no collision occurred. The corridor following behavior shows the potential of purely reactive
systems. Increasing the number of sensors is better for recognizing environments than increas¬
ing memory. Table 8.2 shows that memoryless systems with four sensors are better in test
environments than memory-based systems with two sensors in terms of collision and fitness
performance. When the number of sensors or sensor range is restricted, for example, only two

sensors are used, or binarized sensor modeling is used, internal memory significantly influ¬
ences the performance. In corridor following behavior, internal states can link two different
motor actions to speed up robot movements.

From Table 8.2, the best control structure for corridor following is the neural network controller
with four sensors (C9) or two state machines with four sensors (C4). The corridor following
behaviors with the best control system (two state machine) are displayed in Figure 8.16(b),

Figure 8.17(b) and Figure 8.18(b).
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control structure envO envl env2 env3

2 sensors, 1 state Cg*

Cg*

O.OiO.O
O.OiO.O

1.2±0.4
1.2 ±0.4

2.0 ±0.4
2.0±0.0

5.1 ± 1.3
1.8 ± 1.0

2 sensors, 2 states C6*

C7*

0.0 ±0.0
0.0±0.0

1.8±0.4
1.9 ±0.5

4.5 ±0.5
4.6 ±0.7

3.0±0.9
2.0± 1.0

2 sensors, 3 states C4*

C7*

0.0 ±0.0
0.0 ±0.0

2.2±0.4
4.1 ±0.9

2.1 ±0.3
2.4±0.5

3.7 ± 1.0
4.7 ±1.1

4 sensors, 1 state C4*

Cg*

0.0 ±0.0
0.0±0.0

0.0 ±0.0
0.0 ±0.0

1.0 ±0.0
1.0±0.0

0.6 ±0.5
0.2 ±0.4

4 sensors, 2 states C4*

C6*

0
0

0
0

-H
-H

0
0

0
0

0.0 ±0.0
0.1 ±0.3

0.3 ±0.5
1.1 ±0.8

0.0±0.0
1.0 ±0.0

4 sensors, 3 states C6*

Cg*

0.0 ±0.0
0.0 ±0.0

0.2±0.4
0.6±0.8

0.5 ±0.5
1.0±0.0

0.2 ±0.4
0.3 ±0.5

2 sensors, neural C4*

Cg*

0.0 ±0.0
0.0±0.0

1.2±0.4
0.0±0.0

0.7 ±0.6
1.5 ±0.5

0.5 ±0.5
0.0 ±0.0

4 sensors, neural C2*

Cg*

0.0±0.0
0.0 ±0.0

0.0 ±0.0
0.0 ±0.0

0.7 ±0.5
0.0 ±0.0

1.0±0.0
1.0±0.0

(a) collision test
control structure envO envl env2 env3

2 sensors, 1 state C7*

cg*

59.66 ±1.22
59.05 ±1.02

59.46 ±0.34
59.15±0.37

54.68 ±0.08
61.15 ± 0.21

55.84±0.54
61.37 ±0.35

2 sensors, 2 states C(j*
eg*

50.03 ±0.09
50.11 ±0.12

50.49 ±0.07
50.65 ±0.22

49.03 ±0.10
49.02 ±0.06

47.24±0.09
47.33 ±0.21

2 sensors, 3 states C4*

Cg*

50.92 ±0.27
50.16±0.15

51.57 ±0.07
51.81 ±0.07

49.78 ±0.07
49.98 ±0.17

47.54 ±0.12
47.49 ±0.15

4 sensors, 1 state C4*

Cg*

50.19 ± 0.15
50.19±0.13

50.73 ±0.09
50.79 ±0.09

48.96 ±0.05
49.33 ±0.15

46.97 ±0.16
46.66 ±0.22

4 sensors, 2 states C4*

C6*

49.14 ± 0.16
49.09 ±0.08

49.19 ±0.09
49.09 ±0.10

48.02 ±0.16
47.79 ±0.15

46.03 ±0.14
44.98 ±0.06

4 sensors, 3 states C6*

eg*

49.10 ±0.09
49.02 ±0.07

49.51 ±0.06
49.11 ±0.05

48.80±0.19
47.62 ±0.11

46.67 ±0.29
45.30 ±0.22

2 sensors, neural C4*

eg*

49.54 ±0.05
49.76 ±0.08

49.55 ±0.06
49.82 ±0.06

47.96 ±0.07
48.36 ±0.16

45.37 ±0.18
45.85 ±0.15

4 sensors, neural C2*

eg*

49.00 ±0.00
49.00 ±0.00

49.47 ±0.00
49.00 ±0.01

46.61 ±0.07
47.50 ±0.04

43.70 ±0.04
44.44 ±0.39

(b) fitness performance

Table 8.2: Comparison of performance with various control structures for corridor following
(each data shows the average fitness and standard deviation over 10 evaluations)

8.4 Box Pushing Behavior

In chapter 6, the box pushing task was tested with two whisker-like binary sensors. This would
appear to be a complex task, but the evolutionary result proved that purely reactive systems are

sufficient to achieve the behavior. The box pushing behavior will be tested again with realistic
simulation. In noisy environments, sensor readings for a box are not stable and when the box is
at a little distance but nearly outside the sensor range of the robot, the box may not be sensed. In
this experiment, we will see how control systems handle the problem. There is still a question
of whether purely reactive systems can achieve box pushing task in spite of noise. Realistic
simulation and ±10% random noise were applied to sensor readings and motor actions in a
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Figure 8.19: World environment for box pushing (a) evolving environment envO (b) test envi¬
ronment envl

similar way to the above experiments. Ambient light sensor values to represent light intensity
were also influenced by a noise of ±5%. Infrared sensor readings range from 0 to 1023, and
the values were binarized with threshold 500.

Initially two infrared sensors (45°, 135°) in front and two light sensors with the same angles
are used. The box radius is 30 mm and it can be sensed by two infrared sensors when the robot
is close enough to the box. In the previous experiments with whisker-like infrared sensors,

the box radius was larger than 30 mm in order to detect the moment that robots are in contact
with or very close to the box. In evolutionary experiments, robots have four sample positions
as shown in Figure 8.19(a), and light is placed in the middle of the arena. At every sample
position, robots face the circular box but are not close enough to the box so that they can sense

it. This requires the robot to move forward at the initial step. Two light sensor vectors will say

which sensor detects a higher intensity of light, instead of the intensity value. In other words,
two vectors for ambient light sensors are assumed to indicate whether light is on the left or on

the right, after two light sensors read and compare intensity values.

For evolved controllers, a test environment, which will be called envl, is given with 30 sample
positions around the box, as shown in Figure 8.19(b). 30 samples are selected with uniformly
distributed angles around the box at every 12 degrees. At each starting position, robots face the
box with the same distance as in the evolving environment, but light is placed in the lower left
corner. Light is at a further distance than experienced in the evolving environment. Successful
robot controllers should push the box from the upper right corner to the light without losing
contact with the box.
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Figure 8.20: Average fitness distribution for box push task (a) two infrared sensors (b) four
infrared sensors (dotted: 1 state, dashdot: 2 states, solid: 3 states)

In evolutionary experiments, the environment has 4 sample positions as in Figure 8.19(a). The
fitness function for one position is defined as a penalty function as follows:

where W(t) is the distance between robot and box and D(t) is the distance between box and
light. In the experiments, 500 time steps are used for the exploration time T. The population
size was 50, and fitness-proportional selection was applied for genome reproduction. Every
genome was evaluated with 4 sample positions and the average score was taken as its fitness.
The evolution process ran for 500 generations.

In these box pushing experiments, the following issues are addressed.

• How many memory elements (states) are required to push the box towards the light with
realistic simulation?

• Does noise influence the memory requirement?

• Which control structures will be useful to evolve controllers, among FSMs, rule-based
structures and neural networks?

• What would be the role of memory if memory states are necessary?

• If the box size is changed, does it influence the memory requirement and the behavior

required to push the box?

• What are the difficult positions among the sample positions in the box pushing task?
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control structure failure test performance test
(sensor, memory) no. envO envl envO envl

2 infrared sensors, 1 state Co*

C5*

0.2 ±0.4
0.1 ±0.3

1.8± 1.2
1.8± 1.5

56.57 ±7.08
62.29 ±2.91

127.31 ±5.39
134.71 ±7.48

2 infrared sensors, 2 states Cl*

C8*

0.0 ±0.0
0.0 ±0.0

1.2± 1.1
2.6± 1.3

67.66 ±6.86
55.52± 3.09

145.93 ±6.55
118.69 ±6.35

2 infrared sensors, 3 states c6*
C8*

0.0 ±0.0
0.0 ±0.0

2.2± 1.2
1.8± 1.0

57.26± 1.90
60.63 ±2.77

118.08 ± 7.35
132.92 ±6.55

4 infrared sensors, 1 state C2*

C8*

0.0±0.0
0.0±0.0

1.2±0.6
1.1 ±0.8

62.36 ±3.03
59.45 ±2.93

147.59 ±4.87
137.82 ±8.26

4 infrared sensors, 2 states C2*

C4*

0.0 ±0.0
0.0 ±0.0

0.0 ±0.0
0.4±0.5

61.62 ±2.32
59.06 ±6.19

154.33 ±1.91
138.13 ±7.81

4 infrared sensors, 3 states
rule-based

C5*

C6*

0.1 ±0.3
0.0 ±0.0

2.7± 1.7
0.0 ±0.0

86.31 ±4.80
75.05 ±3.46

139.56 ±3.76
170.64± 1.60

4 infrared sensors,

neural network
CO*

C2*

0.0 ±0.0
0.0 ±0.0

3.2± 1.2
0.2 ±0.4

76.73 ±11.34
77.94±5.52

154.66 ± 7.21
162.25 ±1.53

Table 8.3: Comparison of performance with various control structures for box pushing (each
data shows the average score and standard deviation over 10 evaluations)

8.4.1 Evolving Various Controllers

Two infrared sensor robots with memory states from one to three were evolved with the FSM
structure. In a similar way, four infrared sensor robots, adding two more sensors (78°, 102°) in
front, were evolved. Each experiment was run 25 times to validate the fitness performance. By
the average fitness from the fitness distributions (see Figure 8.20), purely reactive controllers
are not significantly different from memory-based controllers in fitness performance. It is also
shown that two infrared sensor robots have similar performance to four infrared sensor robots,

comparing Figure 8.20(a)-(b). It is thus believed that two proximity sensors are sufficient to

push the box towards the light. Four proximity sensors have smaller variances in the fitness
distribution and more sensors tend to produce more stable results in noisy environments.

Table 8.3 shows the two best collections of desirable chromosomes (more chromosome tests

are shown in Table E.7 and Table E.9 - see appendix E). Each of the best chromosomes is
evaluated 10 times in the evolving environment, envO, and test environment, envl. Two cri¬
teria, the performance test and failure test, are applied to choose desirable controllers. Failure
is defined as the case when robot controllers are not successful at pushing box towards light,
for example, robots collide with walls or the distance between the final box position and light
position is more than 20 cm. The failure test is to count how many failures occur in evaluating
a given chromosome over all starting positions, and it is averaged over 10 evaluations. The
performance test is to see the average fitness score over 10 evaluations. Each column in Table
8.3 shows the average score and standard deviation of both tests. The best collections of two-

sensor robot controllers show that there is no significant difference depending on the number of
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Figure 8.21: Memory analysis for box pushing behavior (a) two infrared sensors (b) four in¬
frared sensors (dotted: 100 generations, dashdot: 300 generations, solid: 700 generations)

memory states. When a controller has good performance in the evolving environment, it also
shows good performance in the test environment.

There were a few failures with the controllers in the test environment envl. The failures hap¬

pened because the robots continue to move around the box instead of pushing it, even though
they are in contact with box. Robots have no information of light intensity from sensor vectors
and so they evolved to respond to which side light is placed. In some situation robots may be¬
have as they do when the light is very near the box. Increasing the number of infrared sensors

to four can reduce the number of such failures by pushing the box in a more delicate way; the
best controllers with two memory states and four infrared sensors have almost no failures.

Controllers with four binarized infrared sensors have similar performance to neural network
controllers with continuous-valued infrared sensors; with neural network controllers, two light
sensor vectors are used in the same way. Binarized information with one threshold is sufficient
to evolve desirable controllers for box pushing. According to the performance of the best col¬
lections, memory states do not improve the performance from purely reactive control systems.
This is consistent with the result of average fitness performance in Figure 8.20(b).

The evolutionary multiobjective optimization (EMO) is applied to box pushing behavior to see

the effect of memory, as shown in Figure 8.21. There is a slight difference in the average

fitness between purely reactive controllers and two state controllers, but their difference is not

significant with a 95% confidence interval over 25 runs. It is confirmed again that memoryless
controllers can achieve the box pushing task.
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Box pushing behavior needs no internal state, if the environmental markers exist for light.

Figure 8.20 and Figure 8.21 show the fitness performance with different memory states. Their

performances are not significantly different and show similar fitness curves. The number of
sensors is increased so that the robots can read the environmental information better. Adding
two more infrared sensors in front can reduce the danger of losing contact with the box and

produces a more stable fitness distribution; when robots lose the box, they stagger around the
arena looking for the box and incur penalties. Four sensors will have more desirable solutions.
Neural networks with two and four infrared sensors also show high fidelity solutions. More
sensors or more fine-grained sensors are useful for robust controllers, but it is shown that simple

binary sensors can work for the box pushing task.

No advantage of internal memory is displayed in the performance of average fitness even with
two infrared sensors. The best chromosomes are tested at 30 samples positions in the test

environment, as shown in Figure 8.19(b). We will observe the role of memory states in evolved
controllers.
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8.4.2 Robot Behaviors

Figure 8.22 demonstrates the behavior of one of the best purely reactive controllers with two

proximity sensors and two light sensors (05 in Table 8.3). Its strategy is simple as follows: the
robot pushes the box diagonally towards the light when either one of the proximity sensors

is active. With no sensation of any infrared sensor, it rotates counter-clockwise on the spot.

Rotating in one direction can help to sense the box again when the robot loses contact with it.
If both proximity sensors are active, the robot moves diagonally away from the light. Pushing
the box at an angle, by the difference between left and right motor actions, depends on the light
direction. If the box is sensed at one side with an infrared sensor and the light is detected at

the other with the light sensors, the robot circles around the box by repeating moving forward
and turning left; this is similar to a sequence of actions observed in wall following behavior.
Otherwise, the robot pushes the box towards the light.

Figure 8.23 displays behavior examples of pushing the box with one of the best two state con¬

trollers (C8 in Table 8.3). In this case, the robot efficiently uses its internal states. The strategy



184 Chapter 8. Robotic Tasks in Noisy Environments

is similar to the purely reactive controller as mentioned above. However, at the moment that
the robot is almost at a position near the box with the light in front, the robot is ready to change
its internal state. The internal state indicates that the robot can push the box straight forward.
The internal state is marked when the direction of the two light sensor vectors is changed, or

when only the left proximity sensor becomes active from the moment that both sensors are

active. In this state, the robot rotates anticlockwise and checks whether both proximity sensors

get switched on. If both sensors are active, then the robot moves straight forward. Otherwise,
it returns to the previous internal state. This internal state does not greatly improve the global
performance because such situations rarely occur. Yet the robot pushes the box in an elegant

way as shown in Figure 8.23.

The evolutionary process found such an efficient and flexible controller with memory states.

Thus, it can be said that internal states play a role in developing more intelligent controllers.

Figure 8.24 shows the trace results of robots explained above. The memory-based controller
has a tendency to push the box in a more direct path towards the light.

8.4.3 Experiments with Small-Sized Box

In the above experiments the box size is similar to the robot size, such that two proximity
sensors easily detect the box. The following experiments investigate whether the box size can

influence box pushing behavior and memory effects. A small-sized circular box with radius
17.5 mm will be tested at this time for evolving controllers using the same environment. This
box is so small that two infrared sensors at angle 45° and 135° are rarely active together when
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Figure 8.25: Average fitness distribution for pushing a small box (a) two infrared sensors (b)
four infrared sensors (dotted: 1 state, dashdot: 2 states, solid: 3 states)

the box is placed in front of the robot.

The previous experiments were repeated with the small box. Different numbers of memory

states with two proximity sensors were first tested to see how many memory states are required
to push the small box towards light. Figure 8.25(a) shows that this small box pushing behaviour
has a differentiated performance with memory states. Each given control structure has been
evolved 25 times and its average fitness distribution is obtained with 95% confidence intervals.
When only two proximity sensors are used, purely reactive controllers can achieve the task but

using the fitness test, their performance is significantly worse than the performance of memory-

based controllers. When the best case of purely reactive controllers is considered, its fitness
reaches 60, while the best two state controllers reaches 50.

When we perform the effort test by assuming that the desirable performance is 80, purely re¬

active controllers obtained 4 successes among 25 runs. Two state controllers and three state

controllers produced 15 and 14 successes among 25 runs, respectively. With 95% confidence
intervals, the expected computing cost to reach the fitness 80 or below will be [2.87C, 15.26C]
for 4 successes, [1.30C,2.46C] for 15 successes, and [1.36C,2.71C] for 14 successes, where C
is a unit computing cost for one single evolutionary run. In terms of the effort cost, the mem-

oryless system is significantly different from memory-based systems. Purely reactive systems
have difficulty in evolving desirable controllers with two proximity sensors within 500 gener¬

ations. If their evolutionary runs continue for many generations, it is presumed that this may

reduce the gap of fitness distributions between memoryless systems and memory-based sys¬

tems for box pushing behavior (the fitness curve of purely reactive controllers in Figure 8.25(a)
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Figure 8.26: Memory analysis for box pushing behavior with small box (a) two infrared sen¬
sors (b) four infrared sensors (dotted: 100 generations, dashdot: 300 generations, solid: 700
generations)

is slowly progressing). However, the EMO application result for small box pushing experi¬
ments shows that memory-based systems are significantly better than purely reactive systems

(see Figure 8.26(a)).

Four proximity sensors (two more proximity sensors in front) can improve the performance
of purely reactive controllers as shown in Figure 8.25(b). There is no significant difference
between memoryless system and memory-based systems. The EMO approach for memory

analysis also produces the same result as shown in Figure 8.26(b).

Table 8.4 shows the performance results of the two best chromosomes for small box pushing

experiments; they are selected from good controllers recorded in Table E.8 and Table E.10 (see

appendix E). The results of two infrared sensors show that the best chromosome of purely
reactive systems is worse than that of memory-based systems in both the failure test and the

performance test, especially with test environment envl.

One of the best controllers with two sensors and two memory states (cj in Table 8.4) gets few
failures and good fitness performance. Its behavior is demonstrated in Figure E.2 (see appendix
E). The robot controller prefers to push the box at an angle with the left front portion of the
robot's body. If the robot sees a change of light direction while continuing to push the box, it

changes its internal state and then tries to circle around the box anti-clockwise. If it does not

sense the box, then it suddenly rotates clockwise with maximum speed such that both the box
and the light are seen on the left side of the robot. Then it continues to push the box again.

Figure 8.27 shows the fitness distribution of a rule-based system and neural network. The rule-
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control structure failure test performance test
(sensor, memory) no. envO envl envO envl

2 infrared sensors, 1 state C6*

C-J*

o
o

o
d

-H
-H

o
o

o
d

2.1 ±0.9
1.1 ± 1.0

60.58 ±10.66
62.76 ±8.59

148.09 ±6.25
145.94 ±9.15

2 infrared sensors, 2 states Cl *

C7*

0.0 ±0.0
0.1 ±0.3

0.1 ±0.3
0.4±0.7

50.85 ±2.43
51.30±3.02

123.87 ±3.07
119.05 ±2.72

2 infrared sensors, 3 states C4*

C8*

o
o

o
o

-H
-H

o
o

o
o

0.3 ±0.5
0.0±0.0

53.31 ±1.94
54.57 ± 1.92

122.00 ±5.31
138.83±2.74

4 infrared sensors, 1 state C3*

C7*

0.1 ±0.3
0.0 ±0.0

0.5 ±0.9
0.4±0.5

60.45 ±6.09
51.90± 1.74

143.37 ±4.66
123.87 ±4.98

4 infrared sensors, 2 states CO*

C6*

0.0 ±0.0
0.1 ±0.3

0.0 ±0.0
0.2±0.4

53.04±2.40
57.74±2.11

121.18 ± 4.39
128.54±3.34

4 infrared sensors, 3 states
rule-based

Co*

C6*

o
o

o
o

-H
-H

o
o

o
o

0.9 ±0.9
0.1 ±0.3

68.13 ± 2.81
54.35 ±6.41

156.53 ±1.63
120.15 ±2.30

4 infrared sensors,
neural network

Co*

Cl *

0.0 ±0.0
0.0 ±0.0

2.0± 1.5
0.5 ±0.5

71.03±4.89
67.58 ±3.24

161.91 ±4.85
123.16 ± 4.14

Table 8.4: Comparison of performance with various control structures for pushing small box
(each data shows the average fitness and standard deviation over 10 evaluations)

Figure 8.27: Fitness curve of rule-based structure and neural networks (dashdot: rule-based
structure, solid: neural network controller)

based structure takes a little more time to reach stable fitness but it has a similar performance
to the neural network structure. Rule-based structure allows maximally three states in memory

and 30 rules are assumed for one controller design. Figure E.3 shows behavior examples of one

of the best control structures (ce in Table 8.4). Its behavior has a winding path when pushing
the box and the controller pushes the box with the left side of the robot when the light is on the
left, and with the right when the light is on the right. As a result, it makes a zigzag movement.

8.4.4 N-K Sample Method for Difficult Positions

For the box pushing task, four sample positions were sufficient to evolve desirable controllers.
However, another experiment was tested to see if more robot positions, for instance 30, can
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Figure 8.28: Average fitness in four infrared sensor robots with 30 sample positions (dotted:
purely reactive controller, dashdot: two state controller)

accelerate the convergence speed of evolution for desirable controllers. In this case, the N-K

sample method was applied with N — 30, K = 4. 30 sample positions help robots to experience
more environmental situations than 4 samples. In Figure 8.28, the performance of (N = 30,K =

4) is slightly better than that of (N = 4, K = 4), although it is not significant. Box radius was

30 mm and population size was 50 and the evolutionary runs were repeated 25 times to see the
fitness distribution. The error bars show 95% confidence intervals based on /-distribution. The

error bars are smaller and more samples lead to a stable fitness distribution.

The ratio of computing costs in the N-K sample methods is follows as:

^30,4
_ 50-4-c + 5-30-c + a_ 350-c + a ^ 350 ^ ^ ^

C*454 50 • 4- c + 5 • 4- c + a 220 • c T oc 220

where C30,4^4,4 represent the computing costs for (N = 30,K = 4) and (N = 4,AT = 4) experi¬
ments, respectively. Variable c is the computing cost for one evaluation at one sample position
and a is the other computing cost including genome reproduction and selection. In the exper¬

iments, population size 50 was taken and the best chromosome in a population was evaluated
five times to test robustness for each generation. With (N = 30, K = 4), the best chromosome is
evaluated at 30 sample positions five times and the best genome over 30 samples is inserted into
a new population by elitism. The above experimental results say that a little more computing
cost for 30 samples is worth while to achieve better and stable performance.

Figure 8.29 shows the frequency of each sample position tested for evolution when dynamic
sample selection was applied with the fitness-proportional scheme. The data were obtained
from the experiment with 25 runs over four-sensor reactive controllers. It indirectly indicates
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Figure 8.29: Frequency distribution of 30 samples using dynamic sample selection in box
pushing behavior (dotted: each sample frequency, solid: average frequency)

which sample positions are difficult to evolve. Sample positions between 140° and 300° are

relatively difficult positions for box pushing. Robots face the box behind the light and they
need to circle around the box to find their proper location for pushing the box. At sample

positions between 30° and 60°, robots face the box and light is in front, but the positions are

ambiguous since robots cannot distinguish facing and backing light with the current light sensor

configuration; two light sensors just say which of the two is more active. Without internal

memory, robots managed to find appropriate controllers for such vague situations. When two

infrared sensors in front are active, robots do not push the box straight forward way but prefer
to push it at an angle.

8.5 T-Maze Behavior

Memory-based systems have used their internal states effectively to achieve the given robotic
tasks. They are based on reactive control mapping with short-term memory and the internal
states are treated as connectives of decomposable tasks or a series of actions. The following
T-maze decision behavior will require long-term memory to remember the past perceptions.
An agent will pass through a narrow corridor and must decide its directional move, left or

right, depending on its perception experience when it sees the T-junction in front. This T-maze

experiment has been first tested by Jakobi [1997]. In his experiments with one lamp, robots
maintained internal states with recurrent neural networks to remember which side the lamp was

on such that they could make a correct decision at the junction. In our experiments, we will
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focus on quantifying internal states and also various light positions will be tested with one or

two light lamps.

For the T-maze task, random controllers will have 50% probability for each direction, left
and right. Desirable controllers will, for their choice of actions, depend on perceptual cues

or landmarks that have been experienced while they are moving forward. Robots in the T-
maze will use light intensity instead of complex landmarks. This will demonstrate an example
of how robots can organize their memory from their perceptions. In the experiments, state

machine controllers are applied to quantify the amount of memory.

Instead of allowing free movement1, robots are forced to move forward until they reach the

T-junction: this is unlike Jakobi [ 1997] 's work where robot controllers were evolved to go

forward to the junction before the decision of turning. Two ambient light sensors at angle
22°, 158° and two infrared sensors at angles 45°, 135° will be used in the experiments. Infrared
sensor readings and motor actions have a noise of ±10%. The intensity of ambient light sensors

are influenced with ±5% noise. A threshold of light intensity is assumed to binarize their

intensity. While robots move forward from starting positions to the T-junction, their light
sensors continue to change and binarized signals will flip from 0 to 1 or from 1 to 0, depending
on how close robots are to light.

In evolutionary experiments, the fitness function is defined as follows:

1 K m

fr = (8-D
K'm

j=\i=l

where is the direction that robots choose at the T-junction, gtJ is the direction for goal
position, k is the number of environments to test robots, and m is the number of experimental
runs. Expression E(a,b) is the equality function to be set to 1 if the directions of a, b are the
same and otherwise 0. The fitness function is influenced by noise and it will prevent accidental
success or failure of controllers by evaluating one robot controller several times (m times). As a

result, the above fitness function will estimate the success rate that robots predict goal positions

through a history of perceptions.

As the average performance over samples is considered, each chromosome in a population is
evaluated five times to estimate the fitness in equation 8.1 (m — 5). The best chromosome of
the population is evaluated again 25 times with m — 25 in equation 8.1 (more runs will produce

1 The free movement in the approach corridor allows a purely reactive solution for one light experiment, using a
wall-following strategy.
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Figure 8.30: T-maze environment 1

a better estimate of the prediction success rate for the chromosome) and the best evaluation
chromosome will be maintained for the whole evolutionary run. For the N-K sample method,
we have IV = K = 2 for one light experiments and N — K = 4 for two light experiments where
N is the number of environmental configurations (this does not follow the method of sample
selection because N is small).

8.5.1 One Light Experiments

First, a simple task was tested with one light. In the experiments, light is placed on the left
or right block bank. For a landmark that the robot can experience while moving forward in
the corridor, one light was used to make a difference in the environment. Light can be placed
in the middle of each bank as shown in Figure 8.30; robots do not detect light initially, but
when they move forward, they can sense the light as they approach it. When they move away,

they cannot sense the light again. When robots are close enough to the T-junction, they decide
which direction to move in. If the light is placed on the left side, robots should move left at the
T-junction. The goal position is at the end of corridor on the left side. If light is placed on the
right side, then robots should move right to reach the goal on the right side. The task will test
if robots can do conditional movement depending on one position of the light.

The EMO approach is applied for memory analysis of the one light T-maze with population
size 50 and 300 generations. It shows that the task requires two internal states as displayed
in Figure 8.31. The experiment was run 25 times and its average performance is estimated
with 95% confidence intervals. Purely reactive controllers have 50% success rate and they only
choose one direction in any condition of perceptions. When standing at the T-junction, purely
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Figure 8.31: Memory analysis with one light experiment over maze problem

reactive robots do not see any light and they cannot consider any previous light condition. They
can just choose to turn left or right regardless of light that has been seen in the corridor path.
The best controllers with at least two states have internal states to be triggered by left light
lamp or right light lamp. For example, a two-state controller has its internal state for turning
left by default and ignores light on the left side but if it sees light on the right side, it changes
its internal state into the mode for turning right. When the robot reaches the T-junction, the
turning move will depend on its internal state.

However, the task can be purely reactive if robots can move freely in the corridor. When they
see light on the left side, they can begin to turn left and follow left walls until they reach
the goal position. Otherwise, they follow right walls. Robots determine their movement in
advance before they cross the T-junction at the instant that they can see light. Thus, it can be
easily achieved with purely reactive controllers. When robots are forced to move forward in
spite of any perception, they internalise perceptual states using available memory states. The
internal states will determine which move they should choose at the T-junction.

8.5.2 Two Light Experiments

More complex situations can be made with two lights. Four possible cases with two lights are

created to distinguish environmental situations, as displayed in Figure 8.32; both lights can be
placed on the left side or on the right, or one light is placed in the lower area on the one side
and another light is in the upper area on the other side. Figure 8.32 also shows examples of

noisy light intensity signals. If light is close to an ambient light sensor, its intensity becomes

very low. The experiments use a threshold 250 to binarize the intensity signals.
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Figure 8.32: T-maze environment 2 (dashdot: left light sensor, solid: right light sensor)
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cases goal position light position
case 1 left both lights are on the left
case 2 left one light in the upper left and the other in the lower right
case 3 right both lights are on the right
case 4 right one light in the lower left and the other in the upper right

(a) tmaze-envl

cases goal position light position
case 1 left both lights are on the left
case 2 left one light in the lower left and the other in the upper right
case 3 right both lights are on the right
case 4 right one light in the upper left and the other in the lower right

(b) tmaze-env2

cases goal position light position
case 1 left both lights are on the left
case 2 left both lights are on the right
case 3 right one light in the lower left and the other in the upper right
case 4 right one light in the upper left and the other in the lower right

(c) tmaze-env3

Table 8.5: Experiments with two lights

We design three possible tests over four cases with two lights as in Table 8.5; they will be called

tmaze-envl, tmaze-env2, tmaze-env3. Each experiment will be tested to see how many

memory states are required to make correct decisions for moving to the goal position. The EMO

approach is applied to each experiment for memory analysis with a population size of 50. The
above experiments will evolve controllers which are attentive to light signals. For the setting
tmaze-envl, goal positions depend on lights in the upper area and robots should be able to

detect lights near the T-junction by ignoring lights near starting positions. Direction of turning
left or right will rely on which side light is placed in the upper area. In the environmental setting
tmaze-env2, goal positions will depend on lights in the lower area. Robots should recognize
the direction of lights near the starting position and they should decide their turning actions

using their first perception of light. For the setting tmaze-env3, the formation of light should
be memorized to decide the move. It will be a more complex task since the perceptions of

lights should be sequenced and the detection of the second light after the first light is required
to make appropriate actions.

The tmaze-envl setting has two lights but the environmental situations require only two mem¬

ory states. One of the best controllers changes its internal state depending on light sensation:
while passing light on the left side, robots mark their internal state in advance so that they will
move left in the future and when they reach the T-junction, they move left by following their
internal state. If light is seen on the right side, robots change their internal state to move right
later. While the robot moves forward in the corridor, it may see light on the opposite side. The
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Figure 8.33: Memory analysis over T-maze problem tmaze-envl and tmaze-env2 (a)
tmaze-envl (b) tmaze-env2 (dotted: 100 generations, dashdot: 200 generations, solid: 500
generations)

robot then toggles its internal state into the state of light direction. In this way two memory

states, one state for each direction, are sufficient to predict goal positions correctly. The EMO

approach result in Figure 8.33(a) also shows that two states are required to achieve the task.

Memory analysis for tmaze-env2 in Figure 8.33(b) says that it requires at least three memory

states. One of the best control strategies is to set the robot's internal state into the mode of
turning left or right at initial perception of light. It will ignore any light configuration after the
robot decides its turning action in advance. In this environment, two state controllers, as well
as purely reactive controllers cannot be successful in every case. Desirable controllers need to

disambiguate the situations where light is near the T-junction from those where it is near the
starting position on the same side. As a result, it will require one more memory state than the
tmaze-envl experiment.

In the experiment tmaze-env3, the decision of turning cannot be simply determined after pass¬

ing the corridor. This task is more complex than the previous two light experiments, since
robots should recognize the formation of lights. When noise is involved with sensor readings,
the perceptual states may become unstable, which will render the task more difficult. Thus,
it is investigated whether or not noise in sensor readings can affect the memory requirement
for the given task. Experiments with and without noise in sensor readings are tested with var¬

ious memory states in the problem tmaze-env3. Figure 8.34 shows the fitness distribution
with noisy sensor readings for each number of states; infrared sensors and motor actions have
±10% noise, and ambient light sensors have ±5% noise. Figure 8.35 is the result without noise
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on ambient light sensors (but noise still remains on infrared sensors and motor actions). Each

evolutionary experiment is repeated 25 times with population size 50 and 300 generations.

(a) (b)

Figure 8.34: Average fitness distribution over maze problem tmaze-env3 with noise on ambi¬
ent light sensors (a) one to three states (dotted: 1 state, dashdot: 2 states, solid: 3 states) (b)
four to seven states (dotted: 4 states, dashdot: 5 states, dash: 6 states, solid: 7 states)

(a) (b)

Figure 8.35: Average fitness distribution over maze problem tmaze-env3 without noise on
ambient light sensors (a) one to three states (dotted: 1 state, dashdot: 2 states, solid: 3 states)
(b) four to six states (dotted: 4 states, dashdot: 5 states, dash: 6 states, solid: 7 states)

The experiments evolved controllers with each number of states from one to eight. Tournament
selection of group size four was used. There is a hierarchy of behavior performance with
memory size in noisy environments. Purely reactive controllers are significantly worse than
two or three state controllers. The difference of performance between two and three states is
not as clear as in the evolutionary experiments without noise. Sensor noise makes it a harder

problem and the hierarchy of behavior performance is a little different. Four or more states
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Figure 8.36: State transition diagram with four states for tmaze-env3

light sensors without noise light sensors with noise
states 90% success 95% success 90% success 95% success

1 0 [7.570,-] 0 [7.570,-] 0 [7.570, -] 0 [7.57C, —]
2 0 [7.570,-] 0 [7.570,—] 0 [7.570,-] 0 [7.57C, —]
3 0 [7.57C,—] 0 [7.570,-] 0 [7.570,-] 0 [7.57C, —]
4 5 [2.546,11.146] 2 [3.97C, 40.88C] 5 [2.546,11.54] 5 [2.546,11.546]
5 5 [2.546,11.146] 3 [3.31C.22.96C] 6 [2.29C,8.64C] 4 [2.876,15.266]
6 14 [1.36C.2.71C] 9 [1.806,4.946] 15 [1.30C,2.46C] 13 [1.426,3.00C]
7 10 [1.68C.4.28C] 6 [1.360,2.710] 14 [1.360,2.710] 9 [1.806,4.946]
8 10 [1.68C.4.28C] 4 [2.87C, 15.26C] 14 [1.36C,2.71C] 11 [1.596,3.766]

Table 8.6: Effort costs for various memory states in T-maze problem tmaze-env3 (each column
represents the number of successes and the corresponding effort cost interval)

are remarkably better than two or three state controllers in both experiments with and without
noise. From the figures, the T-maze problem for tmaze-env3 needs at least four memory states.

When controllers evolved without noise are applied to noisy environments, the success rate of
prediction often becomes worse. Transient error signals caused by noise can severely influence
state transition in state machines. Regardless of any noise in light sensor readings, the task can

be accomplished with four memory states. One of the best evolved controllers predicted the
decision with 100% success rate among 500 evaluations. This controller is shown in Figure
8.36 and noise does not severely effect its state transition. It was observed that controllers with
more than four states can also handle transient errors in perceptions. Their control strategies

change their internal state into a different internal state temporarily when noise creates tran¬

sient error signals in light intensity, and when the signal becomes stable, the previous state is
restored. Figure 8.36 is the best control strategy with an optimized number of states.

For the effort test, a success is defined as the case in which the fitness value after 300 gener¬

ations is greater than 0.9 or 0.95. Fitness 0.95 means 95% or more success rate in predicting

goal positions. Table 8.6 shows the effort costs estimated with the number of successes among
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Figure 8.37: Memory analysis over T-maze problem tmaze-env3 (a) without noise (b) with
noise (dotted: 100 generations, dashdot: 300 generations, solid: 1000 generations)

25 trial runs with population size 50. Noisy sensor readings do not degrade the performance
for the success rate 90% or 95%. On the contrary, they have a little more success cases than

light sensors without noise. Controllers with less than four states have no success and so the
effort test says that at least four states are required to achieve the T-maze task. More than five
state machines are significantly better in effort cost than less than four state machines. Four or

five states are in transition.

Figure 8.37 is the result of EMO application to the environment tmaze-env3. It shows the
performance hierarchy of memory states. Without noise, the performance of two, three and
four states is significantly different. Especially there is a distinct difference between two state
controllers and three state controllers. For four states or more, the fitness is stabilized as ex¬

pected. In noisy environments, two and three states have similar performance. More than three
memory states significantly outperform three state machines. It shows that noise can influ¬
ence the memory requirement in robotic tasks. Even though there is an optimal solution with
four states, more capacious memory has a tendency to improve solutions rapidly. Seven state

controllers have a stable performance and they are significantly better than four states. Purely
reactive controllers are only able to choose one direction. Its decision success rate was 0.5. It
is almost the same as random decision in performance.

In the T-maze problem, robots need to memorize the sensory patterns experienced in the past.
As a result, it requires long-term memory. The above experiment is a very simplified model that
robots can experience in the real world. For example, when robots explore the environment and
look around the landscape, they can memorize the landscape and its visual features to return
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to their home. Some researchers have used recurrent neural networks to record such long-term

memory [Yamauchi and Beer, 1994a],

This behavior is a good example of requiring sequential learning or memory. The control
structure of feedforward neural networks cannot solve this problem, even though all infrared
sensors and ambient light sensors on the Khepera robot are used. Recurrent neural networks
with feedback neurons will be one of the alternatives to handle this problem. Even with the one

light experiment, feedfoward neural networks cannot succeed, unless free movement is allowed
in the approach corridor.

8.6 Summary

In this chapter, a variety of robotic tasks were tested with a realistic robot model and simu¬
lation program. The simulation experiments show how a real Khepera robot behaves, since
robotic dynamics and sensor readings simulate real robot tasks very closely. The realistic robot
model is comparable with simple robot model described in chapter 6. For wall following, cor¬

ridor following and box pushing, all of them produced the same results in terms of memory

requirement.

One of the main issues is to see the effect of internal memory in various robotic tasks, such
as wall following, corridor following, box pushing and T-maze decision. Thus, the evolution¬
ary multiobjective optimization (EMO) approach is applied for memory analysis. The fitness
test and effort test are also applied appropriately. It is shown that the EMO approach is more

effective than the fitness test and effort test to produce significance statistics on the perfor¬
mance difference of variable state machines in noisy environments. According to the memory

analysis, wall following behavior and corridor following behavior require internal states to im¬
prove performance. Box pushing behavior does not need internal state, but when the box size
is reduced, the effect of memory states can be seen. Especially for T-maze decision, purely
reactive controllers cannot succeed in predicting correct decisions from perceptual experience.
Multi-states are required to memorize perceptual states in the T-maze problem.

Experiments tested various control structures including feedforward neural networks and rule-
based state machines from two sensors to six sensors in addition to finite state machines. The

controllers are evolved to see memory effects depending on the number of sensors or sensor

range. Evolutionary computation attempts to find the best controllers, but the evolved con¬

trollers may not be optimal. In the experiments, many runs for the same control architecture
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are repeated to find the best solution controllers adapted to a given environment. When various
control architectures are compared, it is assumed that the best solution controllers evolved with
each control structure will represent the control structure. For each robotic task, the two best
controllers for each control structure are collected and they are compared with the two best
controllers for other control structures..

Evolved controllers are tested in new environments to see how robustly they can survive. Two
criteria, the collision factor and fitness factor, have been considered to choose the best con¬

trollers among the various control architectures. Thus, selection of desirable controllers is
based on multi-criteria, the minimum collision and the best fitness. It can be argued that the
two criteria are not sufficient to choose desirable controllers and more criteria for good con¬

trollers can be added. We leave the choice of multi-criteria for future work.

For wall following behavior, a couple of states were required to distinguish perceptual states
in free space and close to a wall. These two situations needed two different motor actions to

escape aliases and the problem could be solved with internal states. Even though the number
of sensors was increased with the state machine control structure, there was no improvement in

performance. Purely reactive controllers with restricted motor actions showed circular move¬

ment when they were in free space. Neural network controllers allowed a variety of motor

actions and so they could avoid the alias problem by generating motor actions depending on

continuous sensor values. For instance, they could make circular movements with large radius
or move forward in free space and then follow walls after they reached them. When the best
controllers of various control architectures were tested in several test environments, increas¬

ing the number of sensors gave more opportunities for producing robust controllers. For wall

following behavior, binarized sensor information with internal states was better in terms of col¬
lision and fitness performance than purely reactive neural networks in test environments. State
machines with four sensors and two internal states showed the best performance among the
various control architectures.

For corridor following behavior, the number of sensors significantly influences the perfor¬
mance. When two infrared sensors were used with state machines, two internal states were

required to improve performance within a limited exploration time. Internal states were used
to escape difficult situations effectively and make a speedy movement by sequencing motor
actions. When the number of sensors was increased into four, robots could recognize the envi¬
ronment well and reduced collisions in test environments. Neural networks as a purely reactive
controller showed the best performance among the various control architectures.
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It has been shown that box pushing behavior can be achieved with purely reactive controllers.
Moreover, two infrared sensors were sufficient to obtain satisfactory performance. However,

memory states could make robots behave better or more intelligently in some situations. When
the box size was reduced, two infrared sensors had difficulty in detecting the box. Thus, internal
states were useful to design efficient controllers. If more sensors were applied to detect the
small box, purely reactive controllers showed good performance. Dynamic selection in N-
K sampling shows difficult sample positions by counting the number of selections for each
generation. It was tested for the box pushing task and the result showed there was a difficulty
in evolving controllers when robots had ambiguous situations, for example, when they were

positioned in front of the box with the light in a direction either directly in front or behind
them.

In the experiments, robots are placed near the box. If they are distant from the box, exploration
will be needed to search for the box. There is a scalability problem, if one tries to evolve
the whole complex behavior from exploration to box pushing. The exploration process can be
easily obtained but it will need much time because a box can be placed at any random position
in the arena.

The T-maze problem needs long-term memory to recognize the environmental situations be¬
fore decisions of turning left or right. The amount of memory required for the task will depend
on environmental states. If there are complicated landmarks in the environment, this increases
the necessary memory amount. Several experiments were tested with lights acting as environ¬
mental landmarks. The intensity of light signals fluctuates depending on the distance between
the sensors and the lights. Robots need to internalize perceptual states into memory for future
decision. When one light was used for the direction of future movements, two internal states
were required. When two lights were placed at four possible positions and the turning deci¬
sion relied on the formation of lights, a different size of memory states from two to four were

required. If more lights are used at various positions, more memory states will be required to
record various environmental situations. The T-maze problem is a problem that purely reactive
controllers cannot handle. Normally memoryless controllers even with feedforward neural net¬
works have the same performance as random controllers. The problem cannot be solved with
purely reactive controllers regardless of the number of sensors or continuous sensor range.

Memory is the only solution to handle the problem. Continuous sensor range or more sensors

can sometimes decrease the memory requirement, but in some tasks such as T-maze decision,
there is a limitation of performance regardless of the expansion of sensor range.

In this chapter, we discussed how to quantify internal states required for desirable robot behav-
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iors. Boolean logic networks with varying dynamic elements were sufficient to achieve various
robot behaviors. They belong to the class of regular languages, which have a finite memory. A

complex behavior, called homing navigation, will be demonstrated as a task difficult to evolve
with state machines in the next chapter.
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Conclusion

This thesis studied the effects of memory on autonomous agent behaviors. Memory is a tool for

temporal information processing in complex robotic tasks and also it can play a role in solving
perceptual aliases that occur in many agent problems.

Memory is very broadly studied in many fields including psychology and neurobiology. The

concept of memory may be vague depending on application fields. In the thesis, memory was

mainly defined as a set of internal states. It can be seen as a short-term memory to record

perceptions, actions or their situation states. To keep a simple memory structure, the internal
states are represented as register-bits. Success of reactive controllers in behavior-based robotics

implies that robot controllers may not necessarily need complex memory. Thus, purely reactive
controllers and reactive controllers with small-sized memory are compared in the thesis.

The problem set was largely divided into two parts, grid world problems and robotic tasks. In
the grid world problems, agents were supposed to move on the grid with a restricted number of
motor actions. Three problems, the artificial ant problem, the Tartarus problem and the woods

problem, were tackled with memory analysis. Memory plays a role in improving performance
and designing successful controllers. In robotic tasks, various behaviors, including wall fol¬
lowing, exploration, obstacle avoidance, corridor following and T-maze decisions, were tested
with two kinds of sensor modeling and robot kinematics simulation. The sensors were modeled
with whisker-like binary sensors and with realistic simulation. The above problems are related
with the following issues:

• How to decide evolutionary parameters

• How to model sensors

203
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• How to design memory-based controllers

• How to analyze memory requirement with evolutionary computation

• How to handle many sample positions in evolutionary computation

• How to design robust controllers

• How to evaluate controllers in test environments

9.1 Summary of Methods

To analyze memory effects on robotic behaviors, several issues relating to evolutionary algo¬
rithms are covered. A new evolutionary computation method and various control architectures
are investigated.

9.1.1 Performance Issues

Evolutionary computation is stochastic and one single experimental run is not sufficient to

represent the performance of robot controllers. By sampling theory, each experiment can be

regarded as a sample run. Using a fitness test, the average fitness distributions of many experi¬
mental runs are observed to decide desirable evolutionary parameters and controller structures.

The confidence intervals are estimated with a f-test. Also an effort test of how much effort is

spent to obtain desirable performance is developed to measure the confidence intervals of the
effort cost. It is based on the Beta distribution over the number of success cases among multi¬

ple runs. Two tests, the fitness test and the effort test, have been useful methods to determine
desirable evolutionary parameters. In the artificial ant problem, these two tests were applied
to determine population size, the number of generations, exploration time, mutation rate and
selection mechanism. Furthermore, they have been applied to decide how many memory ele¬
ments are required to achieve a given task.

To analyze memory requirement for tasks, state machines were used as a control structure.

Memory analysis with two tests needs many experimental runs for each control configuration.
Thus, a novel method of evolving various control structures together in a population is devel¬
oped. Each population maintains variable state machines to compete each other. It involves
new genetic operators over variable-length chromosomes and various solution architectures
are handled with Pareto-optimization. Ultimately it can produce the best performance for each
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number of states and it can see how many memory states are required to achieve desirable
performance.

9.1.2 Robotic Models

In the thesis, robot models are divided into simple models and realistic models. Simple robot
models use whisker-like infrared sensors and robot kinematics equations, while realistic sim¬
ulation models assume cone-bearings for each infrared sensor and take many sensor points to

simulate real Khepera robot sensors. The former is very different from reality, but the robotic
performance is quite similar to the latter model. In spite of its simplicity, noise-sensitive con¬

trollers are easily evolved with the simple robot model. Realistic simulation models employ
random noise on sensor readings and motor actions. This helps to design controllers which are

transferable to physical robots. The model of noisy sensors and motors is especially important
to produce robust controllers. On the other hand, noisy signals make it more difficult for an

evolutionary approach to find desirable controllers.

9.1.3 Sample Selection

In robotic tasks, robots can be positioned in various environmental situations. Evolving con¬

trollers at many positions is useful to generate robust controllers. However, more positions

requires more computation time. An efficient technique, called the N-K sample method [Gath-
ercole, 1998; Lee, 1998], is used to overcome this difficulty and produce desirable controllers
efficiently. It selects K samples among N possible positions and tries to evolve on the K sam¬

ple positions every generation. As a result, it can reduce the computation time to almost the
rate . Two sample selection methods, random selection and dynamic selection, are applied to
handle various problems. Random selection chooses samples randomly and it gives a uniform
selection probability to each sample position. Dynamic selection chooses samples depending
on the difficulty of sample positions; more difficult positions have more selection probability
and the difficulty is measured by fitness.

In noisy environments, one evaluation of a chromosome for fitness was not sufficient to obtain
robust controllers, since it tends to create much fluctuation of fitness curves with noise-sensitive

controllers. Thus, several evaluations over N positions is applied to a genome controller and
then the average or the worst score is considered as its fitness. It was observed that in noisy
environments the elitism strategy significantly influences evolutionary performance. The best



206 Chapter 9. Conclusion

chromosome with multiple evaluations over N positions is chosen as the elite and every gen¬

eration it is inserted into a new population. For the evolutionary multiobjective optimization
(EMO) approach, a similar elitism process is applied to the best chromosomes for each number
of states. The EMO approach keeps a pool of the best genomes for each state and one of the
pool members is randomly chosen for elitism.

9.1.4 State Machines

To measure the effects of memory, control structures are based on finite state machines. They
can represent internal states very effectively and they are equivalent to Boolean logic networks
with memory. It is easy to quantify memory amount by enumerating the number of states in the
machines. Variations of state machines are developed to handle several sensors and complex
sensor readings. Finite state machines have limitations of representation for many sensor states.
To cover many sensors and motors, a rule-based structure is suggested. Controllers have a set
of rules and each rule consists of sensor conditions and actions and is defined on its own

internal state. The chromosome size for a rule-based structure is proportional to the number
of sensors, while the genome size for finite state machines is exponentially proportional to the
number of sensors. Thus, the rule-based structure is useful to robots with many sensors and
several memory states. The finite state machines and rule-based state machines are evolved
with genetic algorithms.

Another control format with a tree structure is called a tree state machine, which is useful to

handle continuous sensor ranges. It has the form of a decision tree. Leaf nodes include motor

actions and the next state transitions, and internal nodes in a tree defines decision space with
a sensor and its threshold. As a result, traversal from root node to a leaf node will build a

sensor state, and motor actions and state transitions are specified on the sensor state. Tree state
machines have multiple trees and a decision tree is defined for each state. Thus, only one of

multiple trees is evaluated when its internal state is triggered. It also allows a different set of
sensor states for each internal state.

9.1.5 Test Environments

When controllers are evolved in a given environment, they are tested in a few other environ¬
ments to see their robustness. In many cases, evolved controllers only show good performance
in the environment in which they were evolved, and when they are tested in other environments,



9.2. Summary ofResults 207

the performance degrades.

In robotic experiments, various control architectures were evolved and evaluated in test envi¬
ronments. This shows what control architectures can survive various environments. In test

environments, two criteria, a collision factor and a fitness factor, were considered to choose

the best controllers. Other criteria can be added when fitness cannot cover the characteristics

of desirable controllers properly. These are therefore multi-criterion decision problems. In the

experiments, the best control architecture were chosen to have the minimal collisions and the
best fitness.

9.2 Summary of Results

Two kinds of tasks, grid world tasks and robotic tasks, are tested to see the effect of memory in
autonomous agent behaviors. It is analyzed together with sensor and action space.

9.2.1 Grid World Problems

Grid world problems have been studied by many researchers. Various memory-based control
structures have been used to improve performance, but the complexity issues of the problems
have been neglected. In this thesis, three kinds of grid world problems, the artificial ant prob¬
lem, the Tartarus problem and the woods problems, were handled to show how many memory

elements are required to achieve desirable performance.

The artificial ant problem involves following food trails on the grid. Ant agents are supposed to

pick up as many food pellets as possible. They have only one sensor and they had to decide their
motor actions depending on their internal states. The EMO result says the task requires at least
five memory states and increasing memory states monotonically improves the performance of
how early they can collect all the food.

The Tartarus problem is a box pushing task to push six blocks to walls. It has many board con¬

figurations and its randomness makes the problem more difficult, which required N-K sampling
in evolutionary computation. Finite state machines with three sensors and tree state machines
with eight sensors were evolved and they showed similar performance. The problem required
at least six states for satisfactory performance.

The woods problem is a goal search problem to find a route from any empty space to the goal
position, only depending on perceptions with eight sensors. Woods 101, woods 102, maze 10,
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gridworld and woods 14 were tested with a different number of sensors. The problem shows
how to handle perceptual aliases with memory. When the number of sensors is decreased,
more perceptual aliases are generated. However, it is shown that more perceptive aliases do not

necessarily increase the memory amount required to solve the problems. Woods 101, woods 102
and mazelO need two internal states to solve problems. Sutton's gridworld requires no internal
state with eight sensors, but two internal states with four sensors. Woods 14 is a Markovian
environment with eight sensors, but four-sensor agents require four states and agents with two

sensors, left and right, requires six states. If a front sensor is included for two-sensor agents,

four states are required. A single front sensor enables agents to solve the problem with four
states.

9.2.2 Robotic Tasks

The robotic tasks involve more dynamic factors than grid world problems. Dynamic move¬

ments of robots can escape perceptual aliases effectively in many cases, using a variety of
motor actions. Sensor readings also provide various perceptions, unlike grid world problems.
The sensorimotor mapping can have dynamic attractors to avoid being stuck at difficult situ¬
ations. In spite of such reactive properties of robots, difficult tasks still exist. The following
robotic tasks from primitive behaviors to moderately complex behaviors were tested to see

memory effects in reactive control systems.

Obstacle avoidance and exploration behavior were tested with simple robot models. Those

primitive behaviors are intrinsically purely reactive. When only two sensors were used for
obstacle avoidance, robots did not move forward confidently and they had a tendency of moving
around objects to escape possible collisions. When two more sensors were added in front, they
could have more confident forward movement. For exploration with cylinder-shaped obstacles,
two-sensor robots showed a safe strategy similar to wall following, since it can cover much of
the arena's area; fitness was assigned as visiting all areas uniformly with an entropy calculation.

Increasing the number of sensors encourages robots to move forward.

Wall following behavior was evolved with 30 random positions in realistic simulation. Purely
reactive controllers with two or four sensors failed to follow walls at 10 positions and showed
circular movement in free space. Two internal states were quite effective to avoid staggering in
open space. Feedforward neural networks could solve the problem by processing continuous
sensor values. However, four sensors with internal states showed the best performance among

the various control architectures. Increasing the number of sensors could reduce the number of
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collisions in test environments.

Corridor following involves environments with narrow corridors. It is easy for robots to collide
with walls. Purely reactive controllers had difficulty in finding the exit at the end of narrow cor¬

ridors, while memory-based controllers utilize their internal states efficiently to sequentialize
motor actions and speed up movements. However, binarized four sensors or two-sensor neu¬

ral networks could easily solve this problem by recognizing the situation better. Four-sensor
neural networks showed the best performance in test environments for corridor following.

Box pushing looks like a complex task, but it was achieved with purely reactive controllers.
Binarized sensor information was sufficient for this behavior. When a small box with almost

half the radius of the robot was used, purely reactive controllers with two sensors were worse

than memory-based controllers. When two more sensors were added in front, memoryless
controllers could push the box efficiently. Neural networks showed good performance even

with a small box.

T-maze decision is an example on which memoryless controllers show their limitations. Purely
reactive controllers can achieve the same performance as random controllers do. Their turning
decision takes only one direction regardless of perception history. In the experiment with one

light, two internal states were required to remember which side it is on. Two light experiments
had three possible formations where each light can be placed on either side near the T-junction
or far from it. The first formation was to detect lights close to T-junction and it requires two
internal states. In the second formation, robots were supposed to detect lights far away from
the T-junction. In this case robots used three internal states to remember their decision made
at initial perception but which could be confused with a change of light intensity. The last
formation requires sequencing perceptions. Robots should memorize the formation of a light
in series. As a result, it required four states.

The desert ants Cataglyphis show particular and elegant homing navigation behavior, returning
to their nest with a direct path after exploring their environments. Homing navigation behavior
with path integration requires innumerable memory states to record a history of motor actions
and perceptions. The behavior need roughly 100 recurrent neurons in a set of cellular arrays

with a light compass. Its complexity is beyond the power of purely reactive systems or even

state machines. The complexity of control systems reflects the behavior complexity. Homing

navigation behavior is one of the most difficult robotic tasks, and it is extremely hard to evolve
with state machine controllers.

Table 9.1 summarizes the results of memory analysis for grid world tasks and robotic tasks.
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environments task sensor actions memory size
grid world Santa Fe trail 1 sensor 4 actions 5

John Muir trail 1 sensor 4 actions 5
the Tartarus problem 3 sensors 3 actions 6
the Tartarus problem 8 sensors 3 actions 6

woods101 4 sensors 4 actions 2
woods 101 8 sensors 4 actions 2

woods 102 4 sensors 4 actions 2
maze 10 4 sensors 4 actions 2

gridworld 8 sensors 4 actions 1

gridworld 4 sensors 4 actions 2
woods 14 8 sensors 8 actions 1

woods 14 4 sensors 8 actions 4
woods 14 2 sensors (Sf,Sr) 8 actions 4

woods 14 2 sensors (5/,5/) 8 actions 4
woods 14 2 sensors (S/,Sr) 8 actions 6
woods 14 1 sensors (5/) 8 actions 4

robotic world obstacle avoidance 2 sensors 8 actions for each wheel 1
obstacle avoidance 4 sensors 8 actions for each wheel 1

wall following 2 sensors 8 actions for each wheel 2
wall following 4 sensors 8 actions for each wheel 2
wall following 2 sensors, neural continuous integer values for each wheel 1
wall following 4 sensors, neural continuous integer values for each wheel 1

wall following 6 sensors, neural continuous integer values for each wheel 1

exploration 2 sensors 8 actions for each wheel 1

exploration 4 sensors 8 actions for each wheel 1
box pushing 2 sensors 8 actions for each wheel 1

small box pushing 2 sensors 8 actions for each wheel 2
small box pushing 4 sensors 8 actions for each wheel 1

corridor following 2 sensors 8 actions for each wheel 2
corridor following 4 sensors 8 actions for each wheel 1
corridor following 2 sensors, neural continuous integer values for each wheel 1
corridor following 4 sensors, neural continuous integer values for each wheel 1

T-maze, 1 light 4 sensors 8 actions for each wheel 1

T-maze, 2 lights, envl 4 sensors 8 actions for each wheel 2

T-maze, 2 lights, env2 4 sensors 8 actions for each wheel 3

T-maze, 2 lights, env3 4 sensors 8 actions for each wheel 4

Table 9.1: Memory analysis results for each task

Autonomous agents have a tendency of requiring more memory elements when sensors or

motor actions are restricted. Thus, the effect of memory should be considered together with
sensor and motor action space.

9.2.3 Sensors, Actions and Memory

The performance function G can be defined on a set of sensors, a set of motor actions1 and the
size of memory.

G{S,A,M) =G({so,si,...,sp},{a0,au...,aq},M)

'A set of motors as well as a set of actions for each motor can be considered, but it is assumed that a set of
motors is pre-defined.
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where S is a set of sensors, A is a set of motor actions, and the memory size M is the number
of memory states. The performance G is partially ordered on the set of sensors and the set of
motor actions and memory size.

G(SuAuMl)<G(S2,A2,M2)

where Si C S2, A\ C A2, M\ < M2. When a set of sensors Si is a subset of S2 and controllers
for S2 use only elements which belong to the set Si, the optimal performance of the controllers
for S2 is the same as that for Si. Thus, more sensor space has a potential of better performance.

Similarly more motor action space or larger memory size can improve performance.

The above partial order relations will lead to a lattice2 structure on sensors, motors and memory.

In other words, a hierarchy of performance function can be built on the power set of a set of
sensors and also on the power set of a set of motor actions. Since the power set has a lattice
structure, it has the least upper bound for performance. This means there exists an optimal
control structure for desirable behavior performance in robotic problems. For a given set of
motor actions with fixed size of memory, a different set of sensors will have a hierarchy of
performance with a lattice structure. Similarly, for given sensors and memory, a set of motor

actions will build a hierarchy of performance as a lattice. One of the main concerning issues
is that memory can involve a hierarchy of behavior performance. It holds a partial ordering

relationship over the number of internal states for agent problems.

For a given set of sensors, a different size of memory states will have a hierarchy of perfor¬
mance with linear ordering. From this fact, the EMO approach was developed to show behavior
performance for each size of memory states. The experimental results were demonstrated in

grid world problems and robotic tasks. We argued that there is a significant gap between mem-

oryless controller and memory-based controller. The lattice structure illustrates the difference.
From the above partial order relation, limiting sensors increases the possibility of requiring
more memory to achieve a given task, since restricting sensors increases the probability of
decreased performance.

In this thesis several robotic behaviors were tested to see the memory effects. In conclusion,

memory is an important element to improve performance when sensors or motor actions are re¬

stricted, or to record and process temporal sensor information through a history of perceptions.

2A lattice is a partially ordered set in which all nonempty finite subsets have a least upper bound and a greatest
lower bound.



212 Chapter 9. Conclusion

9.3 Discussion

The current sensor modeling with many sensor points is inefficient when many sensor readings
are required. A combination model between realistic sensor simulation and the tabular- method
is proposed for future work. It will reduce the effort to catch sensor values for every object and
save much time in calculating many sensor points during the evolutionary process.

The effort test counts the number of success cases among multiple runs. To define a success,

desirable performance should be determined in advance as a boundary limit of fitness. If fitness
is over the limit, then it is regarded as a success. In the experiments, desirable performance was

specified by experience, without any definite rule. When we are interested in comparing two

controllers, the middle point of the best average fitnesses for two controllers can be a candidate

boundary limit. However, based on the Beta distribution of the effort test, a more theoretical
foundation should be studied to compare two fitness distributions.

EMO takes a relatively long time to reach a clear difference on variable state machines, since
it evolves a population of variable state machines together. Special genetic operators were

suggested to obtain solutions concurrently, but rigorous evaluation should be explored to see the
effect of each genetic operator and possibly propose new genetic operators which can accelerate
evolutionary search. Tree state machines were suggested to cover continuous range sensors as

well as memory representation. In the thesis, tree state machines were not linked with the EMO
approach. For future study, the EMO approach on tree state machines should be developed. The
method will be useful in many applications to quantify memory amount with real sensor values.

Single agent and single robot tasks have been handled in the thesis. The memory analysis
can be extended to multi-robot experiments. Possibly multi-robot behaviors may require less

memory through interactions among robots. Social behaviors of many insects show each agent

has a simple and reactive strategy. For instance, swarm of social ants builds networks of regular
traffic using a process of pheromone, laying and following. Their strategies reactively depend
on their perceptions from the environment. Future study will illuminate the memory effects in
multi-robot behaviors such as grouping, cooperation and other social behaviors.

Blocks world problems have been solved with purely reactive systems [Baum, 1999]. Baum
used genetic programming with Automatically Defined Functions (ADF) to solve the problem.
As a result, the control system learned to solve large Blocks World problems with no hand¬
crafted features. Planning is normally modeled with a series of actions or a series of subtasks.
Thus, the planning process can be possibly evolved with memory. A history of world states
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or internal memory can be incorporated to improve solutions. We are interested in evolving
state machines to see whether they can implement an efficient planning process, and whether
memory-based structure can improve performance.

So far the memory capacity for evolved robotic tasks is relatively small compared with brain
systems. For example, recurrent neural networks can include a number of states with many

kinds of attractors. Biological animals use various styles of memory for their behaviors.
The homing navigation of desert ants is believed to involve the combination of two schemes,
landmark-based navigation and path integration. Homing navigation with path integration can

be simulated with recurrent neural networks with the format of a circular array of neurons [Kim
and Hallam, 2000]. Honey bees communicate with other bees using a waggling dance. The

waggling dance implies that bees keeps the information of localizing resource location and they
use their internal memory to record resource location [von Frisch, 1967], Aplysia shows ha¬
bituation and sensitization of neurons in response to external stimuli. The phenomena involve

memory states, since a history of perceptions is memorized in a set of neurons. Pavlov's con¬

ditional reaction is also related to memory-based systems. Some people modeled the process

with several recurrent neurons.

Memory is an important tool for biological animals to survive in the real world. The current

state machine structure is useful to quantify memory amount, but it has limitations with rep¬

resenting the complex processes that recurrent neurons can simulate. In some respects, it is
believed that recurrent neurons have more power to represent various memory structures. Ac¬

cording to Chomsky's language hierarchy [Hopcroft and Ullman, 1979], controllers can have
a language hierarchy of regular language, context-free language, context-sensitive language,
and Turing computable language. From this aspect of language hierarchy, robot behaviors can

be analyzed based on the complexity of the controller language. The study will elucidate a

greater diversity of robot behaviors. Also we can explore what control structures will be useful
to achieve biological behaviors.

9.4 Future Work

In many cases, recurrent neural networks are desirable control structure, especially for complex
behaviors. Yet we still do not know the process of their state transitions. We need to investigate
more about the possibility of the minimal state machines equivalent to the recurrent neural
networks.
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In many evolutionary approaches, the best genome controllers are evolved to be adapted to

given environments. As shown in the artificial ant problem, desirable controllers tend to mem¬

orize the environment. However, controllers with a large number of memory elements may be

fragile when noise is involved or even when only a small part of environments are changed.
Thus, only a small amount of memory can be more effective and robust in adapting agents

to various environments for the same style of task. The relationship between problem space

and the amount of memory can be investigated for robust controllers. Presumably more agent

environments may require less internal memory to achieve the given task.

For some robotic tasks, controllers with a few states and binarized sensors do almost as well as

feedforward neural network controllers with continuous sensor ranges. Single-threshold state

machines has been applied so far and multi-threshold state machines are possible solutions to
extend sensor states. The ability of multiple thresholds on state machines can be studied over

a variety of robotic tasks for future work. Tree state machines, which allow variable multi-
thresholds and a variety of sensor states, may have a potential of achieving robotic tasks with
less amount of memory than finite state machines with binarized sensors. We will study the

relationship between internal memory and sensor states, especially when the sensor states are

expanded with multi-thresholds on each sensor.

Instead of using two sensor states for one sensor, three or more sensor states can be created by

allowing fixed multi-thresholds for each sensor. I believe that it is worth while to compare fixed
multi-thresholds with variable multi-thresholds. The performance measure, such as fitness test
and effort test, will be able to be useful tools to analyze those techniques. If we allow fine-
scaled multi-thresholds, some sensor states can be severely influenced by noise. I think that
there is a correlation between multi-thresholds and noise level; more fine-scaled thresholds

may be sensitive to higher noise level. I leave the study for future work.

Classifier systems with internal memory have been studied on perceptual aliasing. Pure evo¬

lutionary computation and classifier systems with reinforcement learning can be investigated
together to see the role of reinforcement learning on the same domain problem. This study can

clarify the role of reinforcement learning in classifier systems.
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Beta distribution

A.l Bayes Estimation

Assume that n = a + (3 independent experiments have a successes and (3 failures. The prob¬
ability distribution of success rate p can be obtained with Bayesian estimation. It is different
from the maximum likelihood estimation of p =

Suppose that X\,X2, — ,Xn are independent Bernoulli random variables to represent success

or failure. The estimation of the probability p over the experimental data X\ = x\, Xi =

*2, Xn = xn will follow the posterior distribution f(p\[x\ ,X2, ...,*„]).

According to the Bernoulli property, each random variable A,- = *,-, i = 1,..., n has a probability
density function given by

f(xi\p)=pXi(l-p)l-Xi, *, = 0,1

where p is unknown. Thus, we assume that p follows a uniform distribution as a prior condition
and is equally likely to be any value (0,1). Then the prior density function g(p) can be defined
by

g{p) = c, 0 < p < 1

where c is a constant.

If we apply the Bayesian theorem to the probability distribution, the probability density func-
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tion of p can be estimated as follows[Ross, 2000]:

f([xUX2,...,Xn],p)f(p\[xUX2,.:,Xn]) = f(x\,X2,...,Xn)
f([xUX2,...,Xn]\p)-g(p)

fo f([xi,X2,-,Xn]\p)-g{p)dp

fo p^=lX'( 1 — p)n~^-'t=lX'dp
pa(l-p)*

fo Pa(1 -pfdP
1

Pa(l-p)P5(ct + 1, P + 1)

where a = £"=1xi is the number of successes, (3 = n — a is the number of failures and Beta
function B is defined by

fl(a+l,p+l) = fp«{\-pfdpJo

r(a+l)-T(P+l) a!p!
r(a + p + 2) (a + p+1)!

with r(n+ 1) = nT(n).

Hence, the Bayes estimation of the success probability p has the following density function:

Then the mean success rate is

E(p\[xx,X2,...,xn]) = Jp-f(p\[xi,x2,...,xn])dp
a+ 1

tx + P + 2
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Santa Fe trail experiments

B.l Tables

• Table B.l - Santa Fe trail result with various exploration times

• Table B.2 - Santa Fe trail result with various population sizes

• Table B.3 - Santa Fe trail result with various selection mechanisms

• Table B.4 - John Muir trail result with various exploration times

• Table B.5 - Artificial ant trail results with 200 time steps
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Generations

exploration time time limit <500 < 1000 <2000 <3000 < 4000 <5000 <10000

300 300 0 3 7 13 18 18 23
278 0 0 1 4 6 15 22

250 0 0 0 0 1 2 15
240 0 0 0 0 0 0 10
230 0 0 0 0 0 0 4

220 0 0 0 0 0 0 0

400 400 13 21 22 23 23 24 24
300 0 4 14 18 19 21 24
278 0 0 4 8 14 18 23
250 0 0 0 2 3 3 12
240 0 0 0 0 1 2 7
230 0 0 0 0 0 1 3
220 0 0 0 0 0 0 0

500 500 17 23 24 24 24 25 25
400 14 21 24 24 24 25 25
300 0 2 10 18 20 22 25
278 0 0 4 10 15 17 22
250 0 0 0 2 4 7 11
240 0 0 0 1 2 2 10
230 0 0 0 0 0 0 5
220 0 0 0 0 0 0 2

600 600 23 25 25 25 25 25 25
500 22 24 25 25 25 25 25
400 16 24 25 25 25 25 25
300 0 3 12 15 20 22 24
278 0 0 2 9 13 16 22
250 0 0 0 0 0 3 10
240 0 0 0 0 0 0 7
230 0 0 0 0 0 0 3
220 0 0 0 0 0 0 1

700 700 22 25 25 25 25 25 25
600 22 24 25 25 25 25 25
500 22 24 25 25 25 25 25
400 17 24 25 25 25 25 25
300 0 2 10 19 24 24 25
278 0 0 5 12 17 17 22
250 0 0 0 1 3 7 12
240 0 0 0 1 2 4 10
230 0 0 0 1 1 2 4
220 0 0 0 0 0 0 0

800 800 22 25 25 25 25 25 25
700 22 25 25 25 25 25 25
600 22 24 25 25 25 25 25
500 20 24 25 25 25 25 25
400 17 23 25 25 25 25 25
300 1 4 13 22 23 23 25
278 0 1 6 15 20 23 24
250 0 0 1 1 4 10 20
240 0 0 0 1 2 3 18
230 0 0 0 0 0 1 9
220 0 0 0 0 0 1 3

Table B.l: Santa Fe trail result with various exploration times (each number represents the
number of success cases among 25 experiments)
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Generations

population time limit <500 < 1000 <2000 <3000 < 4000 <5000 < 10000

50 400 10 17 20 21 22 23 24

300 0 0 2 6 11 13 23
278 0 0 1 2 3 8 17

250 0 0 1 1 1 1 3
240 0 0 1 1 1 1 1

230 0 0 0 0 0 0 0
220 0 0 0 0 0 0 0

100 400 13 21 22 23 23 24 24

300 0 4 14 18 19 21 24

278 0 0 4 8 14 18 23
250 0 0 0 2 3 3 12

240 0 0 0 0 1 2 7

230 0 0 0 0 0 1 3
220 0 0 0 0 0 0 0

150 400 24 25 25 25 25 25 25
300 1 11 25 25 25 25 25

278 0 3 20 20 22 22 24

250 0 0 3 9 11 13 19
240 0 0 1 4 7 9 15
230 0 0 1 4 7 9 11

220 0 0 0 0 2 3 5

200 400 23 24 25 25 25 25 25

300 0 10 21 24 24 24 25

278 0 2 13 22 22 24 25
250 0 0 3 5 8 10 23
240 0 0 1 2 4 6 15
230 0 0 1 1 2 2 12
220 0 0 0 0 0 0 3

Table B.2: Santa Fe trail problem result with various population sizes

Generations
selection mutation time limit <500 < 1000 <2000 <3000 < 4000 <5000 <10000

tournament 0.03 278 7 12 17 17 20 22 25
210 0 0 3 7 8 10 14

200 0 0 0 3 3 5 8

tournament 0.1 278 0 0 6 12 17 20 25
210 0 0 0 0 0 0 0

200 0 0 0 0 0 0 0

fitness 0.01 278 1 3 10 15 18 18 21

210 0 1 1 2 3 4 8

200 0 0 1 1 1 2 3

fitness 0.03 278 1 5 8 15 16 17 20

210 0 1 1 1 1 1 2

200 0 0 1 1 1 1 1

fitness 0.1 278 0 3 4 10 14 14 19

210 0 0 0 0 0 0 1

rank-based 0.1 278 0 0 0 0 0 0 0

rank-based 0.03 278 0 0 0 0 0 0 0

Table B.3: Santa Fe trail problem result with various selection mechanisms (population size :
100, exploration time : 400)
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Generations

exploration time time limit <500 < 1000 <2000 <3000 <4000 <5000 < 10000

300 300 22 23 25 25 25 25 25
250 16 21 25 25 25 25 25
230 0 9 20 20 24 24 25
220 0 1 8 11 24 24 25
210 0 0 1 2 4 7 13
200 0 0 0 0 0 1 3

400 300 22 25 25 25 25 25 25
250 13 24 25 25 25 25 25
230 1 9 17 21 24 25 25
220 0 1 7 15 18 21 25
210 0 0 0 0 3 5 10
200 0 0 0 0 0 1 2

500 300 24 25 25 25 25 25 25
250 11 24 25 25 25 25 25
230 0 6 17 24 25 25 25
220 0 0 5 13 17 18 25
210 0 0 1 3 4 5 13
200 0 0 0 1 1 1 5

600 300 22 24 25 25 25 25 25
250 14 23 25 25 25 25 25
230 0 9 15 21 22 23 25
220 0 3 5 14 16 20 24
210 0 0 0 3 3 8 14

200 0 0 0 1 1 1 5
700 300 21 23 25 25 25 25 25

250 12 20 22 23 24 24 25
230 1 7 16 20 20 21 25
220 0 1 7 14 18 19 24
210 0 0 0 1 4 4 14
200 0 0 0 0 1 1 4

Table B.4: John Muir trail result with various exploration times; mutation rate 0.1 and popula¬
tion size 100 (success : an ant agent collects all food within time limit)
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Generations
Trail Food <500 < 1000 <2000 < 3000 < 4000 <5000 < 10000

Santa Fe 70 1 6 12 16 17 18 22
75 0 0 3 9 10 12 17
80 0 0 0 1 3 3 9
85 0 0 0 0 0 0 1

John Muir 70 25 25 25 25 25 25 25
75 25 25 25 25 25 25 25
80 23 25 25 25 25 25 25

81 22 23 25 25 25 25 25
85 0 5 11 18 21 22 24

87 0 1 1 1 1 2 7

89 0 0 0 0 0 0 1

Table B.5: Artificial ant trail results with 200 time steps

B.2 Figures

• Figure B.l - Santa Fe trail experiments with various numbers of memory states

• Figure B.2 - Distribution of the best controllers with TV-state elitism
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Figure B.l: Santa Fe trail experiments with various numbers of memory states (a) 4 states (b)
5 states (c) 6 states (d) 7 states (e) 8 states (f) 9 states (g) 10 states (h) 11 states (i) 12 states (j)
13 states (k) 14 states (1) 15 states (m) 18 states (n) 20 states
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generations

(j)

Figure B.l continued ...
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(m) (n)
Figure B.l continued ...
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Figure B.2: Distribution of the best controllers with /V-state elitism Pareto optimization in
Santa Fe trail problem (after 20,000 generations) (a) population size 25 (b) population size 50
(c) population size 100 (d) population size 200
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Tartarus experiments

C.l Figures

• Figure C.l - Fitness distribution with 10 random sample boards and 1i states

• Figure C.2 - Fitness distribution with 20 random sample boards and 1I states

• Figure C.3 - Fitness distribution with 50 random sample boards and 1] states

• Figure C.4 - GP automata with 8 states

• Figure C.5 - FSM results with 8 states

• Figure C.6 - Fitness distribution with board sample size 50 and population size 100
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(a) (b)

(c) (d)

Figure C.l: Fitness distribution with 10 random sample boards and 8 states (a) population size
25 (b) population size 50 (c) population size 100 (d) population size 200 (dotdash : the average
over K sample boards, solid : the average over N{= 10,000) boards)
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Figure C.2: Fitness distribution with 20 random sample boards and 8 states (a) population size
25 (b) population size 50 (c) population size 100 (d) population size 200 (dotdash : the average
over K sample boards, solid : the average over N(= 10,000) boards)
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(c) (d)

Figure C.3: Fitness distribution with 50 random sample boards and 8 states (a) population size
25 (b) population size 50 (c) population size 100 (d) population size 200 (dotdash : the average
over K sample boards, solid : the average over N{= 10,000) boards)
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(c) (d)

Figure C.4: GP automata results with 8 states (a) population size 50, 50 random boards (b)
population size 100, 50 random boards (c) population size 20, 100 random boards (d) popu¬
lation size 100, 20 random boards (dotdash : the average over K sample boards, solid : the
average over N{= 10,000) boards)
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(a) (b)

(c) (d)

Figure C.5: FSM results with 8 states (a) population size 50, 50 random boards (b) population
size 100, 50 random boards (c) population size 20, 100 random boards (d) population size
100, 20 random boards (dotdash : the average over K sample boards, solid : the average over
N{= 10,000) boards)
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0 500 1000 1500 2000 2500 3500 4000 4500 5000 500 1000 1500 2000 2500 3000 3500 4000 4500 5000
generations

(C) (d)

Figure C.6: Fitness distribution with board sample size 50 and population size 100 (a) 1 state
(b) 2 states (c) 3 states (d) 4 states (e) 6 states (f) 8 states (g) 10 states (h) 12 states (dotdash :
the average over AT sample boards, solid : the average over N(= 10,000) boards)
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(e) (f)

Figure C.6 continued ...
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Woods Environment Experiments

D.l Figure

• Figure D.l - Memory analysis over woods 102 environment

• Figure D.2 - Memory analysis over maze 10 environment

• Figure D.3 - Memory analysis over woods 14 environment with 4 sensors
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Figure D.l: Memory analysis over woods 102 environment (* : 100 generations, > : 200 gener¬
ations, o : 500 generations, o : 1000 generations)

Figure D.2: Memory analysis over mazelO environment (* : 50 generations, t> : 200 genera¬
tions, o : 500 generations, o : 1000 generations)
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states

Figure D.3: Memory analysis over woodsl4 environment with 4 sensors (* : 100 generations,
> : 500 generations, o : 1000 generations, o : 3000 generations)



 



Appendix E

Robotic tasks

E.l Tables

• Table E. 1 - Performance of various memory states with 2 sensors for wall following

• Table E.2 - Performance of various memory states with 4 sensors for wall following

• Table E.3 - Performance with neural networks for wall following

• Table E.4 - Performance of various memory states with 2 sensors for corridor following

• Table E.5 - Performance of various memory states with 4 sensors for corridor following

• Table E.6 - Performance with neural networks for corridor following

• Table E.7 - Box pushing performance with various memory states over 2 infrared sensors

and 4 infrared sensors

• Table E.8 - Box pushing performance with a small-sized box over 2 infrared sensors and
4 infrared sensors

• Table E.9 - Box pushing performance with rule-based structure and neural networks

• Table E.10 - Box pushing performance with rule-based structure and neural networks in
small box experiments
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control structure envO envl env2 env3

2 sensors, 1 state CO 0.0 ±0.0 1.0±0.0 3.4± 1.0 1.2±0.4

Cl* 0.2 ±0.4 1.2 ±0.9 5.0± 1.3 15.2 ±2.0

C2 0.0 ±0.0 2.6± 1.3 92.2 ±2.3 17.6±3.0

C3 0.1 ±0.3 0.4±0.7 2.7 ±0.9 2.0 ±0.0

C4 0.2 ±0.6 1.7 ±1.7 3.5 ±0.9 2.1 ±0.3

C5* 0.1 ±0.3 0.7 ±0.7 3.3 ±0.6 2.6 ±1.6

C6* 0.0±0.0 0.6 ±0.7 2.9 ±0.9 0.1 ±0.3

C7 0.4± 1.0 1.7 ± 1.4 2.9 ±0.6 2.2±0.4

C8 0.0 ±0.0 1.0 ±0.0 4.0 ±0.4 3.0±0.0

C9 0.2 ±0.6 1.6± 1.2 2.7 ±0.8 3.3± 1.2
2 sensors, 2 states CO* 0.0 ±0.0 2.5 ±0.5 6.2 ±0.4 34.6 ±3.9

Cl 0.0 ±0.0 3.5 ±0.5 36.0±0.7 64.5 ±3.3

C2 0.0±0.0 4.4±0.8 3.8±0.7 35.8± 3.6

C3* 0.0 ±0.0 1.2±0.8 4.6 ±0.7 0.5 ±0.7

C4 0.0 ±0.0 2.0 ±0.5 93.2± 2.3 7.5± 1.7

C5 0.0 ±0.0 1.6±0.7 28.7 ±4.0 21.9±3.8

C6 0.0±0.0 1.2 ±0.4 4.8 ±0.7 7.2 ±2.6
Cl 0.0 ±0.0 2.9 ±0.6 12.1 ± 1.0 45.9 ±3.7

C8 0.0 ±0.0 1.8 ± 0.8 6.6 ±0.9 30.5 ±3.4

C9* 0.0 ±0.0 2.0±0.0 3.8 ±0.7 0.0 ±0.0
2 sensors, 3 states Co* 0.0 ±0.0 0.0±0.0 4.4±0.5 0.0 ±0.0

Cl 0.1 ±0.3 1.9 ±0.3 7.7 ± 1.1 62.8 ±1.9
C2 0.0 ±0.0 3.3 ±0.5 6.5±0.8 25.5±5.6

C3 0.0 ±0.0 2.0 ±0.0 89.3 ±3.8 1.9±0.9

C4 0.0 ±0.0 0.1 ±0.3 4.9 ±0.9 6.1 ±2.6

C5* 0.0 ±0.0 0.0±0.0 4.1 ±0.9 0.0 ±0.0

C6* 0.0 ±0.0 0.9 ±0.3 4.6 ±0.5 4.5 ±2.3

C7 0.0 ±0.0 4.2 ±0.9 44.1 ±4.2 75.3± 1.2

C8 0.0 ±0.0 1.7±0.5 52.3 ±5.2 2.1 ±2.0

C9 0.0±0.0 1.7 ±0.7 6.2 ±0.4 16.7 ±3.9
2 sensors, 4 states CO 0.0 ±0.0 1.0±0.0 6.0±0.0 1.8 ±0.4

Cl* 0.0 ±0.0 0.0 ±0.0 4.7 ±0.9 0.1 ±0.3

C2 0.0 ±0.0 1.1 ±0.3 4.8 ±0.4 2.6 ±0.9

C3* 0.0±0.0 0.8 ±0.6 4.7 ±0.5 0.9 ±0.7

C4 0.0 ±0.0 1.4±0.7 61.3±5.4 5.8± 1.5

C5* 0.0 ±0.0 1.1 ±0.3 3.5 ±0.5 2.7 ± 1.3

C6 0.0±0.0 0.7 ±0.9 2.7±0.8 4.2 ±1.4

Cl* 0.0±0.0 0.0 ±0.0 4.3 ±0.8 2.1 ±2.0

C8* 0.0 ±0.0 0.5 ±0.5 4.0 ±0.0 0.6 ±0.7

C9 0.0 ±0.0 1.3± 1.1 5.2 ±0.6 22.5 ±3.3

(a) collision test

Table E.l: Performance of various memory states with 2 sensors for wall following
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| control structure envO envl env2 env3

2 sensors, 1 state CO 70.33 ±0.91 72.09 ±0.30 87.29 ±0.24 92.39 ±0.27

C1* 67.97 ±0.85 69.70±0.43 38.38±0.14 82.38 ±0.57

C2 69.52 ±0.51 71.66 ±0.29 83.07 ±2.67 89.70±0.38

C3 69.71 ±0.45 71.11 ±0.21 84.56 ±0.37 90.36 ±0.25

C4 68.39 ±0.51 70.27 ±0.14 84.29 ±0.26 90.67 ±0.27

C5* 68.18 ±0.72 69.92 ±0.33 40.00 ±0.19 82.98 ±0.53

C6* 68.21 ±0.62 69.83 ±0.29 37.07 ±0.13 82.03 ±0.30

Cj 68.40 ±0.49 69.89 ±0.27 84.22 ±0.22 90.56 ±0.29

C8 71.46±0.62 73.05 ±0.25 87.22 ±0.29 92.47 ±0.19

eg 68.37 ±0.60 69.53 ±0.43 84.28 ±0.24 90.37 ±0.32
2 sensors, 2 states Co 54.00 ±0.01 54.00 ±0.00 45.62 ±0.08 83.41 ±0.80

C\ 54.00 ±0.00 54.18±0.14 39.86 ±0.64 89.26 ±2.27

C2 54.00 ±0.00 54.00 ±0.00 35.73 ±0.22 79.67 ±0.68

C3* 54.00 ±0.00 54.00 ±0.00 46.76 ±0.19 77.98 ±0.11

C4 54.00 ±0.01 54.02 ±0.02 48.31 ± 1.84 78.69 ±0.04

C5 54.00 ±0.00 54.05 ±0.12 42.29 ±0.30 80.43 ±0.52

C6 54.00 ±0.00 54.00 ±0.00 40.82 ±0.35 77.58 ±0.54

Cl 54.03 ±0.08 54.34±0.44 37.71 ±0.53 80.35 ±0.84

C8 54.01 ±0.02 54.00 ±0.00 45.28 ±0.51 80.72 ±0.90

c9* 54.00 ±0.00 54.00 ±0.00 38.96 ±0.06 76.84±0.24
2 sensors, 3 states CO* 54.00 ±0.00 54.00 ±0.00 44.58±0.10 78.91 ±0.04

Cl 54.02 ±0.02 54.03 ±0.01 48.60 ±0.05 93.50 ± 1.11

C2 54.02 ±0.03 54.07 ±0.02 46.05 ±0.23 81.03 ±0.89

C3 54.02 ±0.02 54.05 ±0.01 44.52 ±2.54 78.05 ±0.06

C4 54.00 ±0.00 54.00 ±0.00 38.57 ±0.19 75.45 ±0.30

C5* 54.00 ±0.00 54.00 ±0.00 39.27 ±0.12 76.89 ±0.33

C6* 54.00 ±0.00 54.00 ±0.00 38.82±0.18 75.92 ±0.18

C7 54.00 ±0.01 54.02 ±0.04 46.97 ±0.58 97.93 ±0.91

C8 54.00 ±0.00 54.00 ±0.01 42.61 ±1.30 78.23 ±0.23

eg 54.00 ±0.00 54.00 ±0.00 38.34±0.23 78.72 ±0.74
2 sensors, 4 states CO 54.00 ±0.00 54.00 ±0.00 37.51 ±0.08 75.99 ±0.34

Cl* 54.00 ±0.00 54.00 ±0.00 39.82 ±0.22 76.80 ±0.19

C2 54.00 ±0.00 54.00 ±0.00 38.17±0.09 74.89 ±0.22

C3* 54.00 ±0.00 54.00 ±0.00 48.50 ±0.18 78.53 ±0.37

C4 54.00 ±0.00 54.00 ±0.00 41.10 ± 1.33 80.68 ±0.73

C5* 54.00 ±0.00 54.00 ±0.00 36.86 ±0.11 76.91 ±0.43

C6 54.00 ±0.00 54.00 ±0.00 83.20 ±0.44 93.97 ±0.28

C7* 54.00 ±0.00 54.00 ±0.00 36.15 ± 0.19 77.02 ±0.39

C8* 54.00 ±0.00 54.00 ±0.00 41.83 ±0.08 78.04 ±0.07

1 c9 54.00 ±0.00 54.00 ±0.00 45.23 ±0.11 80.94 ±0.52

(b) performance test

Table E.l continued ...
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| control structure envO envl env2 env3

4 sensors, 1 state CO* 0.0 ±0.0 0.0±0.0 0.0±0.0 0.3 ±0.5

Cl* 0.0 ±0.0 0.2 ±0.4 0.3 ±0.5 1.0±0.6
C2 0.0 ±0.0 1.0 ±0.0 14.3 ±2.6 8.6 ±1.9
C3* 0.0 ±0.0 0.5 ±0.5 0.0 ±0.0 1.7 ±0.9

C4 0.2 ±0.6 4.4±0.8 91.9±2.9 93.6 ±2.2

C5 0.0 ±0.0 2.8 ±0.4 94.1 ±2.3 95.1 ±1.4
4 sensors, 2 states CO* 0.0 ±0.0 0.6 ±0.5 1.4 ±0.5 0.6 ±0.8

CI 0.0 ±0.0 2.0±0.0 1.5 ±0.7 1.3 ±0.6

C2 0.0 ±0.0 1.6±0.7 94.5 ±2.0 3.0 ±0.9

C3 0.0 ±0.0 1.6 ±0.5 100.0 ±0.0 0.3 ±0.5

C4 0.0 ±0.0 2.5 ±0.7 5.1 ±1.0 11.3 ±2.6
C5* 0.0±0.0 1.0±0.0 0.0 ±0.0 1.0 ±0.0

4 sensors, 3 states CO 0.0 ±0.0 0.0 ±0.0 46.6±5.5 32.7 ±4.1

Cl* 0.3 ±0.5 2.0 ±0.8 4.9 ±2.0 27.9 ±3.1

C2* 0.0 ±0.0 0.6 ±0.8 0.8 ±0.9 0.3 ±0.5

C3 0.0±0.0 2.0±0.0 14.5 ±3.7 20.9 ±5.8

C4 0.0 ±0.0 2.0±0.0 61.9±3.6 63.4±3.4

C5 0.0 ±0.0 1.0 ±0.0 16.9 ± 3.3 3.8± 1.2

C6 0.0 ±0.0 1.6±0.5 99.5 ±0.9 0.1 ±0.3

C7* 0.0±0.0 4.0 ±0.0 2.1 ±0.9 1.6 ±0.8
4 sensors, 4 states CO 0.2 ±0.4 1.2± 1.0 59.3 ±3.6 64.7 ±1.9

Cl 0.0 ±0.0 4.3 ±1.0 89.5 ±1.43 74.4± 1.1

C2* 0.0 ±0.0 0.5 ±0.5 0.7 ±0.9 0.7 ±0.6

C3 0.0 ±0.0 1.6 ±0.7 68.0 ±4.6 22.3 ±4.3

C4 0.0 ±0.0 0.4±0.5 87.7 ±3.3 79.1 ±2.7

C5* 0.0 ±0.0 0.5 ±0.7 3.0± 1.2 0.5 ±0.7

C6 0.0±0.0 1.3±0.5 100.0±0.0 0.1 ±0.3

Cl* 0.0 ±0.0 2.2±0.4 4.6 ±0.8 7.5 ±2.9

(a) collision test

Table E.2: Performance of various memory states with 4 sensors for wall following
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control structure envO envl env2 env3

4 sensors, 1 state CO* 67.71 ±0.94 69.67 ±0.37 38.43 ±0.14 81.61 ±0.41

Cl* 72.42 ±0.67 74.76 ±0.30 50.58 ±0.43 86.96 ±0.29

C2 67.88 ±0.61 70.05 ±0.31 42.22 ±0.24 84.73 ±0.50

C3* 68.27 ±0.91 69.90 ±0.32 45.74±0.40 83.67 ±0.36
C4 68.41 ±0.54 69.29 ±0.19 79.19 ±2.23 78.38 ±2.08

C5 70.41 ±0.51 70.92 ±0.41 78.23 ±3.64 78.64± 1.30
4 sensors, 2 states Co* 54.36 ±0.03 54.37 ±0.02 49.27 ± 0.04 78.92 ±0.29

C1* 54.07 ±0.11 54.03 ±0.05 85.92 ±0.58 89.84±0.52
C2 54.03 ±0.05 54.02 ±0.02 57.02 ±7.32 85.27 ±0.40

C3 54.01 ±0.01 54.05 ±0.14 100.0 ±0.0 78.35 ±0.05
C4 54.00 ±0.00 54.00 ±0.00 38.58 ±0.22 78.37 ±0.66
C5* 54.00 ±0.00 54.00 ±0.00 38.29 ±0.30 76.10 ± 0.31

4 sensors, 3 states CO 54.00 ±0.00 54.00 ±0.00 58.06 ±0.63 85.40 ±0.50
Cl* 54.00 ±0.00 54.00 ±0.00 33.97 ±0.30 79.34±0.81
C2* 54.00 ±0.00 59.19±0.59 49.46 ±0.10 81.67±0.28

C3 54.00 ±0.00 54.00 ±0.00 44.66 ±0.57 80.11 ±0.66
C4 54.06 ±0.13 54.00 ±0.00 80.28 ±1.50 91.63± 1.17

C5 54.00 ±0.00 54.69 ±0.21 47.17 ±0.72 78.97 ±0.09

C6 54.00 ±0.01 54.11 ±0.18 100.0 ±0.0 78.33 ±0.04

C7* 54.00 ±0.09 54.00 ±0.00 37.45 ±0.24 77.88 ±0.42
4 sensors, 4 states CO 54.02 ±0.05 54.01 ±0.07 45.95 ± 1.07 95.38 ±1.25

Cl 54.00 ±0.00 54.00 ±0.00 52.23 ±3.12 98.08 ±0.56

C2* 54.00 ±0.01 59.15 ±0.27 49.62 ±0.12 81.81 ±0.21

C3 54.00 ±0.00 54.24 ±0.29 45.93 ±2.15 87.32± 1.10
C4 54.00 ±0.00 54.00 ±0.00 86.96 ±1.94 95.19 ± 1.66

C5* 54.01 ±0.02 54.16 ±0.20 48.01 ±0.38 79.11 ±0.11

C6 54.00 ±0.00 54.00 ±0.00 100.0 ±0.0 78.32 ±0.06

C7* 54.00 ±0.00 54.00 ±0.00 38.57 ±0.27 77.89 ±0.58

(b) performance test

Table E.2 continued ...
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| control structure envO envl env2 env3

2 sensors, neural CO* 0.0 ±0.0 1.9 ± 0.3 34.2 ±2.8 7.0±0.0

Cl 0.0 ±0.0 0.0 ±0.0 85.6± 1.2 1.1 ±0.3

C2 0.0±0.0 0.3 ±0.5 92.7 ± 1.9 1.8 ±0.4

C3 0.0 ±0.0 1.0 ±0.0 57.9 ±1.4 1.0 ±0.0

C4 0.0 ±0.0 0.0±0.0 79.1 ±2.7 0.6 ±0.5

C5 0.0 ±0.0 1.0 ±0.0 81.1 ±2.5 3.0±0.0

C6 0.0±0.0 1.8 ±0.4 60.9 ±5.8 3.1 ±0.3

Cl 0.2 ±0.4 0.0 ±0.0 47.9 ±5.3 2.0 ±0.0

C8 0.0 ±0.0 0.0 ±0.0 71.6±2.5 5.6±0.5

C9* 0.0 ±0.0 1.3 ±0.6 54.8±3.8 0.1 ±0.3

Cto 0.0±0.0 1.0 ±0.0 78.1 ±2.0 0.0±0.0
4 sensors, neural CO 0.0±0.0 0.0 ±0.0 14.9 ± 1.7 1.5±0.8

c1 0.0 ±0.0 0.0 ±0.0 13.8±4.4 0.1 ±0.3

C2* 0.0 ±0.0 0.0±0.0 2.4± 1.5 0.8±0.4

C3 0.0±0.0 0.0 ±0.0 34.9 ±3.8 2.8± 1.3

C4 0.0 ±0.0 0.0 ±0.0 20.2 ±4.5 0.2 ±0.4

C5* 0.0 ±0.0 1.0 ±0.0 6.6± 1.0 4.9 ±0.3
C6 0.0 ±0.0 0.0 ±0.0 38.2±5.8 0.0 ±0.0

Cl 0.0±0.0 0.0 ±0.0 3.2± 1.2 0.0±0.0

C8 0.0 ±0.0 1.0 ±0.0 5.7 ±2.6 0.2 ±0.4

eg 0.0 ±0.0 0.0 ±0.0 4.0± 1.8 4.8 ±0.4

CIO 0.0 ±0.0 0.5 ±0.5 1.5 ±0.9 2.6 ±0.5
6 sensors, neural CO 0.0±0.0 0.0 ±0.0 0.6 ±5.7 20.2 ±2.7

Cl* 0.0 ±0.0 0.0 ±0.0 2.4±0.7 0.1 ±0.3

Cl 0.0 ±0.0 3.2±0.4 100.0±0.0 2.8 ±1.3

C3 0.0 ±0.0 0.0 ±0.0 0.2 ±0.4 0.0 ±0.0

C4 0.0±0.0 2.0 ±0.0 45.5 ±3.7 0.0 ±0.0

C5* 0.0 ±0.0 0.0 ±0.0 1.0±0.0 0.1 ±0.3

C6 0.0 ±0.0 3.2 ±0.4 7.9± 1.2 8.0 ±0.0

Cl 0.0±0.0 0.0±0.0 9.9 ±3.1 65.4± 1.6

C8 0.0 ±0.0 1.7±0.8 100.0 ±0.0 66.3 ±1.6

eg 0.0 ±0.0 0.3 ±0.8 1.2±0.4 38.6±3.3

(a) collision test

Table E.3: Performance with neural networks for wall following
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control structure envO envl env2 env3

2 sensors, neural Co* 56.46 ±0.59 60.25 ±0.64 50.84±0.32 77.92 ±0.44

Cl 55.10±0.42 61.14±0.17 59.37 ±1.34 82.42 ±0.17

C2 56.70 ±0.35 62.45 ±0.26 63.39 ±4.13 83.55 ±0.45

C3 56.59 ±0.07 62.40 ±0.22 81.39 ± 1.10 81.68 ± 0.11

C4 56.52 ±0.15 62.69 ±0.21 73.99 ±1.99 83.95 ±0.34

C5 54.94 ±0.03 60.97 ±0.24 70.47 ±3.03 82.07 ±0.12

C6 56.02± 1.16 60.53 ±1.05 51.99 ±0.70 80.04 ±0.25

C7 56.94 ± 1.10 59.37 ±0.53 57.27 ±1.21 82.34 ±0.48

C8 55.66 ±0.70 59.62 ±0.77 58.65 ±1.34 79.00 ±0.43

C9* 55.66± 1.15 59.70 ±0.67 49.62 ±0.65 77.78 ±0.21

CIO 54.93 ±0.01 60.86 ±0.17 60.39 ±2.53 81.95 ±0.44
4 sensors, neural CO 55.19 ± 0.83 59.26 ±0.51 46.23 ±0.48 77.72 ±0.40

Cl 56.56 ±0.57 60.69 ± 1.03 52.01 ±1.12 78.60 ±0.50

C2* 55.57 ±0.94 59.54±0.67 49.57 ±0.43 77.05 ±0.55

C3 55.45 ±0.78 59.75 ±0.52 54.31 ±0.76 80.24 ±0.34

C4 55.82 ±0.69 59.49 ±0.83 44.06 ±0.50 77.45 ±0.34

C5* 55.71 ±1.13 59.20 ±0.67 56.81 ±0.94 77.84±0.31

C6 55.92 ±0.83 59.04 ±0.92 45.28 ±0.76 78.09 ±0.33

C7 55.62 ±0.83 60.34±0.79 47.83 ±0.25 77.16 ±0.33

C8 55.58 ±1.00 58.80±0.71 60.31 ±0.38 78.36 ±0.19

c9 57.75 ±0.08 60.51 ±0.20 75.12 ±0.07 84.55 ±0.15
c10 55.89 ±0.65 59.39 ±0.54 64.87 ±0.69 79.68 ±0.22

6 sensors, neural Co 54.04 ±0.12 54.03 ±0.05 79.21 ±0.50 95.83 ±0.33

Cl* 54.00 ±0.00 57.66 ±0.24 41.18±0.09 78.91 ±0.09

C2 54.00 ±0.00 54.00 ±0.00 100.00 ±0.00 70.42 ±0.15

C3 56.66 ±0.57 60.55 ±0.90 73.05 ±0.54 80.87 ±0.43

C4 54.03 ±0.07 54.01 ±0.03 50.79 ±0.92 77.58 ±0.36

C5* 54.61 ±0.60 58.86 ±0.63 46.89 ±0.12 77.19 ±0.60

C6 56.80 ±0.90 60.98 ±0.96 76.67 ±0.43 83.92 ±0.53

C7 54.14±0.44 57.91 ±0.75 45.28 ±0.23 97.42 ± 1.00

C8 54.05 ±0.17 54.00 ±0.00 100.00±0.00 98.67 ±0.07

C9 54.01 ±0.02 56.05 ±0.30 45.77 ±0.11 84.22 ±0.78

(b) performance test

Table E.3 continued ...
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| control structure envO envl env2 env3

2 sensors, 1 state CO 0.4±0.7 3.4± 1.1 4.7 ±0.6 9.5 ±0.8
Cl 0.0 ±0.0 1.0 ±0.0 5.8 ±0.4 7.2 ±1.1

C2 0.4±0.5 2.4±0.5 1.7 ±0.5 8.2±0.8

C3 0.2 ±0.4 1.4±0.5 2.6 ±0.8 5.9±0.9

C4 0.0 ±0.0 1.1 ±0.5 1.7 ±0.5 2.4±0.8

C5* 0.0 ±0.0 1.2±0.4 2.0±0.0 2.2 ±0.7

C6 0.1 ±0.3 1.0±0.0 2.2 ±0.6 6.0 ± 1.1

Cq* 0.0±0.0 1.2 ±0.4 2.0±0.4 5.1 ± 1.3
c8 0.1 ±0.3 1.2 ±0.4 1.9 ± 0.5 5.2±0.7

eg* 0.0 ±0.0 1.2±0.4 2.0 ±0.0 1.8± 1.0

Clo 0.3 ±0.5 1.7±0.6 1.5 ±0.5 8.4±0.5

Cl 1 0.0±0.0 0.9 ±0.3 2.0±0.0 1.9 ±0.7
2 sensors, 2 states Co 0.6 ±1.0 5.1 ±0.8 7.5 ±0.5 6.2 ±0.9

Cl 0.0 ±0.0 3.6±0.8 5.2±0.9 4.1 ±0.7

C2 0.1 ±0.3 2.4±0.8 6.5 ±0.5 4.5 ±0.7

C3 0.2 ±0.4 3.3± 1.0 4.6 ±0.8 5.6 ±0.9

C4 0.1 ±0.3 3.7 ± 1.0 4.6 ±0.8 4.3 ±1.2

C5 0.0 ±0.0 2.3±0.5 7.5 ± 1.6 5.3 ±1.1

C6* 0.0 ±0.0 1.8±0.4 4.5 ±0.5 3.0±0.9

Cq* 0.0±0.0 1.9 ±0.5 4.6 ±0.7 2.0± 1.0

C8 0.0 ±0.0 3.0 ±0.6 8.0±0.8 7.1 ± 1.0

c9 0.0 ±0.0 1.7 ±0.6 5.5 ±0.7 5.0±0.8
2 sensors, 3 states CO 0.2 ±0.4 4.4± 1.1 6.4±0.8 6.7 ±0.8

Cl 0.0 ±0.0 3.0±0.8 3.5 ±0.5 4.8 ±0.6
C2 0.1 ±0.3 3.0±0.7 9.2 ±0.9 7.7 ±0.6

C3 0.0 ±0.0 3.3 ±0.6 3.8± 1.0 5.4± 1.1

C4* 0.0 ±0.0 2.2±0.4 2.1 ±0.3 3.7 ± 1.0

C5 0.0 ±0.0 1.8±0.4 3.9 ±1.3 4.6 ±0.7

C6 0.1 ±0.3 3.5± 1.1 4.8 ±0.6 5.9± 1.3
Cq* 0.0 ±0.0 4.1 ±0.9 2.4±0.5 4.7 ± 1.1

C8 0.0 ±0.0 2.0±0.8 4.3 ±0.5 3.8± 1.0

c9 0.0 ±0.0 2.6 ±0.8 5.2±0.4 6.3 ± 1.1

(a) collision test

Table E.4: Performance of various memory states with 2 sensors for corridor following
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control structure envO envl env2 env3

2 sensors, 1 state CO 58.57 ±1.15 60.09 ±0.61 60.88±0.13 61.29±0.10

Cl 58.27 ±0.79 58.44±0.38 59.38±0.13 59.38 ±0.52

C2 58.16± 1.16 60.10±0.75 61.39 ±0.07 61.28 ±0.09

C3 58.00 ±0.63 58.47 ±0.55 57.65 ±0.08 59.28 ±0.41
C4 59.32 ± 1.12 59.43 ±0.73 62.91 ±0.06 62.25 ±0.22

C5* 58.60 ±0.83 59.03 ±0.60 61.42 ±0.29 61.02 ±0.26

C6 58.53 ±0.73 58.50 ±0.45 58.05 ±0.15 59.26 ±0.56
Cl* 59.66 ±1.22 59.46 ±0.34 54.68 ±0.08 55.84±0.54

C8 58.06 ±1.24 58.55±0.18 58.11 ±0.06 59.39 ±0.46

eg* 59.05 ± 1.02 59.15±0.37 61.15 ± 0.21 61.37 ±0.35

ClO 58.70 ±0.82 59.73 ±0.65 57.75 ±0.09 57.88±0.15

Cll 59.69 ±1.02 59.22 ±0.48 62.96 ±0.38 61.89 ±0.42
2 sensors, 2 states CO 49.99 ±0.11 50.46 ±0.09 49.48 ±0.08 47.75 ±0.19

Cl 50.17 =t 0.11 50.58 ±0.13 50.71 ±0.23 48.92 ±0.41

C2 51.25 ±0.72 51.99 ±0.33 50.15 ±0.11 48.55 ±0.21

C3 50.97 ±0.32 51.73 ±0.04 52.01 ±0.14 50.92 ±0.19

C4 49.92 ±0.11 51.00±0.14 49.60 ±0.08 47.93 ±0.24

C5 51.05 ±0.08 51.59 ±0.08 49.70 ±0.11 47.76 ±0.21

C6* 50.03 ±0.09 50.49 ±0.07 49.03 ±0.10 47.24 ±0.09

C-j* 50.11 ±0.12 50.65 ±0.22 49.02 ±0.06 47.33 ±0.21

C8 50.29 ±0.06 50.77 ±0.07 49.39 ±0.12 47.88 ±0.16

eg 50.18 ±0.17 50.70 ±0.15 49.05 ±0.14 47.15 ± 0.11
2 sensors, 3 states CO 50.19 ±0.23 50.81 ±0.16 49.71 ±0.08 47.79 ±0.16

Cl 50.83 ±0.09 51.38 ±0.09 49.97 ±0.11 48.11 ±0.17

C2 50.64 ±0.50 51.64 ±0.23 50.33 ±0.16 48.75±0.14

C3 50.77 ±0.08 51.53 ± 0.11 49.75 ±0.07 47.89 ±0.15

C4* 50.92 ±0.27 51.57 ±0.07 49.78 ±0.07 47.54 ±0.12

C5 50.97 ±0.17 51.80 ± 0.11 51.41 ±0.09 50.07 ±0.12

C6 49.98 ±0.12 50.46 ±0.08 49.69 ±0.12 47.95 ±0.26
Cl* 50.16±0.15 51.81 ±0.07 49.98 ±0.17 47.49 ±0.15

C8 50.91 ±0.22 50.30±0.11 49.91 ±0.12 48.31 ±0.21

C9 49.82 ±0.07 50.25 ±0.18 49.15 ±0.07 47.55 ±0.11

(b) performance test

Table E.4 continued ...
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| control structure envO envl env2 env3

4 sensors, 1 state CO O.OiO.O 0.1 ±0.3 1.0±0.0 1.4±0.5

Cl 0.0 ±0.0 1.1 ±0.3 1.1 ±0.7 3.5 ±0.8

C2 0.0 ±0.0 0.4±0.5 1.7 ±0.0 0.5 ±0.7

C3 0.0 ±0.0 0.1 ±0.3 1.0 ±0.0 4.9 ±0.3

C4* 0.0±0.0 0.0 ±0.0 1.0 ±0.0 0.6 ±0.5

C5 0.0 ±0.0 1.0 ±0.0 1.0 ±0.0 1.7±0.5

C6 0.0 ±0.0 0.0 ±0.0 1.0 ±0.0 1.5 ±0.5

C7 0.0 ±0.0 0.0 ±0.0 1.0 ±0.0 0.0 ±0.0

C8* 0.0±0.0 0.0 ±0.0 1.0 ±0.0 0.2 ±0.4

C9 0.0 ±0.0 0.2 ±0.4 1.0±0.0 0.9 ±0.3

CIO 0.0 ±0.0 0.0 ±0.0 1.0 ±0.0 1.0±0.0
4 sensors, 2 states CO 0.0 ±0.0 0.0 ±0.0 2.1 ±0.3 0.1 ±0.3

CI 0.0±0.0 0.4±0.7 1.1 ±0.3 0.6 ±0.5

C2 0.0 ±0.0 0.0 ±0.0 3.8±0.7 5.1 ±0.9

C3 0.0 ±0.0 1.2 ±0.4 3.5 ±0.5 1.0±0.3

C*4* 0.0 ±0.0 0.0 ±0.0 0.3 ±0.5 0.0 ±0.0

C5 0.0±0.0 1.3 ±0.5 2.4±0.8 1.0± 1.0

C6* 0.0±0.0 0.1 ±0.3 1.1 ±0.8 1.0 ±0.0

Cl 0.3 ±0.5 0.3 ±0.5 1.7 ±0.9 2.0±0.0

C8 0.0 ±0.0 0.1 ±0.3 0.2 ±0.4 1.0±0.0

C9 1.0±0.0 1.0±0.0 1.0 ±0.0 1.0 ±0.4
4 sensors, 3 states CO 0.0±0.0 0.0 ±0.0 2.1 ±0.3 0.3 ±0.5

Cl 0.0 ±0.0 0.0 ±0.0 2.3 ±0.6 0.0 ±0.0

C2 0.0 ±0.0 0.0 ±0.0 0.3 ±0.5 2.4±0.5

C3 0.0±0.0 1.3 ±0.5 1.4±0.7 4.0 ±0.0

C4 0.0±0.0 1.0±0.9 1.9 ±0.7 1.9 ±0.7

C5 0.1 ±0.3 0.0 ±0.0 3.4±0.5 5.2 ±0.6

C6* 0.0 ±0.0 0.2 ±0.4 0.5 ±0.5 0.2 ±0.4

C7 0.0±0.0 0.1 ±0.3 2.2 ±0.4 0.6 ±0.5

C8 0.0±0.0 0.1 ±0.3 4.8 ±0.4 4.6 ±0.5

Cg* 0.0 ±0.0 0.6±0.8 1.0 ±0.0 0.3 ±0.5 |
(a) collision test

Table E.5: Performance of various memory states with 4 sensors for corridor following
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control structure envO envl env2 env3

4 sensors, 1 state CO 50.67 ±0.15 50.68 ±0.07 49.79 ±0.04 46.74±0.11

Cl 50.70 ±0.13 50.91 ±0.06 49.14 ± 0.15 46.70 ±0.16
C2 50.19 ± 0.11 50.76 ±0.08 49.63 ±0.18 47.64 ±0.27

C3 50.44 ±0.09 50.63 ±0.13 48.96 ±0.05 46.50 ±0.14

C4* 50.19±0.15 50.73 ±0.09 48.96 ±0.05 46.97 ±0.16
C5 50.14±0.09 50.68 ±0.12 48.92 ±0.12 47.04 ±0.18

C6 50.24±0.04 50.70 ±0.09 49.37 ±0.12 47.01 ±0.10

Cl 50.33 ±0.05 50.76 ±0.05 49.15 ±0.09 47.26 ±0.14

C8* 50.19 ± 0.13 50.79 ±0.09 49.33 ±0.15 46.66 ±0.22

C9 50.14±0.20 50.73 ±0.09 51.04 ±0.42 48.02 ±0.25

CIO 50.10±0.13 50.66 ±0.12 49.19 ±0.07 47.29 ±0.16
4 sensors, 2 states CO 49.03 ±0.14 49.11 ±0.04 48.72 ±0.33 46.41 ±0.18

Cl 49.08 ±0.06 49.14±0.06 49.75 ±0.40 46.68 ±0.22

C2 49.05 ±0.10 49.11 ±0.12 45.71 ±0.18 45.96 ±0.19

C3 49.03 ±0.03 49.19 ±0.12 47.71 ±0.12 46.55 ±0.56
C4* 49.14±0.16 49.19 ±0.09 48.02 ±0.16 46.03 ±0.14

C5 49.00 ±0.00 49.04 ±0.02 47.60 ±0.13 45.04±0.18

C6* 49.09 ±0.08 49.09 ±0.10 47.79 ±0.15 44.98 ±0.06
Cl 49.13 ±0.05 49.13 ±0.04 47.80 ±0.07 45.08 ±0.14

C8 49.62 ±0.05 49.75 ±0.07 49.49 ±0.19 46.17 ±0.17

C9 49.41 ±0.03 49.46 ±0.08 48.05 ±0.04 45.81 ±0.14
4 sensors, 3 states CO 49.03 ±0.07 49.13 ±0.06 48.97 ±0.35 46.58 ±0.25

Cl 49.02 ±0.07 49.04 ±0.04 47.82 ±0.12 45.59 ±0.21

C2 49.48 ±0.09 49.58 ±0.05 48.28 ±0.05 45.75 ±0.18

C3 49.07 ±0.02 49.15 ± 0.14 47.75 ±0.11 44.98 ±0.12

C4 49.01 ±0.07 49.07 ±0.02 47.62 ±0.08 45.57 ±0.09

C5 49.93 ±0.15 50.09 ±0.08 48.56 ±0.08 46.00 ±0.11

C6* 49.10 ±0.09 49.51 ±0.06 48.80±0.19 46.67 ±0.29

Cl 49.08 ±0.03 49.35 ±0.05 49.04 ±0.08 45.97 ±0.13

C8 48.06 ±0.45 49.06 ±0.02 49.97 ±1.03 46.50 ±0.91

C9* 49.02 ±0.07 49.11 ±0.05 47.62 ±0.11 45.30 ±0.22

(b) performance test

Table E.5 continued ...
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control structure envO envl env2 env3

2 sensors, neural CO O.OiO.O 0.9i0.8 1.1 i0.3 O.OiO.O

Cl O.OiO.O 0.7 i 0.5 4.0 i 0.0 6.9 i 0.9

C2 O.OiO.O l.OiO.O 3.7i 1.1 4.8 i 1.0

C3 O.OiO.O 1.8i0.6 3.9 i 0.3 8.7 i 1.3

C4* O.OiO.O 1.2 i 0.4 0.7 i 0.6 0.5 i 0.5

C5 0.2i0.4 1.2i0.4 7.0i0.0 8.2 i 1.1

C6 O.OiO.O 1.5i0.7 7.5i 1.0 4.6 i 0.5

Cl O.OiO.O 0.5 i 0.5 l.OiO.O 4.4i0.5

C8 O.OiO.O 1.2i0.6 1.7 i 0.6 0.9 i 0.3

Cg* O.OiO.O O.OiO.O 1.5 i 0.5 O.OiO.O
4 sensors, neural CO O.OiO.O O.OiO.O l.OiO.O O.OiO.O

Cl O.OiO.O l.OiO.O 3.9 i 0.7 2.5 i 0.9

Cl* O.OiO.O O.OiO.O 0.7 i 0.5 l.OiO.O

C3 O.OiO.O l.OiO.O 1.1 i 0.3 7.4i0.5

C4 O.OiO.O O.OiO.O 1.2i0.4 0.8 i 0.4

C5* O.OiO.O O.OiO.O l.OiO.O O.OiO.O

C6 O.OiO.O O.OiO.O l.OiO.O O.OiO.O

C7 O.OiO.O 0.1i0.3 2.0i0.0 0.5 i 0.5

C8 O.OiO.O 1.9i0.3 2.7 i 0.5 4.8 i 0.4

C9* O.OiO.O O.OiO.O O.OiO.O l.OiO.O

(a) collision test

control structure envO envl env2 env3

2 sensors, neural co 49.00 i 0.00 49.55 i 0.23 51.43 i 0.40 48.23 i 0.24

Cl 49.00 i 0.01 49.00 i 0.01 48.31 i 0.06 46.02 i 0.20

C2 49.01 i 0.01 49.06 i 0.02 47.85 i 0.05 46.20 i 0.18

C3 49.10i0.29 49.93 i 0.45 48.70 i 0.04 48.00i 0.53

C4* 49.54i0.05 49.55 i 0.06 47.96 i 0.07 45.37 i 0.18

C5 49.71 iO.ll 49.03 i 0.04 51.22 i 0.09 49.88 i0.13

C6 49.01 i0.04 49.05 i 0.04 50.77 i 0.59 48.41 i 0.87

C7 49.00 i 0.00 49.79 i 0.52 47.25 i 0.01 44.75 i 0.09

C8 49.04i 0.08 50.14i0.23 65.17il.16 52.37i 0.92

eg* 49.76 i 0.08 49.82 i 0.06 48.36 i 0.16 45.85 i 0.15
4 sensors, neural CO 49.00 i 0.00 50.80i0.33 68.78 i 0.87 51.92 i 0.69

Cl 49.00 i 0.00 49.09 i 0.09 47.79 i 0.09 46.61 i 0.09

Cl* 49.00i 0.00 49.47 i 0.00 46.61 i 0.07 43.70 i 0.04

C3 49.00i 0.00 49.16 i 0.07 48.13 i 0.24 45.06 i 0.16

C4 49.00 i 0.00 49.14i0.23 49.86 i 0.11 49.08 i 0.25

C5 49.00 i 0.00 49.02 i 0.03 46.34 i0.12 42.83 i 0.18

C6 49.00 i 0.00 49.13 i 0.06 47.50 i 0.02 45.62 i 0.09

Cl 49.00i 0.00 51.16i0.19 46.00i 0.04 50.93 i 0.96

C8 49.00 i 0.00 49.01 i 0.03 46.07 i 0.01 42.77 i 0.05

Cg* 49.00 i 0.00 49.00 i0.01 47.50 i 0.04 44.44i0.39

(b) performance test

Table E.6: Performance with neural networks for corridor following
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control structure envO envl control structure envO envl

2 infrared sensors, CO* 0.2 ±0.4 1.8± 1.2 2 infrared sensors, CO* 56.57 ±7.08 127.31 ±5.39
1 state Cl 0.1 ±0.3 3.9± 1.7 1 state Cl 64.96 ±10.72 130.60 ±9.62

C2 0.0 ±0.0 2.1 ±0.2 C2 66.29 ±9.78 135.44 ±6.70

C3 0.2 ±0.4 2.6 ±1.3 C3 68.00 ±11.99 128.60 ±8.48

C4 0.1 ±0.3 3.0± 1.7 C4 55.96 ±6.26 138.26±7.39

C5* 0.1 ±0.3 1.8± 1.5 C5* 62.29 ±2.91 134.71 ±7.48

C6 0.1 ±0.3 1.9 ± 1.0 C6 67.54 ±9.60 149.03 ±5.77

Cl 0.0±0.0 2.8± 1.7 Cl 61.87 ±7.19 144.43 ±3.40

C8 0.0±0.0 2.6± 1.5 C8 60.16 ±7.08 135.35 ±6.21

C9* 0.1 ±0.3 2.1 ±1.5 eg* 59.77 ±5.62 134.56±9.35
2 infrared sensors, Co 0.0 ±0.0 2.8± 1.8 2 infared sensors, CO 66.08 ±7.98 143.51 ±7.29

2 states Cl* 0.0 ±0.0 1.2 ± 1.1 2 states Cl* 67.66 ±6.86 145.93 ±6.55
C2 0.1 ±0.3 3.4± 1.6 C2 65.29 ±8.39 141.89 ± 6.96

C3 0.3 ±0.5 2.8 ±1.2 C3 59.00 ±5.00 133.50± 6.63

C4 0.0 ±0.0 1.8 ±0.6 C4 70.04 ±4.51 156.81 ±5.06

C5 0.0 ±0.0 1.2 ±0.7 C5 70.61 ±5.36 162.57 ±7.40

C6* 0.0 ±0.0 1.8±0.9 C6* 58.07 ±1.78 131.03 ±8.24

Cl 0.0 ±0.0 4.1 ±1.7 Cl 59.36 ±4.00 137.90± 10.43

C8* 0.0 ±0.0 2.6± 1.3 CS* 55.52 ±3.09 118.69 ±6.35

C9 0.0±0.0 3.7 ± 1.1 C9 54.63 ± 1.11 132.96±6.39
2 infrared sensors, CO 0.0±0.0 2.1 ±1.0 2 infared sensors, CO 68.63 ±6.51 130.98 ±7.87

3 states Cl* 0.0 ±0.0 1.3 ±0.9 3 states Cl* 61.29 ±6.30 147.92 ±7.00

C2 0.6 ±0.7 4.1 ±2.1 C2 71.97 ±10.51 145.86±7.13

C3 0.1 ±0.3 3.4±0.9 C3 65.82 ±3.95 159.90± 10.67
C4 0.1 ±0.3 4.0 ±1.2 C4 59.17 ±3.56 127.79 ±4.27

C5 0.4±0.5 4.6 ± 1.6 C5 64.95 ±8.68 174.71 ±5.11

C6* 0.0 ±0.0 2.2 ±1.2 c6* 57.26 ±1.90 118.08 ± 7.35

Cl 0.1 ±0.3 2.3± 1.3 Cl 63.14±7.44 140.33 ±6.01

C8* 0.0±0.0 1.8± 1.0 C8* 60.63 ±2.77 132.92±6.55

C9 0.0 ±0.0 2.0± 1.1 eg 65.24±9.58 147.07 ± 10.16
4 infrared sensors, CO 0.1 ±0.3 2.6± 1.0 4 infared sensors, Co 75.42 ±5.02 141.32 ±9.25

1 state Cl* 0.0 ±0.0 0.7 ±0.8 1 state Cl* 75.08 ±3.09 162.60±4.86

C2* 0.0 ±0.0 1.2 ±0.6 C2* 62.36 ±3.03 147.59 ±4.87

C3 0.0 ±0.0 2.6± 1.4 C3 70.22 ±4.43 147.88 ±7.87

C4 0.0±0.0 0.5 ±0.7 C4 73.96 ±1.25 172.38 ±3.25

C5 0.1 ±0.3 1.5 ±1.3 C5 68.30 ±6.27 142.41 ±7.83

C6 0.4±0.5 3.9 ±1.4 C6 54.94±5.38 121.46±8.53

Cl 0.0 ±0.0 1.3 ±0.9 Cl 79.01 ±2.02 156.86 ±6.18

C8* 0.0 ±0.0 1.1 ±0.8 CS* 59.45 ±2.93 137.82 ±8.26

eg 0.0 ±0.0 2.3 ± 1.0 eg 64.52 ±3.82 151.74 ±4.95
4 infrared sensors, CO* 0.2±0.4 2.9± 1.4 4 infared sensors, CO* 64.69 ±5.40 123.49 ±6.11

2 states Cl 0.1 ±0.3 1.6± 1.1 2 states Cl 81.40±2.96 172.30 ±4.79

C2* 0.0±0.0 0.0 ±0.0 C2* 61.62 ±2.32 154.33 ±1.91

C3 0.0±0.0 2.1 ± 1.4 C3 85.32 ±7.24 172.17 ±8.50

C4* 0.0±0.0 0.4±0.5 C4* 59.06 ±6.19 138.13 ±7.81

C5 0.1 ±0.3 0.6 ±0.7 C5 63.20 ±4.47 151.58 ± 8.03

C6 0.2±0.4 2.5 ±1.7 c6 69.35±7.19 148.77 ±9.90

Cl 0.1 ±0.3 2.8 ±0.9 Cl 78.96± 8.89 142.16 ±6.46

C8 0.1 ±0.3 0.6 ±0.5 CS 72.68 ±5.19 172.45 ±6.79

C9 0.0±0.0 0.2 ±0.4 eg 67.38 ±3.08 157.83 ±3.47

(a) failure test (b) performance test

Table E.7: Box pushing performance with various memory states over 2 infrared sensors and 4
infrared sensors (each column value represents the average score and standard deviation over
10 evaluations)
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|] control structure envO envl control structure envO envl

2 infrared sensors, CO 0.0 ±0.0 1.8 ±0.9 2 infrared sensors, CO 73.63 ±5.31 179.85 ±3.93
1 state Cl 0.1 ±0.3 2.2 ±1.8 1 state Cl 60.83 ±10.09 141.90± 11.79

C2 0.0 ±0.0 2.9± 1.4 C2 69.43 ±9.82 152.72 ± 11.82
C3 0.0 ±0.0 2.3± 1.4 C3 69.44 ± 14.46 151.44±7.34

C4 0.2 ±0.4 3.9± 1.4 C4 83.94± 17.27 160.77 ±13.09
C5 0.1 ±0.3 2.4± 1.2 C5 74.80 ±5.18 179.85 ±6.24

C6* 0.0 ±0.0 2.1 ±0.9 C6* 60.58 ±10.66 148.09 ±6.25

C7* 0.0 ±0.0 1.1 ± 1.0 C7* 62.76 ±8.59 145.94 ±9.15
C8 0.0 ±0.0 2.5 ± 1.4 C8 65.30±8.16 147.28 ± 11.02

C9 0.0 ±0.0 1.5 ±0.9 C9 62.29 ±11.39 157.23 ±10.66
2 infrared sensors, Co 0.0 ±0.0 1.4± 1.6 2 infared sensors, CO 58.78 ±5.56 139.02±5.84

2 states Cl* 0.0 ±0.0 0.1 ±0.3 2 states CJ* 50.85 ±2.43 123.87 ±3.07
C2 0.0±0.0 0.3 ±0.5 C2 68.69 ±4.53 139.97 ±5.53
C3 0.0±0.0 0.9 ±0.9 C3 71.85 ± 10.66 155.81 ±6.62
C4 0.2 ±0.4 4.1 ±1.8 C4 64.93 ±3.40 135.38 ± 3.91

C5* 0.0±0.0 0.4±0.5 C5* 52.20 ±1.92 122.80 ±4.64

C6* 0.0 ±0.0 0.1 ±0.3 C6* 58.22 ±6.83 126.94 ±5.78
C7* 0.1 ±0.3 0.4±0.7 C7* 51.30 ±3.02 119.05 ±2.72
C8 0.1 ±0.3 1.6 ± 1.6 C8 55.29±5.85 141.34±5.06
C9 0.0 ±0.0 0.7 ±0.5 C9 57.04 ±7.32 133.30± 5.48

2 infrared sensors, CO 0.0 ±0.0 0.2 ±0.4 2 infared sensors, CO 62.93 ±6.91 147.76 ±6.27
3 states Cl 0.0 ±0.0 0.5 ±0.6 3 states Cl 66.09 ±2.26 152.10± 2.42

C2 0.1 ±0.3 1.3 ±0.8 C2 61.34±5.70 153.70 ±6.55

C3 0.0 ±0.0 0.8 ±0.7 C3 61.15 ±11.89 136.58 ±7.62
C4* 0.0 ±0.0 0.3 ±0.5 C4* 53.31 ±1.94 122.00 ±5.31

C5 0.0±0.0 0.9± 1.2 C5 55.33 ±4.15 144.10 ±5.35

C6 0.0±0.0 0.7 ±0.5 C6 55.41 ±4.37 135.89±9.40

C7 0.1 ±0.3 2.4± 1.3 C7 60.25 ±9.58 127.90±5.71

C8* 0.0±0.0 0.0 ±0.0 C8* 54.57 ±1.92 138.83 ±2.74

C9* 0.0 ±0.0 0.4±0.7 Cg* 56.17±6.86 126.40 ±2.65
4 infrared sensors, CO 0.0 ±0.0 1.4± 1.2 4 infared sensors, CO 55.02 ±3.98 138.72 ±9.59

1 state Cl 0.1 ±0.3 1.7± 1.5 1 state Cl 60.83 ±7.25 130.68 ±6.63
C2 0.0 ±0.0 1.8± 1.0 C2 67.15 ±6.20 161.54±5.27
C3* 0.1 ±0.3 0.5 ±0.9 C3* 60.45 ±6.09 143.37 ±4.66
C4 0.0 ±0.0 1.6± 1.1 C4 72.75 ±5.07 156.03 ±5.34

C5 0.0 ±0.0 0.7 ±0.8 C5 63.35 ±4.91 149.05 ±5.72
C6 0.0 ±0.0 0.1 ±0.3 C6 61.51 ±2.15 159.45 ±2.76
C-J* 0.0±0.0 0.4±0.5 C7* 51.90 ± 1.74 123.87 ±4.98

C8 0.1 ±0.3 1.5± 1.2 C8 59.58±7.89 145.09 ±5.30

C9 0.2 ±0.4 2.4± 1.4 C9 65.12±9.33 153.64±7.30
4 infrared sensors, CO* 0.0 ±0.0 0.0 ±0.0 4 infared sensors, CO* 53.04 ±2.40 121.18 ± 4.39

2 states Cl 0.0 ±0.0 0.3 ±0.5 2 states Cl 64.77 ±5.99 144.64±7.57

C2 0.0 ±0.0 1.0±0.9 C2 61.50 ±7.45 142.71 ±4.01

C3 0.0 ±0.0 0.0 ±0.0 C3 66.78 ±5.93 171.54±4.92
C4 0.1 ±0.3 1.0± 1.0 C4 70.04 ±7.36 154.91 ±3.70
C5 0.4±0.5 1.5 ±0.7 C5 68.67 ±3.88 149.17 ±7.43
C6* 0.1 ±0.3 0.2 ±0.4 C6* 57.74 ± 2.11 128.54±3.34

C7 0.0 ±0.0 0.6 ±0.8 C7 76.28 ±11.58 162.08 ±6.42
C8 0.0 ±0.0 1.0 ±0.9 C8 62.23 ±3.37 152.03 ±4.08

C9 0.1 ±0.3 1.5 ± 0.8 C9 58.12 ± 1.96 137.03 ±5.47

(a) failure test (b) performance test

Table E.8: Box pushing performance with a small-sized box over 2 infrared sensors and 4
infrared sensors
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control structure envO envl

4 infrared sensors, CO 0.1 ±0.3 2.9 ±1.1
3 states Cl 0.0 ±0.0 2.5 ±0.8

rule-based C2 0.1 ±0.3 5.1 ±1.9

C3 0.3 ±0.5 3.4± 1.6
C4 0.1 ±0.3 3.7 ±1.3

C5* 0.1 ±0.3 2.7 ±1.7

C6* 0.0 ±0.0 0.0 ±0.0
4 infrared sensors, CO* 0.0±0.0 3.2± 1.2

neural network Cl 0.2 ±0.4 4.7 ±2.0

C2* 0.0 ±0.0 0.2 ±0.4

C3 0.6 ±0.7 3.6± 1.3

C4 0.0 ±0.0 2.1 ±0.8

C5 0.0 ±0.0 0.3 ±0.5
C6 0.0 ±0.0 8.8± 1.7

control structure envO envl

4 infrared sensors, CO 83.15 ± 4.88 211.16 ± 2.57
3 states Cl 97.35 ±4.10 173.61 ±4.28

rule-based C2 80.63 ±5.08 177.01 ±8.06
C3 73.77 ±8.46 197.95 ±4.63
C4 97.26 ±4.19 181.37 ± 5.31

C5* 86.31 ±4.80 139.56±3.76
C6* 75.05 ±3.46 170.64± 1.60

4 infrared sensors, Co* 76.73 ±11.34 154.66 ± 7.21
neural network Cl 83.62 ±5.22 167.76 ±5.34

C2* 77.94 ±5.52 162.25 ±1.53

C3 78.67 ±10.49 185.60 ±7.71

C4 74.44±8.12 167.53 ±5.23

C5 82.60 ±3.08 195.17 ±2.08

C6 66.06 ±3.75 157.00± 16.68

(a) failure test (b) performance test

Table E.9: Box pushing performance with rule-based structure and neural networks

control structure envO envl

4 infrared sensors, Co* 0.0 ±0.0 0.9 ±0.9
3 states Cl 0.3 ±0.5 2.5 ±1.8

rule-based C2 0.1 ±0.3 1.8 ± 1.1

C3 0.1 ±0.3 4.3 ±1.6

C4 0.1 ±0.3 0.8 ±0.9

C5 0.0 ±0.0 4.0± 1.2

C6* 0.0 ±0.0 0.1 ±0.3
4 infrared sensors, CO* 0.0±0.0 2.0± 1.5

neural network Cl* 0.0 ±0.0 0.5 ±0.5

C2 0.1 ±0.3 2.8± 1.5

C3 0.0±0.0 1.3±0.8

C4 0.5 ±0.5 3.8 ±1.1

C5 0.0±0.0 0.5 ±0.5

C6 0.0±0.0 1.8± 1.2

control structure envO envl

4 infrared sensors, CO* 68.13±2.81 156.53 ±1.63
3 states Cl 67.57 ±5.22 174.29 ±6.52

rule-based C2 66.53 ±4.34 161.13±3.18

C3 60.24±4.94 145.63 ±3.20

C4 69.02 ±1.71 183.66 ±2.42

c5 71.00 ±6.09 152.19 ± 2.85

C6* 54.35 ±6.41 120.15 ±2.30
4 infrared sensors, Co* 71.03±4.89 161.91 ±4.85

neural network Cl* 67.58 ±3.24 123.16 ± 4.14

C2 65.78 ±6.00 162.32 ±6.62

C3 69.33 ±6.34 174.08 ±7.56

C4 66.09 ±3.60 J 46.19 ± 5.25

c5 83.59 ±4.09 203.73 ±2.22

c6 62.30 ±4.75 168.44 ±7.93

(a) failure test (b) performance test

Table E. 10: Box pushing performance with rule-based structure and neural networks in small
box experiments
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E.2 Figures

• Figure E. 1 - Box pushing behavior of purely reactive controllers with two sensors and a

small box

• Figure E.2 - Box pushing behavior of two state controllers with two sensors and a small
box

• Figure E.3 - Box pushing behavior of rule-based state controllers with a small box

Figure E.l: Box pushing behavior of purely reactive controllers with two sensors and a small
box (solid circle: box, dotted circle: robot)
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Figure E.2: Box pushing behavior of two state controllers with two sensors and a small box
(solid circle: box, dotted circle: robot)

Figure E.3: Box pushing behavior of rule-based controllers with a small box (solid circle: box,
dotted circle: robot)
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