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There is a real need to be able to predict protein tertiary structure, especially 

for proteins that may not yet exist and proteins in non-native environments (e.g. at 

interfaces) where experiment cannot reveal the detailed 3D structure. Knowledge-

based approaches can rarely be used in such circumstances and resort must, 

therefore, be made to ab initio methods, which predict protein folds using only the 

primary structure, a physicochemical free energy model, and a search method for 

identifying the free energy global minimum. Various characteristics of evolutionary 

algorithms (EAs) mean they are in principle well suited to the latter. Studies to date 

have been less than encouraging, however. This is possibly the case because limited 

consideration has been given to EA design and control parameters. A comprehensive 

study of both these was, therefore, undertaken for ab initio protein fold prediction 

using a fully atomistic protein model and a physicochemical potential. Twenty four 

EA designs where initially assessed on polyalanine, a prototypical (X-helical 

polypeptide. Design aspects varied include the encoding alphabet, crossover 

operator, replacement strategy and selection strategy. By undertaking a 

comprehensive parametric study, the best performing designs and associated control 

parameter values were identified for polyalanine. The scaling between the 

performance and polyalanine size was also identified for these best designs. This 

initial study was followed by a similar parametric study for met-enkephalin, a five 

residue polypeptide that has long been used as a de facto standard test case for 

protein structure prediction algorithms. It was found that the control parameter 

scalings identified from the polyalanine study were transferable to this real protein, 
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and that the EA is superior to all existing ab initio approaches for met-enkephalin. 

The best design was finally applied to a series of real proteins ranging in size up to 

45 residues to more generally assess the EA's performance. The thesis is concluded 

with consideration of the future work required to extend the EA to larger proteins 

and ab initio structure prediction for non-native environments such as at interfaces, 

which are of relevance to, for example, biosensors. 
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ChapW  0 hWoducOon 

The search for novel materials, devices, therapies and cures is an increasing 

area of human endeavour. This endeavour often involves the development of new 

molecules with desired non-trivial behaviour at the molecular or supramolecular 

levels - such molecules may be termed smart molecules. An early example of a set of 

synthetic smart molecules are the asymmetrically-substituted 9-hydroxyphenalenone 

molecules studied by Rossetti et al. (1981), an example of which is illustrated in 

Figure 1.1(a). These molecules display photon-induced switching of the proton 

between two energy wells made non-equivalent by the presence of the methyl group, 

Figure 1.1(b), and were therefore proposed as a basis for molecular computing 

(Haddon and Stillinger, 1982). Just two other examples are the use of double-looped 

molecules such as that illustrated in Figure 1.2 to create a smart carbon fibre that 

indicates incipient failure by changing colour, and a 'molecular cage' that encases a 

highly toxic MRI contrast agent until it has been delivered to the desired site in the 

body where it is to act, Figure 1.3. 

The traditional approach to developing such molecules involves the designer in a 

process where hypothesis, synthesis, and evaluation and reformulation are repeated 

in an iterative manner until (there is some degree of) success. This trial-and-error 
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Figure 1.1. (a) 2-methyl-9-
hydroxyphenalenone, and 
(b) the potential energy 
surfaces (PES) associated 
with the proton switching 
indicated in (a). By simply 
exciting the molecule by a 
photon, the barrier to 
proton switching is greatly 
reduced (after Rossetti et 

al., 1981). 

Figure 1.2. The molecule at the top is 
attached to two surfaces through the blocks 
at either end. When the weak H-bonds are 
broken at a certain stress (bottom), the 
chromophore at the apex can move more 
freely leading to a colour change (after 
Reneker et at., 1992). 

Figure 1.3. A molecular cage for the Gd 3  
ion, a toxic MRI contrast agent. The ion is 
encased in a shell consisting of the 
chelating agents tetraazamacrocycle and 
galactopyranose (left). The galactopyranose 
unit is removed by the commonly used 
marker enzyme -galactosidase at the site 
of interest to expose the ion (shown right in 
magenta) allowing it to coordinate with 
water and consequently modify the T 1  
relaxation time (after Moats et at., 1997). 
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process is invariably lengthy and expensive, which in turn limits the scope for 

innovation. This is clearly reflected in the articles of Feringa (2001) and Kelly 

(2001), who both recount their efforts over two decades to develop molecular 
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motors, which are devices capable of continuous and controllable (not just 

Brownian) motion. Their efforts have finally lead to the development of some 

devices which display continuous motion under specific external stimuli, but they are 

still crude and far from useful; much more work is required before they will be able 

to compete with Nature's molecular motors (Vale, 2003). 

A biomimetic approach, which looks to nature for inspiration, has been used to 

reduce the degree of trial-and-error in the design of smart molecules (e.g. Okamoto, 

1992; MaIsterrena et al., 2002). However, by its very definition, this approach also 

restricts the design space and, therefore, scope for innovation. 

The rapid increase in computational power of inexpensive commodity personal 

computers now means molecular simulation is playing an increasing role in the 

development of smart molecules. They are often used to increase insight (e.g. 

Feringa, 2001), for example. Molecular simulation can also be used to consider 

molecules that do not yet exist. This usage is still, however, very much driven by the 

human operator - what would be better is if the computer could generate molecules 

automatically that satisfy the requirements of the operator. Such an approach has 

been developed for the design of molecules that satisfy a particular thermodynamic 

property (e.g. Brignole et al., 1986; Derringer and Markham, 1985; Macchietto et al., 

1990; Venkatasubramanian et al., 1995). However, this problem is much simpler 

than the design of smart molecules as there is no need to predict 3D structure from 

the molecular formulae alone or its change under specific stimuli - this is essential to 

the design of smart molecules as interest lies at the individual molecular level rather 
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than the collective behaviour of molecules that is reflected in thermodynamic 

properties. 

The work reported here is concerned with predicting the 3D structure of complex 

molecules or molecular assemblies from the molecular formulae only. We have 

chosen to do this in the context of protein tertiary (i.e. 3D) structure prediction from 

the protein sequence only for a variety of reasons. Firstly, proteins themselves are 

smart molecules (Paton, 1999). The problem of predicting protein tertiary structure 

from the sequence only - which is termed ab initio protein tertiary structure 

prediction - is currently a key endeavour in proteomics (Maggio and Ramnarayan, 

2001). And finally, being able to predict protein structure from first principles will be 

relevant to other areas of endeavour of interest to our group, such as protein 

behaviour at solid interfaces, which is of relevance to prosthetics and biosensors 

(Kasemo, 2002; Gray, 2004). Proteins are in most cases flexible and under different 

environmental conditions take different tertiary structure. There are examples (e.g. 

met-enkephalin) which do not exhibit rigid structure even under same conditions and 

as such are extremely hard prediction tasks. 

There are two major challenges in the prediction of 3D molecular structure from first 

principles - the model for the potential energy that arises from the interatomic 

interactions involved, and a method for exploring the potential energy hypersurface 

defined by these interactions. The work reported in this thesis is concerned with the 

latter. In particular, we considered the application of evolutionary algorithms (EAs) 

to the exploration of the potential energy hypersurface associated with proteins and 
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identification of the global minimum, which is generally thought to be associated 

with the native structure of proteins. 

Evolutionary algorithms have been applied to the ab initio problem (Pedersen and 

Moult, 1996; Unger 2004), but with limited success. A review of the EA literature as 

a whole suggests this lack of success may arise from the poor BA design and control 

parameter selection. This was, therefore, considered in detail in the work reported in 

this thesis. Optimal designs identified through this work were then applied to a 

variety of real proteins to show that EAs are competitive with existing established 

methods for predicting protein tertiary structure from the sequence only. 

The layout of the thesis is as follows. A review of the current state-of-the-art in 

protein tertiary structure prediction is first given in Chapter 2, with an emphasis on 

ab initio structure prediction. This is followed by the overview of evolutionary 

algorithms (EAs) in Chapter 3, and a description of the algorithms considered in the 

work reported in this thesis. The performance of EAs in the prediction of 3D 

structure of various model and real proteins is then reported in Chapters 4 to 6. The 

thesis is then concluded in Chapter 7 with a discussion of possible future work. 
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2.11 	D©ci© 

An introduction to protein structure is first given to aid those who are not 

particularly familiar with the field. This is followed by a brief overview of the so-

called knowledge-based approaches to the prediction of 3D protein structure. A 

detailed overview of ab initio methods, which are of particular interest here, is then 

given. We conclude with a summary of the main points made in the chapter. 

2.2 An oveirvWw off proWnucWre 

2.2.R Chemistry nir proteins 

Proteins are complex, high-molecular-weight organic molecules that consist 

of amino acids joined by amide (or peptide) bonds. Smaller proteins - typically less 

than 50 residues but there is no definite transition point - are often termed 

polypeptides or simply peptides. Proteins and peptides are essential to the structure 

and function of all living cells and viruses. Proteins are one of the classes of 

biomolecules, alongside polysaccharides, lipids and nucleic acids, that make up the 

primary constituents of living things. Proteins take on many functions including as 

enzymes (i.e. catalysts), structural roles such as in the cytoskeleton of cells, immune 

response, signalling between cells, and storage and transport of various ligands. 



Table 2. 1. The molecular structure of the 20 
	

ing amino acids. 

Arginine (arg, R) 
Basic and polar. 

0 

11 
H2N—CH—C—OH 

CR2  

SH  

0 

11 
H2N—CH—C—OH 

Cl-I2  

CR2  

C=o 

NH2  

Glutamine (gin, Q) 
Neutral and polar. 

0 

H2N—CH—C—OH 

CR3  

0 

H2N—CH—C—OH 

CH2  

CR2  

CH2  

CR2  

NH2  

Lysine (lys, K) 
Basic and polar. 

0 

11 
H2N—CH—C—OH 

CH—OH 

CR3 

Threonine (thr, T) 
Neutral and polar. 

0 

11 
H2N—CH—C—OH 

CR3 

CR3 

C0 

OH 

Glutamic acid (glu, E) 
Acidic and polar. 

0 

11 
H2N—CH—C—OH 

H 

Glycine (gly, G) 
Neutral and non-polar. 

Cysteine (cys, C) 	Alanine (ala, A) 
Neutral & slightly polar Neutral and non-polar 

0 

11 
l-12N—CH—C—OH 

CH2  

NN 

NH  

0 

H2N—CH—C—OH 

CH—CH3  

L 

H2 

CR3  

0 

11 
H2N—CH—C—OH 

CR2  

CH—CH3  

CR3  

0 

11 
H2N—CH—C—OH 

CH2  

C=o 

NH2  

Histidine (his, H) 	Isoleucine (ile, I) 	Leucine (leu, L) 
	

Asparagin (asn, N) 
Basic and polar. 	Neutral and non-polar. Neutral and non-polar. 	Neutral and polar. 

0 

11 
H2N—CH—C—OH 	 0 

1 	 11 
CH2 	 H2N—CH—C—OH 

C=O 

 

CH—CR3  

OH 	 CR3 

0 

II 	 0 

C—OH 	 II 

HNà 
	

H2N—CH—C—OH 

r 
OH 

Aspartic acid (asp, D) 	Valine (val, V) 	Proline (pro, P) 
	

Serine (ser, S) 
Acidic and polar. 	Neutral and non-polar. Neutral and non-polar 

	
Neutral and polar. 

0 

11 
H2N—CH—C—OH 

CH2  

CR2  

S 

CR3  

0 

11 
H2N—CH—C—OH 

CH2  

HN  

0 

H2N—CH—C—OH 

CR2  

OR  

0 

11 
H2N—CH—C—OH 

CH2  

Methionine (met, M) 	Tryptophan (trp, W) 	Tyrosine (tyr, Y) 	Phenylalanine (phe, F) 
Neutral and non-polar. Neutral & slightly polar. 	Neutral and polar. 	Neutral and non-polar. 
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There are 20 naturally occurring amino acids, Table 2.1. With the exception of 

proline, amino acids are characterised by a central carbon atom, which is often 

denoted by Ca,  to which an amine group, N}1 2, a carboxyl group, COOH, a hydrogen 

atom and a sidechain are attached. The amino acids are differentiated by their 

sidechains, R. Glycine, which is often denoted by gly or simply G when part of a 

long sequence, is the simplest of all the amino acids with R—H - this absence of any 

significant sidechain means glycine induces flexibility in the protein structure 

wherever it occurs. The single methyl group sidechain of alanine (i.e. R—CH3 ) is 

also small compared to some others but, as will be seen in a later chapter, it is 

sufficiently large to enforce some rigidity on the protein structure. Careful inspection 

of the proline structure shows that it is particularly special in that the nitrogen is 

embedded within a five-membered ring and the Cx  has no hydrogen attached - the 

latter mean proline can not form hydrogen bonds. Depending on the composition of 

the sidechain, each amino acid can be polar or non-polar, and either acidic, neutral or 

basic - both play important roles in defining the structure of proteins in various 

environments; for example, if possible, proteins will fold in a way to hide non-polar 

side chains from water. 

The amide bond between two amino acids is created by reaction of the carboxyl and 

amine groups to liberate a hydroxyl group from the former and a hydrogen from the 

latter to form water. Amino acids that are part of a protein are referred to as residues 

to reflect the loss of the water. As every amino acid has both the carboxyl and amine 

groups, they can polymerise to form the polypeptide or protein chain. The backbone 

of a protein is defined by repeating units of (NH)Ca(CO)  that largely lie in a plane 

(Pauling et al., 195 1) termed the amide plane, Figure 2.1. Whilst the amide bond is 

E1 



	

II 	
C 

I 
0 	#Xb 

Figure 2.1. The relative rigidity of the peptide bond means the repeat units of 
C - (C =0) - (N - H) lay in a plane. Much of the topology of proteins can be 

described in terms of the backbone dihedral angles 0 and t,, and the dihedral 
angles associated with the sidechain-R, , 

almost always in the trans conformation (i.e. the hydrogen is on the opposite side of 

the amide bond to the double bonded oxygen), the cis conformation can be taken up 

when proline is present. Rotation about the amide bond is almost always small and it 

is, therefore, often frozen in structural studies. 

Whilst all bonds and angles in a protein are clearly flexible, only rotation about the 

N and ca_ c  bonds are significant in the backbone. These angles, which are 

termed backbone dihedral angles and denoted by 0 and cu respectively, are always 

considered in a conformational analysis. The importance of these angles in defining 

protein structure means they are often plotted against each other in the so-called 

Ramachandran plot (Ramachandran et al., 1963). 

Rotation about the Ca - 	Cfl - C 7  etc. bonds in the sidechains, which are denoted 

by XI , X2 , . - -, are also sometimes considered in conformational analysis. The four 

atoms required to define a dihedral angle are taken either along the main backbone or 
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the sidechain in the order C - N - C - C for 0; N - - C - N for w 

N - C' - C' - CT for , and so on. A dihedral angle is positive if, looking down the 

central bond (i.e. the bond about which rotation is occurring), the rear bond is 

clockwise relative to the front bond, which is used as the 00  reference. 

2.2.2 Protein structuiir 

Protein structure is described at four different levels. The lowest is the primary 

structure, which is simply defined by the amino acid sequence. For example, the 

primary structure of the five-residue polypeptide met-enkephalin, which is the 

subject of Chapter 5, is denoted by YGGFM, where the individual letters are defined 

in Table 2.1. The convention is to list the amino acid sequence from the N-terminal 

residue. The ab initio method is based on the premise that only the primary structure 

of a protein is necessary to specify its three dimensional structure. 

The next level of describing protein structure is the secondary structure, which 

defines the general three-dimensional (3D) form of continuous segments of a protein 

without specifying exact positions in 3D space. Well known examples of secondary 

structures include the a-helix, n-sheet, (hydrogen bonded) turn and loop, which may 

all be found in crambin, Figure 2.2. These and other secondary structures were 

defined systematically by Kabsch and Sander (1983) on the basis of hydrogen 

bonding patterns (the only exception is the bend). 
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Figure 2.2. The cartoon representation of crambin (PDB code 1CRN), whose 
secondary structure includes two a-helicies (above each other on the left) joined 
in part by a turn, an anti-parallel n-sheet (middle) and loops (or random coils). 

The a-helix, which is found in many of the proteins considered in the work reported 

here, is defined by a hydrogen bond between the N—H group of nth  residue and the 

C=O group of (n + 4)th  residue. A complete turn of the helix occurs every 3.6 

residues, although typically more than four residues are required before an (X-helix is 

formed because of the entropic cost. The backbone dihedral angles in a-helicies 

normally occupy the blue region indicated in Figure 2.3, although some deviation 

outside this region is possible. The angles of a-helicies can also found in or near to 

the smaller green region associated with left-handed a-helicies, although this is not 

that common as most a-helicies are right handed. The dihedral angles of a uniform 

and perfect right handed a-helix are approximately 0= —57° and v= —47°. Certain 

amino acids (e.g. alanine) have a propensity to form a-helices (Ripoll and Scheraga, 

1988; Bertsch et al., 1998; Park and Goddard, 2000), whilst others like glycine and 

proline break or disrupt a-helices to form loops or deformed secondary structures. 
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Figure 2.3. Ramachandran plot showing regions that are normally allowed for 
different secondary structures: right handed a-helix (purple), left-handed a-helix 
(green) and n-sheet (red). The contour lines around each coloured region indicate 
where dihedral angle pairs can also be found, although these are not as favourable 
as the shaded regions. The remainder of the space is not accessible to any amino 
acid except glycine and, as such, is associated with random coils. 

The /3-sheet is the second major form of secondary structure (Kabsch and Sander, 

1983). These are formed by two (or more) sequences within the same protein being 

adjacent and parallel so that hydrogen bonds can form between the N-H groups in the 

backbone of the first sequence and the C=O groups in the backbone of the other. The 

amino acid chains in both sequences are almost fully extended, although they are not 

flat but, rather, wind around each other to form a right handed helix. The backbone 

dihedral angles in n-sheets typically occupy the red region indicated in Figure 2.3, 

although once again some deviation outside this region is possible. There are two 

+180 

1/10 
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types of beta sheets - parallel and anti-parallel where the canonical dihedral angle 

pairs are 0= —119° and u= +113°, and 0= —139° and y= +135° respectively. 

Turns, which occur in approximately one third of all proteins, are responsible for 

reversing the direction of polypeptide chains and indirectly for forming globular 

protein structure. Turns, which were first identified by Venkatachalam (1968), are 

defined by a hydrogen bond between the carbonyl oxygen of the n th  residue and the 

amide nitrogen of the (n + 3)th  residue. There are three types of turns - denoted by I, 

II and ifi - which are differentiated by the dihedral angles taken, which variously fall 

into the sterically allowed (i.e. shaded) regions shown in Figure 2.3. 

Loops (or random coils) are caused by the presence of glycine or, in some cases, 

proline. The flexibility introduced by glycine due to its small sidechain and the 

inability of proline to form hydrogen bonds means the dihedral angles associated 

with loops are not confined to any specific region of the Ramachandran plot. Loops 

are a considerable challenge in any ab initio prediction. 

The specification of the position of all the atoms in a protein in 3D space is its 

tertiary structure. The tertiary structure taken by a protein is dictated by the balance 

between the potential energy arising from various interactions and entropy. It is this 

balance which is exploited in ab initio methods to determine the tertiary structure. 

Some proteins only function as part of an assembly of proteins linked by covalent or 

non-covalent interactions. Virus capsids are a good example where multiple proteins 

form shells to protect the viral DNA/RNA (e.g. Wynne et al., 1999). The 

specification of this functional assembly constitutes the quaternary structure. 
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2.2.3 	IPirotaflir Fnlldiinig 

Protein folding is a process by which a protein structure assumes functional shape or 

conformation. By folding into a specific three-dimensional shape proteins are able to 

perform their biological function. Many proteins are folding spontaneously during 

formation in the living cells and this process is very often influenced by surrounding 

environment, temperature, concentrations of minerals and presence of molecular 

chaperones. During folding process secondary structure is established (particularly a-

helices and 3-sheets), followed by grouping of secondary structure units into tertiary 

and quaternary structure. 

Amino acid sequence of each protein contains the information of the native structure 

and the folding pathway to attain such structure under defined environmental 

conditions. Folding process is spontaneous process and it can be very fast for smaller 

proteins (hundred or so amino acids) which typically fold in timescales of 

milliseconds or even microseconds for smaller ones. 

23 Ovv o me2hadz  

As the name implies, the knowledge based approach relies upon existing 

understanding of 3D protein structure as encapsulated in various databases such as 

the PDB (Berman et al., 2000) and rotamer libraries (Dunbrack, 2002). Two broad 

groups of methods are traditionally associated with this approach - comparative 

modelling and fold recognition. Many so-called new fold modelling methods also 

rely on existing understanding and must, therefore, also be considered knowledge-

based. An overview of each approach is given here with the reader being referred to 

reviews and other articles for greater detail. 
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2.3.1 Compratve m©d1fluing 

Comparative (or homology) modelling is the most well established group of 

knowledge-based methods (Browne et al., 1969; Blundell et al., 1987) and has been 

reviewed many times in recent years (e.g. Johnson et al., 1994; Sanchez and ali, 

1997; MartI-Renom et al., 2000; Fiser et al., 2002; Wieman et al., 2004). This 

approach relies on the observation that proteins with similar sequences generally 

have similar 3D structures (the reverse is not true - 3D structure tends to be better 

conserved during evolution, because it is more closely linked to function, than 

sequences). 

The essence of comparative modelling is to identify one or more template proteins 

with known tertiary structures whose sequence are similar to that of the target 

protein. The C" coordinates of the templates are then used to define the C" 

coordinates of the target protein. Further work is then done to deal with regions in 

the target sequence that can not be matched, which is termed loop modelling, and to 

determine sidechain conformations. This is finally followed by a cycle of model 

assessment and refinement involving further iterations of the earlier steps and 

possible use of molecular mechanics or dynamics. 

There are now a wide range of codes and web-based servers that implement various 

parts or the entirety of the comparative modelling process (Sanchez and ali, 1997; 

MartI-Renom et al., 2000), and they have been used extensively to predict possible 

3D structures for many proteins (Tress et al., 2005). One commonly used method for 

identifying and aligning templates with the target sequence is PSI-BLAST (Altschul 

et al., 1997; Schäffer et al., 2001), which will be mentioned further below. 
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The accuracy of comparative modelling depends on the degree to which the 

sequences of the target and templates differ. In the hands of an expert, structures 

derived using the -  approach can achieve RMSDs approaching the uncertainty in good 

experimentally determined structures (i.e. 1.5-2.0 A) provided sequence similarity 

exceeds 50% (Baker and ali, 2001; Maggio and Ranmarayan, 2001). Accuracy 

generally decreases by 1-2 times as sequence similarity drops below this threshold, 

and by 2-3 times if automated methods are used (Maggio and Ramnarayan, 2001). 

Comparative modelling normally fails once sequence similarity falls into the so-

called 'twilight zone' of less than 30% sequence similarity (Baker and ali, 2001; 

Maggio and Ramnarayan, 2001). In such cases, one of the other methods must be 

used. 

2.3.2 Foildi recogniltion modldiluling 

Fold recognition modelling, which is also known as inverse folding, 

(Hendlich et al., 1990; Bowie et al., 1991; Jones et al., 1992) is the method used 

most commonly when homology modelling fails. This group of knowledge-based 

methods, summaries of which may be found in Bowie and Eisenberg (1993) and 

elsewhere (Jones and Thornton, 1993; Sippi and Flöckner, 1996; Smith et al., 1997), 

relies on the observation that proteins can have similar folds whilst demonstrating 

little or no detectable sequence similarity. 

The fold recognition approach uses a scoring function to identify which in 

the set of known folds - of which there are presently more than 900 known (Murzin 

et al., 1995; Lo Conte et al., 2002; Andreeva et al., 2004) out of an estimated 1000-

10000 (Koonin et al., 2002) - the target sequence best fits. There are a variety of 
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scoring functions including those based on residue-environment parameters (e.g. 

Bowie et al., 1991) and pseudo-potentials of varying complexity (e.g. Hendlich et 

al., 1990) - the latter is termed threading, which is often used as a synonym for the 

fold recognition approach as a whole. 

Fold recognition, whilst it works beyond the bounds of comparative modelling, does 

not yield as accurate structures in general, with RMSDs normally falling in the range 

of 4-8 A (Baker and gali, 2001; Maggio and Ramnarayan, 2001). Failure to identify 

accurate structures may be due to remoteness of the target protein fold from existing 

folds, in which case so-called new fold methods or, if these fail, ab initio methods 

must be used. 

23.3 New feld mndellling 

New fold (or template free) modelling is a relatively new class of methods 

which was proposed in the early 2000s (Moult et al., 2002) in recognition that it is 

possible to predict entirely new folds, which had long been synonymous with ab 

initio prediction, using existing knowledge. The new fold methods are perhaps best 

described as those which exploit information at varying scales in combination with, 

in some cases, physics - in effect, it is a pragmatic combination of the traditional 

knowledge-based approaches with the ab initio approach. The sort of information 

used varies tremendously from method to method (see, for example, the summary 

given in Table IV of Aloy et al., 2003). Examples include identification of possible 

conformations of short segments by matching sequences (i.e. homology at the 

fragment level), use of residue-contact predictions to define constraints in subsequent 

molecular mechanic or dynamic simulations, use of secondary structure predictions 

to break-up proteins into more manageable domains (e.g. with PSI-BLAST; see 
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above), filtering of candidate structures using statistics derived from protein 

databases, and use of statistical potentials parameterised using known 3D protein 

structures (i.e. not physics-based potentials). The new fold methods use a range of 

knowledge derived from existing protein structures either directly (e.g. by identifying 

homologous parts of the sequence) or indirectly (e.g. by exploiting predicted 

secondary structure). 

The last CASPt  exercise, completed in 2004, indicates that the new fold methods are 

able to predict the 3D structures of parts of entirely new folds or folds that are 

difficult to predict via other knowledge-based approaches. Not surprisingly, the 

accuracy is still not particularly good compared to the other knowledge-based 

approaches, although there are individual examples of RMSDs in the region of 3-4 A 

for substantially sized (-40-80 residues) domains or sub-domains (see Vincent et al. 

(2005) and associated individual Prediction Reports for CASP-6 including, in 

particular, those of Koliñski and Bujnicki (2005) and Bradley et al. (2005), who were 

found to be the best performers in this exercise). The performance of new fold 

methods will undoubtedly improve with time. However, the reliance of these 

methods on existing knowledge means they are not suitable for those situations that 

are ultimately of interest to us (i.e. proteins in non-native environments and synthetic 

supra-molecules). 

t http://predictioncenter.org/ - The Center has been organized to provide the means of objective testing 

of prediction methods via the process of blind prediction. In addition to support of the CASP meetings 

its goal is to promote an objective evaluation of prediction methods on a continuing basis. 
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2.6 Reviwu off ab inii?1c methods  

24U Overview of the ab iiiritio eipiproch 

The ab initio approach in its purest form relies upon knowledge of the 

primary sequence only and the physics of interatomic interactions. Some have 

claimed their methods to be ab initio in the past despite use of existing knowledge 

such as rotamer libraries and constraints on dihedral angles derived from analysis of 

the PDB. Clearly such information is not readily transferable beyond proteins in the 

native state, and hence such methods are better described as 'new fold' rather than ab 

initio. 

There are three main elements to ab initio methods - a representation of the 

molecule, a model linking the degrees of freedom of the molecular model with the 

free energy of the molecule, which is commonly referred to as the free energy 

hypersurface, and, finally, a means of exploring this hypersurface. The variety of 

approaches used for each of these elements are reviewed in some detail below. 

2.4.2 Mollecuii11ir rejpreseatiem 

Modelling all the atoms (and the bonds between them) is the most obvious 

means of representing the protein. The direct link between physicochemically-

derived potential energy and the atoms and bonds makes this fully atomistic approach 

potentially the most accurate. However, as the computation of the potential energy is 

roughly proportional to the number of atoms squared, the approach is not suitable for 

larger proteins when computational resources are limited. 

If computational resources are limited or approximate solutions only are 

sought (possibly as input to a method that adopts a fully atomistic representation), 
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then simplified or reduced representations are used. This involves grouping atoms 

into pseudo-atoms. A variety of groupings have been used ranging from small 

functional groups (e.g. methyl group as a single centre) through to entire residues. 

The first reduced representation was advanced by Levitt (1976). In this approach, the 

backbone is modelled by a-carbons connected by virtual bonds. Two points are 

rigidly fixed to each virtual bond representing the N and 0 atoms of the peptide 

group. Sidechains are modelled by their centroids anchored by a virtual bond to the 

a-carbons. 

Many workers have sought to improve on the approach of Levitt (1976). Some 

model the peptide group in less detail (e.g. Liwo et al., 1993; Herczyk and Hubbard, 

1993; Sun, 1993; Walqvist and Ullner, 1994), others model the longer sidechains 

with two or three points (e.g. Wilson and Doniach, 1989; Herczyk and Hubbard, 

1993; Walqvist and Ullner, 1994), whilst some ignore the side chain altogether (e.g. 

Gerber, 1992; Aszodi and Taylor, 1994). Reduced representations require new 

potential energy models to be defined and parameterised. This is a major challenge. 

Perhaps one of the most well developed potentials associated with a reduced 

representation is the UNRES model of Scheraga and co-workers (Lee et al., 2001; 

Liwo et al., 2002), which incorporates more realistic intra-protein interactions, 

including cooperative hydrogen bonds and flexible ellipsoidal side chains. Predictive 

power of these simplified continuous models ranges from being able to predict the 

overall correct topology (but with generally wrong structural details) within a 

number of low energy structures through to low and moderate resolution correct 

structures of small and simple proteins. 
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Another simplification widely used in ab initio prediction is the discretization of the 

conformational search space by restricting the atoms or pseudo-atoms to lie on a 

lattice. This on-lattice simplification can lead to reductions in simulation times of 

more than two orders of magnitude, as the potential energy terms can be pre-

calculated and tabulated (although this is less likely to bring improvements today as 

memory access speeds are now much slower than floating point calculations) and 

because of the finite number of conformations that are available on a lattice. The 

lattice coordination number must be sufficient high to allow capture the range of 

possible secondary structures. The on-lattice approach is commonly coupled with 

very simple protein representations where each amino acid is represented by a single 

hydrophobic or hydrophilic body (Dill, 1985; Godzik et al., 1993). These so-called 

HP models can give insight to protein folding; for example, it has been used to show 

that, even for this simple protein models, the protein folding problem is NP-hard. 

243 Free energy hypersuiurfece m©dlells 

2.4.3.1 Background 

The free energy of a system at temperature, T, is given by 

A=+TS 
	

(2.1) 

where c1 is the internal energy, consisted of kinetic and potential energy, T is the 

absolute temperature of the system and S is the entropy of the system. For protein 

structure prediction, considering the difficulty in computation of the entropy, 0 is 

often regarded as the potential energy arising from bonded and non-bonded intra- 
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protein interactions and inter-molecular interactions (e.g. with solvent). When the 

process is driven by potential energy, this is a reasonable approximation. Native 

conformation of protein is, under observed physicochemical conditions, in the 

minimum of free energy surface. In principle the free energy associated with all the 

possible microstates of the system can be evaluated when either molecular dynamics 

or Monte-Carlo methods are used although, as we will see below, its actual 

calculation is not as straightforward as one would wish. This is not the case, 

however, for approaches that use global minimisation as they normally simply 

identify the global minimum in the potential energy hypersurface. Approximate 

methods have been developed for including entropic effects (e.g. Vásquez et al., 

1994; Klepeis et al., 2002), but they are complex and computationally expensive. 

Given the focus (the EA) and nature (parametric) of the study reported here, entropic 

effects were ignored and are, therefore, not discussed further here. 

The potential energy of a molecule can in principle be obtained from first principles 

by solving the Schrodinger equation. Unfortunately the solution of this equation is 

not possible even for the simplest of molecules without making some 

approximations. Even with various approximations, solution of the Schrodinger 

equation is still limited to small number of atoms and, in the case of molecular 

dynamics, short timescales compared to those necessary for the ab initio problem. It 

has, therefore, been restricted to the smallest proteins and timescales; see, for 

example, Herrmann and Suhai (1995) for application of a semi-empirical approach to 

met-enkephalin and Carloni et al. (2002) for a review of application of Car-Parrinello 

methods to biomolecules. 
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Whilst direct use of Schrodinger equation is not currently possible, solutions 

obtained from it for small systems can be used to parameterise classical potential 

models which seek to capture the potential energy surface using analytical functions. 

As indicated in Table 2.2, classical potential models distinguish two types of 

interatomic interactions - covalent (or bonded) and non-bonded. The latter can arise 

both between atoms within the protein or, if the protein is not in vacuo, between the 

protein and its surroundings such as the solvent. In the case of the protein-solvent 

interaction, the solvation energy is often further sub-divided as indicated in Table 

2.2. Inclusion of solvent effects is computationally expensive and is, therefore, often 

ignored when interest lays with the study of methods for exploring the free energy 

surface as is the case here. No further consideration is, therefore, given here to 

solvent effects; the reader is, instead, referred to the recent review of Orozco and 

Luque (2000) for more details of methods for treating solvent effects. 

Table 2.2. Tves of interatomic interactions included in classical potential models. 
IElnlellgy type ff unteiraeflonGroup 

Bonded interactions 

Interatomic 

Non-bonded interactions 

Long-range part 

Solvation 
Short-range part  

IErnieirgy term 
Bond stretching 
Angle bending 
Proper (dihedral) torsions 
Improper (plane) torsions 
Making/breaking bonds (e.g. S-S bonds 
Dispersion interactions 
Hydrogen bonds 
Electrostatic interactions 
Volume related term 
Polarisation of dielectric media 
Cavity formation 
Protein-solvent dispersion interactions 
Solvent structure changes near protein 

Many potential energy models for the interatomic interactions have been proposed 

since the 1970s and applied in the protein structure prediction context including 

ECEPP (Némethy et al., 1983, 1992), GROMOS (Van Gunsteren and Berendsen, 
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1990), CHARMM (Brooks et at., 1983), AMBER (Weiner et al., 1986; Cornell et 

at., 1995) and MM (Allinger, 1977; Allinger et al., 1989) models. These models are 

consistent only as a whole such that individual terms can not be interchanged as the 

interactions parameters are fitted to describe implicitly also cross-terms of the 

covalent energy and many-body effects. The applicability and the limitations of these 

force fields have be repeatedly discussed in the literature (Kolman and Dill, 1991; 

Gibson and Scheraga, 1991; Veenstra et al., 1992; Aleman and Orozco, 1992), and 

the reader is referred to these for greater details. 

2.4.3.2 Overview of AMBER potential energy model 

A number of models have been specifically developed for biomolecules in 

that they adopt the simplest form consistent with physics so as to reduce to a 

minimum the computational time required to evaluate them. For example, they 

include simple harmonic bond stretch and bond angle bend terms, exclude interaction 

cross-terms, and model dispersion interactions via the Lennard-Jones potential rather 

than the computationally more expensive Buckingham potential. The AMBER 

potential, which is outlined in, is one of these models - this model was used for all 

the work reported here. 
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Table 2.3. The AMBER potential model. 

Term Equaflon 
Covalent 

Bond length stretch 
1 2 

Eb,.N = 	- (2.2) 

Bond angle stretch E, =kjjk(4_9jjk)2 (2.3) 

Bond torsion Eb, = k(jkJ  Y C, cos(ny) (2.4) 

Non-bonded 

Eeoi =42 Electron overlap (2.5) 

Bij  
Dispersion EdjSP = (2.6) 

Electrostatic 
qq 

Eejec  = 
47reoerpj  

(2.7) 

Many potential models use the simple harmonic approximation (Morse, 1929) of the 

form of equation (2.2) for bond stretching, where kii  is a measure of the stiffness of 

the bond between atoms i andj, whose length at equilibrium is i. Some models (e.g. 

MM2IMM3) include non-harmonic terms to better model larger deviations from 

equilibrium. However, as atom displacement by bond length changes are always 

much smaller than those arising from other modes such as bond torsion, it is common 

in the ab initio context to freeze the bond lengths at their equilibrium value. 

Resistance to the bending of the angle between two covalent bonds that share a 

common atom is, again, commonly treated by a harmonic function of the form of 

equation (2.3), where kUk  is a measure of the stiffness of the angle subtended by the 

bonds between atom pairs i-j and f-k, whose value at equilibrium is 6. More 

complex non-harmonic functions have also been implemented in, for example, the 

MM3 model. As with bond length, bond angle stretch usually only leads to small 
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atomic displacements in proteins compared to bond torsion and is, therefore, 

invariably ignored in the ab initio context (i.e. the bond angles take their equilibrium 

values). 

Torsional potential terms capture the preference for staggered conformations about 

sp3-sp3  bonds and eclipsed conformations about sp 2-sp3  bonds. The torsional 

potential is often described by a small cosine expansion in the torsional angle, ç such 

as that of equation (2.4), where kqu  is a measure of the resistance to twist about the 

bond defined by atom pairs f-k. In the protein context, the torsional angles are the 

same as the dihedral angles, 0, y', zj 	•.. described above. These typically vary 

significantly and are, consequently, the main source of covalent energy arising in 

proteins. 

Overlap of the electron clouds of atoms is almost invariably modelled by a repulsive 

(i.e. positive) term of the form of equation (2.5), where p is the distance between 

the centres of the atoms i and j, and Aij is related to the size of the atoms. This term is 

also occasionally modelled by a hard sphere approximation in which an infinite 

energy is associated with overlap. 

The attractive London dispersion interactions are often modelled by a term of the 

form of equation (2.6), where B1 is related to the sizes of atoms i andj and the degree 

of attraction between them. The combination of equations (2.5) and (2.6) is often 

termed the Lennard-Jones (U) potential model. An alternative to this model is the 

Buckingham potential, which replaces the dispersion component with an exponential 

term. This is used in, for example, the MM3 potential. Whilst it perhaps better 
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models the dispersive interaction, it is computationally much more expensive, and 

also has the disadvantage that it goes to —oo  as p - 0, which must be removed if the 

method for probing the potential energy surface is stochastic. 

Electrostatic interactions arise from full charges associated with ions or partial 

charges caused by polarisation. These can, and often are, all treated in a single 

framework using Coulomb's law, equation (2.7) where qj is the charge associated 

with atom-i, a3  is the dielectric constant of free space, and E is the relative 

permittivity of the space between the charges. The latter is often assumed to be a 

constant (e.g. Sr 80 for water), although a variety of distance dependent models are 

also used (Orozco and Luque, 2000). 

Comparison of Table 2.2 with reveals that the AMBER model does not include a 

variety of interactions, at least explicitly. In common with many potential models, it 

does not include either explicitly or implicitly disulphide bonds. It does include 

hydrogen bonding implicitly, on the other hand, by modifying the dispersion 

interaction parameter Bij  for atom pairs between which hydrogen bonding would 

occur. This approach, which is taken in preference to an explicit treatment for 

computational cost reasons, clearly does not introduce any directionality, which is 

present in some models that explicitly included the effect of hydrogen bonding (e.g. 

MM3). In this work we have focused on in vacuo where c=1 and other parameters 

mentioned in can be sourced from TINKERt  package for example if one wants to 

repeat results published in this thesis. 

t http://dasher.wustl.edu/tinker/  
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2IA 	Methods for exjplioriinig the firee energy hyjpersuiirfeee 

2.4.4.1 Background 

The methods for exploring the free energy surface may be broadly divided 

into those that exploit the Anfinsen thermodynamic hypothesis (Anfinsen, 1973) and 

those that do not. The former 'simply' require identification of the global minimum 

in the free energy hypersurface, whilst the latter requires a more thorough sampling 

of the surface using either molecular dynamic (MD) or Monte Carlo (MC) methods. 

There is much debate about how applicable the thermodynamic hypothesis is 

(Govindarajan and Goldstein (1998) and references therein). A limited review of the 

literature suggests it is likely to be valid in general (Govindarajan and Goldstein, 

1998) but not always. Small linear polypeptides such as the enkephalins, for 

example, are widely thought to take on a large number of microstates when in water 

at normal physiological temperatures (Spadaccini and Temussi, 2001; Marcotte et 

al., 2004). In cases where the thermodynamic hypothesis breaks down, the more 

general approach must be used. 

The various methods for exploring the free energy surface may also be further 

divided into deterministic and stochastic. The simplest example of the former is the 

identification of all the minima by complete systematic enumeration, whilst random 

sampling of the conformational space is the most trivial of the stochastic approaches. 

2.4.4.2 Molecular dynamics 

In principle, the best method for exploring the potential energy surface and 

determining the free energy associated with various conformational states is 

molecular dynamics (MD), which has been recently reviewed by Daggett (2002), 
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Brooks (2002), Moraitakis et al. (2003) and Norberg and Nilsson (2003) amongst 

numerous others (e.g. Doniach and Eastman, 1999). This approach involves solving 

Newton's laws of motion for all the atoms of the protein and, if appropriate, its 

surroundings with the force acting on each atom being defined by the divergence of 

the potential energy. As MD explicitly follows the dynamics of the protein through 

time in a deterministic manner, it is able to yield, at least in principle, the folding 

mechanism, the kinetics associated with folding and transitions between states, as 

well as equilibrium (e.g. free energy changes, density of microstates, heat capacity) 

and non-equilibrium data and properties. 

The MD approach was first applied in the ab initio context by McCammon et al. 

(1977), who studied the dynamics of the 58 residue BPTI protein (PDB code 6PTI) 

in vacuo for 8.8 ns. It has since been applied to many proteins of varying size and 

complexity with both implicit and, more recently, explicit solvent. The largest 

systems considered to date typically involve proteins of lOOs of residues, 10 3404  

water molecules and, if considering membrane-bound proteins, lOOs of lipid 

molecules. The simulated timescales for these systems, which involve 104_  105atoms, 

range from 1 to 10 ns at present (see various examples cited in Hansson et al., 2002). 

Timescales in the region of 1 .ts are possible for much smaller proteins in explicit 

solvent when large parallel supercomputers are run for significant periods of time 

(Duan and Koliman, 1998). 

Comparing the times simulated with those associated with the formation of 

secondary structure (200 ns to 10 ms) and folding of entire proteins (1 p.s to years) 

indicates that, even today, the single biggest barrier to the universal take-up of MD in 
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the ab initio context is the computational effort involved. This barrier can in part be 

surmounted by algorithmic development - examples include more efficient 

calculation of the forces (Sagui and Darden, 1999), constraint dynamic approaches 

that freeze fast modes that are relatively unimportant in the folding process such as 

bond stretch (Norberg and Nilsson, 2003), and improved sampling strategies 

(Gnanakaran et al., 2003) so as more reliable statistics can be obtained. Whilst 

further improvements are likely to come from such algorithmic developments, the 

largest advances in the future are likely to come simply from the growth in computer 

power (e.g. IBM's Blue Gene (see Butler, 1999) - which has now come to fruition as 

can be seen at www.research.ibm.com/bluegene).  

2.4.4.3 Deterministic molecular mechanics 

By adopting the thermodynamic hypothesis of Anfinsen (1973), the ab initio 

problem is simply reduced to identifying the global minimum in the free energy 

hypersurface. Traditional deterministic approaches for finding minima such as the 

Newton-Raphson method, by themselves, are completely inadequate in the ab initio 

context as they almost invariably converge on local optimum unless the initial guess 

is close to the global minimum (Androulakis et al., 1997). The aBB method of 

Floudas and co-workers, which is reviewed in detail by Klepeis et al. (2002), 

overcomes this problem by successively refining lower and upper bounds on the 

global minimum. The method, which has been applied to real proteins with some 

success, has a number of key positive attributes not shared by any other ab initio 

method. It is, however, algorithmically complex and computationally expensive 

compared to these other methods. 
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2.4.4.4 Monte Carlo 

In principle there are two distinct Monte Carlo approaches, depending on 

the type of result one would like to obtain: thermodynamic approaches, where 

thermodynamic behaviour is emphasised and in that sense it has similar objective as 

Molecular Dynamics method and optimisation approaches where emphasis is given 

to the discovery of global optimum. Many search methods using random choices 

could be described as "Monte Carlo" and are usually well suited for the problems 

where there is no underlying structure to the evaluation function and for very poorly 

structured problems a pure Monte Carlo search is often the best choice as it is no 

worse than other algorithms in terms of algorithmic complexity and it is a lot 

simpler. 

Thermodynamic Monte-Carlo (MC) approach, as stochastic alternative to MD, still 

naturally allows the determination of the free energy is the Monte-Carlo (MC) 

approach, which has also been reviewed in the ab initio context a number of times 

(e.g. Skolnick and Kolinski, 1999; Hansmann and Okamoto, 1999; Derreumaux, 

2000). The basic MC approach involves exploring the conformational space of the 

protein by randomly changing its conformation subject to a criterion that tends to 

favour changes that bring a reduction in the energy of the system whilst still allowing 

an occasional increase in energy. The standard approach is that of Metropolis et al. 

(1956) in which a trial change is accepted with a probability of min(1, 

exp(—E I kT)), where AE is the change in energy associated with the 

conformational change, T is the temperature, and k is the Boltzmann constant. 
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The MC process is independent of time. This means conformational changes per step 

can be much larger than in MD and, therefore, more rapid exploration of the 

conformational space is possible, at least in principle. The price paid for this gain is 

the method can no longer be used to investigate the kinetics of protein folding. It is, 

however, still based in statistical mechanics and can, therefore, yield equilibrium 

data and properties. 

The basic MC approach was first applied to the protein structure problem in the 

1970s by a number of groups (e.g. Warvari and Scott, 1972; Premilat and Hermans, 

1973; Tanaka and Scheraga, 1975; Hagler et at., 1979). These studies yielded 

interesting results such as the distribution of dihedral angles for small model 

polypeptides. Application of the basic approach to larger and more complex proteins 

is confounded, however, by the inability of the algorithm to surmount with ease the 

high energy barriers that are often encountered, thus leading to trapping in local 

minima and poor sampling of the conformational space (Li and Scheraga, 1988). A 

variety of hybrid methods have been developed since this time to overcome this 

problem. 

Hybridisation of the Metropolis MC approach with simulated annealing (SA) was 

one of the earliest attempts aimed at promoting better sampling of the conformational 

space (Wilson et al., 1988; Kawai et at., 1989). In the basic form of this approach, 

the temperature is initially set at a high value and then decreased during the course of 

the simulation towards that of interest. The initially high temperatures allow the 

molecule to leap out of local minima and hopefully move somewhere near the global 

minimum before the temperature approaches the desired value. The basic MC-SA 
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approach and variations of it (e.g. Morales et al., 1991; Shin and Jhon, 1991) have 

been widely used because of their relative simplicity. Studies have shown, however, 

that MC-SA is the least effective of the hybrid MC approaches. 

The MC with minimization (MCM) approach of Li and Scheraga (1987, 1988) was 

shown by various workers (Nayeem et al., 1991; Meirovitch H. and Vásquez M, 

1997) to be more effective and efficient than the MC-SA approach. In this method, a 

trial step is first relaxed using a local optimiser before being tested for acceptance 

using the Metropolis criterion. The use of the local optimiser means the method in 

effect only samples the local minima rather than the entire conformational space, 

making it a more efficient and reliable method for identifying the global minima 

compared to the standard MC approach. This gain is made at the expense of being 

able to evaluate thermodynamic properties (as the microstates are no longer properly 

sampled) and much greater computational expense (the local optimisations account 

for almost 98% of the computational time). This approach and variants of it (e.g. 

Ripoll and Scheraga, 1989; Von Freyberg and Braun, 1991; Vásquez et al., 1994; 

Abagyan and Totrov, 1999; Ozkan and Meirovitch, 2003) have seen some use. 

More formal approaches have been developed for improving the sampling of the 

potential energy surface during a MC simulation. These methods include, amongst 

others, parallel tempering (Hansmann, 1997), umbrella sampling (Bartels and 

Karplus, 1998) and the generalized ensemble algorithms, which are reviewed in 

Hansmann and Okamoto (1999) and Mitsutake et al. (2001). These methods all lead 

to improvements over the standard MC approach whilst retaining or, in some cases, 
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improving on the scope of the MC approach (e.g. the multicanonical ensemble 

approach allows recovery of statistics at any temperature from a single simulation). 

2.4.4.5 Evolutionary algorithms 

Evolutionary algorithms (EAs) have been applied in the ab initio context but 

have been reviewed rarely (Pedersen and Moult, 1996; Unger, 2004). As this 

stochastic method is the subject of the work reported in the thesis, consideration here 

is restricted to a review of applications with greater details of the actual method 

being deferred to the next chapter. 

The first application of an EA in the protein structure prediction context was that of 

Unger and Moult (1993a, b). These workers showed that a hybrid GA-MC approach 

was more efficient and effective than MC when applied to simple 2D on-lattice HP 

protein models (Lau and Dill, 1990) of between 20 and 64 residues. For shorter 

sequences, the hybrid GA-MC method required one to two orders of magnitude 

fewer energy evaluations, whilst for larger sequences MC was unable to identify the 

global minimum at all. 

One of the first attempts to apply EAs to the prediction of the tertiary structure of 

real proteins is Sun (1993), who used a reduced representation of the protein with a 

simplified potential model derived from known 3D protein structures (including 

those to be predicted). The algorithm was able to predict the structures of proteins of 

26 and 36 residues with RMSDs smaller than 2 A. Unfortunately the significance of 

these results for ab initio prediction is hard to assess as the approach takes advantage 

of existing knowledge. 
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A number of other groups have also applied EAs to the protein structure prediction 

problem in conjunction with existing knowledge. In some cases knowledge of 

protein secondary structure or other structural details are used (e.g. Bowie and 

Eisenberg, 1994; Gunn et al., 1994; Sun et al., 1995; Pedersen and Moult, 1995; 

Dandekar and Argos, 1996). Others (Dandekar and Argos, 1992, 1994, 1996a, b; Sun 

1993; Bowie and Eisenberg, 1994) use knowledge-based potential functions. In some 

cases authors (e.g. Dandekar and Argos, 1996b) refer to their method as ab initio, 

even though existing knowledge is essential to the success of the method. 

One of the first applications of EAs to real proteins in the strict ab initio sense is that 

of Schulze-Kremer (1992), who attempted to predict the structure of Crambin using 

the CHARMM potential. Two different structures with similar energies much lower 

than that of the native structure were consistently identified, suggesting a failure of 

the potential rather than the EAs itself. A similar result was obtained by Le Grand 

and Merz (1993, 1994) for the same protein using the AMBER potential. A number 

of groups considered the much smaller peptide met-enkephalin with more, but still 

mixed, success - Le Grand and Merz (1993, 1994) recovered the native structure 

using the AMBER potential, but Jin et al. (1999) were only able to identify a variety 

of conformations with energies some 10 kcal/mol greater than that of the native 

structure using the ECEPP/2 potential. Herrmann and Suhai (1995) used the AM1 

semi-classical model (Dewar et al., 1985) in an effort to avoid the shortcomings of 

classical potentials, but found a conformation with energy lower than that of the 

native structure! 
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The early indifferent performance of lone EAs in the ab initio context has more 

recently prompted the development of strategies that combine EAs with other 

optimisation methods. Perhaps the best known of these hybrid strategies is the 

conformational space annealing (CSA) method (Lee et al., 1997). CSA has been 

applied with some success to small and moderate sized proteins and protein 

fragments (Lee et al., 1998, 1999, 2000). Other hybrid methods have been proposed 

more recently (Liang and Wong, 2001; Jiang et al., 2003; Gardufio-Juárez and 

Morales, 2003) with claims of superiority to non-hybrid EAs. These claims must, 

however, be viewed with some caution - those made by Liang and Wong (2001) and 

Jiang et al. (2003), for example, are based on a comparison with the method of 

Unger and Moult (1993a, b), a method that has since been shown to be vastly inferior 

to some non-hybrid EAs (Patton et al., 1995, Piccolboni and Mauri, 1998; Krasnogor 

et al., 1998; Krasnogor et al., 1999), whilst those made by Garduflo-Juárez and 

Morales (2003) are in part supported by a comparison with the performance of the 

Jin et al. (1999) algorithm, which is by far the worst non-hybrid EA performer. 

More recent work (Patton et al., 1995, Piccolboni and Mauri, 1998; Krasnogor et al., 

1998; Krasnogor et al., 1999) indicates that non-hybrid methods can be as good if 

not better than the hybrid methods, at least when applied to lattice models. This is 

potentially good news, as non-hybrid methods benefit from the vast body of 

developments coming out of the wider EA community including, for example, self-

adaptive EAs which will be essential to any robust automated ab initio approach. As 

EA performance is problem dependent, it is necessary to determine if the 

improvements found with lattice models can be translated to full molecular models 
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of proteins - this was one of the primary motivations for our revisiting the 

application of EAs in the ab initio context. 

2.4.4.6 Conclusions and comments on performance 

A variety of methods not covered above have been proposed but seen little 

take-up for a variety of reasons. Deterministic methods include complete 

enumeration of the minima, which is restricted to moderately sized on-lattice protein 

models (e.g. Finkelstein and Reva, 1991), polypeptides of only a few residues, or 

where the conformational space of interest is only a small fraction of the total (e.g. 

when a few side chains are changed in an otherwise homologous protein structure). 

Other deterministic methods that have seen little use include the diffusion equation 

approach (Kostrowicki and Scheraga, 1992), which was found to be computationally 

more efficient than the MCM approach but largely unreliable for all but the simplest 

proteins, and the self-consistent multitorsional field model (Olszewski et al., 1992). 

Stochastic methods that have similarly seen little take-up include the so-called 

threshold accepting method (Morales et al., 1992) and Tabu search approach 

(Morales et al., 2000). 

Each of the ab initio methods have their advantages and disadvantages. Molecular 

dynamics (MD) based approaches in principle offer the greatest flexibility and scope 

for predicting and understanding the folding process. They are, however, 

computationally very expensive, and this is likely to continue to be the case for some 

time into the future. Monte-Carlo (MC) based methods in principle allow more rapid 

exploration of the conformational space compared to MD, but at the expense of no 

longer being able to provide kinetic data. Molecular mechanic methods are in general 
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cheaper than MC and MD based approaches, but are strictly limited to consideration 

of those systems where the thermodynamic hypothesis holds. 

The picture with regards the levels of accuracy that can be achieved in general by 

true ab initio methods is unclear. Certainly there are instances of good predictions. 

However, true ab initio methods do not fare very well at all in blind assessments 

such as CASP, which suggests they are far from robust. It is perhaps fair to say that 

good ab initio methods generally can predict the correct structure for polypeptides, 

but are not yet generally satisfactory for even moderately sized proteins. The reasons 

for this lack of robustness arises from the often necessary approximations in the 

molecular representation and free energy models, the inaccuracies in the potential 

energy model parameters and, finally, limitations in the various methods used to 

probe the free energy surface. The ample scope for these various factors to conspire 

makes development and testing of ab initio methods very challenging - we shall 

return to this later when reporting the work done here. 

2.5 candusiGns  

There are four basic approaches to predicting protein tertiary structure - 

comparative modelling, fold recognition, new fold methods and, finally, ab initio. 

All but the last of these rely to a greater or lesser extent on existing knowledge 

encapsulated in various databases related to native structures. As such, these methods 

are not useful for those situations that are ultimately of interest to us such as proteins 

at interfaces and non-biological supra-molecular systems. 



Ab initio methods consist of three basic elements - a representation of the protein, a 

physicochemical-based model that connects the degrees of freedom (essentially the 

number of independent variables in the search method) of this model to the free 

energy of the protein, and finally a means of probing this free energy surface. 

Various approaches have been proposed to deal with each element leading to a 

plethora of ab initio methods. The success of these methods is generally not good 

when compared to knowledge-based approaches because of the approximations, 

uncertainties and inadequacies that are almost unavoidable in each element which are 

then compounded when they are brought together in an ab initio method. There are, 

however, some methods that stand out as being more successful - each of these has 

their advantages and disadvantages. 

Current ab initio methods based on evolutionary algorithms (EA) are not good 

performers. However, more recent work by others as well as a review of the wider 

EA literature suggests that this lack of success maybe due to poor design and control 

parameter selection - this is what has motivated the work presented in the remainder 

of the thesis. 
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ChspW  :33NWhods  

:3.11 	l©dcou 

This chapter first gives an overview of current understanding of EA design 

and the influence of this and the control parameters on EA performance. This review 

influenced the designs considered and specifics of the parametric studies undertaken 

in the work reported here - the details of the designs and the software in which they 

are implemented are detailed in the second half of this chapter. 

3.2 Ovvew off evduUonary ljotrithm 

In the 1950s and 1960s several computer scientists independently studied 

evolutionary systems with the idea that the principles of evolution could be 

harnessed as an optimisation tool for engineering problems. The idea in all of these 

systems was to evolve a population of candidate solutions to a given problem using 

operators inspired by natural genetic variation and natural selection, and using 

"survival of the fittest" as a means of reaching the optimal solution. Rechenberg 

(1973) introduced Evolution Strategies (ES) to optimise real-valued parameters for 

devices such as airfoils. His method started with a population of two individuals, one 

parent and one offspring, the offspring being a mutated version of the parent. His 



idea was further developed by Schwefel (1975), and the whole field remained an 

active area of research, developing mostly independently from Genetic Algorithms 

(GAs), first introduced by Holland (1975). Several other researchers, working in the 

1950s and the 1960s developed algorithms which were inspired by evolution for 

optimisation and machine learning, and most attention has been given to the Genetic 

Algorithm (GA) or Holland (1975), Evolutionary Programming (EP) of Fogel (1966) 

and Genetic Programming (GP) of Koza (1992). 

The term 'evolutionary algorithm' is a general one used to describe computer-based 

problem solving systems that use computational models that encapsulate some of the 

known mechanisms of evolution as key elements in their design and implementation. 

Today, differences between the various EA approaches are less clear, and in the 

majority of cases one can see elements of different approaches that were once studied 

separately. This has led to ambiguity in terminology from individual concepts 

upwards - for example, the term 'genetic algorithm' is used by many even though 

their method may bear little resemblance to that of Holland. Here, we use the term 

evolutionary algorithm broadly to describe the optimisation methods based on 

principles of natural evolution. Our approach uses elements from GAs, EP and ES, 

and combines them in a single package, enabling assessment of the various elements 

of algorithm design in the context of ab initio prediction of protein tertiary structure. 

EAs have been widely applied across a vast array of problems including stock market 

predictions and portfolio planning to biochemistry to signal processing to artificial 

intelligence. The reason for the popularity of EAs may be found in its advantages: 
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° The parameter space need not be continuous at any level 

o Derivatives of the 'cost function' are not required 

° It is easy to parallelise 

Population of solutions is created 

A simple algorithm is shown in Figure 3.1 and each part of the algorithm is discussed 

later in the text. Rather than starting from a single guess within the search space, EAs 

are initialised with a population of guesses, which are later selected and altered 

through genetic operators (crossover and/or mutation) in an iterative process, which 

directs the population towards the global optimum. 

Define: parameters 
cost function 
cost 

Create Population 

Evaluate cost 

Select mates 

LJ 
Mutate 

Replace old population 

Check Stop 

End 

Figure 3.1. Flow chart of a simple evolutionary algorithm 

Design of the EAs begins with the appropriate selection of parameter representation. 

The representation of parameters is problem specific, and some researchers argue 

that the closer the representation is to the real problem, the better the EA 
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performance (e.g. Radcliffe, 1992). In traditional GAs, parameters are represented in 

binary form, which is well suited to the usage with genetic operators like mutation 

and crossover (see §3.3.4 and §3.3.5 for more information on crossover and 

mutation). 

Initial population in EAs are usually randomly generated and fitness of each member 

is calculated using the predefined cost function. After initialisation, iteration starts 

with genetic operators altering members of the population, eventually making them 

'better'. Members are first selected according to their fitness (see §3.3.3), a new 

population is created through crossover and/or mutation, and finally the old 

population is replaced by the new one (see §3.3.6). Each of these steps can be 

designed independently and controlled in a different manner, and both are expected 

to influence performance. 

The subtle difference between the various EAs historically has been in the way 

which genetic operators are used and how the population is represented. GAs 

represents population using a suitable encoding, and individuals are represented as 

strings (chromosomes). Traditional GAs use binary encoding for representing the 

variables. The encoding used in EP flows from the problem and need not necessarily 

be linear manner as in the GAs. EP also only uses mutation. Evolution Strategies, on 

the other hand, use crossover as a recombination method, but rely on deterministic 

selection process (worst individuals are thrown away) rather then stochastic as in EP, 

where even the worst individual have a chance to be selected for recombination. 
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33.1 	Clluiiroiiiniosnme Eiirng 

Chromosome encoding may vary in terms of both chromosome structure 

(i.e. gene layout) and alphabet. It is known that both play an important role in 

determining BA performance (see Liepins and Vose, 1990). Indeed, some argue that 

appropriate evolutionary operators should only be decided upon once the most 

appropriate encoding for the problem has been identified (Radcliffe, 1992). 

The chromosome structure may in principle be linear or non-linear; 1D arrays or 

strings are examples of the former, whilst the latter include multidimensional arrays 

and graphs. Although the genes may in principle be encoded using any alphabet, the 

standard binary, standard binary reflected Gray or real number systems are normally 

used. The standard binary alphabet has long been thought to be best from the GA 

perspective (Holland, 1975; Goldberg, 1989). Whilst some empirical studies support 

this assertion (e.g. Forrest, 1985), it has been challenged more recently on both 

theoretical (Antonisse, 1989; Whitley, 1989; Whitley et al., 1999) and empirical 

(Caruana and Schaffer, 1988; Janikow and Michalewicz, 1991; Wright, 1991; Davis, 

(a) 	'11 	 ZIM, 	 ON 	YN 	 ZNI  

ooiHoIiHoHII iHoIoIoH ... oliIiioiIoiliH"" iloo 

(c) 1 23.344 1  156.178 I 122.716 I 	34 . 335 I 13.447 	• • 	I 56.178 T 42,31 1 	195.665 	I 13.767 

Figure 3.2. Linear chromosome encodings considered in this study: (a) order in 
which dihedral angles are encoded, (b) example binary/Gray genes, and (c) 
example real genes. 
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1991; Chakraborty and Janikow, 2003) grounds - what is clear now is that the 

alphabet, EA design and the nature of the objective function are all interrelated. 

Binary encoding involves representing each angle by a string of NB  bits, 

(b,... ,bN 
)2' 

 as illustrated in Figure 3.2(b). The genes must, of course, be converted 

to real numbers whenever the dihedral angle is required by the EA (e.g. when 

evaluating the potential energy), which is done using 

çb +1.Ø(I/2'%'8) 
	

(3.1) 

where O i,, and LØ are the base and width of the range of the dihedral angle space, 

and 

N8  
I =>2N8i bi  

(3.2) 

where i = 1 corresponds to the most significant bit. The precision of the angles 

represented by a binary encoding is clearly directly related to N8 . 

The standard binary number system suffers from what are termed 'Hamming cliffs', 

where consecutive numbers can differ by more than one bit; this is clearly illustrated 

in Table 3.1. Comparing the standard binary representation of 3, (011) 2, with that of 

4, (100)2, gives the Hamming distance between them - the number of bit changes 

required for the transition - 3. 
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Table 3. 1. Binary and Gray encoding represented with three bits 

Integer Binary Gray 
0 000 000 
1. 001 001 
2 010 011 
3 011 010 
4 100 110 
5 101 111 
6 110 101 
7 111 100 

As Table 3.1 illustrates, Gray encodings eliminate Hamming cliffs by transforming 

the standard binary representation. In the case of a standard binary reflected Gray 

encoded variable, (9,,*. 
)2' 

it is first converted to a standard binary encoded 

variable using the algorithm (Chakraborty and Janikow, 2003) 

b1  =b1  =g1  

fori=2 to NB  
if g. =I thenb1  = complement(k) 

b1  =b 

end 

before using equation (3.1). 

Real encoding simply involves storing each parameter as a real number, as illustrated 

in Figure 3.2(c). Apart from simplicity, this form of encoding offers the best means 

of representing the parameters with high precision. Real encoding has roots in ES 

and EP approaches, where emphasis is put on mutation. As mutation does not require 

any form of linear coding to be applied, it can be easily applied to real numbers. 

Usually genes represented in real format are mutated using some statistical 

distribution in predefined boundaries. According to Janikow and Michalewicz 



(1991), modifications of genetic operators on floating point representation result in a 

much better performance. 

	

3.3.2 	TPopulltion Size 

It is well known that population size influences EA performance. Premature 

convergence is likely if the population is too small, for example. Intuitively, one 

would expect that the likelihood of finding the global optimum would increase with 

population size and there is indeed empirical evidence for this (e.g. Robertson, 

1989). Some have argued, however, that fundamentally there is an optimal 

population size (e.g. Goldberg, 1985), whilst others have simply observed that any 

improvements in success gained from having a larger population are offset by the 

extra computation involved (at least for generational EA5) (e.g. Robertson, 1989; 

Zhang et al. 2003). A variety of equations have been derived for the optimal 

population size that suggest cardinality of the alphabet and chromosome length are 

important factors in determining this control parameter (e.g. Zhang et al., 2003; 

Goldberg and Rudnick, 1991; Ahn and Ramakrishna, 2003; De Jong, 1975; Goldberg 

et al., 2001). Although they are invariably restricted to special cases that are not 

relevant here (e.g. no mutation, proportional selection), these equations and previous 

empirical work done by Grefenstette (1986) and Schaffer et al. (1989) clearly 

suggest that there is a link between performance and population size and, indeed, 

other control parameters and the nature of the objective function. 

	

33.3 	Seliectinn 

In general, there are four main strategies for selecting parents - fitness-

proportionate selection (Holland, 1975; Goldberg, 1989), rank-based selection 

(Baker, 1985; Whitley, 1989), tournament selection (Brindle, 1981; GoldbergKorb 
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and Deb, 1989) and uniform selection (Schwefel, 1981; Back and Hoffmeister, 

1991). In the fitness-proportionate selection (sometimes called roulette wheel 

selection), the probability of selecting an individual is proportional to its fitness. 

Thus the fittest member of the population has the highest probability of being 

selected for the recombination process. Usually fitness-proportionate selection 

schemes are coupled with the fitness scaling method which can improve algorithm 

performance by keeping appropriate levels of competition throughout the simulation. 

Without scaling, early on there is a tendency for a few "super-individuals" to 

dominate the selection process (Goldberg, 1989). Most commonly used scalings 

include: Linear scaling, Sigma truncation and Power law scaling (Forrest, 1985; 

Hancock, 1994). To overcome problems associated with scalings, Baker (1985) 

introduced Rank Selection. In his approach, the population is sorted according to the 

objective function value, and each individual is assigned with the value which is 

inversely proportional to the each chromosome's rank. The probability of selection is 

then calculated according to the rank based value, not the original fitness (as in 

fitness-proportionate method). Two forms of rank selection are used nowadays: 

linear ranking and exponential ranking. 

Tournament selection identifies a parent with the best member of a group of 

N (<<Ne ) members taken at random from the population. Goldberg and Deb 

(199 1) have shown that for NT = 2, tournament selection behaves in the same way as 

linear ranking method. Selection pressure can be easily increased by increasing the 

value of NT while decreasing the selection pressure below NT = 2 would require 

tournaments to be implemented stochastically, and in that case result would be more 

similar to exponential ranking (Hancock, 1994). Commonly, tournament selection is 
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used in parallel implementation of evolutionary algorithms as it is well suited for 

parallelisation, and historically has been used in EP as the main selection method. 

In ES there are two main selection methods, denoted as (j, X) and (.t+X). In the first, 

only the top t members of the population A in size are allowed to form the new 

population, whilst in the second method a new population is formed from combined 

populations of parents and offspring. When an individual is randomly selected from 

the ?. members, it is termed uniform selection. In this approach, selection pressure is 

controlled by the truncation selection parameter, a; which is linked to the size ?. by 

the relationship A = aNp (0< a :!~ 1). Stronger selection pressure is achieved by using 

smaller values of a; whilst a = 1 corresponds to a random walk with no selection 

pressure. According to Back and Hoffmeister (1991), for unimodal functions, 

optimal performance is achieved using stronger selection schemes (small , whilst 

multimodal functions benefit from a weaker selection regime (large a. 

The literature is less clear on the relative performance between various selection 

methods; for example, Blickle and Thiele (1995) argue that tournament selection is 

superior to uniform selection for the binary counting problem when uniform 

crossover is used, whilst Thierens and Goldberg (1994) draw the opposite conclusion 

using an alternative approach for the same problem and conditions. 

3.3.6 	Crossover 

Some evolutionary approaches (e.g. Holland, 1975; Goldberg, 1989) 

consider crossover to be the most important genetic operator, whilst others (e.g. 

Fogel, Owens and Walsh, 1966) do not use it at all and rely on mutation only. Two 

basic forms of crossover operator have seen wide use - multipoint crossover (Ahn 



and Ramakiirisna, 2003), which is a generalisation of one point crossover (Holland, 

1975), and uniform crossover (Syswerda, 1989; Spears and De Jong, 1991). In the 

early empirical work of De Jong (1975), single point crossover was found to be 

superior to its multipoint generalisation. Subsequent work (Spears & De Jong, 1991; 

 

Parent I 	23.344 	156.178 J 	122.716 	34.335 	13.447 	42.319 	195.J 	13.767 

Offspring 1 	23.344 	I 	156.178 	192.009 	164.242 	13.447 	42.319 	1 	195.665 	56.557 

Parent 2 	13.944 	1 	59.478 	192.009 	1 	164.242 	200.564 	1 	149.019 	1 	65.955 	I 	56.557 

 

Parent I 

Offspring I 

Parent 2 

Figure 3.3. Crossover operators considered in this study: (a) multipoint crossover, 
and (b) uniform crossover. In both cases only one of the offspring is shown; the 
other is simply its complement. 

Eshelman, Caruana and Schaffer, 1989; Jansen and Wegener, 2001) has indicated the 

situation is less straightforward, however, with the most appropriate crossover 

operator being dependent on both the EA design and operational parameters, and the 

objective function. 

As illustrated in Figure 3.3(a), the multipoint crossover operator cuts the 

chromosome at Nx randomly chosen points (loci) and swaps every second segment to 

23.344 156.178 122.716 34.335 13.447 42.319 195.665 13.767 

13.944 156.178 122.716 200564 149.019 195.665 13 164.242 

13.944 59.478 192.009 164.242 200.564 149.019 65.955 56.557 

50 



form two new offspring. The new members formed by this operation are passed into 

the next generation with a probability P !!~ 1; if they fail to be accepted into the next 

generation, then the parents are passed to the next generation. In most of the 

applications higher crossover probabilities are desired as it has been shown that they 

lead to better algorithm performance (Goldberg, 1989; De Jong, 1975). Uniform 

crossover creates offspring by swapping genes between the parents with a 

probability P !!~ 0.5, Figure 3.3(b). 

3 .3.5 	Mutatnini 

The mutation operation essentially involves changing each gene of a 

chromosome with a probability Pm  that may (e.g. Fogarty, 1989) or may not vary 

with gene position or generation. The nature of the gene change depends on the 

encoding. In the case of binary or gray encoding, mutation simply involves 'flipping' 

bits (i.e. from 0 to 1 or vice versa). There is more choice in the case of real encoding 

- one can simply change the gene with a random number in predefined boundaries 

either uniformly or using some statistical distribution. In the protein structure 

prediction numerous authors have used protein secondary structure constraints as the 

boundaries for generating a real random number, thus allowing only certain 

"mutated" values to be created. 

It has been suggested that the most sensitive of EA parameters is the mutation rate 

(Schaffer, Caruana, Eshelman, Das, 1989; Back, 1996) and setting the mutation rate 

to the optimal value is essential for good algorithm performance. Some researchers 

argued that it scales inversely with the chromosome size (see review in Ochoa, 

2002). Others (e.g. Back, 1992, 1993) indicate validity of previous scaling, but 
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suggest that having non-constant mutation rate (usually decreasing during the search) 

throughout the simulation will improve performance for unimodal pseudo-boolean 

function. To overcome problems related to sensitivity of mutation operator, self-

adaptive evolutionary algorithms have been suggested (Back, 1992). Basically the 

idea stems from Evolution Strategies and involves extending the chromosome with 

additional information. This way mutation rates linked to the individuals are subject 

to mutation and crossover and therefore change probabilistically. 

3.3.6 	Ilepllcmeriit Strategy 

An EA in which no members are cloned and every consecutive generation 

entire population is simultaneously replaced by the offspring is said to be 

generational. Unless some pre-emptive action is taken in a generational EA, good 

members will inevitably be destroyed due to crossover and mutation. One form of 

pre-emptive action is elitism, which involves passing a small number, usually only 

one, of the very best members of the current generation directly to the next (Ahn and 

Ramakrishna, 2003; Dc Jong, 1975). Another method for preserving the best 

members is the so-called steady-state EA (also known as Incremental EA) (Holland, 

1975; De Jong, 1975; Ahn and Ramakrishna, 2002; Syswerda, 1991; Rogers and 

PrUgel-Bennett, 1998), where only a few of the worst structures are replaced every 

generation, and populations overlap. 

Fundamental understanding of how EAs work has been used (Syswerda, 1991) to 

qualitatively argue that a steady state EA should more rapidly find a good (not 

necessarily the optimal) solution than a generational EA. Whilst formal theoretical 

studies have shown that this is indeed the case in the absence of crossover and 

mutation for simple problems (Syswerda, 1991; Rogers, Prugel-Bennet, 1998), other 
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studies are more equivocal, indicating performance is very much dependent on other 

aspects of the EA design, associated parameters and possibly the problem (Davis, 

1991; De Jong and Sarma, 1993; Rogers and Prugel-Bennet, 1999; Vasconcelos et 

al., 2001). 

A variety of replacement strategies have been used in steady state EAs (see 

Syswerda, 1991; De Jong and Sarma, 1993; Smith and Vavak, 1999). Random and 

first-in-first-out (FIFO) (De Jong and Sarma, 1993) replacement are two of the 

simplest approaches, but they both lead to poor performance in general as they do not 

take account of member fitness. The simplest strategy that does account for fitness is 

worst replacement where the least fit structure is replaced. A more sophisticated 

strategy that gives a small chance of survival to the worst structures is exponential 

replacement, where the structures are first ranked from least to most fit and then 

tested in that order until a structure is identified for replacement with a 

probability PR . 

3.3..7 	T 	annflon Criteria 

There are two types of termination criteria. The first, termination following 

a preset number of fitness function evaluations, is widely used when full 

convergence is unlikely to be achieved without excessive computational effort, thus 

making the rate of convergence to an acceptable solution more important. This form 

of termination condition is unlikely to be satisfactory in most circumstances of 

interest and is, therefore, only used to terminate simulations that are clearly never 

going to converge (i.e. the maximum number of function evaluations was set to a 

large value, F. ). Terminating the simulation once the population ceases to evolve 
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in some sense is the second method for stopping an EA simulation and the one used 

here. There is clearly more than one way in which evolution, or lack thereof, may be 

assessed - no improvement in the average fitness of the population is one obvious 

example, but more sophisticated measures have also been proposed (e.g. Khimasia 

and Coveney, 1997; Jain et al., 2001). As interest here lays primarily with 

determining how long it takes to reach the correct solution if it is reached at all, the 

termination condition used is a lack of improvement in the best member for F,. 

successive fitness function evaluations, where FT  is selected to ensure that any 

further improvements in the fitness is highly unlikely. 

3.4 	DG~Sflz o Ez 	DirMe 

Figure 3.4 shows the template of the EAs considered in this study. The first 

step is the creation of an initial generation, P (g = 0), of N structures, where each 

structure is encoded in a chromosome consisting of an assembly of genes that 

(hopefully) capture the essential details of the protein 3D structure - in this case, 

each dihedral angle corresponds to a gene, and the specific value taken by a dihedral 

angle is termed an allele. The potential energies of the structures in this initial 

generation are then evaluated; these will be used to determine the fitness of the 

structures in the parent selection and replacement processes. At this point, 

0 < Nc  <N of the structures from the current generation, P 
( 
g ) , are copied directly 

into the next generation, P (g + 1). The remainder of the next generation are created 

by cycling the requisite number of times through the parent selection, crossover and 
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I Generate initial generation of N structures, P(0) I 

Evaluate potential energy of structures in P(0) I 

I Copy Nc  structures directly to P(g ± 1) 

Select parents from P(g) I 

I Create offspring by crossover 

I Mutate offspring I 

I Evaluate potential energy of offspring if necessary I 

I Add offspring to P(g ± 1) I 

P(g ± 1) 
formed? 

Y 

Terminate? 	
Y

Stop 

I g=g±l  I 

Figure 3.4. Flow diagram of the EA framework developed and used in this 

mutation operations. Once the next generation has been formed, the generation 

index, g, is incremented and the process starts again unless the termination condition 

is satisfied. 
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As the review in the previous section showed, the EA designer has considerable 

freedom in how each element of the EA is dealt with. This has lead to a large number 

of diverse EA designs and much debate over which of these is best. For example, 

early workers argued that crossover was the essential heart of the EA, with mutation 

being a 'background' operator (Holland, 1975; Culberson, 1993). Others, on the 

other hand, used empirical evidence to argue that mutation alone is all that is 

required for a successful EA (Fogel and Atmar, 1990). The truth is, perhaps not 

unsurprisingly, somewhere in between, with the relative importance of the crossover 

and mutation operators being dependent on the nature of the problem and other 

elements of the design (Schaffer and Eshelman, 1991; Hinterding et al., 1995; Luke 

and Spector, 1998; Fuchs, 1998; Deb and Agarwal, 1998). Similar examples can be 

found for all other elements of the EA design. This has lead us to investigate a range 

of designs obtained by varying four of the main elements of the EA, parent selection, 

replacement strategy, encoding and crossover. 	 - 

3J Chrumnsoe eimcndlhiig 

Chromosomes are encoded as one-dimensional strings of dihedral angles. 

The EAs designer has a choice of including just main side-chain angle or all side-

chains angles along with the backbone dihedral angles (see §2.2.1 for definition of 

these angles). Each dihedral angle can be encoded in binary or gray encoding or be 

left non-encoded as a real number (referred to as real encoding). If variables are 

encoded, precision of the encoding can be tuned by adjusting the number of bits 

used, NB.  In the case of ip-iji-x chromosome representation, the length of chromosome 

is simply three times larger then the number of residues, while in full dihedral 

56 



representation when all dihedral angles are included, the length of chromosome is 

calculated automatically based on the sequence investigated. 

3,2 	Genertioini of nitiall PopuRaflon amid Pnjpunllaticn Siam 

In the case of real encoding, the initial populations were generated by 

assigning the dihedral angles using a uniform random number distribution spanning 

the range 00  to 360°. In the case of binary and Gray encoding, zeros and ones were 

randomly assigned. It is possible in both cases to limit the range of initial if so 

desired, or even input specific angles (e.g. those of an experimental structure). 

Population size, N, is varied for at least three different values in order to determine 

its optimum and scaling with protein size. Different population sizes are considered 

depending on the investigated sequence. The population size must be an even 

number if generational replacement strategy is used. 

3.6.3 Replacement Stirategy 

As from the literature it is not clear which replacement strategy is best, we 

included generational algorithm with and without elitism and steady-state algorithm 

with exponential member replacement. Member replacement in the Elitism strategy 

is implemented either as random replacement or random replacement if elite member 

is better than selected member. Elitism can be controlled by specifying number of 

clones NC that are passed into the next generation. 

Steady-state replacement strategy is implemented using exponential member 

replacement, which can be adjusted through the probability of the replacement, PR. It 

is also possible to specify number of individuals (clones) that are passed into next 

generation (in majority of implementations this number is either 1 or 2). 
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3L4 	Pauunt Sellectkm 

All four main selection strategies are implemented and initially considered. 

This initial study showed that proportionate and rank-based selection was not 

competitive with tournament and uniform selection and were, therefore, not 

considered in detail here. 

Tournament selection is controlled through tournament size, NT which can be 

selected in the region 2 :!~ NT  <Ne . By increasing the value of NT selection pressure 

is increased as well. Uniform selection is implemented as a special case of the 

Tournament selection with NT  =1 and "tournament" is applied to a subset of the 

population N (as opposed to the whole population in pure tournament selection). 

The relationship between N2  and Np is given by 

N2  = aN 	 (3.3) 

where 0 < a :~ 1 is the truncation selection parameter. 

34L5 Cossnver 

Two types of crossover are implemented - multipoint and uniform. The 

crossover probability, Px,  must be specified for both, whilst the number of crossover 

points, Nx,  must also be specified for multipoint crossover. 

3h6 Mujitakrn 

Depending on the selected encoding, mutation is carried out in two 

distinctive ways. In the case of binary or Gray encoding, each bit is "flipped" from 0 
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to 1 and vice versa if a randomly chosen number is smaller then preselected mutation 

probability parameter, PM.  In the case of real encoding, a new dihedral angle is 

chosen randomly from a uniform distribution spanning the range 00  to 360°. 

3.4,7 	Teiruninzdon Cuiteri 

The usual way of terminating the algorithm through specifying maximal 

number of generations is implemented, along with the more sophisticated gradient 

check, which terminates the simulation if the best structure does not improve 

significantly for NT successive generations. Value of NT is set completely arbitrarily, 

and for generational and steady-state replacement strategy we adopted NT = 50 and 

NT = 10000 respectively. A structure is deemed to not have undergone 'significant 

improvement' if its energy has not changed by more than a small parameter, F, which 

was mostly assigned the value of 10 kcal/mol. 

3.5 OvervWw off code  

The various EA designs were implemented in a code written in Object 

Pascal. It had a GUI, which is illustrated in Figure 3.5, suitable for one-off 

calculations, whilst batch runs could be done through command line. Program is 

moderately large containing approximately 20000 programming lines and all parts of 

the program are developed through the course of my Ph.D. studies. Apart from EAs 

method, two other methods are also included in the package, Broyden-Fletcher- 

Goldfarb-Shanno (BFGS) (Press et al., 1995) optimisation method which can be 

applied independently or after the EAs method and Conformation Space Annealing 

method (Lee, Scheraga and Rackovsky, 1997) which we included for performance 
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comparison and future investigation. A number of force fields are implemented, 

including AMBER, OPLS, MM3, ECEPP/3, and there is a possibility to 

include/exclude certain types of interactions within each force field. 

Mccie 1 %oo46il 	Da 

An fro 
Na Sio. 	ID: --  Atn Coosás 

2 - 14 : x I 	0tE9 

Bc,,dedA*ciot Y. .99289 

:i z 021022 

• Moiec4e Tc1oo 
No Or 	s:x Y Z 	ID B.do 

1 0 	N 0 0(033) 0 O 460 2, i4 

3 0 	H O.24146 0.47213 086794 463 1 
4 0 	C 1.287% 0.51521 .051556 461 1.5.6.16 
5 0 	H 1.67 42.23255 -124464 465 4 
6 0C 1.16316 1.85304 -1.28339 4.7.9.9 
7 0 	H 1 74648 1 76391 -221410 239 6 
8 0 	H 1.59283 2.70390 4270062 239 6 
9 0 	C .0.27002 2.27034 -161192 240 6.10.11.12 
10 0 	H -018840 124857 -212589 241 9 
11 0 	H 0.85522 245167 -0.68523 241 9 
12 0 	C .1091143 134440 255972 242 9.13.14 
13 0 	0 -058322 0.33921 297236 243 12 
14 0 	0 -2.33603 1.39103 -237539 243 12.15 

41 I 

info. 

Figure 3.5. User interface of the program used to simulate tertiary structure of 
proteins using full atomistic approach 



Chapter 4. Application of EAs to Polyalanine 

4.1 Background 

Clearly ab initio methods must be able to predict the structure of real 

proteins as determined from experiment. The failure to do so may not, however, be 

because of any inadequacies in the global search method. The free energy model may 

be inadequate (e.g. Schulze-Kremer, 1992). Alternatively, there may very well be a 

mismatch between what is modelled and the experimental conditions, which are 

known to influence the observed conformations (e.g. Spadaccini and Temussi, 2001); 

for example, it is common for so-called hetero-species such as ions and various 

solvent molecules to be present in the crystals used in determining protein structure 

by diffraction methods, yet they are rarely if ever included in ab initio or, for that 

matter, any other structure prediction methods. Finally, methods may fail to predict 

the correct structure because of the existence of very different conformations that are 

energetically poorly differentiated such as in, for example, the enkephalins (Temussi 

etal., 1989; Vengadesan and Gautham, 2004). 

So as to assess the ability of EAs in the ab initio context without the complications 

just outlined, work was initially focused on polyalanine in a vacuum; this molecule 

was chosen because its global minimum in vacuo is a highly stable right-handed a- 
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helix (Ripoll and Scheraga, 1988; Bertsch et al., 1998; Park and Goddard, 2000) that 

is correctly modelled by many (not all) potential models, including that used 

throughout this work. Details of this molecule, denoted henceforth by Ala N, and its 

physical representation are first given. This is followed by details of the potential 

model used. The specifics of the study undertaken are then detailed, followed by, 

finally, the results of the study and associated discussion. 

4.2 	Model details 

4.2.1 Polyalanine model 

A polyalanine molecule terminated at both ends by methyl groups, 

CH3CO - (Ala)N  - NHCH3, is used throughout this study. Full atomistic off-lattice 

representations of the polyalanine molecules are used; an example is shown in Figure 

4.1 along with its ribbon representation indicating its a-helical structure (this form of 

structure representation is used extensively in this thesis to simplify visualisation). 

Figure 4.1. Full atomistic model of 15 residue polyalanine molecule terminated at 
both ends by methyl groups (atom colours: blue = backbone nitrogen, 
red = oxygen, grey = hydrogen and other carbons) with ribbon representation 
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In common with virtually all previous work in the field, all bond lengths and angles 

are frozen at their equilibrium values as defined by the potential model except for the 

backbone dihedral angles, 0 and v, and the main sidechain dihedral angle, X, which 

are allowed to vary without constraint during the search. 

oteutflll energy mndleli 

Following some preliminary work with a range of common classical 

physicochemical-based potential energy models, including the popular MM3(96) 

model of Lii and Allinger (1998), the Amber potential energy model (Cornell et al., 

1995) was selected for all the work reported here as it correctly captures the global 

minima of polyalanine and met-enkephalin, which is considered in detail in the next 

chapter. This potential model includes all the main modes of bonded and non-bonded 

interaction (see §2.4.3 above for details), although hydrogen bonding is modelled 

implicitly and is non-directional. All the possible non-bonded interactions are 

included for this study. As only dihedral angles are free to change, bond torsion is the 

only non-zero bonded interaction. 

4.3 SydiDs 

6.3i1 Overview 

The initial part of the study reported in this chapter was concerned with 

establishing the effect of EA design on performance. A two stage approach was 

adopted. The first stage involved determining for Ala 15  the performance and optimal 

control parameter settings of 12 EA designs that all use tournament selection. The 12 

designs were obtained by varying systematically the encoding alphabet (real, binary, 
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Gray), crossover operator (multipoint, uniform) and replacement strategy 

(generational, steady-state). Using insight from this first stage to eliminate 

consideration of Gray encoded designs, the performance and optimal control 

parameter settings were then determined for a further eight EA designs in which 

uniform selection was used. More detailed consideration of two of the best designs 

from each stage of this initial study followed so as to build a better understanding of 

how performance varies with the control parameters and polyalanine size, as well as 

how the structures evolve during the simulations. 

The EA designs considered are identified throughout the thesis by a primary 3 letter 

code where the letters denote, respectively, the replacement strategy ([G]enerational 

or [S]teady-state),  encoding alphabet ([R]eal, [B]inary or [G]ray) and crossover 

operator ([Miultipoint or [U]niform),  whilst a fourth, subscripted, letter is appended 

to indicate the selection operator used ([T]ournament  or  [U]niform).  For example, 

GRMT refers to a generational real-encoded EA using multipoint crossover and 

tournament selection. Subsets of the designs are specified by replacing one or more 

of the letters by the hash symbol (#); for example, #RMT refers to all designs using 

real encoding, multipoint crossover operator and tournament selection. 

4.3.2 Method Tor kileinitifying optimal pairnmeteir settings 

The possible EA control parameters that may be varied are the population 

size, N, mutation probability, PM, crossover probability, Px, number of crossover 

points for the multipoint crossover operator, Nx,  tournament size for the tournament 

selection operator, NT,  fraction of best structures from which parents are selected for 

the uniform selection operator, a number of clones, Nc, probability of replacing a 
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structure in a steady-state replacement strategy, PR,  and the number of bits per gene 

in the binary-based encodings, NB. It is well known that careful selection of these 

parameters is essential to achieving good EA performance. Whilst equations have 

been developed to identify some of these parameters, they are almost always 

restricted to special cases. The normal route for identifying the most appropriate 

values is, therefore, empirical in which the parameters are systematically varied until 

the best performance is obtained - this approach was adopted here. 

All permutations of the parameter values in Table 4.1 were considered. The large 

number of permutations demanded the following staged approach to determining the 

optimal performance for each design/protein combination considered: 

Depending on the protein size, 10 to 30 EA realisations, each using a different 

random number seed, are performed for all the parameter permutations. 

The results are then ranked using the number of potential function evaluations 

required to be 99% sure that the structure is correct, which is estimated by 

—2F 
F 99  = 

log (1 - s) 
(4.1) 

where F = 	P/NR  is the average number of potential function evaluations 

over NR realisations (10 to 30 in this case), and S is the fraction of these 

realisations that are successful. A realisation is judged successful if the root 

mean square difference (RMSD) between the best structure from the realisation 

and the 'correct structure' is less than 1 A (see Appendix I for details of 

method used to evaluate the RMSD). The canonical a-helical structure was 

considered the correct structure for polyalanine. 

65 



3. 	A further 100 realisations are performed for the highest ranked parameter set 

and its likely competitors to obtain more accurate estimates of F 99  and, 

therefore, the best performance for the design, 

It is worthwhile briefly outlining the rational for using F 99  as the primary 

performance measure, as many in the literature use what is in effect Fbt . The latter 

is often smaller than the average associated with F 99 . For example, some control 

parameter settings led to 'premature termination' (i.e. before the global minimum 

is reached) in a small number of function evaluations because of insufficient 

chromosomal disruption. Clearly the average number of function evaluations is not a 

good indicator of performance in such cases. Success rates approaching 100% are 

also possible, but often at the expense of long simulations. Clearly success and 

number of function evaluations must be balanced - this is why F 99  is used. 



Parameter Base set Alia 	(#41#T) Alan  (Gl1MT) Alla (SRMT) Alla 5  (GIIMT) M 5  (STIMT) 

PM 
Real 0.01, 0.03, 0.06, 0.09 0.0 0.02, 0.036(1),  0.04  0.02,0.054(1),  0.04 0.026' 0.039w 

Binary - 0.0, 0.005, 0.006, 0.008, 0.01 - - - - 

X  
Multipoint 0.9 0.0,0.1,0.3,0.6 - - - - 

Uniform - 0.1,0.2,0.3,0.4, 0.5 - - - - 

Nx  1,2,3,5 - 4,8 8 4,8 8 
Np 400 100,200 100, 166(2),  200 5 16"), 666 12) 100, 200, 234(2) 6 	934(2) 

NT 2 4,8 3,4,5 - 4,8 - 

Generational 1 (elitism) 0 - - - - 

N C Steady-state N - 1 - - - - - 

PR - 0.1 - - - - 

N8  - 8,l6bits - - - - 

Parameter 	 Base set 	 A1215 (###u) 	Alan  (G1lMu) 	Alan  (Sl1Mu) 	Ala35  (Gl1M) 	Ala35  (Sl1Mu) 
Real 	0.01,0.03, 0.06, 0.09 	 - 	 Ø•Ø54(1) 	ØØ54(1) 	0.039' 	 ØØ39(1) 

PM 	Binary 	 - 	0.005,0.008,0.01,0.015 	- 	 - 	 - 	 - 

Px 	
Multipoint 	 0.9 	 - 	 - 	 - 	 - 	 - 
Uniform 	 - 	 0.4 	 - 	 - 	 - 	 - 

Nx 	 2,4,8 	 - 	 - 	 - 	 - 	 - 
Np 	 100, 200, 400 	 - 	 166,334 12)  666 	166, 334, 666(2)  234,466 (2)  , 612, 934 234, 466, 	934(2) 

a 	 0.1,0.5,0.9 	 - 	 - 	 - 	 - 	 - 

Nc 	
Generational 	1 (elitism) 	 0 	 - 	 - 	 - 	 - 
Steady-state 	N - 1 	 - 	 - 	 - 	 - 	 - 

PR 	 - 	 0.1 	 - 	 - 	 - 	 - 

NB 	 - 	 8bits 	 - 	 - 	 - 	 - 

Table 4.1. EA control parameters values considered in the parametric study aimed at identifying the best EA performance for polyalanine. 
The base parameter sets were considered in all cases whilst the other columns indicate additional parameters considered for the indicated 
protein-design combinations. All possible permutations were considered. Superscripts: (1) from equation (4.2) using optimal values for 
Ala15 , (2) and (3) from equation (4.3) with n = 1 and 0.5 respectively using the optimal values for Ala15 



4.4 	HasuRs and Oacuzzian  

4.4.1 ff  nfluence uiY design on pfosiiinc 

4.4.1.1 Tournament selection designs 

Whilst all the designs based on tournament selection are able to identify the 

correct tertiary structure of Ala15 when using appropriate control parameters, their 

performance varies considerably as indicated in Figure 4.2, which shows the best 

performance for each design, F , and the associated average number of function best 

evaluations, F*,  and success rates, S*;  F 	and F*  are given relative to those of 

the GRMT design, which is the best performer of these 12 designs with 

F 99  = F 99  (GRMT ) = 173745 and Ffl(.r) = 71575, subject to an uncertainty of 
min(T) 	best 

±5% (each function evaluation took -6.7 ms on a 1.4 GHz Athlon 1600+ MP CPU). 

The best performance of the GRUT design is essentially no different from that of the 

GRMT design. The next four designs - GB#T and SR#T  - may be broadly grouped, 

with their F 	varying from -1.2 to -2.2 times that of the best design. The F best best 

performance of the next three designs varies from 3-4 times that of the best design; 

this group includes the SB#T  designs and the GGMT design which is ranked eighth 

overall. The last three designs, whose best performance is an order of magnitude or 

more worse than that of the GRMT design, are dominated by Gray encoding. 



40 

(99) 	-.

20 best  
;.(99) '• 
minM 	min (fl 

10 

0 
GRMT GRUT SRMT GBMT SRUT GBUT SBMT GGMT SBUT GGUT  SGMT  SGUT 

Figure 4.2. Details associated with best performance for designs based on 
tournament selection when applied to Ala15. Performance is described in terms of 
the number of function evaluations required to identify the correct structure with 
99% certainty (first bar), and the associated average number of potential function 
evaluations (second bar) and the success rate (percentage figure above bars). 

Comparison of the GR#T designs in column 1 of the pivot table in Table 4.2 indicates 

both crossover operators are equally effective for these two designs. In the case of 

the other encodings, however, the best performance and associated success rates of 

the multipoint crossover based designs are substantially superior regardless of the 

replacement strategy. 

Table 4.2. Pivot table showing influence of crossover operator on performance for 
tournament selection designs applied to Ala15. 

Desflgn code 
Crossover 	Meisuire 

GR#T SR#T GB#T  SB#T GG#T SG#T 
Fbest/99  'Fmin99(T) 1.00 1.25 1.53 2.94 3.24 15.51 

M 
S . (%) 84 99 84 85 93 55 

F 99  ' / F 99cl') best 	mm  1.02 1.88 2.19 4.15 11.07 37.08 
U 

S . (%) 76 93 64 65 27 20 

ZE 



It is clear from Table 4.3 that real encoding is superior to the other encodings, 

everything else being equal. The best performance and associated success rate for 

real encoded designs are somewhat better than that of the binary encoded designs, 

which are in turn substantially better than those of the Gray encoded designs with the 

exception of the GGMT design, whose success rate is anomalous in that it is 

comparable to the best of the real encoded designs. 

Table 4.3. Pivot table showing influence of encoding on performance for tournament 
selection designs applied to Ala15. 

]Sllllfl code 
Eiriicodfliig Mrisuiiire 

G#MT G#UT S#MT S#UT 
1 Fflhifl'  m / 1.00 1.02 1.25 1.88 

R 
S (%) 84 76 99 93 

F"' 'F 99  / 	min(T) 1.53 2.19 2.94 4.15 
B best 

s' (%) 84 64 85 65 

1F99(T) 

	

be 	/ 

	

st 	min 3.24 11.07 15.51 37.08 
G S*(%) 	- 93 27 55 20 

Comparison of the generational designs with their steady state counterparts in Table 

4.4 indicates the former are more efficient, all else being equal. For real and binary 

encodings, the success rates associated with the best performances of the steady state 

designs are comparable or better than those of the generational. This is contrary to 

the findings of previous workers for other problems, where steady state algorithms 

were more efficient but less likely to find the global optimum (Syswerda, 1991). 

Table 4.4. Pivot table showing influence of replacement strategy on performance for 
tournament selection designs applied to Ala15. 

Design code 
Iepllacemerut 	Measure 

#RMT #RUT #BMT #BUT #GMT #GUT 

best / 1Fmis99 m 1.00 1.02 1.53 2.19 3.24 11.07 
G 

S 	'q0  84 76 84 64 93 27 

'F 99  
best! 	min(T) 1.25 1.88 2.94 4.15 15.51 37.08 

S 
S 	'q0' 	- 99 93 85 65 55 20 
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Table 4.5 shows the control parameter values that lead to the performances in Figure 

4.2; these optimal control parameter values are differentiated from other parameter 

values by a superscripted star. This table suggests that the replacement strategy 

strongly influences the values of N and N;. The former is always less for the 

generational designs based on real and binary encoding; the trend is less clear for the 

designs based on Gray encoding. The values of N for the steady-state designs are 

always lower than those of the generational designs, indicating that less selective 

pressure is required for efficient operation of the former - this particular finding is 

inline with Rogers and Prügel-Bennett (1998), who use a statistical mechanical 

approach to show that steady-state selection leads to greater genetic drift, which must 

be countered by lowering the selective pressure (in this case via a smaller tournament 

size). The elitist generational GAs are always superior to their non-elitist 

counterparts. 

Table 4.5. Optimal control parameter values for each tournament selection design 
when applied to Alai 5 . The values marked with 1 were not varied (c.f. Table 4.1). 

Rank Design N; N; N;  N 

1 GRMT 100 4 0.06 0.9 3 1 

3 SRMT 400 2 0.09 0.9 1 

2 GRUT 100 8 0.09 0.4 1 

5 SRUT 400 2 0.09 0.3 399t 

4 GBMT 200 4 0.01 0.9 3 1 8 

7 SBMT 400 2 0.008 0.9 2 399t  8 

6 GBUT 200 4 0.01 0.4 1 8 

9 SBUT 400 2 0.008 0.3 399k  8 

8 GGMT 400 4 0.01 0.9 2 1 8 

11 SGMT 200 2 0.01 0.9 3 1 99t  8 

10 GGUT 200 4 0.01 0.3 1 8 

12 SGUT 200 2 0.01 0.5 1 99t  8 
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Table 4.5 also clearly shows that encoding influences P, with the mutation 

probability for the real encoded designs being an order of magnitude greater than 

those based on the binary and Gray encodings - as the number of bits per gene for 

the binary and Gray encodings is always 8 bits (i.e. the chromosome is 8 times 

longer), the differences in the mutation rates is very much in line with the classical 

L 1  scaling (Ochoa, 2002), suggesting that this link between encoding and P is in 

fact caused by the differences in the chromosome lengths, L. At a rate of 2.5-3.5 

mutations per chromosome, it is clear that mutation is an essential feature of any 

efficient EA when applied to the ab initio problem. 

Inspection of Table 4.5 suggests that the values of all but, of course, the crossover 

parameters may well be independent of the crossover operator used. The values of 

Px  appear to vary little across the designs ##M T  and ##UT at 0.9 and 0.3-0.5 

respectively. These values clearly show that crossover is also an essential feature of 

an efficient EA when used in the ab initio context. There appears to be little 

discernable trend in N across the ##MT designs except that it tends to the lower end 

of the range considered. 

4.4.1.2 Unifonn selection designs & comparison with tournament selection designs 

The results from tournament selection clearly indicate Gray encoding is not 

competitive, at least in the ab initio context; it was, therefore, not considered further. 

In order to assess the effect of selection strategy on performance, the remaining eight 

possible design permutations arising from systematic variation of the encoding 

alphabet, crossover operator and replacement strategy were considered with uniform 

rather than tournament selection. 
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All the uniform selection designs were able to identify the correct tertiary structure of 

Ala15  when using appropriate control parameters. Figure 4.3 shows the F 99  

performance of the uniform selection designs and their tournament selection 

counterparts relative to the performance of the best tournament selection design (i.e. 

GRMT - ee page 68 above for FY ) ). This figure shows that the SRM u  design is 

the best with F 99  = F 99  (SRM) = 129169, just 74% of F () . Unlike theminT min(U) 	best 

tournament selection designs, it is difficult to group the uniform selection designs on 

the basis of performance. Indeed, the performances of the uniform selection designs 

are more tightly packed with Fmax99 " / F 99  = 2.70 compared to F 99 1F 9  =4 15 (U) 	min(U) max(T) / min(F) 

for the first eight tournament selection designs. However, Figure 4.3 does suggest the 

designs can be split on the basis of encoding, with the real and binary encoded 

designs tending to the left (good) and right (less good) ends of the graph respectively. 

65% 

4 

3 

(99) 
best 

;'(99) 	2 
min(T) 

1 

[I] 

SRM#  GRM#  GRU#  SBM4  SRU4t  GBM 	GBU#  SBU# 

Figure 4.3. The best performance for designs based on uniform selection (first 
bar) and, for comparison, tournament selection (second bar) when applied to 
Ala15 . The success rate for each design is indicated above the respective bars. 
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Figure 4.3 clearly shows that the switch in selection strategy leads to an 

improvement in performance for all but the GBMu design, where there was a small 

(-10%) degradation relative to its tournament selection counterpart. Steady-state 

designs benefit in particular from the use of uniform selection, with their F 99  

values being nearly halved on average compared to just a 7% reduction on average 

for the generational designs. Comparison between the success rates of the two 

selection strategies, see Figure 4.3, shows that they increased substantially for almost 

all the generational designs on switching to uniform selection (the only exception is 

the GBMu  design, where there was a substantial reduction). The success rates of the 

steady-state designs, on the other hand, either remained unchanged or reduced 

slightly. In other words, the improved performance seen for the steady-state designs 

on switching the selection strategy in fact arises from significant reductions in the 

average number of function evaluations, F, whilst the reverse is true for the 

generational designs. 

The pivot table in Table 4.6 indicates that multipoint crossover is in general superior 

when used with uniform selection, everything else being equal. This is inline with the 

findings for tournament selection, indicating that multipoint crossover should be 

preferred. 

Table 4.6. Pivot table showing influence of crossover operator on performance for 
uniform selection designs applied to Ala 15 . 

Design code 
GR#u  SR#u  GB#u  SB#u  

0.98 	0.74 1.69 	1.20 

97 	93 61 	84 

0.89 	1.28 	1.81 	2.00 

98 	85 	84 	65 

Crossover Measure 

(99)/ (99) 

M 	best / min (T) 

S . (%) 

F 99  'F 99  best / mm T) 

S*  (%) 
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It is clear from Table 4.7 that real encoding used with uniform selection is almost 

always superior irrespective of the other design details, and always superior when all 

else is equal. Once again, this finding is inline with the results obtained when using 

tournament selection, indicating that real encoding should be preferred. 

Table 4.7. Pivot table showing influence of encoding on performance for uniform 
selection designs applied to Ala 15 . 

code 

	

Encoiing Measur 	
ig

e 	
G#MU  G#UU S#Mu  S#U. 

	

F (99) /F(99) 	0.98 	0.89 	0.74 	1.28 
best 	min (T) R 	

S(%) 	97 	98 	93 	85 

	

Fbest /99 /F 99 	1.69 	1.81 	1.20 	2.00 
B 	min (T) 

	

S(%) 	61 	84 	84 	65 

Table 4.8 indicates for uniform selection that steady-state replacement is superior to 

a generational strategy when multipoint crossover is used, and the reverse when 

uniform crossover is used. This finding and the success rates - the steady-state 

designs are now less successful than their generational counterparts - are opposite to 

those obtained using tournament selection but are now inline with previous workers 

for other problems (Syswerda, 1991). 

Table 4.8. Pivot table showing influence of replacement strategy on performance for 
uniform selection designs applied to Ala 15 . 

	

Iejllacement Measur 	
Design code

e 	
#RMu #RUu  #BMu  #BUu  

Fb(99est 	min(T) )/F(99)  
G 	

0.98 	0.89 	1.69 	1.81 

	

S(%) 	97 	98 	61 	84 

F 99  'F 99  
S 	

best / min (T) 

S(%) 

0.74 	1.28 	1.20 	2.00 

93 	85 	84 	65 
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Table 4.9 shows the control parameter values associated with the performances in 

Figure 4.3 for the uniform selection designs. Unlike with tournament selection, there 

is no discernable trend between the optimal population size and any design feature. 

The optimal fraction of best structures from which parents are selected, d, tends to 

the lower and upper ends of the range considered for the generational and for steady-

state designs respectively. This trend - less selective pressure for steady-state 

replacement compared to the generational strategy - is inline with that of the 

tournament selection designs. 

Table 4.9. Optimal control parameter values for each uniform selection design when 
applied to Ala 15 . The values marked with t were not varied (c.f. Table 4.1). 

Rank Design N; N; N N 

3 GRM1j  200 0.1 0.09 0.9 8 1 

1 SRMu  400 05 009 0.91  2 

2 GRUu 200 0.1 009 0.4t  1 

5 SRUu  100 0.9 0.09 0.4t 

6 GBMu  100 0.5 0.008 0.9 8 1 

4 SBM1  400 0.5 0.015 0.9 2 399' 8t 

7 GBU j  400 0.1 0.015 0.4 1 

8 SBUu  200 0.5 0.015 OA 199 

The optimal mutation probabilities for the real encoded designs are very much inline 

with those obtained using tournament selection, indicating that this parameter is not 

affected by the selection strategy adopted with this encoding. On a first glance it 

appears as if this is not the case for binary encoded designs - only P for the GBMu  

design is inline with that of its tournament selection counterpart, whilst the others are 

50% greater. This could suggest that the mutation probability is dependent on the 

selection strategy adopted with binary encoding, but it is perhaps more simply a 
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reflection of the fact that mutation probabilities greater than 0.01 were not considered 

for binary encoded designs in the tournament selection study (unfortunately, there 

was insufficient time to address this deficiency, not to mention lack of motivation 

given binary encoding is far from optimal and therefore not preferred, but all other 

results above and below indicate this to be the case). 

As with tournament selection, N for the multipoint crossover designs appears to be 

dependent on the replacement strategy, with the generational designs preferring the 

upper value considered in this study, and the steady-state designs the lowest value. 

Whilst the number of crossover points for steady-state designs does not appear to be 

greatly affected by the switch in selection strategy, the values for generational 

designs have leapt from N =2-3 to N; =8 in the switch from tournament to 

uniform selection. 

4.4.1.3 Conclusions 

It is clear that EA performance is a strong function of design. The studies 

undertaken allow the following conclusions to be drawn with regards the 

performance-design link: 

The SRMu  design is the best of the twenty designs considered. 

Real encoding is superior to either binary or, even more so, Gray encoding. 

Mutation is essential. The optimal mutation probability appears to follow the 

classical L' scaling, where L is the length of the chromosome (Ochoa, 2002). 

Crossover is essential, with multipoint crossover being superior in general. The 

optimal multipoint crossover probability is independent of design at PM = 0.9. 
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Uniform selection is in general superior to tournament selection. 

Whilst elitist generational replacement is in general superior to steady-state 

replacement, the overall best performer uses a steady-state strategy. 

On the basis of these conclusions, consideration in the following parts of this study 

are restricted to the four #RM #  designs. 

L62 Deti11edl cseratkrn oft #llM# dleaigns 

4.4.2.1 Performance variation with control parameters and control parameter inter-
dependencies 

It is expected that the influence of each control parameter on EA 

performance will vary. It is important to establish which have the greatest influence 

as it is these parameters which should ultimately be the focus of any more detailed 

efforts at parameter optimisation or, indeed, made self-adaptive. 

In an ideal situation, it would be desirable to establish the multidimensional 

performance-control parameter surface in its entirety. Unfortunately, the large 

number of possible parameter permutations combined with the need to do 100 

simulations per permutation for reliable statistics precludes this even if attention is 

restricted to just a few design/protein combinations. Instead, for each control 

parameter, consideration was given to how the best performance of the GRM #  and 

SRM1 varied with the parameter when the others were free to change; in each case, 

the best performance is denoted by FI, where X is the control parameter that is 
best x  

being varied in a systematic way. Rather fortuitously, many of the control 

parameters - in particular, population size, crossover rate and to a large extent 

mutation probability - take on the same value when they are free (i.e. other than X). 
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Figure 4.4 shows that the best performance of the GRM #  and SRM# designs for each 

population size considered; the same scales have been used for both selection 

strategies so as to aid comparison. It appears that only the SRMT design is 

particularly sensitive to population size, with the best performance of the design 

improving as population size increases. The rate of change of this performance with 

population size appears to diminish as population size increases suggesting that 

Np = 400 is near-optimal; preliminary, lower quality, results obtained for this design 

using larger populations appear to support this. Whilst the other three designs are 

largely insensitive to population size, there is some change of performance with this 

control parameter in each case. The SRM u  design shows the same increasing trend 

between performance and population size as the SRMT design, albeit far less 

dramatic. The performance of both GRM# designs, on the other hand, improves 

continuously as population size decreases from the upper to the lower limit 

considered. The coincidence of the performances of the #RMT designs at Np = 400 is 

inline with the results of De Jong and Sarrna (1993), who saw little difference 

between the performance of generational and steady-state replacement strategies 

once the population size is sufficiently large. Consideration of the mutation 

probability values as population size is changed, Figure 4.4, indicates that whilst the 

probabilities for the GRM #  designs at Np = 100 are different from the rest, results 

below (see discussion associated with Figure 4.5) show that these differences are 

marginal and that, therefore, the mutation rate is largely independent of population 

size for all four designs. The crossover probability is also independent of the 

population size for the #RMT  designs (this parameter was not varied for the uniform 

selection designs). 
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Figure 4.4. Best performance obtained from the GRM 	(•) and SRM (0) 
designs applied to Ala15 for fixed values of the population size: (a) tournament 
and (b) uniform selection. The other control parameter values associated with 
these performances are also indicated at each point (black: GRM#; red: SRM#). 



The number of crossover points may possibly depend on the population size, with the 

number of points tending to increase and decrease with population size for the GRM 

and SRM#  designs respectively, although considerations below (see discussion 

associated with Figure 4.6) suggest that this dependency is weak at best and possibly 

does not exist at all for tournament selection designs. Consideration of the values of 

NT and a for both GRM #  designs indicates that there is some evidence for increasing 

selective pressure with population size, although results below (see discussion 

associated with Figure 4.7) show that this is not a particularly strong trend. There is 

insufficient evidence for a link between selective pressure and population size in the 

two steady-state designs, where the selective pressure in both cases is almost always 

at the lower limits considered (i.e. NT = 2 and a= 0.9). 

Figure 4.5 shows that the best performance of the GRM #  and SRM#  designs for each 

mutation probability considered; once again, the same scales have been used for both 

selection strategies so as to aid comparison. It is clear from this figure that mutation 

is essential for good performance, with the performance of all the designs improving 

substantially as the mutation probability increases. The performances for all four 

designs are similar and near-optimal at the upper mutation probability considered, 

confirming the findings of the previous section where the optimal mutation rate 

tended to be independent of design details and more related to chromosome length. 

The change of performance with mutation probability for the SRM #  designs is 

gradual, indicating it is more sensitive to the mutation rate used. The GRM #  designs, 

on the other hand, show a rapid improvement in performance from the lower limit 

considered in detail, PM = 0.01, to the next value considered, PM = 0.03. 
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Figure 4.5. Best performance obtained from the GRM (•) and SRM (0) 
designs applied to Ala15 for fixed values of the mutation probability: (a) 
tournament and (b) uniform selection. The other control parameter values 
associated with these performances are also indicated at each point (black: GRM#; 
red: SRM). 
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In the case of the GRMT design, there is virtually no change in F 99  (within statistical 

uncertainty) beyond this mutation probability. Whilst the F 99  value for the GRMu 

design rises at PM = 0.06, the value at PM = 0.09 is similar to that at PM = 0.03, 

suggesting that both generational designs maybe less sensitive to the mutation 

probability. 

Consideration of the population size values as mutation probability is changed, 

Figure 4.5, suggests that there is virtually no link between these two control 

parameters except for the GRM u  design where there maybe a weak direct link, 

although this is less than clear and not supported by results presented in Figure 4.5 

below. Once again, the crossover probability is independent of the mutation 

probability for the #RMT designs. There is no clear relationship between the number 

of crossover points and mutation rate for any of the designs. There appears to be a 

strong direct link between the mutation probability and selective pressure (i.e. NT and 

a) for the GRM# designs, which is to be expected. The decrease of a for the SRM 

design at the upper end of the mutation probability range considered here suggests a 

direct but weaker link between the two parameters for this design, although this is 

not reflected in the results in Figure 4.7 below, whilst there appears to be no such 

link for the SRM-1- design. 

Figure 4.6 shows the best performance for the four designs for each number of 

crossover points considered; as with the previous figures in this section, the same 

scales have been used for both selection strategies so as to aid comparison. This 

figure clearly shows that this particular control parameter has only a relatively weak 

influence on performance for all four designs. 
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In both generational designs the performance tends to improve (slightly) with the 

number of crossover points, whilst the reverse is true for the SRM u  design; the trend 

for the SRMT design is far less clear. 

Consideration of the population size values as the number of crossover points is 

changed, Figure 4.6, provides little evidence for a link between these two control 

parameters for the tournament selection designs, and only a weak link for the 

uniform selection designs as noted above when considering Figure 4.4. 

Consideration of the mutation probability values as the number of crossover points is 

changed suggests there is no link between these two parameters for all but the GRMu 

design where, paradoxically, there appears to be a direct relationship at the upper end 

of the range of number of crossover points considered here - inspection of Figure 4.5 

suggests, however, that this may simply reflect the fact that there is little difference 

between the performance of this design at the mutation rates of PM = 0.03 and 0.09. 

Consideration of the tournament size values as the number of crossover points is 

changed indicates that, at least for the range considered, there is no relationship 

between these two parameters for these designs. The decrease and increase of a at 

Nx  = 8 for the GRMu  and SRMu  designs respectively suggest that there could 

possibly be corresponding relationships between these two parameters. However, the 

paradoxical nature of the suggested trend for the steady-state design - one would 

expect the selection pressure to increase with the degree of chromosomal disruption 

if anything - and consideration of the results in Figure 4.7 below indicate that these 

changes simply reflect the fact that the performance of the SRM design is only 

slightly affected by a and that of the GRM design at the two lowest value of a are 

essentially the same (within statistical uncertainty). 
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Figure 4.7 shows the best performance for the four designs for each value considered 

of the respective selection pressure parameters. Arrows showing the direction of 

increasing pressure have been included on this figure as the directions are opposite 

for the two methods. The performance of both generational designs is directly related 

to the selection pressure, with the strength of this relationship being particularly 

strong for the GRMu design at lower selection pressures. The SRMT design is also 

sensitive to selection pressure, although the relationship between the two is 

fundamentally different with the performance degrading in an almost linear manner 

with tournament size. Whilst the performance of its uniform selection counterpart 

also degrades with selection pressure, it is far less sensitive to the associated control 

parameter, a. Once again, these trends between performance and selection pressure 

are inline with the findings of Rogers and Prugel-Bennett (1998), who used theory to 

show that steady-state selection leads to greater genetic drift compared to a 

generational strategy, and that it must be countered by lowering the selective 

pressure. 

Consideration of the number of crossover points as the selection pressure is changed, 

Figure 4.7, provides little evidence for a link between these two control parameters 

for all four designs. There also appears to be little or no link between population size 

and selection pressure for all but the GRMu design. In this design, the population 

size does increase from 100 to 200 as selection pressure increases from a= 0.5 to 

a= 0. 1, but the differences between the performances indicate that the link between 

these control parameters is also likely to be weak or non-existent. There also appears 

to be no link between selection pressure and mutation probability for the SRM 

design. There is, however, a strong link between selection pressure and mutation 
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probability for the generational designs, where lowering of the chromosomal 

disruption is associated with an entirely expected decrease in the selective pressure. 
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Figure 4.8. Best performance obtained from the GRM T  (•) and SRMT (0) 
designs applied to Ala15 for fixed values of crossover probability. The other 
control parameter values associated with these performances are also indicated at 
each point (black: GRMT; red: SRMT). 

Finally, Figure 4.8 shows for the tournament selection designs the best performance 

at each crossover probability considered; a similar plot is not available for the 

uniform selection designs as the crossover probability was not varied when these 

designs were studied due to the observation that Px = 0.9 always lead to superior 

performance irrespective of the design features (see §4.4.1) or, as shown in this 

section, other control parameter values. This figure, which shows that performance is 

a function of the crossover probability for both tournament selection designs, clearly 

M. 



indicates why the crossover probability required for best performance is consistently 

0.9. The population size appears to be independent of the crossover probability for 

both designs. The mutation probability for the SRMT design is also clearly 

independent of the crossover probability whilst this is also likely to be the case for 

the GRMT design if we bear in mind the conclusions drawn from Figure 4.5 above. 

Whilst there appears to be some inverse relationship between the crossover 

probability and number of crossover points, this is not supported by the results 

presented in Figure 4.6. The tournament size is independent of the crossover 

probability for the SRM design, whilst the same may also be true for the GRM 

design. 

In conclusion, as summarised in Table 4.10, the above analysis suggests that a 

number of control parameters influence only marginally the performance of the 

#RM#  designs; this means that their consideration in any efforts aimed at optimising 

performance is unlikely to lead to significant gains. The mutation probability 

significantly affects performance of all four designs and should, therefore, always be 

considered when seeking to optimise performance. The SRM1 design is affected 

significantly by the population size and could, therefore, be targeted in any 

optimisation efforts. However, it was also observed here that there may be an upper 

limit beyond which there is no further gains in performance. As computational effort 

per generation for steady-state designs is almost independent of the population size, 

this suggests that it may be satisfactory to select a sufficiently large enough value, 

whatever this maybe for the size of protein in question (this is addressed below), and 

not consider it as a target for optimisation. The performances of the SRMT and 

GRMu designs appear to be significantly affected by selection pressure, with the 



former preferring lower and the latter higher selection pressure. The performances of 

the #RMT designs are significantly affected by the number of crossover points. 

However, irrespective of the design details or the values of the other control 

parameters, it was always found that Px = 0.9 was associated with best performances, 

suggesting that this value maybe used in all cases and not be the target during 

performance optimisation; it was this observation which lead to the parameter not 

being considering for the uniform selection designs. 

Table 4.10. Summary of the effect of the control parameters on the performance of 
the four designs considered in detail. This effect maybe strong (v')  and weak (X). 

Parameter 
GRMT 

Design 
SRMT 	GRMu 	SRMu 

PM V V V 	V 

Np V x 	x 

NT x V Not applicable 

a Not applicable V 	X 

Nx X X X 	* 
- V V Not considered 

Whilst the absence of a full knowledge of the performance-control parameter surface 

makes it difficult to draw many definitive conclusions regarding the inter-

dependences of the control parameters, some attempt has been made here to discern 

the relationships where possible. As Table 4.11 indicates, the strongest inter-

dependency established is that between the mutation rate and selection pressure for 

the generational designs - this is expected, suggesting the analysis undertaken here is 

reasonable despite its unavoidable shortcomings. 



Table 4.11. Summary of the likely strength of the inter-dependences between control 
parameters. The link maybe strong (S), weak (W) or independent (1). The 
superscripts indicate that the relationship applies to the generational (G) and steady-
state designs (S). 

4.4.2.2 Scaling of performance and control parameters with protein size 

Use of the optimal parameter sets for Ala 15  leads to poor performances for 

Ala25  and Ala35 , clearly indicating that at least some control parameter values must 

scale with problem size. A parametric study was, therefore, undertaken to identify 

how the various control parameters vary with polyalanine size for the #RM #  designs. 

The control parameter values considered (in addition to the base set) when applying 

the four designs to Ala25  and Ala35  are summarised in Table 4.1. A number of 

different criteria were used to select the values additional to the base set. Those 

parameters which always took on a particular value in the Ala 15  study were not 

varied at all (e.g. crossover probability, where PM = 0.9 always). In other cases, as 

described below, scalings proposed elsewhere in the literature were used. Finally, 

further values were selected as experience was accumulated during the study. 

The Ala 15  work as well as that by others suggest that the LT1  heuristic (Ochoa, 2002) 

'M (L) = - J P (15) 	 (4.2) 
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may be applicable where, in the current context, L is the size of the new polyalanine 

molecule, N. This scaling was used to identify some of the additional mutation 

probabilities considered when applying the four designs to Ala 25  and Ala35 . 

Theory also suggests, at least for generational EAs, that population size is linked to 

problem size as per (Goldberg and Rudnick, 1991; Ahn and Ramakhrishna, 2002) 

N (L) = 
	

N; (15) 	 (4.3) 
15  

where n = 0.5 or 1. On the basis of preliminary investigations, Np obtained from this 

scaling for n =0, 0.5 and 1 were considered along with a number of other values.  

There is generally less understanding of how the number of crossover points should 

vary with problem size. However, as the level of chromosomal disruption decreases 

with chromosome size for a given number of crossover points, it may be reasonable 

to expect the optimal number of points to increase with protein size. Consideration 

was, therefore, given in some cases to values of Nx larger than the optimal for Ala 15 . 

There is also little understanding of how selection pressure should be varied with 

problem size. As application of the SRMT design to Ala 15  indicates unequivocally 

that this design prefers low selection pressure, only NT = 2 was considered for its 

application to Ala25  and Ala35 . The situation for the other designs is less clear and, 

hence, a range of NT and a values were considered for these larger molecules. 

The variation of the best performances with protein size for the four designs is shown 

in Figure 4.9 along with the lines of best-fit and associated optimal control parameter 

values. With regards the latter, it must be kept in mind when seeking to establish the 
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nature of their variation with polyalanine size that precise adherence to scalings such 

as those mentioned above for mutation rate and population size is unlikely to be 

observed because the optimal values obtained for Ala 15  are infact only optimal within 

the finite (and small) set considered. 

The optimal mutation rates obtained for all the designs appear to follow very well the 

L' heuristic, equation (4.2). This result confirms the conclusions drawn from the 

Ala1 5 study above with regards the validity of this scaling. 

The optimal population size scaling (4.3) is well followed by the GRMT design with 

n = 1. The N, value for the SRMT design applied to Ala 35  corresponds to this 

scaling with n = 0.5. However, the parameter sets that include the corresponding 

population size for Ala25  (i.e. Np = 516) yield performances substantially inferior to 

that obtained with the optimal parameter set where N = 400. Moreover, relative to 

the uncertainty associated with the performance data, the second best performance is 

substantially worse indicating that Np = 400 is optimal for the SRMT design applied 

to Ala25 . Given these facts, it is suggested that N for the SRMT design increases 

with polyalanine size with 0 <n < 1. In the case of the GRMu design, N for Ala25  

and Ala35  correspond to n = 1.36 and n = 1 respectively, suggesting a linear or higher 

scaling. However, the difference between the performances of the best and second 

best parameter sets for this design applied to Ala 25  is within the uncertainty 

associated with the performance data. The population size in this case was Np = 200. 

Given this and the unlikeliness of n> 1, it is proposed that N; for the GRMu  design 

increases with polyalanine size with n = 1. The optimal population size for the SRMu 



design when applied to Ala25, N =100, appears to rule out adherence to the scaling 

(4.3) for this design. However, the second best performance for this design applied to 

Ala25  is within 4% of the best and is obtained with Np = 666, suggesting a linear 

scaling with polyalanine size. Unfortunately, this is not in line with the value of N 

unequivocal identified for the design applied to Ala35, which corresponds to n = 0.5. 

As these findings are broadly inline with those for the SRMT design, it is proposed 

that N for the SRMu  design also follow the scaling (4.3) with 0 < n < 1. Whilst 

many of the N values for Ala25  and Ala35  differ from those of Ala 15 , there is no 

discernable trend with polyalanine size. This is inline with the finding from the Ala 15  

study that this parameter plays a lesser role in determining EA performance. 

There is also no apparent relationship between the optimal selection pressure 

parameters, N and d, and polyalanine size. The values are, however, consistent 

with the results of the Ala 15  study that optimal performances for generational and 

steady-state designs are obtained with higher/lower selection pressure respectively. 

A variety of fits to the performance data in Figure 4.9 were investigated including 

aNb and N log N and the best was found to be the scaling 

j' 	( T\ 
b
(99)
est k 	/ 	bN 

(99) 
min(T) 	

ae (4.4) 

with the constants given in Table 4.12 below. These scalings indicate that the SRM 
designs are in general superior, with the SRM u  design being the best overall. 
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Figure 4.9. Variation of performance with polyalanine size (in number of residues, 
N) for the GRM (0) and SRM (0) designs: (a) tournament, and (b) uniform 
selection designs. The lines of best fit, equation (4.4) with the parameters of Table 
4.12, are also shown (solid and dashed lines respectively). 
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Table 4.12. Parameters obtained from fitting equation (4.4) to the performance-
polyalanine size data in Figure 4.9. 

Design a b R2  

GRMT 0.20171±0.01418 0.11079±0.00207 0.99986 
SRMT 0.13783±0.12097 0.11028±0.02582 0.97643 
GRMu  0.08815±0.03865 0.13456±0.01275 0.99721 
SRMu 0.20765±0.04250 0.09544±0.00602 0.99812 

In conclusion, the above analysis shows that both PM and Np scale with the size of 

the polyalanine, whilst Nx and the selection pressure parameters, NT and a, do not. It 

will be left to following chapters to establish how transferable these findings are to 

real proteins. It was also found that the SRM #  designs are superior in the round. 

4A3 Pojpu]Iaflmn evohntioirii diuiiring siinirnflathrns 

The variation of the average fitness of the population and its standard 

deviation throughout a simulation is typically presented when considering the 

performance of an EA. This is not practical here, however, as many generations 

contain structures with extremely large energy due to atom overlap. The variation of 

the energy and root mean square difference (RMSD) of the best member of each 

generation averaged over 100 successful simulations and the associated standard 

deviation are, therefore, presented instead; the RMSD in this case is calculated 

relative to the correct a-helical structure. 

As the nature of the variations of energy and RMSD during a successful simulation 

are broadly similar for all the designs considered, they are only shown here for the 

GRMT design when applied to Ala 15 , Figure 4.10 below. The average energy of the 

best member in a population drops off rapidly within the first 10% or less of a 

simulation before passing into a phase where it decreases at an increasingly slower 



-900 

-950 

1000 

Eb (kcallmol) -1050 

1.0 0.0 	 0.2 	 0.4 	 0.6 	 0.8 

F(g)/F 

-1100 

8 

6 

4 R,,(A) 

1150 

rate until the simulation terminates. The local optimiser at this point brings the 

structure to the correct conformation (i.e. RMSD - 0 and E - —1190 kcallmol), 

requiring typically 5-10% of the total number of energy function evaluations. In 

almost all cases the RMSD of the best structure in a generation initially increases to a 

maximum located somewhere within the first 5-15% of a simulation before 

decreasing steadily in line with the average energy. It is clear that the link between 

the energy and structure conformation, whilst initially weak, is for the vast majority 

of simulations sufficiently strong to ensure that it is a good measure of structure 

fitness. The rates at which the energy and RMSD change during the simulations, 

their value at termination and the amount of effort required by the local optimiser 

Figure 4.10. Variation of the energy (solid line) and RMSD (dashed line) of the 
best structure through the generations for the GRMT design when applied to Ala 15 . 

The data is obtained from 100 separate successful simulations. The bars indicate 
one standard deviation. 

vary between designs, but no discernable trend between these and the design features 

could be identified. The large standard deviations, especially for the RMSD, clearly 

indicate that there are many paths that a successful simulation may take. 
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Differences in population evolution for the various designs are more evident in the 

Ramachandran space as illustrated in Figure 4.11, which shows the probability of a 

dihedral angle pair existing at various stages during a successful simulation for Ala 15  

using the GRMT and SRMT designs. So as there are sufficient statistics (5600 data 

points for 5184 bins of 5° x 5°), the GRMT plot is constructed from four simulations 

and the SRM1 from one simulation. The plot showing a typical initial distribution of 

angles indicates they are distributed across the dihedral angle space, although the 

distribution is not smooth because of the relatively small sample size. Within 5-10% 

of the simulation, the angles in both designs are concentrated in the left hand third of 

the Ramachandran plot where the right hand a-helical and n-sheet loci are both 

located. Whilst for both designs the angles continue to concentrate as the simulation 

progresses, the degree of concentration is far greater for the SRMT design, where the 

vast majority of the angles may be found near the global minimum at the end of the 

simulation. The steady state algorithm is clearly more efficient at propagating the 

correct angles throughout the population, which perhaps explains the very high rate 

of success for the SR#T designs. This high success rate is, however, achieved at the 

cost of extra energy function evaluations. 

The example structures in Figure 4.12 clearly show the evolution of the structures 

from completely random to helical (spiral tubes) to a-helical (ribbons) during 

simulations using the GRMT and SRMT designs. The progression for the two designs 

reflects the trends seen in Figure 4.11 where the structures from the latter generations 

in the SRMT design are more tightly clustered within the a-helical region. The final 

structures obtained by submitting the fittest structure from the last generation to a 

local optimiser are entirely a-helical as indicated by the perfect ribbon structures. 
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Figure 4.11. Ramachandran plots showing the probability of a dihedral angle pair 
existing in a typical initial population (top centre) and at various stages during 
simulations for Ala 1 5 using the GRMT (left) and SRMT (right) designs with 
optimal parameters. Note that in both cases, the best member from the final 
generation of either simulation converges rapidly to the global solution when 
submitted to a local optimiser (see Figure 4.12). 
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Figure 4.12. Example structures in a typical initial population (top centre) and 
from generations at various stages during simulations for Ala 15  using the GRMT  
(left) and SRM1  (right) designs with optimal control parameters. Shown are the 
fittest (inner), mid-population (middle) and least-fittest (outer) structures. The 
structure resulting from submitting the fittest member from the last generation of 
the EA to a local optimiser is shown for each design at the centre bottom. Those 
portions that are a-helical are shown as ribbons. 
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As our simulation program allowed us to compare the performance of EA 

with Conformational Space Annealing method, we performed CSA simulations for 

ALA1 5 . Also, we have implemented similar approach as Garduno-Juárez and Morales 

(2003) where local minimisation is performed at every generation (not just at the end 

as in our case). Some literature suggested that plugging the local minimiser in the 

procedure for energy evaluation can improve performance. 

In Table 4.13 we have summarised these results, and as it can be seen EA 

outperformed both methods by the order of magnitude, although for CSA it has been 

found that from 10 realisations, all ten were successful, making it inappropriate for 

comparison based on F"99'. For the comparison we have used number of object 

function evaluations as F99 - ( F*CSA = FcsA) 

Table 4.13. Comparison of performance of various ab initio methods when applied to 
ALA1 5 . 

Method 
F SRMT  

' (99) 
SRM 

CSA (Lee etal., 1997) 22.54 9.25 

Hybrid BA (Garduflo-Juárez R. & Morales, 2003) 35.72 24.66 

BA (this work) 1.00 1.00 

Hybrid EA is using same parameter values as found in the publication of Garduflo-

Juárez R. & Morales(2003), apart from the fact that our local mimimiser is BFGS 

and they have used Newton-Raphson method. Probably that is the reason why F*  is 

much larger than in our approach where robust local minimiser is applied only once. 
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cIflis, 

The effect of evolutionary algorithm (EA) design and associated control parameters 

has been investigated for the ab initio problem using a physicochemical potential and 

a full atomistic off-lattice model of polyalanine, a prototypical a-helical protein. 

Twenty separate designs obtained from the systematic variation of the encoding 

alphabet, crossover operator, selection strategy and replacement strategy were 

considered. The control parameter settings that yielded the best performance for each 

of the designs were identified for a 15 residue polyalanine molecule, Ala 15 . Using 

these optimal parameter settings, all the designs were able to find the global 

minimum, thus confirming the suitability of EAs in the ab initio context when using 

the potential energy as a basis for determining the fitness of candidate structures. 

The rate at which the various designs find the global minimum and their success rate 

vary considerably. Designs using real encoding were found to always be superior to 

those using binary and Gray encoding, everything else being equal. Multipoint 

crossover was found to yield performances superior to that of uniform crossover, 

everything else being equal. Uniform selection was almost always superior to 

tournament selection, everything else being equal. The steady-state replacement 

strategy was in general superior to the elitist generational strategy. Overall, the best 

performing design used steady-state replacement, real-encoding, multipoint 

crossover and uniform selection (i.e. SRMu design), although its tournament 

selection counterpart, SRMT, is competitive in the round. 

By undertaking parametric studies for two larger polyalanine molecules, Ala 25  and 

Ala35 , trends and scalings between the control parameters and chromosome size (i.e. 
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protein size) were identified for the elitist generational and steady state EAs based on 

real encoding and both tournament and uniform selection (i.e. the #RM#  designs), 

which were four of the top designs identified in the initial Ala 15  study. The optimal 

mutation probability was found to vary with chromosome size, L, as per the well 

known L' scaling (Ochoa, 2002). The optimal population size for the elitist 

generational designs also scales with the protein size, most likely in a linear manner. 

Whilst the optimal population size for the steady-state designs also appears to scale 

with protein size, the nature of this scaling is less clear but is likely to be sub-linear. 

The optimal multipoint crossover probability was always found to be high and 

constant at a value of 0.9 irrespective of other design details and control parameter 

values; no trend could be identified between the optimal number of crossover points 

and the polyalanine size. The optimal selection pressure parameters for tournament 

and uniform selection were found to be independent of polyalanine size but 

dependent on the selection strategy adopted, with the generational and steady-state 

designs preferring high and low selection pressures respectively. 
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5.1 Background 

It is clearly desirable to determine how transferable the findings for 

polyalanine are to real proteins. As indicated in the previous chapter, such an 

endeavour is not straightforward because of a variety of factors - possible 

inadequacies in the potential energy model, mismatch between the molecular model 

and experimental conditions, and the existence of very different conformations for 

some proteins that are energetically poorly differentiated. Despite this, many have 

used the pentapeptide met-enkephalin as a basis for testing ab initio methods. We, 

therefore, similarly use it here. In particular, a full parametric study of the 

performance of the SRMT design was undertaken in order to determine the optimal 

performance of this design and the associated control parameters for met-enkephalin 

and, hence, obtain some view of how transferable the findings of the previous 

chapter are to real proteins. 

An overview of met-enkephalin is first given. This is followed by details of the 

study. Results are then presented, including identification of the optimal performance 

and associated control parameters, and the scaling of performance with the control 

parameters. The chapter is concluded with a comparison of the performance of the 

BA with a range of other ab initio methods. 
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Met-enkephalin is an endogenous opioid that is found in the central nervous 

system and gastrointestinal tract. In addition to its well known analgesic effect, it is 

involved in the control of respiratory, cardiovascular and gastrointestinal functions as 

well as in neuroendocrine regulation (Marcotte et al., 2004). 

OH 

Figure 5.1. Molecular structure of met-enkephalin whose sequence is, from left to 
right, YGGFM. 

Met-enkephalin, whose molecular structure is shown in Figure 5.1 along with its 

sequence, is a pentapeptide of 75 atoms and 24 dihedral angles. The flexibility 

brought by the presence of the two glycines means a wide variety of conformers have 

been experimentally observed for met-enkephalin. Nuclear magnetic resonance 

(NMR), infrared (IR) and Raman spectroscopy have all shown that met-enkephalin 

in water at physiologically relevant temperatures takes on many conformations that 

are essentially randomly distributed (Spadaccini and Temussi, 2001; Marcotte et al., 

2004). Substantial lowering of the temperature and/or increasing of the solvent 

viscosity leads to a reduction in the number of conformers observed, but there is still 

many more than one. Similarly, more than one conformation has been observed in 

environments that are thought to mimic biological fluids, membranes or receptor 
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sites (Spadaccini and Temussi, 2001). Finally, the conformation observed for met-

enkephalin in the solid state using X-ray crystallography (Deschamps et al., 1996) 

differs from those observed in solution. 

It is clear that the experimental data does not immediately provide the conformation 

against which predictions of the EA should be compared. It does, however, provide a 

pool of possible targets. This pool was searched to identify the structure with the 

lowest energy when using the AMBER potential model. The search was carried out 

by submitting each structure to a local optimiser with the dihedral angles constrained 

to be within ±3° of the experimental values. The fourth model archived in the PDB 

under the code 1PLW, hereafter referred to as model 4, was found to have the lowest 

energy, E = -299.46 kcal/mol, when 'locally relaxed' in this way. The subsequent 

EA study of more than 30 000 simulations failed to find a structure with any lower 

energy suggesting that this is indeed the global minimum for the Amber potential 

model. All EA predictions were, therefore, compared with this locally relaxed 

structure, hereafter denoted as model 4R. 

Table 5.1. Dihedral angles of model 4 and its locally relaxed counterpart (see text for 
details) and the six structural families identified by Marcotte et al. (2004), who 
deposited 1PLW in the PDB. The last column shows the root mean square deviation 
of the dihedral angles from model 4R, which is defined by equation (5.1). 

Try Guy Gly The Met 
Model m  

VI 02 V2 03 V3 04 V4  05 
4 169 -52 -44 105 -39 -102 -25 -76 0 
4R 137 -149 58 66 -94 -73 -27 -82 127 
Family la 169 -180 -26 114 53 -108 -35 -74 158 
Family lb 165 -178 7 89 54 -110 -41 -72 158 
Family II 169 -52 -34 70 53 -109 -40 -74 100 
Family ifi 165 -138 -15 -140 -46 -98 -29 -70 260 
Family IV 176 149 -24 119 28 -85 -38 -78 213 
Family V 174 78 40 152 25 -85 -40 -83 154 
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The structures archived in the PDB under code 1PLW were determined and 

deposited by Marcotte et al. (2004). They identified six structural families, the first 

four being associated with neutral bicellest  and the remainder with negatively 

charged bicelles. The average dihedral angles for these families are shown in Table 

5.1 along with the dihedral angles of models 4 and its locally relaxed counterpart, 

model 4R. The divergence of these angles are also shown in this table in terms of the 

root mean square difference of the angles as defined by 

= 
	
[ (Oi,. 
	

+ ( jm 	 )] 	
(5.1)

i 

where Ølm  and Y':,m  are the dihedral angles associated with residue-i in models 

me {4, 4R,Ia,Ib,ll,ffl,W,V). Although this comparison suggests model 4 maybe part 

of the structural family II identified by Marcotte et al. (2004), the standard deviation 

associated with ipj (6°; Marcotte et al., 2004) means this assignment is not 

unambiguous. In fact, inspection of the conformation of model 4, Figure 5.2, shows 

that the tyrosine and phenylalanine rings are on the opposite sides of the backbone, 

which is inline with structural family lb of Marcotte et al. (2004). 

Bilayered mixed micelle, known as bicelle, is a molecular assembly in which the long-chain 
phospholipid-rich disc-shaped bilayered structure is stabilized by the regular alignments of surfactant 
(short chain phospholipid or detergent) on the periphery of the disc. Therefore, bicelle is a suitable 
model membrane system and is useful for the physicochemical and biochemical studies of membrane 
proteins. 
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Figure 5.2. Conformation of fourth model 
archived in the PDB under code 1 PLW atom 
colours: red = oxygen, grey = carbon, 
hydrogen, yellow = sulphur, blue = nitrogen). 
The backbone carton has been superimposed 
so to emphasise that the tyrosine and 
phenylalanine rings are on the opposite sides 
of the backbone. 

Figure 5.3 suggests that the backbone of model 4 is bent twice. This is reminiscent of 

conformers identified by others in both the solution and solid phases (Spadaccini and 

Temussi, 2001), although the dihedral angles are largely not the same. Hydrogen 

bonding plays no role in stabilising the structure of model 4. Whilst inspection of 

Table 5.1 shows that all the dihedral angles of model 4R differ from those of the 

unrelaxed original, as expected the most significant changes occur around the glycine 

residues. As Figure 5.3 shows, the backbone of model 4R is still bent twice and, 

whilst less clear, the two rings remain on opposite sides of the backbone. Hydrogen 

bonding still does not play a significant role. 

Figure 5.3. Superimposition of models 4 (green) and 4R (red). 
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Figure 5.4, which shows the potential energy and RMSD of the locally relaxed 

counterparts of the 80 1PLW structures compared to model 4R, illustrates how 

diverse the locally relaxed structures are. Almost all the structures are significantly 

different from that of model 4R. Model 79R is the only model that is structurally 

similar, although its energy is well above the global minimum. The energy of model 

45R is closest but its RIvISD is well beyond 1 A, making it structurally different. 

Model 20R had the highest energy at -22 kca]Jmol greater than the global minimum. 

Model 35R is structurally the most different with an RMSD of 2.44 A; to give a feel 

for how significant this RMSD is, it is comparable to that which would be obtained if 

a completely random structure were compared to model 4R. These large differences 

stress the point of our use of polyalanine as the initial test case. 
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Figure 5.4. Potential energy and RMSD of 80 locally relaxed structures derived 
from those archived in the PDB under code 1PLW compared to model 4R, which 
was found to have the minimum energy of all those tested. 

020 

•35 

109 



5.3 Study dateRs 

The details associated with the representation of met-enkephalin, the angles 

varied (the main backbone and primary sidechain dihedral angles) and the potential 

energy model are all the same as those used for polyalanine study. The reader is, 

therefore, referred to the previous chapter for these details. 

The method for identifying the optimal performance and associated parameter set 

was also similar to that used for the polyalanine study except, because of the small 

size of met-enkephalin and the focus on just one design, 50 or more realisations were 

done for all the possible combinations of the control parameter values considered, 

which are listed in Table 5.2. 

Table 5.2. EA control parameter values considered in the parametric study aimed at 
identifying the best performance of the SRMT design when applied to met-
enkephalin, and the associated optimal control parameter values. 

Parameter Vafluiies considered 
PM 0.06, 0.09, 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7 

Px 0.9 

Nx  2,4,8 

Np 50, 100, 200, 300, 400, 500, 600 

NT 2,4,8 

Nc N1 

PR 0.1 

Using the scaling identified in the previous chapter, the optimal mutation probability 

is expected to be in the region PM = 0.2-0.3. However, in order to assess if this 

scaling is transferable, a wide range of mutation probabilities were considered. 

Similarly, consideration was given to a wide range of population sizes, N. Although 

the polyalanine study did not indicate any definite scaling between protein size and 

110 



either tournament size, NT,  or number of crossover points, N, consideration was 

given to the same values as in the polyalanine study just in case there was some 

relationship. The crossover probability was not varied in light of the clear 

conclusions of the polyalanine study. 

SA Results and d ~ scuss ~an 

5U P ornmnc ind otinnli control jparmater settings 

The best performance of the SRMT design, 	and associated control 

parameter values are given in Table 5.3 along with details of performances that are 

within 10% of the best; the latter have been provided to help better elucidate trends. 

The 	performance, which is comparable with that associated with Ala 15, is 
best 

clearly not inline with the scalings identified from the polyalanine study, suggesting 

that performance does not simply scale with the size of the problem, but also with the 

complexity of the potential energy surface. This complexity is reflected in the lower 

success rates, although they are still very good. 

Table 5.3. Performance measures and control parameter values associated with best 
performance of SRMT design when applied to met-enkephalin and those 
performances that are within 10% of the best. 

Ink 	p(99) 	S (%) PM NP NT N 

Best 	186010 	46.2 	0.2 	400 	2 	2 

2 	1.02F st 33.3 0.3 500 2 	8 

3 	1 . 1 bOF(99)
best 48.1 0.2 600 4 	2 

The mutation probabilities associated with the top performances are very much inline 

with that expected from the U 1  scaling identified in the polyalanine study of the 

previous chapter; this is particularly encouraging as PM most influences performance. 
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The population sizes associated with the top performing parameter sets are all the 

same or greater than that associated with Ala 15 . Moreover, further inspection of the 

lower performance data (not shown here) indicates that this is the case for the top 

nine performances. Given that several smaller population sizes were considered in 

this study (see Table 5.2), these results suggest that the optimal population size for 

the SRMT design is unlikely to scale with protein size for smaller proteins, a 

conclusion that could possibly have been anticipated from the polyalanine study (see 

discussion associated with Figure 4.9 in previous chapter). Furthermore, since 

computational requirements of steady-state EAs are almost independent of 

population size, these results suggest that N ~! 400 should always be used. The 

selective pressures associated with the top three performances are low, inline with 

the conclusions of the polyalanine study. The data given in Table 5.3 along with the 
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Figure 5.5. Influence of RMSD used to judge success of a simulation on the 
performance of the SRMT design when applied to met-enkephalin. 
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data for lower performances (now shown here) suggest, as with the polyalanine 

study, the exact number of crossover points used is less important. 

The actual performance of the EAs is clearly dependent on the level of accuracy 

demanded. Figure 5.5 indicates that by relaxing the accuracy requirements, the 

number of function evaluations required to be 99% sure that the correct structure is 

predicted can be reduced significantly; a structure within an RMSD of 2 A, for 

example, requires only a tenth the number of function evaluations as for 1 A. In the 

case of met-enkephalin this would not be advisable - a met-enkephalin structure with 

randomly assigned dihedral angles has an average RMSD of 2.13 ± 0.51 A - but it 

does indicate that care needs to be exercised in comparing performances where the 

final RMSD values are rarely reported. 

5&2 Peufornnince vauiatkrn with c©iriitroll pairameteirs and control parameter 
inteird1epeinidencies 

The influence of the control parameters on the performance of the SRMT  

design when applied to met-enkephalin is shown in Figure 5.6. This figure indicates 

that the region of parameter space associated with optimal performance, which is 

circled, is extremely small. This reinforces how critical proper parameter selection is 

to good EA performance. 

Figure 5.6 clearly shows that the performance drastically degrades once the mutation 

probability falls below a limit P - 0.1 —0.2 depending on the other parameter 

values. In general, the value of PZ increases as the population size diminishes or the 

tournament size (i.e. selective pressure) increases - this second trend is inline with 

that observed in the polyalanine study. The limit appears to vary non-monotonically 
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with the number of crossover point, with it being less for Nx = 4 compared to the 

other values considered in the study. The figure indicates that population size 

influences little the performance when the mutation rate exceeds the limit P, 

Finally, Figure 5.6 indicates that better performance is likely to be obtained by 
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Figure 5.6. Influence of control parameters on performance, as measured by F 99 , 
for the SRMT design applied to met-enkephalin. The colour varies from dark blue 
(1 - 2Fb ), to light blue (2-3F), to green (3-7F), to yellow (7—l3F) 

red (> 13E(99) ). The regions of optimal performance are circled. 

adhering to tournament size/number of crossover point combinations that are at the 

left hand or top edges of the figure. 
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A3 Comparison oft EA jpe Ilormance with that oi1 other methods 

Several groups have recently argued that evolutionary algorithms are not 

competitive in the ab initio context and, instead, hybrid algorithms are required. 

Comparison with other methods can be misleading as not all information regarding 

the method performance can be extracted and there is uncertainty associated with 

termination conditions. Table 5.4, which shows the performance of various leading 

ab initio methods when applied to met-enkephalin, indicates that EAs can, in their 

own right, be competitive to other methods, perhaps even superior, provided the 

correct control parameter values are selected. By saying that EAs are competitive to 

other methods we do not claim that EAs outperform other methods, especially having 

in mind the difference in methods and the difference in number of degrees of 

freedom used. All these problems have to be taken into account when Table 5.4 is 

looked at. 

Table 5.4. Comparison of performance of various ab initio methods when applied to 
met-enkephalin. The number of degrees of freedom (NDOF) represents the number of 
dihedral angles subject to optimisation. 

Method 	 NDOF F 	p(99) 
SRMT 	 SRM 

CSA (Lee et al., 1997) 24 12.0 1.62 

aBB (Androulakis et al., 1997) 24 31.2 4.20 

Hybrid EA (Garduno-Juárez R. & Morales, 2003) 20 NA 1.24 

EA (this work) 15 1.00 1.00 

5..431 Population evohiitioini during simulations 

The variation of the energy and root mean square difference of the best 

member of each generation averaged over 20 successful simulations and the 
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Figure 5.7. Variation of the energy (solid line) and RMSD (dashed line) of the 
best structure through the generations for the SRMT design when applied to met-
enkephalin. The data are obtained from 20 separate successful simulations. The 
bars indicate one standard deviation. 

associated standard deviation are presented in Figure 5.7, where the RMSD is 

calculated relative to the structure of model 4R. These variations are broadly similar 

to those seen for polyalanine (c.f. Figure 4.10), although the rate of improvement 

appears to be less. 

This slow rate of improvement compared to that observed in the polyalanine study 

can be better seen in the Ramachandran plots of Figure 5.8. Unlike for the SRMT 

design when applied to polyalanine, see Figure 4.11, there is little evidence of 

concentration of the angles around those of model 4R (indicated here by black dots) 

within the first 5% of an average simulation. There is some concentration of the 

angles 10% into the average simulation, particularly around the angles associated 

with Met5  and Phe4 , which are a lot less flexible because of their sidechains. These 

concentrations continue throughout the remainder of the simulation, although there is 
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still significant spread even at the end of the simulations, unlike in the polyalanine 

case. 
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Figure 5.8. Ramachandran plots showing probability of dihedral angles existing at 
various stages in successful simulations for met-enkephalin with SRMT design. 

Despite this spread, in all successful simulations the local optimiser brings the best 

structure of a simulation very close to the structure of model 4R, as illustrated in 

Figure 5.9, which shows a comparison of the best structure predicted from an 

example successful EA simulation with that of model 4R. In this case, the backbones 
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Figure 5.9. Superposition of the entire molecular structure (left) and backbone 
(right) of the best structure predicted by an example successful EA simulation 
(red) and the structure of model 4R (green). The RMSD between the backbones in 
this case is 0.105 A. 

are to all intents and purposes identical with an RMSD of 0.105 A (note that RMSDs 

of zero were often obtained), and the mismatch between the sidechain atoms is 

minimal. 

5.5 Conclusions 

It has been shown that EAs can successfully predict ab initio the correct fold 

of a real protein with a computational effort that is competitive with other methods. It 

has also been shown that many of the conclusions drawn from the polyalanine study 

with regards the influence of the control parameters on performance hold for met-

enkephalin. It remains to be seen if this conclusion can be extended to other real 

proteins - preliminary work aimed at addressing this issue is detailed in the 

following chapter. 
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Chapter 6. Application of EAs to Other Real Proteins 

6.1 	Introduction 

This chapter presents an extension of the work to further real proteins that 

are larger and more complex than met-enkephalin. A total of six proteins were 

considered, brief details of which are listed in Table 6.1; more details for these 

proteins may be obtained from the PDB (Berman et al., 2000). These proteins were 

manually selected from over 100 proteins identified in the PDB that satisfied the 

following criteria: (1) a single chain; (2) a chain length of 45 residues or less; (3) an 

experimental RMSD of 2 A or less; and (4) determined by X-ray diffraction. The 

manual filtering essentially involved identifying those PDB records that involved as 

few as possible ligands. 

Table 6.1. List of real proteins considered in the study reported in this chapter; NR is 
the number of residues in the protein. 

PDB ID Sequence NR RMSD (A) 
I AKG GCCSLPPCALSNPDYCX 17 1.10 

IETL CELCCNPACAGC 12 0.89 

I NOT ECCNPACGRHYSC 13 1.20 

WEN GCCSLPPCAANNPDYC 16 1.10 

2ERL DACEQAAIQCVESACESLCTEGEDRTGCYMYIYSNCPPYV 40 1.00 

IPEF EQLLKALEFLLKELLEKL 18 1.50 
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6.2 	Study Details 

The molecular structure representation and potential model details used in 

the work reported here were the same as for the polyalanine and met-enkephalin 

studies. The vast majority of the study reported here was undertaken with the SRMT 

design, with the SRM u  design also being used when considering the protein 1 PER In 

light of the main findings of the polyalanine and met-enkephalin studies, only the 

mutation probability was varied. The mutation probabilities considered along with 

the other control parameter values used are shown in Table 6.2. 

Table 6.2. EAs control parameters used when seeking to predict the native structure 
of the proteins in Table 6.1 with the SRMT design. 

Parameter 	Values considered 
PM 1.0/N, 1.5/N, 2.01N 

Px 0.9 

Nx  2 

Np 600 

NT 2 

Nc N—1 

PR 0.1 

It is necessary to know the correct structure in order to assess the success of a 

simulation. This structure should, in theory, be that in the PDB. However, not at all 

surprisingly, only the structure of 1 PEF appears to be located at the global minimum 

of the potential energy surface defined by AMBER. Moreover, it was similarly found 

that the local relaxed experimental structures for the first four proteins in Table 6.1 

were not located at the global minimum as defined by AMBER. This made it 

difficult to assess how good the EA performance was for these particular models. As 

we will see, the same is not true for the last two proteins. 
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6.3 	Results and discussion 

6.3.1 1AKG - Alpha-Conotoxin PNIB from Conus Pennaceus 

This 17 residue protein, which is shown in Figure 6.1(a), consists of a 3-10 

helix leading into an a-helix and, finally, a turn pinned by an amide ligand. 

Disulphide bonds, shown here as dashed orange lines, exist between residues 1 and 

8, and 3 and 16. Whilst the experimental structure has a potential energy higher than 

its locally relaxed counterpart, the RMSD between the two only slightly exceeds the 

experimental resolution of 1.10 A. Visual comparison, Figure 6.1(b), reveals that the 

experimental structure is largely conserved on local relaxation. 

n 

Figure 6.1. (a) Experimental structure of 1 AKG (blue sphere is an NH2 ligand at 
C-terminal and orange lines are disulfide bonds). (b) Locally relaxed structure 
(blue) superimposed on experimental structure (green). RMSD = 1.173 A. 

The potential energies of 56% of the structures predicted by the EA were lower than 

that of the relaxed experimental structure, with the best energy identified being 

approximately 2.1% lower at —1167.9 kcallmol. This was obtained using the smallest 

mutation probability considered, PM = 0.0588. Comparing the lowest energy 
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structure with the experimental structure, Figure 6.2, shows that whilst it is not a 

highly accurate prediction with an RMSD of 3.862 A. the general shape is reasonably 

well predicted. The 3-10 helix is well reproduced, as is the presence of a turn at the 

C-terminal, although there is a kink which could be due to the absence of the NH, 

ligand from the simulations and the fact that AMBER does not include disulphide 

bonds. This omission from AMBER may also explain the failure to properly predict 

the a-helix. 

Figure 6.2. Predicted structure (red) superimposed on the experimental structure 
(green) of 1AKG. The RMSD between the two structures is 3.862 A. 

Figure 6.3 shows the how the performance varies with the level of accuracy 

demanded assuming the lowest energy structure is the correct structure. This figure 

shows that no other predicted structure has an RMSD within 2 A of the lowest 

energy structure. The rest fall within 3-6 A. 
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Figure 6.3. Performance of EA when applied to 1AKG for various values of 
RMSD used to judge success when the correct structure is identified with that 
having the lowest predicted potential energy. 

6.3.2 	IETL - heat-stable enterotoxin 

This 12 residue protein, which is shown in Figure 6.4(a), consists of three 

turns at the 2-3, 7-8 and 10-I I residue pairs. There are two disulphide bonds, 

between residues I and 9, and 4 and 12, and a ligand, 2-mercapto-propion-aldehyde, 

which was not modelled here. The experimental structure has a potential energy 

higher than its locally relaxed counterpart and the RMSD between the two well 

exceeds the experimental resolution of 0.89 A. Despite this large RMSD, visual 

comparison, Figure 6.4(b), shows that the experimental structure is largely conserved 

on local relaxation. 

The potential energies of 64% of the structures predicted by the EA were lower than 

that of the relaxed experimental structure, with the best energy identified being 

approximately 5.2% lower at —947.4 kcal/mol. This was obtained using, once again, 

the smallest mutation probability considered, PM = 0.0833. Comparing the lowest 
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(a) 
	

(b) 

Figure 6.4. (a) Experimental structure of 1ETL (ligand is explicitly shown and 
orange lines are disulfide bonds). (b) Locally relaxed structure (blue) 
superimposed on experimental structure (green). RMSD = 2.99 A. 

energy structure with the experimental structure, Figure 6.5, shows that whilst it is 

not a highly accurate prediction, the RMSD is infact better than that of the locally 

relaxed structure at 3.592 A. The general shape is reasonably well predicted, with all 

three turns being essentially captured. The main fundamental difference between the 

two appears to be at the C-terminal, which could be explained by the fact that 

AMBER does not include disulphide bonds, and that the ligand is not included in the 

model. 

Figure 6.6 shows the how the performance varies with the level of accuracy 

demanded assuming the lowest energy structure is the correct structure. This figure 

shows that no other predicted structure has an RMSD within 1 A of the lowest 

energy structure. The remainder fall within 1-5 A. 
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Figure 6.5. Predicted structure (red) superimposed on the experimental structure 
(green) of 1ETL. The RMSD between the two structures is 3.592 A. 
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Figure 6.6. Performance of EA when applied to 1ETL for various values of RMSD 
used to judge success when the correct structure is identified with that having the 
lowest predicted potential energy. 
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6.3.3 1NOT - Gi Alpha Conotoxin 

This 13 residue protein, which is shown in Figure 6.7(a), consists of a 3-10 

helix between residues 5-10 embedded between extended strands. There are two 

disulphide bonds between residues 2 and 7, and 3 and 13, and an amide ligand 

which, once again, was not modelled here. Whilst the experimental structure has a 

potential energy higher than its locally relaxed counterpart, the RMSD between the 

two is infact well below the experimental resolution of 1.20 A. Visual comparison, 

Figure 6.7(b), shows that the experimental structure is largely conserved on local 

relaxation. 

(a) 

Figure 6.7. (a) Experimental structure of 1NOT (ligand is explicitly shown and 
orange lines are disulfide bonds). (b) Locally relaxed structure (blue) 
superimposed on experimental structure (green). RMSD = 0.926 A. 

The potential energies of 86% of the structures predicted by the EA were lower than 

that of the relaxed experimental structure, with the best energy identified being 

approximately 5.9% lower at —898.4 kcallmol. This was obtained using, once again, 

the smallest mutation probability considered, PM = 0.0769. Comparing the lowest 
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energy structure with the experimental structure, Figure 6.8, shows that this is 

perhaps the worst prediction so far, with the RMSD of 4.385 A largely being due to 

the predicted structure being more 'open' than the experimental. Despite this, the 

predicted structure does bare some resemblance to the experimental structure, 

including some evidence of a helix in the middle. The more open predicted structure 

is likely to be due to the absence of both the ligand and the disulphide bonds from the 

model, all of which would act to tighten up the loop. 

Figure 6.8. Predicted structure (red) superimposed on the experimental structure 
(green) of 1NOT. The RMSD between the two structures is 4.385 A. 

Figure 6.9 shows how the performance varies with the level of accuracy demanded 

assuming the lowest energy structure is the correct structure. This figure shows that 

no other predicted structure has an RMSD within 1 A of the lowest energy structure, 

with the remainder falling within 1-5 A; this trend is similar to that observed for 

1ETL. 
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Figure 6.9. Performance of EA when applied to INOT for various values of 
RMSD used to judge success when the correct structure is identified with that 
having the lowest predicted potential energy. 

6.3.4 1PEN - Alpha Conotoxin PNI1 

This 16 residue protein, which is shown in Figure 6.10(a), consists of a 3-10 

helix between residues 2-3 passing into an a-helix between residues 6 and 11 and, 

finally, a turn between 13 and 15. There are two disulphide bonds between residues 2 

and 8, and 3 and 16, and an amide ligand which, once again, was not modelled here. 

Whilst the experimental structure has a potential energy higher than its locally 

relaxed counterpart, the RMSD between the two is infact comparable to the 

experimental resolution of 1. 10 A. Visual comparison, Figure 6.10(b), shows that the 

experimental structure is largely conserved on local relaxation. 

The potential energies of 49% of the structures predicted by the EA were lower than 

that of the relaxed experimental structure, with the best energy identified being 

approximately 3.0% lower at —1186.1 kcal/mol. This was obtained using, once again, 

the smallest mutation probability considered, PM = 0.0625. Whilst the RMSD 

between the best predicted and experimental structures is relatively poor at 3.695 A. 
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Figure 6.10. (a) Experimental structure of 1NOT (ligand is explicitly shown and 
orange lines are disulfide bonds). (b) Locally relaxed structure (blue) 
superimposed on experimental structure (green). RMSD = 0.926 A. 

visual comparison, Figure 6.11, shows that the overall shape is well captured with 

some evidence of a helix in the middle and a turn at the end. The N-terminal end of 

the predicted structure turns the wrong way, which could well be due to the absence 

of both the ligand and the disulphide bonds from the model. 

Figure 6.11. Predicted structure (red) superimposed on the experimental structure 
(green) of 1PEN. The RMSD between the two structures is 3.695 A. 
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Figure 6.12 shows the how the performance varies with the level of accuracy 

demanded assuming the lowest energy structure is the correct structure. This figure 

shows that no other predicted structure has an RMSD within 2 A of the lowest 

energy structure, with the remainder falling within 2-6 A; this trend is similar to that 

observed for IAKG. 
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Figure 6.12. Performance of EA when applied to IPEN for various values of 
RMSD used to judge success when the correct structure is identified with the that 
having the lowest predicted potential energy. 

6.3.5 2ERL - Pheromone ER-i 

This 40 residue protein, which is shown in Figure 6.13(a), consists of three 

a-helicies separated by turns, with a third turn at the C-terminal end. There are three 

disulphide bonds, between residues 3 and 19, 10 and 36, and 15 and 28, which act 

bind together the a-helicies. There is also an ethanol molecule present, which is not 

shown here; this was, once again, not modelled. The experimental structure has a 

potential energy higher than that of the locally relaxed counterpart, and the RMSD 

between the two is very large indeed compared to the experimental resolution of 1.0 
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A. Visual comparison, Figure 6.13(b), shows that, with the a-helicies being largely 

preserved, this large RMSD is primarily due to the omission of the disulphide bonds 

from the model, which allows the ct-helicies to separate, probably so as to reduce 

overlap between sidechains. 

 

(a) 

I 

 

Figure 6.13. (a) Experimental structure of 2ERL (orange lines are disulfide bonds; 
there is also an ethanol molecule present but this is not shown). (b) Locally 
relaxed structure (blue) superimposed on experimental structure (green). 
RMSD = 9.535 A. 

Unlike all the previous proteins tested in this chapter, the EA failed to predict any 

structure with a potential energy lower than that of the relaxed experimental 

structure. This is perhaps not surprising given its relatively large size and its three 

domains. What is surprising is the large RMSD between the lowest energy structure 

and the relaxed experimental structure, 10.241 A, compared to the very small 

difference in their energies, —2512.9 kcallmol vs. —2514.2 kcallmol, just 0.05%! This 

suggests the link between energy and structure is very weak indeed - this could be a 

failure of the potential energy model. The failure to at least reach or get below the 
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energy of the relaxed experimental structure is, however, undoubtedly a failure of the 

EA. Visual inspection of the comparison between the best predicted and relaxed 

experimental structures, Figure 6.14, confirms the disappointing performance for this 

protein, with there being only slight evidence of a helix near the N-terminal end of 

the protein and a bend in the middle, although it could be argued that the latter is 

encouraging. Once again, the best predictions were obtained with the smallest 

mutation probability considered, PM = 0.025. 

Figure 6.14. Predicted structure (red) superimposed on the relaxed experimental 
structure (blue) of 2ERL. The RMSD between the two structures is 10.241 A. 

6.3.6 1PEF - peptide F, Amphiphilic Octadecapeptide 

This 18 residue protein, which is shown in Figure 6.15 along with its 

relaxed counterpart, is a single a-helix with a turn at the C-terminal end. Unlike all 

the other proteins considered in this chapter, there are no disulphide bonds or ligands. 

As Figure 6.15 shows, there is very little difference between the experimental 

structure and its relaxed counterpart, with the RMSD being just 43% of the 

experimental resolution of 1.50 A. This proteins is perhaps the most ideal test case, 
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and it would be hoped that it could be predicted. We were, therefore, very surprised 

to find that the EA failed to predict the correct structure or even obtain a structure 

with an energy lower than the experimental, Ee - EAr, = —42 kcallmol. Indeed, as 

Figure 6.16 shows, the prediction was very poor indeed. 

Figure 6.15. Experimental structure of 1PEF (green) superimposed on its locally 
relaxed counterpart (blue). RMSD = 0.653 A. 

Once again, the 'best' predicted structure was obtained with the lowest mutation 

probability from Table 6.2, PM = 0.075. The fact that the best performance for all the 

proteins considered in this chapter were obtained using the lowest mutation 

probability considered suggested that it may infact be too high. A larger study was, 

therefore, undertaken for protein IPEF by considering the SRM u  design and a wider 

range of control parameter values as listed in Table 6.3. More generous termination 

criteria were also used to give the EA every chance to identify the correct solution. 

Table 6.3. Extended parameter set considered for the structure prediction of 1PEF. 
These parameters are used in addition to parameters shown in Table 6.2 

Parameter 	Values considered 
PM 	 0.03, 0.04, 0.05, 0.06, 0.07, 0.08, 0.09 

NP 	 400, 600, 800 

Nx (SRMT only) 2, 8 

a (SRMu only) 	0.9 
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Figure 6.16. Best predicted structure obtained using the control parameter sets of 
Table 6.2 (red) superimposed on the relaxed experimental structure (blue) of 
1PEF. The RMSD between the two structures is 7.416 A. 

Much better results were obtained in this wider study. Whilst the difference between 

the energies of the relaxed experimental structure and the best predicted structure 

was still significant at E - Ee  = —23 kcalImol, visual inspection shows that 

essentially the only problem with the prediction is a bend in the middle, Figure 6.17. 

Figure 6.17. Best predicted structure (in energy terms) obtained using the control 
parameter sets of Table 6.3 (red) superimposed on the relaxed experimental 
structure (blue) of 1PEF. The RMSD between the two structures is 5.8 16 A. 
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The RMSDs of the segments either side of the bend (i.e. 1-9 and 10-18) are 1.25 A 

and 1.65 A respectively, which is very encouraging. Inspection of the second best 

prediction in energy terms, Figure 6.18, shows that it is infact an even better match to 

the conformation of the relaxed experimental structure, with only one end being out. 

Whilst the overall RMSD in this case is a 3.369 A, the RMSD of the first 14 residues 

and last 3 residues are 1.771 A and 0.081 A, indicating that only the angles 

Figure 6.18. Second best predicted structure (in energy terms) obtained using the 
control parameter sets of Table 6.3 (red) superimposed on the relaxed 
experimental structure (blue) of 1PEF. The RMSD between the two structures is 
3.369 A. 

associated with residue 15 are poor. Whilst these results are very encouraging in 

terms of the EA, the fact that the second best structure (in energy terms) is a better 

match to the relaxed experimental structure does raise concerns over the AMBER 

potential energy function. 

To a certain extent it is surprising that essentially only one or two residues are out of 

place in both the best and second best predictions. As the termination criteria used in 

obtaining these simulations allowed for very long simulations, it is unlikely that the 
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dihedral angles involved are incorrect because of lack of effort but, rather, 

inefficiency. As the efficiency is highly dependent on the mutation process, it is 

likely that this is the problem. if this is the case, adaptive mutation probabilities, 

possibly linked to each gene, may improve the performance. 

The best results were obtained using the SRMu design with the control parameter 

values of PM = 0.04 and Np = 400; all other control parameter values were as per 

Table 6.2. The population size is very much inline with previous findings. Most 

interestingly, however, is the mutation rate, which is approximately half that 

expected on the basis of the polyalanine and met-enkephalin studies. This suggests 

that the mutation probability may not simply scale with size, but may also be a 

function of the complexity of the potential energy surface. 

[4cIRflims 

The SRMT design was applied to a total of six real proteins selected from 

the PDB. A limited parametric study focusing on the mutation probability was 

undertaken in each case. The results from this study were in general encouraging. 

The shapes of three of the six proteins - 1AKG, 1ETL and 1PEN - were well 

reproduced, although the RMSDs in each case where between 3.5 and 3.9 A. The 

prediction for a fourth protein, 1NOT, was more disappointing. However, the failure 

to more accurately predict the structure of this and the other three proteins is largely 

due to the inadequacies of the AMBER potential model and the omission of ligands 

from the molecular model. Probably the largest anomaly in the process of predicting 

the 3D structure of above cases were non-presence of disulfide bonds which play 

critical role in stabilising structure of smaller proteins (where number of residues is 
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smaller then 100). AMBER potential model doesn't include neither implicitly nor 

explicitly disulfide bonding and alternative force field has to be taken considered for 

prediction of smaller proteins where disulfide bonding plays important role. 

The EA failed to predict satisfactorily the structure of a 40 residue multi-domain 

protein, although it came within 0.05% of the energy of the relaxed experimental 

structure. This failure is in part due to the inadequacies of the potential model and 

omission of a prosthetic molecule (ethanol) from the simulation. However, the EA is 

also partially responsible. This is perhaps not surprising given the size and 

complexity of the protein, but it does indicate that the EA may need to be 

fundamentally modified for larger and more complex molecules. 

As a near-perfect a-helix with no disulphide bonds or ligands, the sixth and final 

protein, 1 PEF, was an ideal test case. Results from the initial parametric study were 

very disappointing, with the energy of the best predicted struGture being well above 

that of the relaxed experimental structure, and the' RMSD nearly 7.5 A. A further 

parametric study considering the SRMu design and a wider range of population sizes 

and mutation rates yielded far better results. Rather surprisingly, the optimal 

mutation rate was approximately half that suggested from the polyalanine and met-

enkephalin studies, suggesting that mutation rate may also be a function of the 

complexity of the potential energy surface. The results of this second parametric 

study also suggested that a constant mutation probability applied uniformly across 

the chromosome may not be most efficient. These two results indicate the use of an 

adaptive mutation rate applied at the individual gene level may be necessary in 

general. 
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ChapW  7 C©c© 

7.11 	OvM7 & C© oMla©u © 2he 1l©f © Knovekadge  

For the first time ever, the effect of BA design and associated control 

parameters on BA performance has been investigated for the ab initio problem. It has 

also been shown for the first time that EAs are competitive with other state-of-the-art 

ab initio methods provided the correct design and control parameter values are 

selected. Finally, as a result of the work reported in this thesis, the community is now 

in a position to make well founded algorithm design decisions and control parameter 

selections that will lead to further improvements in EA performance for the ab initio 

problem - some of these improvements have been outlined in the next section. 

Before doing this, however, a summary of the major findings of the work reported in 

this thesis follow; the reader is referred to the conclusions of the individual chapters 

for greater details and lesser conclusions. 
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7. 	 ©Er Mndngs 

Chapter 3 outlines the new code that was developed during the research for 

the application of EAs to the ab initio prediction of protein tertiary structure. This 

code, which is approximately 20 000 lines of Object Pascal, allows the user to vary 

replacement strategy, chromosome encoding alphabet, crossover operator, and 

selection operator. It also allows the user to set control parameters and run 

simulations either via a graphical user interface or by the command line. This code 

provides an excellent basis for the future work outlined below. 

Chapter 4 reports an extensive parametric study aimed at identifying the optimal EA 

design (or group of designs) and associated control parameters for various sizes of 

polyalanine chain. Twenty different designs were considered and all of them were 

able to locate the target structure of A1a 15, although performance varied dramatically 

between them. Designs involving a steady-state replacement strategy, real encoding 

of chromosomes, and multipoint crossover were identified as the best. Both 

tournament and uniform selection were effective, with the latter leading to a 

somewhat better performance. The study also revealed that both mutation and 

crossover were essential to good performance. Performance was not particularly 

sensitive to the crossover probability other than it should be high. The performance 

was, however, particularly sensitive to mutation probability, with the optimal value 

being very narrowly defined. The optimal mutation probability was found to vary 

inversely with chromosome size. The other operators had a less dramatic effect on 

performance, although definite trends for most were identified. 

Application of one of the best EA designs to met-enkephalin, a five-residue protein 

widely used as a de-facto benchmark, is reported in Chapter 5. The mutation rate 
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scaling identified from the polyalanine study was found to hold for this real protein. 

Other findings from the polyalanine study with regards the optimal control parameter 

values were also transferable, suggesting that the findings of the studies reported here 

maybe more generally transferable. Finally, it was shown that EAs are competitive 

with other leading edge ab initio methods provided the correct design and control 

parameter values are used. 

Application of the best EAs to a further six, larger, real proteins is reported in 

Chapter 6 with some encouraging results. It was found, however, that the mutation 

probability may also vary with the complexity of the potential energy surface in 

some manner that is as yet unclear. It was also observed that a constant and 

uniformly applied mutation rate may not be the most efficient approach. 

It is clear that whilst much work was done, there is much more to do before EAs are 

able to predict, unaided, complex molecular structures from chemical formulae 

alone. Some potential improvements are outlined in the following section. 

7.3 	Fifte Work 

7,31 Adapthre mutatkrn rate 

It is clear from the work on real proteins reported in Chapter 6 that the main 

problem in EAs still remains selection of the optimal mutation rate (selection of the 

other parameters is more or less clear now). It is also clear from this work that 

mutation rate should not be constant during a simulation and should probably not be 

applied uniformly across a chromosome. It is, therefore, strongly recommended that 

an adaptive mutation rate at the individual gene level be developed as a priority. 
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An extensive overview of parameter control in EAs is available in Eiben et al. 

(1999). Self-adaptation of mutation rates is possibly the most common application of 

adaptivity in EAs, largely stemming from its widespread use in evolution strategies 

(see Schwefel, 1981; Fogel et al., 1991). Back (1992b) used these ideas and 

implemented self-adaptation in GAs. Attempts were made in the past to use 

deterministic control schemes for controlling mutation probability over the course of 

simulation (e.g. Fogarty, 1989; Back, 1992a; Back and Schütz, 1996; Janikow and 

Michalewicz, 1991). In light of our finding that the SRM#  designs are the best when 

applied in the ab initio context, the work of Smith and Fogarty (1996) is of particular 

relevance. 

	

7.3.2 	Nflthhng and pairaHeRNnflon 

By maintaining the diversity of the population it is possible to increase the 

success rate of the structure prediction at the expense of longer simulation. This can 

be achieved by niching (Goldberg, 1989; Michalewicz, 1999; Horn, 1999). Niching 

also offers the possibility of identifying more systematically the minima, as is done 

in the conformational space annealing approach of Lee et al. (1997), which can aid in 

understanding the folding process and is also important in including entropy effects 

(e.g. Klepeis et al., 2002). Niching is also ideally suited to algorithm parallelisation 

(e.g. Alba and Troya, 1999; Jaimes and Coello, 2005) which can enable us to 

investigate longer and more complex proteins. 

	

7.3.3 	NoiaRflirnear chromosomes 

It is likely that the linear chromosome used in this work is not optimal for 

anything other than linear proteins (e.g. polyalanine, met-enkephalin, 1PEF) where 

short range interactions tend to dictate the structure. Linear representation is 
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inadequate as small change on one gene can have significant impact on the 3D 

structure of the whole molecule. In proteins where there are bends and/or multiple 

segments, both short and long-range interactions between distant parts of a protein 

are important (e.g. disulfide bonds) and should be captured if possible in the 

chromosome structure (Radcliffe, 1992). It is, therefore, recommended that a non-

linear chromosome representations be investigated including those based on graphs 

(e.g. Palmer and Kershenbaum, 1994; Bui and Moon, 1995). 

73.4 	IP©ttentiall aind Tree energy mndlefls 

It is clear that the AMBER potential energy model as implemented here is 

not adequate for proteins in general. Earlier work undertaken by the candidate also 

showed that the MM3 model is wholly inadequate. There are, however, a host of 

other potential energy models available, and it is recommended that some of the 

more established and complete models (i.e. that include disulphide bonds) such as 

the ECEPP model (Némethy et al., 1983, 1992) be investigated in more detail. 

It is also recommended that an approximate but good free energy model (e.g. Kiepeis 

et at., 2002) be included at some stage in the future, as it is infact the global 

minimum in the free energy hypersurface that is important rather than the global 

minimum in the potential energy surface. As this is likely to increase substantially 

the computational cost, this should be done in conjunction with parallelisation. 

Preliminary work by us has indicated that the performance of EAs and the optimal 

control parameters maybe affected by the functional form of the potential energy 

model. It would be interesting to further investigate this effect. 
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7.3.5 	Solvents, lligan1s9  cli ipeircnncs and otheir extcrunl effects 

Solvents, ligands and other surrounding molecules, and external effects such 

as solid surfaces are relevant for a number of reasons. Most protein structures in the 

PDB have ligands or chaperones associated with them and, as the work reported in 

Chapter 6 showed, they are likely to have some effect on protein structure. The 

interest of the group lies beyond proteins in the native state to proteins at surfaces 

and synthetic supramolecular structures that respond to external stimuli, some of 

which may be caused by ligands or chaperone molecules or changes in solvent 

properties. It is, therefore, important that these effects be included. 

7.3.6 	Scihuiig of Iperf©irmince 

The work reported in Chapter 4 on polyalanine suggested the computational 

requirements may scale exponentially with protein size. This is likely to be a worse- 

case scenario as: (1) both size and complexity change with proteins, and (2) we are 

using a naive chromosome encoding that is likely to be sub-optimal. It is, however, 

important to establish the scaling between performance and protein size. It is not 

entirely clear at this stage how the complexity issue could be handled, but use of 

folds to define classes of proteins of different size but with (possibly) similar 

potential energy surfaces maybe a way forward. 
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Homandeuve 

bi 	Bit-i in binary encoded gene 

E 	Energy 

fb 	Average energy of the best individual 

EGM 	Energy of the global minimum 

F 	Average number of function evaluations 

'3,est 	Average number of function evaluations for best predicted structure 

F 99 	Average number of function evaluations required to be 99% sure that the 
lowest energy structure is the correct structure (which is defined here as a 
structure whose RMSD is within RMSDT of the known correct structure 

F, 	Best value of F 99  for a given design and molecule 

best X Best value of F 99  for a given design and molecule when control parameter 

Xis fixed 

Minimum value of F 99  obtained in the study 

FT 	Number of successive function evaluations over which the best structure 
does not change leading to termination of a simulation 

F1 	Number of function evaluations associated with realisation-i 

91 	Bit-i in Gray encoded gene 

L 	Chromosome length 

N 	Number of residues in polyalanine 

NB 	Number of bits used to represent a gene in the binary/Gray encodings 

Nc 	Number of clones passed to next generation (Nc  = 1 corresponds to elitist 
generational) 

NDOF Number of degrees of freedom 

Np 	Population size 

NR 	Number of realisations 

NT 	Tournament size 

Nx 	Number of crossover points 

P(g) 	Population of generation-g 

PR 	Probability of replacing a structure in steady-state algorithms 

Px 	Crossover probability 
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PM 	Mutation probability 

P 	Mutation probability boundary limit 

Rb 	Average RMSD of the best individual in the population from the target 
structure 

RMSD Root Mean Square Deviation between two structures 

RMSDT Threshold value of RMSD used for judgment of simulation success 

S 	Average success rate 

a 	Fraction of the population considered for uniform selection 

A m 	Root mean square deviation of the dihedral angles 

0 	Backbone dihedral angle 

ui 	Backbone dihedral angle 

Main sidechain dihedral angle 

* 	A sup erscripted star indicates a value associated with 

A superscripted symbol indicates a value associated F for the specified 
number of residues N 
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RMSO ccOa1I© 

Comparing just energies of two structures does not give an answer to a 

question if two molecules are structurally similar. Hence, there is a need to 

physically measure the difference in atom coordinates. Root Mean Square Difference 

(RMSD) between two molecules M and N is calculated using the equation I. 1. 

It ((x M , xN,i) +(YMj - YN,)  Wi 	 2 +(zM, ZN,)) 

RMSD=1j' 	
N 

NW 
i=1 

where N is the number of representative atoms considered for alignment and W is 

the weighting factor. 

As two structures are not aligned by default it is necessary to align them prior to 

calculation of final RMSD. In practice procedures of alignment and calculation of 

RMSD are interconnected and finding the minimum of function represented by Eq. 

1.1 gives both structures aligned and the value of such minimum is the final RMSD. 

For determining RMSD between two proteins it is common practice to use just a-

carbons for structure alignment and weighting factor W for such alignment is usually 

set to 1. 

Sometimes, even comparing RMSD values can not give satisfactory answer. If only 

one backbone dihedral angle deviate significantly, RMSD can be quite large, 

depending on the proteins size, even though rest of the structure is almost the same. 
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To overcome this problem, instead of RMSD of atom positions, RMSD of dihedral 

angles can be used for more accurate information on similarity of structures. 

We have implemented BFGS optimisation method to optimise the function 1.1 in 

order to obtain RMSD. 
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- UM © Mhedvd An&s Vor Wr=u va pradMan  

No Res Experimental structure taken 
out from PDB database 
(Figure 6.15, green) 

'V 

Relaxed Experimental 
structure, 
E-1453.52 kcallmol (Figure 
6.15, blue) 

Best structure before 
extended study, 
E-141 1.50kcaIImol 
(Figure 6.16) 

best structure from the 
extended study 
E=-1430.28 kcallmol 
(Figure 6.19) 

Ar 

Second best structure from 
the extended study, 
E=-1425.11 kcal/mol 
(Figure 6.20) 

AT 	A4J 
1 E 171.66 0 -26.53 0 -6.96 0 -24.7 0 -29.45 

2 Q -58.885 -42.74 -1.124 17.638 0.767 21.423 -5.34 23.829 -1.161 14.969 

3 L -58.305 -44.548 -1.684 6.005 3.8 9.023 -6.33 16.743 -5.395 5.759 

4 L -62.711 -46.955 -4.534 1.849 -17.521 93.802 -15.332 31.536 -14.423 21.966 

5 K -63.174 -34.551 3.065 3.744 -13.109 110.781 -34.538 46.347 -19.67 33.04 
6 A -65.97 -48.64 3.045 13.894 116.25 -64.002 -12.229 69.84 -11.405 102.647 
7 L -59.311 -44.9 -18.429 4.684 -102.236 100.852 -67.261 39.192 -89.248 49.423 
8 E -57.669 -45.63 1.722 0.581 -42.802 61.619 -40.809 -126.443 -9.764 31.528 
9 F -64.624 -45.54 4.677 -1.643 -19.076 60.599 4365 39.835 1.869 12.319 
10 L -65.157 -42.617 7.51 0.811 0.372 16.97 -19.315 58.168 -8.132 28.445 
11 L -66.963 -36.446 5.22 -9.356 -69.6 67.14 -7.235 38.307 -29.728 37.733 
12 K -59.446 -43.357 -0.776 -3.435 -96.947 171.305 -16.559 28.774 -55.829 -0.601 
13 E -65.324 -38.351 9.429 -8.968 10.838 173.956 -11.364 54.821 -69.344 198.004 
14 L -67.225 -43.177 8.747 -0.087 -20.101 73.999 -6.465 27.47 -4.932 187.048 
15 L -61.46 -33.142 1.622 -14.364 -37.326 9.541 -77.701 -15.914 11.854 -10.316 
16 E -63.292 -16.834 1.867 -22.313 -13.993 151.55 -23.48 103.949 -29.851 125.531 
17 K -87.627 -4.661 1 	23.689 -27.414 22.384 -22.75 1 	15.322 124.622 -5.299 52.185 
18 L -88.63 1 	19.558 0 17.317 0 1 	-11.906 0 -53.985 0 


